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Abstract

Norm formation among heterogeneous generative-relational systems raises a problem of inter-
action when participants possess different capacities, histories, practical expectations, and means
of interpreting one another. An initial act of contact already relies upon a local practice, while
subsequent encounters may change the very conditions under which behavior is perceived as ap-
propriate, obligatory, or meaningful. This preliminary inquiry examines that problem through an
evolutionary approach to normative interaction. Drawing on established research on conventions,
social expectations, animal normativity, and multi-agent systems, it distinguishes recurrent behavior,
provisional practical commitments, shared rules, normative endorsement, and legitimacy. The pro-
posed research program considers normative initialization, provisional anchoring, partial translation,
reciprocal revision, asymmetric power, and stable pluralism alongside convergence and conflict. Its
generative-relational orientation permits interaction rules and interpretive capacities to change with-
out presuming a common fitness measure or a fundamental temporal order. The manuscript develops
a conceptual framework and outlines conditional formal and empirical investigations. It claims nei-
ther a general law of cross-system norm formation nor a common moral standard among human,
nonhuman, artificial, and hypothetical extraterrestrial participants.

Keywords: norm formation; heterogeneous generative-relational systems; normative initialization; evo-
lutionary interaction; coevolution; social conventions; cross-system interpretation
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Discussion Paper Note

This manuscript begins an independent preliminary inquiry into the evolution of normative relations
among heterogeneous generative-relational subjects and systems. It uses subject provisionally for inter-
acting participants under investigation, without making an attribution of phenomenal consciousness or
moral personhood. Its comparative scope includes human societies, nonhuman ecological relations, ar-
tificial agents, and explicitly hypothetical extraterrestrial encounters, with separate evidential standards
for each.

The current source contains complete Sections 1-14, covering introductory foundations, cross-
system identification, normative initialization and translation, evolutionary modeling, relational co-
evolution, normative stability, power-conditioned norm stabilization, a preliminary coupled formal
framework, cross-system comparison, and an empirical research-design program. A source-verified
bibliography and the full 14-section planning outline accompany the manuscript. Further comparative
validation, model testing, experimental programs, and ethical assessments remain research tasks. Con-
cepts such as normative initialization, provisional anchoring, and coevolutionary translation are working
proposals, not established laws or claims about ultimate ontology.

Except where otherwise indicated, copyright © 2026 Wanhong Huang. The source follows the ref-
erence template’s Creative Commons Attribution—-NonCommercial 4.0 International (CC BY-NC 4.0)
notice; applicable statutory exceptions and third-party rights remain unaffected. Licence: https://cr
eativecommons.org/licenses/by-nc/4.0/.
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1 Introduction

The formation of norms across heterogeneous generative-relational systems presents a problem of in-
teraction under uncertain conditions of interpretation. Human communities, nonhuman organisms, arti-
ficial agents, and hypothetical extraterrestrial interlocutors can differ in their sensory capacities, mate-
rial dependencies, histories of learning, communicative resources, and the relations through which their
practices become intelligible. Where such systems encounter one another, an initial act of observation,
approach, withdrawal, signal transmission, or deliberate silence may carry consequences before the par-
ties have established any mutually recognizable procedure for interpreting it. The inquiry developed
in this paper examines how practical expectations, locally binding conventions, and potentially shared
norms may form and change under those conditions. It brings research on social-norm evolution into
conversation with a generative-relational approach to heterogeneous interaction, while reserving separate
questions concerning normative authority and moral justification.

The problem begins with the conditions of initial engagement. In familiar coordination problems,
participants ordinarily possess an identifiable set of available actions, a sufficiently common description
of the encounter, and an established interpretation of relevant outcomes. An encounter with a structurally
unfamiliar system may lack some or all of these premises. A signal interpreted by one party as an
invitation could be treated by another as an intervention into a protected relation; an apparent refusal
could reflect sensory inaccessibility, resource constraints, or a form of communication the observer has
not learned to recognize. These possibilities provide conceptual counterexamples to the assumption that
an unambiguously neutral opening move is always available. They do not establish any empirical claim
about extraterrestrial life or the internal normative experiences of other species. Their analytical function
is to expose how an initial interaction protocol already relies upon contingent practical judgments, even
when those judgments are tentative and the counterpart’s expectations remain largely unknown.

Existing research offers substantial resources for analyzing coordination and the emergence of social
regularities. Young’s work on the evolution of conventions demonstrates how recurrent coordination
under incomplete information and occasional perturbations can select stable patterns of behavior in spec-
ified games [51]. His later account connects such patterns to expectations, signaling, sanctions, and the
stochastic dynamics of social norms, while emphasizing the difficulties of applying formal models to
particular historical cases [52]. Shoham and Tennenholtz develop an influential computational treatment
of social-convention emergence in multi-agent settings, including the effects of memory and updating on
convergence [44]. The normative multi-agent systems literature has also treated rule adoption, monitor-
ing, and norm emergence as substantive computational research problems, rather than as consequences
newly introduced by the present GR terminology [9, 43]. Institutional grammar research independently
distinguishes rules, norms, and shared strategies as recurrently constituted features of human institutions
[17]. These contributions establish substantial prior work on the evolution of conventions, computational
norm emergence, and the institutional organization of rules. The present inquiry proposes a comparative
extension for evaluating established explanations when participants differ in available actions, interpre-
tive procedures, memory structures, or criteria of appropriate conduct, and when interaction changes the
conditions of subsequent encounters. This extension is proposed as a set of diagnostic requirements and
research designs; Its incremental explanatory value requires comparison with existing agent-based and
institutional models.

A corresponding problem concerns what qualifies as a norm. Observed regularity, strategic coordi-
nation, habitual practice, inferred expectation, normative endorsement, and justified authority designate
different objects of inquiry. Bicchieri’s account distinguishes social norms from other recurrent practices
by attending to empirical and normative expectations and to conditional preferences [8]. That diagnostic
distinction is especially important in cross-system settings, where the analyst may possess behavioral
observations while lacking reliable access to the participant’s expectations. Comparative research on
possible animal normativity likewise proposes operational constructs such as socially maintained nor-
mative regularities, while leaving contested questions about the underlying psychological prerequisites
open [50]. An animal’s distinctive ecological affordances, for example, provide evidence concerning its



59

60

61

62

66

67

69

70

71

72

73

74

75

76

78

79

80

81

82

83

84

86

87

88

89

90

91

92

93

94

95

96

97

98

99

100

101

possible activities and dependencies; they do not independently show that the animal endorses an explicit
moral proposition. Equally, a stable convention among software agents need not imply shared subjective
understanding or moral personhood.

Recent experiments with interacting large language model agents illustrate both the opportunities
and the interpretive constraints of studying artificial conventions. Ashery, Aiello, and Baronchelli report
the formation of population-wide naming conventions and collective biases in controlled decentralized
LLM populations, together with changes induced by committed minority agents [5]. Such evidence bears
on observable coordination under specified prompts and interaction structures. The stronger attribution
of practical understanding, internally endorsed obligation, or autonomous normative authority requires
additional evidence and independent conceptual criteria. The research program proposed here therefore
uses the term subject provisionally for a relational participant whose activities, responses, or representa-
tions enter the interaction under investigation. The term by itself leaves open questions of phenomenal
consciousness, legal status, moral considerability, and degrees of normative agency. Those questions
require domain-sensitive treatment across human, animal, and artificial cases.

Within the present generative-relational approach, the principal object is the changing relationship
among heterogeneous systems and the practical conditions through which an interaction becomes pos-
sible, interpretable, repeatable, or contestable. A participant’s modes of recognizing signals, adopting
rules, and revising expectations may be historically constituted through relations that themselves change
as the encounter develops. Heterogeneity can therefore involve a difference in more than a preference
value within a common game: it may involve differences in the construction of the game, in which
moves can be perceived, in whether a repeated behavior is treated as a rule, and in what counts as a
violation. The approach regards such differences as research hypotheses requiring operational specifica-
tion. Generative-relational terminology supplies an analytical orientation; it does not confer a privileged
account of ultimate ontology or a universally valid theory of norm formation. Its additional explana-
tory value must be evaluated against descriptions in which rules, interpretive resources, and relational
conditions remain fixed: the proposed extension matters empirically where measured changes in those
conditions improve a causal account or a held-out prediction of interactional practices.

The first proposed mechanism is provisional normative initialization. A participant begins with a
contextually chosen practice or protocol even though the counterpart’s requirements are incompletely
known. A tentative restriction on intrusive contact, a request for a recognizable response, or a rule per-
mitting disengagement could each serve as an initial practice under certain conditions. The choice has
an epistemic basis and a normative cost: even observation and waiting may affect the counterpart, while
measures considered protective by one party may be interpreted differently by another. Accordingly, pro-
visional initialization means taking responsibility for a practical starting rule under uncertainty. It does
not establish that this rule is universally harmless, mutually acceptable, or morally justified. A particular
model might compare initial protocols by specified risks or reversibility conditions; the choice of such
criteria would remain part of the analysis rather than a neutral measurement of all possible interests.

A second candidate mechanism is provisional normative anchoring. Once interaction is underway,
an agent may adopt a revisable local rule or a relation to a community in order to sustain further inquiry
and practice. Anchoring can reduce the need to reconsider every coordination choice and may support
continuity across encounters. Its effects depend on the agent’s memory, alternatives, dependence on
other participants, and opportunities for dissent and revision. Nor is anchoring the sole route to con-
tinued practice. Distinct norms can coexist through negotiated boundaries, context-sensitive switching,
division of practical responsibilities, translation procedures, or institutional arrangements that preserve
disagreement. In some circumstances participants may continue interacting without developing a shared
norm. The analysis therefore treats anchoring as a conditional mechanism to be compared with these al-
ternatives, rather than as an inevitable consequence of extensive heterogeneity or a diagnosis of physical
criticality.

Normative interpretation itself may evolve within the encounter. One participant may discover a sig-
nal distinction previously unavailable in its conceptual repertoire; another may acquire a new practice of
withholding action while the first completes a response. Their interaction can establish a locally mean-
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ingful procedure even when neither party initially possesses a description of the eventual convention.
Such processes may involve changes to communication interfaces, sensorimotor opportunities, social
relations, or institutional expectations alongside changes in recurrent choices. This is a broader target
than selecting among fixed strategies in a preassigned payoff matrix. It also requires methodological
restraint: observable success in coordination does not establish that the parties attach identical meanings
to the convention. Interpretive mappings may be partial, asymmetrical, or dependent on a mediator, and
successful encounters may coexist with persistent disagreement.

The term evolutionary is adopted in a deliberately plural sense. It identifies the historical transforma-
tion of practices and relations through processes that may include cultural transmission, reinforcement or
other forms of learning, selection among recurrent strategies, negotiation, and institutional change. Estab-
lished models of stochastic evolutionary games, repeated interaction, and computational norm emergence
can each illuminate specific parts of this process, although their assumptions and explanatory targets dif-
fer. The present framework allows interacting systems to possess heterogeneous revision mechanisms
and, where justified, different representations of action and value. It does not posit a common fitness
function, a necessary movement toward agreement, or a scale on which every normative arrangement
can be ranked. A computational update index expresses a modeling choice and carries no independent
proof that metaphysical generativity has a primitive temporal order.

This qualification becomes especially consequential when studying power. An observed convention
may stabilize because participants recognize a useful coordination practice; it may also stabilize because
one party controls the communication interface, the resources needed for participation, or the penalties
attached to departure. Institutional analysis has long shown the importance of rules, biophysical con-
ditions, and the situations in which participants interact [40]. In heterogeneous encounters, asymmetric
control may shape which normative alternatives are visible, which expressions are understood, and which
revisions can be enacted. Such asymmetries must enter an explanation of norm formation, although a
complete political economy of material dependency, infrastructure, ownership, and heterogeneous value
circulation constitutes a distinct inquiry. For the present analysis, the primary question is how power
conditions the trajectory by which a practice becomes stable, disputed, revised, or abandoned. Stable
compliance is analytically separable from mutual endorsement and from legitimacy.

A related risk arises when explanatory concepts developed in human social life are projected without
qualification onto other systems. Human normative expectations can sometimes be investigated through
language, reported commitments, and deliberative practices. These evidential routes are partially absent
or significantly altered in the study of nonhuman animals and software agents. Cross-species ecological
coordination may involve learned regularities whose normative status remains disputed. An Al system
may reproduce language associated with approval, refusal, or commitment without providing sufficient
evidence for the same psychological mechanisms observed in people. Hypothetical extraterrestrial en-
counters extend the limits of possible interpretation still further, but function here as thought experiments
concerning initial uncertainty rather than as evidence about actual civilizations. The inquiry consequently
treats the admissibility of normative descriptions as an explicit empirical and philosophical issue in each
setting.

Several outcomes must remain available to the theory. Interactions may produce a shared convention,
stable plural practices, reciprocal interpretive capacities, asymmetric accommodation, persistent conflict,
or a breakdown of contact. Coordination can improve while one party’s practical alternatives contract.
A jointly formed protocol can be maintained by sanctions even when some participants contest it. Con-
versely, continued cooperation may be achieved through local translation without convergence toward
an identical internal representation of the rules. These possibilities motivate comparative models that dis-
tinguish observable behavior, expectations when measurable, material dependencies, opportunities for
exit, and the participants’ capacity to propose and realize changes to their interaction rules. They also
supply potential counterexamples to claims that heterogeneity must generate belonging, that adaptation
always yields convergence, or that more stable norms are ethically preferable.

The contribution of this paper is an initial conceptual and methodological architecture for studying
the evolution of normative relations across structurally heterogeneous participants. It identifies the ini-
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tialization problem, distinguishes provisional anchoring from normative endorsement, and specifies the
interpretive and institutional conditions that require treatment in cross-system models. It proposes to ex-
amine reciprocal change in practical repertoires and relational arrangements while retaining comparisons
with established norm-evolution research. The theoretical development is preliminary: no common gen-
erative potential metric, cross-species norm detector, empirically validated interaction model, or general
theorem of normative convergence is claimed. The mathematical framework and illustrative examples
developed later in the manuscript will require explicit state descriptions, observation assumptions, and
separate tests of behavioral coordination, normative understanding, and justified authority.

The argument proceeds by first clarifying the relevant dimensions of heterogeneity and the evidential
conditions for attributing norms. It then examines initial-contact protocols and the potential stabilizing
role of provisional normative commitments, followed by the difficulties of translation between partially
incompatible interpretive systems. The next stages compare evolutionary and learning models, inves-
tigate reciprocal changes in relational organization, and examine stability, conflict, and the effects of
enforcement. Human—AI interaction, nonhuman ecological practices, and hypothetical extraterrestrial
encounter serve as differently grounded comparative cases. A conditional formal framework subse-
quently specifies candidate norm-updating processes and their empirical limits; a concluding discus-
sion addresses moral status, the design of discriminating tests, and open problems in the interpretation
of evolving normative relations. Throughout, the explanatory development of a norm remains distinct
from any claim that the norm ought to command acceptance.

2 Generative-Relational Heterogeneity in Norm Formation

This section establishes the analytical meaning of heterogeneity for an evolutionary inquiry into norm for-
mation among generative-relational (GR) subjects and systems. Its purpose is to distinguish differences
in feasible practice, perceptual access, interpretation, historical learning, and institutional conditions
from the comparatively narrow differences in preferences or strategies commonly represented within a
shared model of coordination. The discussion proceeds by examining the conditions under which partici-
pants act, the forms of evidence through which their actions become intelligible, the distinct mechanisms
that can sustain regular conduct, and the consequences of relational asymmetry for the interpretation of
apparently similar behavior. The method is conceptual and comparative, supported by selected work in
ecological psychology, theories of agency, animal normativity, and artificial-agent interaction. The re-
sulting distinctions identify the explanatory requirements for a cross-system model; they do not provide
empirical evidence that these systems possess equivalent mental states or moral standing.

2.1 Material Conditions and Feasible Practices

A generative-relational description begins by specifying the conditions under which a participant can
persist, respond, and enter into further relations. These conditions can include metabolic dependence,
sensorimotor organization, technological infrastructure, institutional permissions, and access to materi-
als or information. An organism’s ability to move through water, an airborne animal’s ability to navigate
through the atmosphere, and a software agent’s ability to invoke a remote tool are different practical pos-
sibilities. Their distinctions arise from bodily or implemented organization together with features of an
environment. The common vocabulary of “action” provides a useful abstraction, while the mechanisms
through which an action becomes feasible remain system-specific.

Gibson’s ecological approach treats perception in relation to the practical possibilities afforded by
an environment to an organism [24]. This perspective supplies a starting point for cross-system compar-
ison: environmental opportunities depend upon the capacities of the participant, and the significance of
a feature can differ across organisms. For example, the same stretch of water may be a medium of loco-
motion for one organism, an obstacle for another, and an object of remote measurement for an artificial
platform. Such differences need not imply that the respective participants hold opposing moral proposi-
tions concerning the proper use of water. A judgment about what a being ought to do requires evidence
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concerning expectations, evaluation, social regulation, or some other defensible basis for a normative
attribution.

For present purposes, let an agent-relative feasible-practice repertoire denote the actions, transitions,
and relational engagements available to a particular system under stated material and institutional condi-
tions. Feasibility is thus conditional: a device may possess a software routine for a particular operation
while lacking the permission, energy, connectivity, or actuator access necessary to perform it. A hu-
man participant may understand a practice yet be prevented from performing it by resource constraints
or institutional exclusion. The possibilities available to a living organism may change as its ecological
relations, health, development, or social environment change. In each case, a practical repertoire must
be assessed with reference to the relevant conditions of enactment.

This conditionality matters for norm formation. A coordination proposal can be meaningful to one
participant and infeasible for another; a prohibition may be trivial for a participant that lacks the corre-
sponding action, and consequential for one whose livelihood depends on it. Apparent disagreement over
rules may therefore originate partly in differences in achievable action, costs of compliance, or depen-
dence on particular environments. A model that assumes a common action set risks assigning an artificial
symmetry to the negotiation. It may portray a refusal as a divergent preference when the requested ac-
tion lies outside a participant’s feasible repertoire. Conversely, observable compliance may result from
a severely restricted range of alternatives. These are empirically and ethically different situations.

2.2 Perceptual Access and Interpretive Conditions

Heterogeneity also concerns what participants can detect, how they associate observations with the ac-
tivity of others, and how uncertainty enters their interpretation. Human researchers may observe a bird’s
migratory route through instruments, reconstruct environmental conditions through remote sensing, and
infer patterns of response from repeated measurements. None of these operations directly provides the
organism’s complete experience of the route. The observations support claims about measurable conduct
and environmental association within the limits of the method. Claims about the animal’s evaluation of
a practice, its interpretation of another individual’s behavior, or its experience of a violated expectation
require additional evidence.

In human—AI interaction, a common linguistic interface can obscure a different evidential problem.
A person and a language-model-based agent may both produce an apology, a promise, a refusal, or a
statement describing a rule. The human utterance may be embedded in autobiographical continuity, in-
terpersonal accountability, social recognition, and consequences for subsistence or reputation. An Al
utterance may depend on training history, current instruction priorities, prompt context, memory archi-
tecture, tool access, and deployment oversight. These factors vary considerably across artificial systems.
Observable linguistic similarity consequently warrants a comparison of outputs, while equivalence of
underlying interpretation, experience, or normative commitment requires separate argument.

Controlled experiments with populations of large language model agents have reported conventions
and collective biases arising from local interactions [5]. Their evidential contribution is specific: pre-
scribed architectures and interaction settings can produce stable population-level patterns. The existence
of such patterns leaves open questions about the modeled agents’ internal interpretation of rules, the
effects of persistent memory and independent action, and the extent to which an observed convention
generalizes beyond the experimental environment. In a GR inquiry, the empirical study of an artificial
population therefore specifies its deployment setting and interaction history along with its measured be-
havior. Otherwise, stable output distributions can be mistaken for a complete account of socially situated
normative practice.

Interpretation may itself be reciprocal and historically revisable. A participant can learn that an
initially threatening gesture functions as a greeting, or that silence has a significance different from the
one initially expected. Such learning need not be shared, simultaneous, or symmetric. One participant
may acquire a reliable prediction of the other’s reactions while the other remains unable to identify its
counterpart’s intentions. In still other cases, both participants may coordinate through a stable interface
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without converging on identical meanings. The present approach treats interpretive correspondence as
an empirical achievement to be examined, with partial understanding and systematic misinterpretation
retained as genuine possibilities.

2.3 Normative Organization and the Evidence of Rule-Governed Conduct

A third dimension of heterogeneity concerns the organization of practices that observers may describe
as normative. A regular pattern of action can arise through biomechanical constraint, environmental
reinforcement, habituation, coordination incentives, learned expectations, explicit rule following, or co-
ercive enforcement. Distinguishing these mechanisms is necessary because a similar surface regularity
may be produced by different forms of organization. An annual migration, a repeated social greeting,
and a software system’s consistent refusal to execute a prohibited request can each exhibit regularity.
Their regularities alone do not establish the same kind of rule, expectation, or normative authority.

Work on human social norms gives one point of conceptual comparison. Bicchieri’s account em-
phasizes the relevance of empirical and normative expectations in identifying social norms, alongside
their conditional influence on behavior [8]. Young’s analyses of conventions describe how coordination
patterns may become established through repeated local interaction and population-level dynamics [51,
52]. Such theories provide different tools for studying the formation and maintenance of practices. Their
empirical applicability to heterogeneous systems depends on whether the relevant expectations, strate-
gies, population structure, and response mechanisms can be identified in each case. Importing a human
norm category into a nonhuman or computational domain without evaluating these prerequisites risks
treating a convenient analogy as an established result.

The study of nonhuman animals illustrates why the evidential question must remain open. Westra and
colleagues survey competing positions on animal social norms and develop a framework for examining
the psychological capacities and behavioral evidence relevant to such claims [50]. Their work provides
grounds for inquiry while documenting disagreement over the prerequisites for normative cognition. A
learned practice maintained through social influence might support a hypothesis about animal norma-
tivity; the same observation may also admit reinforcement-based or ecological explanations. Evidence
for a group’s response to deviations may strengthen some interpretations, yet the interpretation of the re-
sponse itself can remain disputed. Interspecies analysis must preserve this distinction between evidence
of socially organized practice and evidence of an explicit evaluative proposition.

The vocabulary of agency introduces a related philosophical issue. Barandiaran, Di Paolo, and Rohde
propose individuality, interactional asymmetry, and normativity as central properties in a theoretical
characterization of agency [7]. Their proposal is informative because it directs attention toward the
organization that makes action meaningful relative to the maintenance or regulation of a system. It is a
philosophical and theoretical account, however, and its adoption would require further argument in the
diverse empirical domains considered here. GR terminology does not settle whether a language model,
a robot, a living organism, or a collective institution meets a particular conception of agency. It provides
a comparative research vocabulary while leaving those classifications open to evidence and debate.

For clarity, the manuscript uses the term participant for an identifiable system whose conduct can
enter the interaction under examination. Subject remains a provisional research designation within the
paper’s title and theoretical problem. Neither term automatically attributes consciousness, personhood,
capacity for explicit moral deliberation, or equal moral standing. The evidential standards for identifying
norms are developed separately because the threshold appropriate to observable coordination need not
suffice for ascribing felt obligation, reflective endorsement, or legitimate authority.

2.4 Historical Learning and Relational Organization

Generative-relational heterogeneity further involves the formation histories through which capacities
and practices become available. In a human community, a practice may depend on long-term socializa-
tion, linguistic tradition, shared infrastructures, and institutional memories. An animal population may
transmit behavior through social learning under particular ecological conditions. An artificial agent may
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inherit statistical regularities from pretraining, behavior-shaping objectives from subsequent training,
session-specific instructions, or stateful memories acquired through interaction. These descriptions refer
to different mechanisms of persistence and change. They should not be converted without argument into
a common developmental sequence or a universal scale of advancement.

The distinctions also affect how normative change can occur. A participant might change its action
while retaining an interpretation of the governing rule. Another might reinterpret the same action under a
newly learned convention. A third might help alter the interaction protocol, the communication medium,
or the institution that determines which actions are feasible. These processes differ in the structures
affected, the evidence required to detect them, and their consequences for other participants. Studies of
institutional diversity have emphasized that rules interact with the features of the action situation and
the conditions in which participants operate [40]. A GR extension asks whether interaction can change
both the local practices and the relational conditions through which those practices are generated. Such
reciprocal change is a proposed research object, with causal mechanisms to be specified for each setting.

Historical constitution is especially relevant when two systems produce comparable outputs. A soft-
ware agent may generate a research proposal whose surface structure resembles one written by a human
researcher. The resulting documents can be compared as texts, and each may contribute to subsequent
work. Their conditions of production can nevertheless differ in labor arrangements, resources, institu-
tional accountability, access to information, and the ability to revise or challenge governing rules. Similar
artifacts may therefore arise from different relational histories. An explanation of norm formation that re-
lies exclusively on output equivalence would miss some of the conditions under which either participant
can sustain its commitments and participate in later revision. This is a substantive modeling concern,
without constituting proof of an unobservable inner difference.

Temporal organization adds another axis of heterogeneity while leaving the ontology of time open.
Organisms, human institutions, and computational agents may have different response rates, memory
persistence, renewal cycles, and horizons of dependence. A delay can be harmless for one participant
and destructive of an interaction opportunity for another. Persistence of a convention across many rapid
model calls has a different observational meaning from transmission across biological generations or
institutional transformations. Researchers therefore need to state the clocks, sampling intervals, mem-
ory assumptions, and observation windows used in each empirical model. Such operational timing is a
feature of the modeling procedure; it does not establish a primitive temporal order for generativity as a
whole.

2.5 Relational Asymmetry and Comparative Identification

The dimensions developed in this section intersect within concrete relationships. One participant may
possess greater interpretive reach while depending materially on another; a system with broad technolog-
ical capability may have limited knowledge of a partner’s ecological needs; a socially influential actor
may control sanctions without determining the content of a practice’s underlying significance. The pres-
ence of multiple asymmetries therefore challenges attempts to order participants along a single scale of
sophistication, intelligence, independence, or generative potential. Within a specified domain, some of
these properties may be measurable and comparable. Their combination does not automatically define a
global hierarchy.

Table 1 organizes the principal analytical dimensions and the associated questions of evidence. The
table is an inventory for model construction, not a taxonomy of morally superior or inferior kinds of
beings. Several dimensions can overlap, and a single participant may change category-relevant charac-
teristics across contexts or historical intervals.

For a preliminary formal representation, the heterogeneity of a participant ¢ may be indexed by a
context-dependent descriptive profile H;(c) = (4;,0;, I;, U;, C;), where the components refer, respec-
tively, to feasible practices, accessible observations, interpretive processes, update mechanisms, and
relevant enabling or limiting conditions in context c. This is an analyst’s organizational device; its com-
ponents need not be mutually independent or measurable by the same instruments. Their types can differ



346

347

348

349

353

354

355

356

360

361

362

363

364

365

366

367

368

369

370

371

372

373

374

375

376

377

378

Table 1: Analytical dimensions of heterogeneity relevant to cross-system norm formation.

Dimension Comparative object Evidence or identification issue

Material feasibility Conditions for executing or sustaining ~ Capability, permissions, resources,
a practice ecological dependence

Perceptual access Detectable cues and accessible Sensory/technical interface; limits of
evidence observation

Interpretive organization Attribution of significance to signals Response to perturbation; ambiguity
and actions and translation error

Normative organization Expectations, evaluations, constraints,  Distinguishing convention, obligation,
and sanctions and mere regularity

Historical learning Persistent memory, transmission, and Longitudinal records; separation of
revision training and interaction

Relational power Control over alternatives, interfaces, Exit options, asymmetry, sanctioning
and enforcement and imposed compliance

across participants, and a correspondence between two profiles may be partial. The expression makes
no claim that these components exhaust a participant’s constitution or that the profile is a metaphysically
privileged decomposition. Detailed operators and compatibility assumptions are reserved for a later for-
mal investigation.

Two consequences follow for comparative research. First, a model of interaction must identify which
capacities and relationships actually constitute the domain of comparison. A shared string output, action
label, or experimental reward may provide a limited basis for comparing specific outcomes while leaving
crucial generative conditions unmeasured. Second, a theory of norm formation should preserve several
kinds of explanation for a stable convention: reciprocal understanding, ecological adaptation, strategic
accommodation, coercive stabilization, and coincidence under environmental constraints may be obser-
vationally similar in restricted data. Their differentiation requires interventions, longitudinal evidence,
and independent observation of feasible alternatives whenever such evidence is available.

The proposed GR extension concerns feedback between practices and the relational conditions that
make those practices intelligible and feasible. It permits the possibility that participants learn each other’s
rules, develop distinct but compatible conventions, modify their interaction interface, or enter stable
relations whose asymmetries remain contested. The theory does not require convergence on a common
inner representation, a common welfare metric, or an ontologically fundamental precedence between
participant systems. Whether a particular interaction exhibits norm formation, practical coordination,
asymmetric enforcement, or a different kind of regularity remains an empirical and interpretive question.
This evidential distinction supplies the starting point for the subsequent analysis of criteria for identifying
norms across heterogeneous systems.

3 Criteria for Identifying Norms across Heterogeneous Systems

The identification of a norm is a distinct analytical task from the description of behavioral similarity or the
reconstruction of generative-relational (GR) heterogeneity. Institutionally oriented research has already
distinguished rule-governed prescriptions, socially maintained norms, and shared strategies; this sepa-
ration motivates a more demanding account of the evidence available in cross-system encounters [17].
This section develops criteria for evaluating when an observed practice warrants claims about a regu-
larity, a convention, a socially maintained expectation, a practical commitment, or a more demanding
form of normative orientation. The criteria are constructed through comparison of social-norm theory,
evolutionary accounts of conventions, and recent approaches to nonhuman normativity, followed by an
examination of artificial agents and asymmetric encounters. The aim is to make evidential requirements
explicit while permitting different mechanisms to realize similar practices. This inquiry remains diag-
nostic: it does not offer a universal psychological definition of a norm, establish normative authority
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through behavioral success, or resolve the moral status of its participants.

3.1 Behavioral Regularities and Their Generating Conditions

A repeated action is initially an observation to be explained. Its recurrence may arise from the structure of
a physical environment, an individual’s acquired habit, a shared technical protocol, population-level co-
ordination, or an expectation whose violation attracts criticism. These mechanisms can produce records
that look similar at the level of their outcome frequencies. A diagnostic account therefore begins by
specifying the observation window, the feasible alternatives, and the conditions under which the prac-
tice recurs. The observed fact that several participants select the same response supplies evidence of
a regularity within those conditions. Its classification as a socially normative practice requires further
inquiry into the forces that maintain it.

Consider three illustrative patterns. A school of fish exhibits coordinated changes of direction; pas-
sengers at a station repeatedly form a queue; artificial language agents converge on one label during
a coordination game. Each pattern is observable and potentially stable. The first can be investigated
through sensory coupling and collective movement, the second through learned expectations and possi-
ble social correction, and the third through the architecture of interactions, incentives, and memory. The
presence of shared conduct is a legitimate starting observation in each case. The additional inference
that participants understand a rule as appropriate or binding has a different evidential burden. In the
fish example, no propositional claim about what one ought to do follows from synchronized swimming
alone.

The distinction between descriptive and injunctive norms is pertinent to such an inference. In the
focus theory developed by Cialdini, Kallgren, and Reno, descriptive norms concern what people perceive
as commonly done, while injunctive norms concern what they perceive as approved or disapproved;
personal norms are addressed separately [15]. These are constructs developed to investigate human
social behavior. Their value for the present inquiry lies partly in separating the prevalence of an action
from the participant’s interpretation of its appropriateness. Extending them to heterogeneous beings
requires a locally warranted account of perception and interpretation. When those capacities cannot
be established, the analyst can retain a description of regularity without substituting a conjecture about
evaluative experience.

A second distinction concerns the difference between an available alternative and an effective alter-
native. A human respondent may be capable of making a different choice in principle, while facing a
credible threat of expulsion for deviation. A deployed Al agent may possess many possible text continu-
ations, yet be restricted by higher-priority instructions or output filters. A nonhuman animal may depart
from a repeated practice only at a significant energetic or survival cost. Studies of conformity should
therefore investigate feasible departure under the conditions that participants actually face. The scarcity
of alternatives can make an action highly predictable while offering limited evidence that the participant
has adopted a normative commitment to it.

3.2 Social Maintenance, Expectations, and Conventions

The presence of other participants becomes more informative when their behavior changes the likelihood
or form of a practice. In an account of social maintenance, the behavior of others may influence learning,
continued participation, tolerance of departures, reinforcement, or correction. A socially maintained
practice can thus be distinguished from one generated independently by several agents encountering
similar material constraints. Distinguishing social maintenance from a norm understood as a binding
obligation remains a further task.

Westra and colleagues propose the concept of a normative regularity for comparative research on
nonhuman animals: a socially maintained pattern of behavioral conformity within a community [50].
Andrews, Fitzpatrick, and Westra further develop a dimensional approach that allows comparative in-
vestigation of different psychological and social mechanisms without presupposing a uniquely human

11



426

427

428

429

430

431

432

433

434

435

436

437

438

440

441

442

443

444

445

446

447

448

449

455

460

461

462

463

464

465

466

467

468

469

471

472

473

474

package of normative capacities [2]. These proposals make a useful diagnostic move. Evidence of selec-
tive tolerance, learned group-typical practice, or active social feedback may support claims about social
maintenance, while the inference to reflective obligation or explicit moral judgment remains a separate
question. The term normative regularity is retained here with its authors’ proposed meaning rather than
treated as a synonym for any recurrent animal behavior.

For human social norms, the diagnostic requirements can be more demanding because a researcher
can often investigate beliefs, reference groups, and conditional preferences directly. Bicchieri’s frame-
work distinguishes empirical expectations concerning others’ behavior from normative expectations con-
cerning others’ views of appropriate conduct, and examines the conditional influence of those expecta-
tions on choices [8]. This approach also reveals why observed agreement can conceal divergent reasons
for action. Two participants may queue together, for example, although one expects reciprocal coopera-
tion and the other anticipates punishment for refusal. Their shared action provides limited evidence for
shared endorsement.

The evolutionary account of conventions introduces another important analytical possibility. A sta-
ble coordination practice may arise because participants expect the practice to be followed and obtain
benefits when their choices match. Young’s analyses describe the emergence and persistence of con-
ventions through repeated interaction and stochastic population dynamics [51, 52]. The resulting self-
reinforcement is explanatorily significant even where participants lack an explicit account of the prac-
tice’s moral worth. A coordination convention can support reliable cooperation, generate exclusionary
effects, or coexist with critical disagreement. Its evolutionary stability provides evidence for a sustaining
mechanism within a particular model, while leaving open the practice’s legitimacy.

For a heterogeneous interaction, identifying the relevant community or reference population may
itself be difficult. A human participant may orient toward professional colleagues; an Al agent may pro-
cess the instructions of its developer alongside messages from a user and feedback from other agents; an
animal may respond differently to familiar group members and unfamiliar individuals. These reference
relations need not coincide with the visible set of participants in an experiment. A cross-system analy-
sis should therefore identify who can influence whose actions, whose response counts as feedback, and
which communication or observational channels allow those influences to operate. The existence of a
population does not by itself establish a shared normative reference group.

3.3 Violation Responses and Practical Commitments

An informative diagnostic strategy studies what happens when a recurrent practice is interrupted. The
response to deviation can help distinguish an environmentally induced regularity from a socially main-
tained convention and can sometimes reveal the existence of rule-directed expectations. Evidence may
include corrective feedback, selective affiliation, withdrawal of cooperation, attempts to renegotiate a
convention, or explicit criticism. The same response nevertheless admits competing interpretations. Ag-
gression following a deviation may arise from threat perception, resource competition, frustration, en-
forcement of a practice, or other mechanisms. A norm-oriented interpretation gains support when the
predicted response varies systematically with the social meaning of the deviation, under controlled alter-
natives.

Intervention and comparison are especially useful. Investigators may compare behavior when the
same physical outcome is caused accidentally or intentionally, when departures are witnessed or unob-
served, when group membership changes, or when an established coordination rule is publicly amended.
These contrasts can reveal whether the response is sensitive to an expected practice, the actor’s per-
ceived responsibility, or a contextual signal. Their applicability depends on the organism or system:
experiments appropriate to adult human participants should not be presumed valid for animals or artifi-
cial agents. Naturalistic observation, gentle perturbation, and analysis of interaction records may provide
different, often complementary forms of evidence. Ethical limits on intervention are particularly salient
when a proposed test creates distress, ecological damage, or an asymmetry in a participant’s capacity to
withdraw.
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A practical commitment introduces a further distinction. A participant may continue to follow a rule
across changing incentives, carry it into new contexts, defend it in response to challenge, or participate in
its revision. Such patterns can provide evidence of commitment with a specified functional interpretation.
For a human participant, testimony and reasons may help establish the kind of commitment involved,
although verbal reports also have limitations. For an artificial agent, a generated statement such as “I
commit to this rule” is evidence of textual behavior. Stronger evidence for persistent, action-guiding
commitment would require a defined agent architecture, stable memory or state, identifiable options for
deviation, and observed consistency and revision across independent encounters. Even then, functional
persistence would not settle phenomenal consciousness or moral personhood.

The contrast between practical adoption and reflective endorsement matters for first contact. An
unfamiliar agent might adopt a signaling protocol because it enables exchange, while remaining uncertain
about the partner’s reasons for using it. Another might respond to apparent sanctions without regarding
the protocol as appropriate. A third might propose an alternative that it considers more acceptable. These
possibilities justify distinguishing practical accommodation, commitment to a practice, and endorsement
of a normative claim. In a radically heterogeneous encounter, the analyst may be able to establish the
first and document aspects of the second while leaving the third indeterminate. Such indeterminacy is
an evidential result, and it should be preserved in subsequent modeling.

3.4 Normative Identification in Human, Animal, and Artificial Interaction

The interpretation of similar behaviors across heterogeneous systems requires evidence tailored to each
form of organization. Human participants may provide explanations of expectations and obligations
through interview, deliberation, and observed social practice. Even here, experimenter demand, prefer-
ence falsification, institutional pressure, and the gap between declared and enacted rules can complicate
classification. Responses to departures and independent measures of expectations may be more informa-
tive than either testimony or conformity rates considered alone [8]. An investigator should also specify
the subgroup whose expectations matter rather than infer a single community-wide norm from a limited
sample.

For nonhuman organisms, social transmission and maintenance can be studied through longitudinal
records, population comparisons, patterns of social feedback, and interventions that respect welfare con-
straints. Current research on animal normativity proposes multiple dimensions and observes that the
psychological prerequisites for norm attribution remain disputed [50, 2]. For this reason, it can be le-
gitimate to report a socially maintained practice or candidate normative regularity without claiming the
presence of explicit normative propositions. The broader GR investigation does not require a bird, fish,
mammal, or other organism to possess the same conceptual vocabulary as a human researcher in order
for its behavior to be relevant to cross-system relations.

Artificial-agent populations introduce an analogous but technically distinct identification problem.
Ashery and colleagues report the formation of conventions and collective bias in controlled populations of
large language model agents [5]. Their results warrant claims about the behavior of those systems under
the experimental coordination protocol. A stable convention can arise from prompts, model priors, payoff
definitions, memory windows, and interaction topology. Its appearance does not establish that the agents
independently authored an ethical obligation or recognized a partner as a moral subject. Researchers can
strengthen causal claims by modifying one element of the protocol at a time, comparing alternative
models or memory conditions, and testing whether a convention persists when the original incentives or
instruction regime change.

The same evidential discipline applies to hypothetical extraterrestrial agents, with an additional re-
striction: no directly observed extraterrestrial normative system is currently available as evidence for
such comparison. A first-contact scenario can function as a conceptual stress test. It asks which diag-
nostic categories would survive if common language, familiar bodies, shared institutions, and presumed
agreement on worthwhile outcomes were absent. Such scenarios can expose tacit human assumptions;
they should be identified as thought experiments rather than empirical case studies. Their research value
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is to specify observations a protocol would need before assigning normative significance to an unfamiliar
signal.

3.5 Normative Authority and the Limits of Behavioral Evidence

A successful diagnostic account must separate the existence of a practice from the authority claimed for
it. A rule can be maintained by reciprocal expectations, repeated rewards, institutional permissions, or
threats of exclusion. These mechanisms can account for stability without supplying a justification for
enforcement. Likewise, a community’s approval of a practice is a fact about that community’s evaluative
relations; the ethical defensibility of the practice calls for a further argument. A comparison of hetero-
geneous GR systems is particularly sensitive to this distinction because the actors controlling resources,
interpretive interfaces, and sanctions may also influence which behaviors appear to count as voluntary
conformity.

Norm identification and normative legitimacy therefore occupy different analytical tasks. The former
investigates observable regularities, mechanisms of maintenance, available alternatives, and evidence of
expectation or commitment. The latter asks whether the claims made upon affected participants can be
justified in the relevant moral and political context. Consent, agency, welfare, reciprocal recognition,
contestability, and structural dependence may matter differently across cases, and some participants may
be unable to express their interests through a shared language. The present inquiry does not convert this
plurality into a universal test of legitimacy. It preserves the difference between an empirical explanation
of compliance and a defensible attribution of authority.

This distinction becomes acute when the rules governing interaction are imposed by a powerful par-
ticipant. An agent can coordinate reliably because the conditions for refusing or proposing alternatives
have been removed. Under such conditions, the resulting practice may be operationally stable while its
normative character remains uncertain. The relevant observations include who establishes the protocol,
whether participants can alter it, what occurs when they depart from it, and which consequences follow
from refusal. These are also political-economic questions about control over generative conditions. The
present section uses them to protect diagnostic inference; their detailed treatment as structures of power
belongs to the separate political-economic analysis of heterogeneous GR subjects.

3.6 An Evidential Protocol for Cross-System Classification

Table 2 summarizes a proposed protocol for recording claims at the level that available evidence can
support. Its categories are analytical distinctions, and a single observed practice may meet several criteria.
They form neither an ontological ladder of beings nor a proof that norms develop in a fixed sequence.
A researcher can combine observations from multiple sources, state competing explanations explicitly,
and revise classifications as an interaction history develops.

A disciplined investigation may proceed through a sequence of methodological decisions without
presuming an intrinsic order of normative capacities. It first identifies the particular practice and its
enabling conditions, including the available opportunities to depart from it. It then asks whether be-
havior depends on others’ observed conduct, anticipated reactions, explicit communications, or material
constraints. When possible, investigators compare multiple candidate mechanisms through ethically ad-
missible changes in context or incentives. The interpretation is reported with a confidence statement
matched to the evidence: an observed regularity, a plausible convention, a supported social expectation,
a candidate practical commitment, or an explicitly articulated normative justification. These descriptions
remain open to subsequent revision.

The protocol also requires attention to observational equivalence. A rule-sensitive participant and
a strategically compliant participant may behave identically throughout a short experiment. A socially
learned animal practice and an independently reinforced habit may also be indistinguishable within an
impoverished observation record. Such equivalence motivates richer longitudinal and intervention evi-
dence; it cannot be eliminated through a new label alone. When the necessary discriminating observa-
tions are unavailable or ethically inappropriate, a qualified conclusion is methodologically preferable to

14



576

589

595

596

597

598

599

600

601

602

603

Table 2: Proposed evidential distinctions for identifying normative phenomena across heterogeneous GR
systems.

Analytical object Indicative evidence Key interpretive limitation

Behavioral regularity Recurrence under specified ecological, Common behavior can arise through
institutional, or technical conditions independent constraints

Social maintenance Learning, tolerance, feedback, or correction Social influence alone need not imply felt
dependent on other participants obligation

Coordination convention Reciprocal behavioral expectations and Stability can reflect incentives or default
response to partners’ choices protocols

Normative expectation Evidence that others’ approval, disapproval, = Human reports and behavioral proxies have
or rule claims matter different warrants

Practical commitment Persistence, defense, or revision of a rule Functional consistency alone cannot
across controlled contexts establish subjective endorsement

Authority and legitimacy Explicit claims, affected-party participation, ~ Actual enforcement and group approval do
reasons and contestation not prove justification

a more confident but unsupported attribution. The ability to leave a claim unresolved is an important
part of the proposed framework.

The criteria developed here thus provide a basis for studying normative development without convert-
ing differences in behavior into presumed differences in moral worth, intelligence, or ontological status.
They support an evolutionary investigation in which practices may be maintained through heterogeneous
mechanisms, and participants may gradually establish new channels for interpreting and revising those
practices. The next analytical step concerns initial encounter: under conditions in which common norms
and mutually interpretable evidence remain uncertain, the participants still face consequential choices
concerning whether and how to begin interaction. Criteria for norm identification clarify which conclu-
sions can be drawn during that process and which must remain provisional.

4 The Initialization Problem of Heterogeneous Encounters

The initial encounter between heterogeneous generative-relational (GR) systems presents a problem of
practical coordination under incomplete normative interpretation. An initiating participant may have to
select a signal, observation procedure, distance, intervention, or decision to defer while lacking reliable
access to the meanings and expectations of another participant. This section analyzes the structure of
that problem, the limits of identifying an uncontroversial initial action, and the effects of information,
material asymmetry, and irreversibility on early contact. It develops a bounded account of provisional
initialization by combining conceptual counterexamples, elementary compatibility analysis, and compar-
isons with established practices in decision-making under deep uncertainty and extraterrestrial-contact
governance. The objective is to clarify the conditions under which interaction can begin responsibly
without claiming a universally valid first-contact rule.

4.1 Initial Action under Uncertain Normative Interpretation

An encounter is initially identified through some observation: a signal, an alteration in the environment,
a recurring response, or a directly observable participant. Recognition that another system is present may
precede any reliable interpretation of what its actions signify. The observing system nonetheless faces
practical alternatives. It may approach, transmit, monitor, interrupt an existing activity, withdraw, or
allocate resources to further observation. Each option involves assumptions about worthwhile inquiry,
permissible disturbance, acceptable delay, and the status of the other participant. Their normative signif-
icance cannot be settled simply by describing the options as information acquisition.

The relevant asymmetry lies partly between the familiar conditions of the initiating participant and
the unknown conditions of its counterpart. A human institution may treat a greeting as a cooperative open-
ing, an unattended boundary as freely accessible, or an unanswered signal as evidence of indifference.
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Another form of life or artificial agent may associate these events with different effects or expectations.
In addition, the counterpart may be unable to perceive the attempted greeting, may be organized collec-
tively rather than individually, or may attribute significance to aspects of the encounter that the observer
cannot yet detect. A scientifically careful account therefore distinguishes the physical occurrence of a
contact event from its interpretation as a communicative or normative act.

The initial normative problem extends to cases in which the initiator chooses to remain silent. Silence
may be a deliberate gesture, an absence of communicative capability, a response to danger, or behavior
that the other participant cannot recognize. Delayed action may preserve some possibilities while allow-
ing others to disappear. The claim that a first encounter requires a choice is consequently best understood
conditionally: when an agent has a live decision among feasible alternatives that affect the interaction,
its selection may depend on some practical criterion. An encounter can also begin without any identifi-
able agent exercising such control, as when ecological contact occurs through unplanned environmental
change. In those cases, normative responsibilities arise through later interpretations and responses rather
than through a deliberate first move.

The present analysis calls normative initialization the selection or institution of provisional conduct
under conditions in which the participants lack an established, mutually interpretable rule for their en-
counter. The term designates an analytical problem rather than a discrete stage that every relationship
must pass through. Some interactions begin within inherited ecological regularities, others within institu-
tional protocols, and others through contingencies in which each party initially mistakes the nature of the
other. Initialization may therefore be distributed across participants and events. It may also be revised
retrospectively as subsequent interaction transforms the interpretation of what counted as the encounter’s
beginning.

4.2 Compatibility Limits among Candidate Initial Practices

The difficulty of choosing an initial practice can be stated without attributing a common utility function
to the participants. Consider a finite set .A of initial actions available to a specified initiating agent
in a specified circumstance. Let # be a set of candidate interpretations of the counterpart’s relevant
conditions and practices. For each h € H, define A; C A as the actions regarded as acceptable under
that candidate interpretation. These sets are part of the analyst’s provisional representation. They need
not represent the counterpart’s own articulated judgments, and they may be wrong or incomplete.
A common-acceptability requirement can be expressed by the following condition, referenced here
as Equation 1.
Acommon(H) = ﬂ Ah' (1)
heH

If Acommon(#) is empty, there is no action in the specified feasible set that is acceptable under every
included candidate interpretation. This is a conditional consequence of the definition in Equation 1. It
neither demonstrates that an actual counterpart would reject all possible acts nor proves that the consid-
ered models exhaust its norms. Conversely, a nonempty intersection offers common acceptability only
relative to the analyst’s interpretation set and acceptability criteria. It does not independently establish
the legitimacy or practical safety of the selected action.

Consider a minimal thought experiment involving two feasible actions: transmitting a signal and
remaining silent during a fixed observation interval. Under interpretation A1, transmitting is understood
as respectful recognition and silence as avoidance; under interpretation h9, unsolicited transmission is
treated as intrusion and silence as restraint. The two candidate acceptable-action sets are disjoint. The an-
alyst may add a third option, such as passive observation, but this addition changes neither the conceptual
issue nor the need to assess its effects: observation may itself produce detectable emissions, intrusion,
environmental disturbance, or missed opportunities. This example does not assert that unfamiliar civi-
lizations actually possess either interpretation. It shows how apparent good intentions can fail to select
a mutually acceptable procedure when normative criteria are underdetermined.
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Three forms of uncertainty should be kept separate. Interpretive uncertainty concerns the meanings
attributed to signals or conduct. Practical uncertainty concerns what effects an action may have on
material and relational conditions. Normative uncertainty concerns which effects are acceptable, who
is entitled to evaluate them, and which claims deserve authority. More data about the first two may
improve understanding of the third, yet empirical information alone may leave competing claims to
authority unresolved. A robust interaction protocol must therefore distinguish what can be investigated
from what remains a matter of justification.

4.3 Contact Modalities and the Transformation of Evidence

The conditions of initialization differ across contact modalities. A remote signal can be recorded and
examined before any transmission in reply. Physical proximity may alter ecological conditions through
movement, contamination, noise, resource competition, or disturbance even before a symbolic exchange
is established. Artificial-agent encounters may be shaped by shared platforms, system instructions, tool
privileges, logging arrangements, and the possibility of changes to persistent memory. For terrestrial
animals, a human observer’s arrival, apparatus, or feeding intervention may change the very behavior
from which a putative social norm is inferred. These differences call for tailored methods of observation
and restraint.

Contemporary extraterrestrial-search governance supplies a narrowly defined institutional compari-
son. The International Academy of Astronautics’ June 2026 Declaration of Principles Concerning the
Conduct of the Search for Extraterrestrial Intelligence recommends independent verification and open
reporting of confirmed evidence. For a reply to a confirmed detection, it calls for international consul-
tation through broadly representative institutions before transmission [29]. These provisions concern
astronomy-based technosignature detection and potential responses. They represent a human institu-
tional proposal for responsible scientific conduct, with a specified scope; they are neither a binding
constitution for interaction with an encountered extraterrestrial civilization nor evidence that another
intelligence would accept the same consultation rules.

A different concern arises when the encounter includes material exchange. Article IX of the 1967
Outer Space Treaty addresses the avoidance of harmful contamination of celestial bodies and adverse
environmental change on Earth resulting from extraterrestrial matter; it also provides for consultations
among state parties in specified circumstances of potentially harmful interference [49]. The treaty gov-
erns states and their activities rather than defining reciprocal obligations with extraterrestrial organisms.
Nevertheless, the distinction between signal-based detection and material intervention illuminates an
important analytical issue: the form of contact determines which classes of irreversible or difficult-to-
observe effects must be considered. A protocol appropriate for radio astronomy may be insufficient for
ecological contact, physical arrival, or the transfer of potentially reproducing material.

Observation cannot always be treated as epistemically passive. Measurement technologies have
footprints, interventions change local incentives, and feedback may modify a participant’s expectations.
The relation between observer and observed may consequently alter the conditions under which further
evidence is produced. In an evolving GR investigation, observation protocols should be treated as part
of the interactional configuration whenever their effects are materially consequential. This requirement
does not imply a universal observer effect, nor does it attribute subjective experience to systems for
which such attribution remains unsettled. It directs inquiry toward identifying which relevant changes
could be induced by the research practice itself.

4.4 Irreversibility, Learning Opportunities, and Decision Criteria

Early contact can have path-dependent consequences. An action may introduce a replicating organism,
reveal a vulnerable location, establish a costly precedent, damage a local environment, or create a durable
record that shapes later interpretations. Some changes can be reversed through withdrawal or repair;
others have uncertain or effectively irreversible consequences at the decision horizon under consideration.
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The distinction is contextual: reversibility depends on what variables matter, to whom, within what time
frame, and with which available restorative capacities.

Research on decisions under deep uncertainty provides useful tools for analyzing such cases. Robust
decision making investigates strategies across plausible models and seeks options whose performance
remains tolerable over diverse futures, often allowing adaptive revision [33]. Work on uncertainty and
irreversibility in environmental decision making also emphasizes the value of retaining flexibility when
later learning could improve a consequential choice [35]. These approaches offer technical precedents
for exploring uncertainty and adaptation. Their application to heterogeneous first contact would still
require an explicit account of who specifies the models, what counts as satisfactory performance, and
how otherwise incommensurable interests enter the evaluation.

A precautionary orientation may recommend small and interpretable probes, observation before in-
trusive intervention, and opportunities to pause or discontinue an exchange. These choices can support
later revision, provided the counterpart can perceive them and relevant harms remain controllable. Yet
a universal rule of minimum immediate disturbance would be too strong. Observation can forgo an ur-
gent chance for rescue or communication; withdrawal can interrupt a fragile relation; and apparently
reversible probing may elicit permanent changes in another system. The value of waiting depends on the
situation and cannot be inferred from uncertainty alone.

The proposed principle of revision opportunity should therefore be treated as a provisional evaluative
commitment. It asks whether an initial practice preserves meaningful opportunities for the participants,
or those affected by their actions, to question and alter emerging interaction rules. Such opportunities
concern more than the initiator’s ability to revise its own plan. They also depend on whether another
participant can affect the exchange, whether its responses will be recognized as informative, and whether
adjustments remain possible after dependencies have emerged. Revision opportunity is one candidate
criterion for responsible initialization. It does not confer automatic moral priority over every competing
concern and cannot substitute for an independent argument about protection, consent, harm, and justice.

4.5 Asymmetric Power and the Authority to Initiate

The capacity to initiate contact is often distributed unequally. A technologically advantaged agent may
control the observation instruments, translation interface, physical access, informational records, or ca-
pacity to interrupt the encounter. The other participant may have few means to represent its position
within the interaction’s emerging conventions. Asymmetry affects the information obtained from a first
move and the practical consequences attached to acceptance, refusal, or silence. A compliant response
under a strongly controlled interface may provide evidence of adaptation to constraints while leaving
endorsement or legitimate authority undetermined.

In human institutions, decisions to communicate on behalf of a population raise questions of represen-
tation and accountability. In a hypothetical extraterrestrial encounter, the entity initially contacted may
represent only a local group or organization, while the terrestrial initiator may be an individual scientist,
corporation, state, or informal coalition. Neither side’s presumed internal unity is warranted without ev-
idence. A protocol that treats a single voice as the authorized representative of an entire heterogeneous
population risks converting an early interpretation into a binding political arrangement. The IAA consul-
tation proposal illustrates an effort to widen human participation in one narrowly defined decision [29];
the choice of representative institutions and the treatment of nonhuman interests remain open political
and normative questions.

The same problem arises in human—AlI encounters, although the relevant architecture is different. A
user, developer, model provider, organization, and tool operator can possess different powers over an Al
agent’s output, memory, objectives, and access to external systems. The model’s apparent conversational
agreement may reflect those governance structures rather than autonomous endorsement. Conversely, a
provider’s control over an interaction environment may also limit a human user’s opportunities to contest
or modify the terms of use. In either direction, the analysis asks who has practical power to set the initial
protocol and who can revise it. This comparison concerns observable infrastructure and institutional
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relationships, without presupposing Al consciousness or an equivalent moral standing between human
and artificial participants.

Power therefore enters the initialization problem through the distribution of control over possible
actions and over their interpretation. A rule may acquire practical force because an initiator can deny
access to energy, communication, shelter, data, or institutional recognition. Such force can establish a
stable convention, but it provides limited evidence that the convention was jointly authored or regarded
as legitimate. The detailed political economy of these asymmetries belongs to the companion GR in-
quiry into heterogeneous subjects. For the evolutionary study of norm formation, their significance is
more specific: initial asymmetries can condition which practices are available for imitation, negotiation,
refusal, and subsequent revision.

4.6 Provisional Protocols for the Early Encounter

A provisional initial-contact protocol can be conceived as a revisable arrangement for acting while in-
terpretive and normative uncertainty remain substantial. Its design may include explicit statements of
uncertainty, a record of competing interpretations, bounded channels of experimentation, opportunities
for withdrawal, and procedures for reviewing observations before expanding an exchange. Each element
has an identifiable methodological purpose. Maintaining alternatives reduces premature commitment to
one explanatory model. Limiting intervention can constrain some foreseeable forms of harm. Recording
decision grounds permits later accountability. Providing means of response can help test whether an
emerging interaction pattern is reciprocal or merely imposed.

Table 3 sets out a candidate set of design considerations. The items are neither necessary and suf-
ficient conditions for ethical contact nor a universal protocol suitable for all forms of life. They are
potential safeguards to be considered according to a particular system’s material and communicative
capacities, risks, and relevant governance arrangements.

Table 3: Candidate design considerations for provisional interaction under heterogeneous normative
uncertainty.

Design concern Possible provisional practice Limitation requiring review

Interpretive uncertainty Record alternative meanings and Relevant meanings may lie outside the initial
discriminating observations model set

Material disturbance Bound intervention and assess possible Apparently passive monitoring may itself
cascading effects change conditions

Revision capacity Permit pauses, modifications, and The counterpart may lack the means to
observable responses where feasible signal a preference

Decision authority Document initiators, affected parties, and Representation may be asymmetric or
contestation channels internally disputed

Learning and accountability =~ Preserve records of actions, interpretations, Records and interfaces can themselves be
and outcomes controlled or selective

A protocol should also specify what might prompt revision. Repeated divergence between expected
and observed responses, newly detected ecological impacts, evidence that an apparent representative
lacks authority, or the discovery of previously excluded participants may all require reconsideration.
Continued interaction may alter the repertoire of possible signals and responses, which means that later
choices need not belong to the initially enumerated action set. This is an important difference from
models that assume a fixed strategy space. Where the material conditions of communication change, the
space of intelligible practices may itself change.

The ethical standing of these practices remains provisional. Minimizing worst-case damage, preserv-
ing options, seeking consent, promoting communication, and protecting continuity are distinct objectives.
Their relative claims may conflict, and another GR system might assign them unfamiliar significance.
The present account accordingly treats protocol selection as a documented normative decision subject to
later criticism. It offers a research program for improving initial conduct through learning and institu-
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tional accountability, while leaving the justification of any particular intervention sensitive to its context
and affected participants.

4.7 Initialization as a Condition of Normative Evolution

The initialization problem exposes a feature of evolutionary norm formation that can be obscured by mod-
els beginning with an agreed game, fixed action repertoire, or preassigned reward function. An initial
exchange can determine which signals become visible, which participants can respond, and which de-
partures attract attention. Later adaptation takes place within conditions that earlier actions may already
have transformed. Research should therefore compare not only the conventions that eventually appear,
but also the histories and constraints under which their alternatives became available or inaccessible.

Several empirically distinguishable outcomes remain possible. Participants may establish a mutually
understood convention, develop stable context-specific procedures, continue to interact amid unresolved
interpretation, or cease contact. A rule may be maintained by coercive dependence or instrumental ad-
justment without a shared normative commitment. A failure of coordination may reflect incompatible
environments, limited communication channels, or an initiation protocol that obstructed recognition of
the other’s responses. Discriminating among these possibilities requires longitudinal observation, con-
trolled changes where ethically permissible, and explicit separation of behavioral agreement from nor-
mative endorsement.

Normative initialization links the identification of possible rules with the analysis of how practices
develop through interaction. It establishes neither a necessary first stage in an ontological sequence nor
a universal prescription for encounter. Its contribution is to make explicit the interpretive, material, and
political conditions under which provisional practices begin to shape a shared history. The following
section examines how such practices may become sufficiently stable to support continued inquiry and
action while retaining possibilities for translation, contestation, and revision.

5 Provisional Normative Anchoring during Early Interactions

Provisional normative anchoring concerns the practical continuity of interaction when participants en-
counter heterogeneous rules, capacities, and interpretations without a settled shared normative frame-
work. Its analytical role is to connect the initialization of an encounter with the processes through which
participants may learn, negotiate, preserve, or revise their practices. This section develops a conditional
account of anchoring, differentiates practical adoption from endorsement and belonging, examines the
consequences of asymmetric relationships, and identifies alternative means of sustaining interaction. Its
method combines conceptual distinctions, a limited formal representation, and proposals for observa-
tional discrimination. Anchoring is treated as a possible mechanism of coordination whose occurrence
and effects require investigation, rather than as a necessary stage of normative development.

Initialization, anchoring, and translation identify different analytical questions rather than obligatory
consecutive stages. Initialization concerns the selection of a practice for an encounter under uncertain
interpretation; anchoring concerns the contingent persistence or revisable adoption of a working practice;
translation concerns correspondences through which participants come to interpret one another. A system
may sustain coordination through translation or parallel procedures without a durable anchor, and an
anchor may operate before any mutually reliable translation is available.

5.1 Practical Stabilization under Incomplete Normative Knowledge

Interactions can continue while important aspects of another participant’s conduct remain uninterpreted.
An unfamiliar response may be understood provisionally as an invitation, warning, refusal, or event with-
out communicative intent. Repeated reconsideration of every interpretation can be costly where decisions
have immediate material consequences, yet rapid fixation on one explanation can produce avoidable mis-
understandings. Practical stabilization arises when an agent or institution adopts a locally operative way
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of responding across some range of encounters. The practice may guide whether to approach, pause,
exchange signals, restrict an intervention, or seek a different form of evidence. Its use indicates that the
participant has established a workable decision condition for the present context; the evidential warrant
for that condition remains a separate matter.

Existing accounts of social norms help delimit this proposal. Bicchieri’s analysis distinguishes social
norms from customs and other collective behaviors by attending to empirical and normative expectations
and to conditional preferences [8]. Young’s evolutionary account investigates conventions and norms sus-
tained through coordination, sanctioning, identity signaling, and related incentives [52]. These theories
offer substantive explanations within their stated domains. Provisional anchoring has a narrower, more
preliminary analytical role: it identifies a locally operative commitment that can support recurring de-
cisions while the evidence for a shared norm is incomplete. Anchoring may subsequently develop into
a convention or socially maintained normative expectation, but such development depends upon identi-
fiable social mechanisms. Mere repetition of a chosen response remains compatible with instrumental
adaptation, learned habit, externally imposed compliance, and limited communication.

The stabilizing practice is also distinct from a metaphysical commitment to a privileged present or an
ontologically primitive succession of generative levels. A study may record interactions chronologically
and investigate changing decisions under a time-indexed model. That modeling choice specifies empir-
ical observations and update conditions; it does not establish that relational generativity itself possesses
a universal temporal order. Similarly, a persistent practice need not correspond to a physical attractor.
Terms such as basin, critical point, or dissipation acquire technical significance only after an appropri-
ate state space, dynamics, observables, and evidence have been supplied. Practical stabilization can be
characterized in ordinary institutional, cognitive, or behavioral terms without importing those additional
physical claims.

5.2 Working Commitments and Normative Endorsement

The phrase provisional normative anchoring denotes an analytically proposed arrangement in which an
agent treats one or more practices as locally operative guides to action while preserving, to a specified
extent, the possibility of reevaluation. Its normative character initially concerns a rule’s practical use
within deliberation or coordination; evidence of psychological commitment, explicit moral judgment, or
legitimate authority must be established separately. In human practical philosophy, Bratman’s planning
account describes intentions as components of partial plans that organize further reasoning and coordi-
nation while permitting reconsideration [12]. This provides a useful comparison for the organization of
human action. The analogy does not license the attribution of human intentions to an artificial agent or
a nonhuman animal on the strength of stable outputs alone.

Four distinctions are essential for comparative inquiry. Epistemic recognition concerns the agent’s
working interpretation of what a counterpart does or expects. Practical adoption concerns a rule cur-
rently used to select conduct. Normative endorsement concerns an evaluative judgment that the rule
deserves acceptance within some domain. Legitimate authority concerns the defensible standing of a
person, institution, or procedure to require adherence from others. These properties may coexist, yet evi-
dence for one provides no automatic warrant for another. A participant can use an unfamiliar greeting to
avoid disruption while remaining uncertain whether the greeting is obligatory. Another may recognize
a rule and decline to endorse it. A collective may follow a convention because infrastructure excludes
alternatives, although its members would prefer another arrangement.

Belonging adds a further dimension. A participant may identify with a community that sustains
a rule, accept practical commitments without affiliating with that community, or retain multiple affil-
iations that authorize different practices in different circumstances. The evidence appropriate to each
possibility differs. A stated human identification can support an inference of perceived membership, sub-
ject to contextual interpretation. Repeated behavioral matching by a language model may demonstrate
context-sensitive compliance or convention learning while leaving questions of subjective identification
open. In nonhuman communities, conformity and social maintenance require careful behavioral inves-

21



876

877

878

879

880

881

882

883

884

885

886

887

888

889

890

891

892

893

894

895

896

897

898

899

900

901

902

903

904

905

906

907

908

909

910

911

912

913

914

915

916

917

918

919

920

921

922

tigation; comparative research explicitly warns against assuming uniform psychological mechanisms
across species [2]. Belonging may stabilize a provisional commitment in some settings; other forms of
anchoring require no shared group identity.

5.3 Contextual Commitments and the Capacity for Revision

Provisional commitments can be specified by the contexts in which they apply, the repertoire of per-
mitted practices, and the circumstances that warrant reconsideration. A working rule might prescribe a
particular distance during observation, a sequence of low-impact signals, or a procedure for recording dis-
agreements. Its scope should be explicit where possible. The question of revision is equally important:
changes in material risk, newly observed responses, credible objections, or evidence of misidentified
representatives may alter the grounds for retaining a practice. Revision may involve modifying a rule,
suspending its application, adopting a parallel procedure, or relinquishing the earlier arrangement.

A minimal formal representation can make this scope visible without claiming a universal theory
of normative behavior. Let ¢ identify an analytically specified participant; let 4 denote the interaction
history available to that participant, and ¢ its currently relevant context. Let .A;(h,c) be the feasible
action set under that participant’s material and institutional constraints. A candidate anchoring rule c;
selects a possibly plural working subset, as represented by Equation 2.

ai(h, ) C Ai(h,c). )

The selection can be empty when an agent has no locally admissible action, and may contain several alter-
natives when a procedure permits discretion or controlled exploration. Distinct participants can possess
different action spaces and ways of representing history and context. Equation 2 describes an analyst’s
choice of representation, which becomes empirically informative only when its terms and observable
indicators are specified. It does not supply the normative criterion by which the subset should be chosen
or an assertion about the internal phenomenology of its user.

Revisability can then be investigated through the conditions under which «; changes in response to
additional encounters. An agent may preserve a stable general commitment while revising local enact-
ments, or preserve surface conduct while changing its interpretation of the practice. These possibilities
generate different empirical predictions. A human interlocutor may continue an established greeting
despite learning that the counterpart attributes a different meaning to it, now using the greeting as a
jointly agreed convention. An Al agent with persistent memory may revise its procedure after repeated
corrections, whereas a stateless model may merely adjust to an immediate prompt and reproduce its ear-
lier pattern under a reset. Institutional participants may publicly revise a rule while retaining incentives
that reward the original conduct. Longitudinal analysis consequently needs records of observed practice,
available alternatives, interpretation, and the conditions of revision.

5.4 Belonging, Multiple Affiliations, and Practical Continuity

The role of belonging becomes especially salient when heterogeneous relationships impose incompati-
ble requirements. Participation in a scientific collaboration, professional institution, local community,
or interspecies care arrangement may involve expectations that cannot be met simultaneously in every
context. Under such conditions, alignment with a recognizable group or practice may reduce the need to
reopen foundational decisions during each encounter. Shared routines can support predictability, coordi-
nated attention, division of labor, and mutual accountability. These are plausible practical mechanisms
whose magnitude and desirability vary with participants and circumstances. In particular, the presence of
divergent expectations does not by itself imply that an agent experiences an identity crisis or a dynamical
critical state.

The choice of an anchor need not be exclusive. A participant can follow one procedure during scien-
tific measurement, another during community deliberation, and a further rule during emergency response.
The practical continuity of this arrangement may depend on stable transition procedures: rules that in-
dicate which context is relevant, how conflicts are recognized, and how a participant moves between
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practices. The same pattern may be seen when a bilingual or cross-cultural participant shifts forms of
address without abandoning either community. In an artificial-agent setting, different task policies may
likewise be activated under specified permissions and histories, although this behavioral organization
alone provides no evidence of personal identity or moral self-legislation.

A further possibility is affiliation with a procedure for managing disagreements. Participants may
share a commitment to documenting objections, checking interpretations, or reviewing adverse effects
while maintaining diverse substantive values. Such procedural affiliation can sustain practical interaction
without requiring a unified account of the good. Yet a procedural framework is itself a normative choice:
someone selects its admissibility standards, allocates speaking opportunities, and decides when revision
is authorized. Its fairness and representativeness therefore require separate inquiry. This is particularly
important where some affected beings cannot express objections through the communication channels
recognized by the coordinating institution.

The relation between truth-seeking and belonging is accordingly contingent rather than adversarial
by definition. Belonging can support epistemic correction when a group rewards criticism, replicable
evidence, and the revision of shared understandings. It can also sustain misleading beliefs when con-
formity is strongly rewarded or contrary evidence is excluded. Young’s account notes several distinct
mechanisms through which norms remain self-enforcing [52]. Which mechanisms characterize an ob-
served form of belonging is an empirical question. For the present inquiry, the central hypothesis is
that provisional affiliation sometimes supports continued engagement with heterogeneous others by sup-
plying predictable practical arrangements; exclusionary and evidence-resistant forms remain competing
possibilities.

5.5 Alternative Arrangements for Sustained Interaction

Anchoring supplies one possible means of reducing recurrent practical uncertainty. Other arrangements
may fulfill similar functions without converging on a dominant local norm. Participants may maintain
parallel practices, negotiate case-specific accommodations, translate only those distinctions needed for
a shared task, or defer a consequential action while conducting further observation. A stable rule for
switching between incompatible practices may be more appropriate than permanently selecting one. In-
stitutional innovation can also change the available options, creating new channels for participation and
mechanisms for resolving disagreement.

These alternatives have different informational and material requirements. Negotiation presupposes
some observable channel through which proposals and refusals can be distinguished. Translation re-
quires partial interpretive correspondence, which may emerge unevenly. Deferment may preserve some
future options but also carries opportunity costs. Parallel practices can lower direct conflict while intro-
ducing unequal access to resources and unequal recognition. Ostrom’s institutional analysis emphasizes
how rules in use, biophysical conditions, and community characteristics together shape situations of in-
teraction [40]. Extending such inquiry across radically heterogeneous GR systems calls for attention
to the possibility that even the categories of actor, resource, compliance, and recognized objection are
differently constituted. This extension remains a proposal for further research.

The contrast among strategies should not be framed as a binary choice between norm fixation and
disorder. In controlled populations of large-language-model agents, Ashery and colleagues observed
the emergence and modification of collective conventions, including effects of committed minorities [5].
Those experiments establish particular properties of artificial interaction under specified tasks and model
conditions. They do not establish that analogous patterns in human or ecological communities share the
same psychological sources or political implications. More generally, an observed stable convention
may have resulted from symmetrical coordination, adaptive response to asymmetry, explicit agreement,
or restrictions that made departure impracticable.

Table 4 summarizes candidate diagnostic contrasts. Its entries are research prompts, not a universal
classification algorithm. They help identify what an inquiry would need to observe in order to distinguish
anchoring from other ways of maintaining interaction, while preserving the possibility of mixed strategies
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Table 4: Candidate mechanisms sustaining interaction under heterogeneous normative uncertainty and
their diagnostic limits.

Mechanism Candidate observable indicators Competing interpretation or limit

Provisional anchoring Context-bounded practice retained across Habit, external compliance, or limited
encounters, with recognizable revision available alternatives may yield similar
triggers behavior

Plural procedures Distinct practices maintained in parallel Apparent pluralism may reflect separation or
across participant groups unequal ability to participate

Norm translation Altered interpretations or jointly negotiated Behavioral success may occur without shared
signals improving task coordination internal meanings

Context switching Reliable changes of operative practice whena  Switches may reflect mechanical routing
recognizable context changes rather than reflective commitments

Negotiated revision Recorded proposals, objections, and modified Dominant participants may control which
practice after interaction objections are heard

Deferred intervention Additional observation or delayed action in Delay can create irreversible losses or favor
response to uncertainty the status quo

and changing forms over a common history.

5.6 Asymmetric Power, Contestability, and Normative Standing

Provisional anchoring can be organized through an asymmetrical relationship. A participant with greater
control over communication interfaces, physical territory, sanctions, computational resources, or evi-
dence may make one practice effectively unavoidable for another. Observed stability can then reflect
the distribution of alternatives more than agreement about what is appropriate. This possibility becomes
particularly consequential when an institution claims that a stable pattern indicates consent, endorsement,
or consensus. Each inference requires evidence independent of repeated compliance.

The inquiry should therefore document who established the operative rule, which participants were
affected, who could contest it, and what resources were required to pursue alternatives. A rule may
protect a vulnerable participant’s capacity to continue interaction; it may also institutionalize control
by the party able to define which responses count as intelligible. In cross-species relations, a human
observer’s categories may fail to register an animal’s aversive response. In human—AI relations, the
developer’s instruction hierarchy, memory architecture, and available tools influence which forms of
rule revision are technically possible; those facts alone settle neither an Al system’s moral standing nor
the legitimacy of its governance. The political economy of such asymmetries is treated more fully in the
companion GR program on heterogeneous subjects, while the present section isolates their consequences
for how conventions are formed and maintained.

Contestability is a useful candidate institutional property because it creates a channel through which
an accepted practice can become questionable. It requires more than an abstract permission to disagree.
Participants need some effective way to express or manifest departures, to have those departures regis-
tered, and to obtain consideration of the rule’s continuation or revision. Where mutual communication
is limited, ecological, behavioral, or institutional evidence can serve as partial grounds for reconsidera-
tion, subject to the familiar risks of proxy representation. The availability of contestation does not prove
the procedure just, and the inability to contest does not alone establish that an observed practice is ille-
gitimate. Both claims require a fuller account of affected interests, authority, and relevant institutional
context.

The proposed framework consequently leaves normative legitimacy open. The evolutionary persis-
tence of an anchor supplies evidence concerning how a practice is maintained. Its justification depends
on additional ethical and political arguments that may remain contested across the interacting systems.
This analytical separation is especially important for first-contact scenarios, in which the initiating actor
may initially possess the principal means of describing the other’s conduct. Transparent documentation
of interpretations, alternatives, disturbances, and revision decisions can improve accountability within a
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human research institution; its adequacy for the other participant remains a matter for ongoing investiga-
tion.

5.7 Empirical Discrimination and the Transition to Normative Translation

A research program on provisional anchoring can distinguish competing mechanisms through controlled
and longitudinal comparisons. One design could vary the number of independently responding coun-
terparts while holding interaction count and task difficulty fixed. A second could manipulate whether
norms conflict, whether actors share a reward function, and whether alternative practices are genuinely
available. Another could compare contexts with explicit revision permissions, opaque enforcement, or
shared authority over rule modification. Relevant observations include persistence following a prompt
reset, responses to credible correction, context-sensitive switching, attempts to negotiate conflicting ex-
pectations, distribution of opportunities to contest, and changes in the underlying interaction interface.
Each indicator requires interpretation against the capacities and constraints of the systems under study.

Evidence inconsistent with an anchoring mechanism is equally informative. A purported anchor may
disappear as soon as a salient cue is removed, indicating transient accommodation rather than sustained
commitment. A stable response may persist despite the absence of any opportunity to choose another ac-
tion, suggesting constrained compliance. Apparent shared membership may fail to predict any behavior
beyond the wording of the immediate conversation. A participant may coordinate effectively through
task-specific translation with little evidence of durable affiliation. These findings would narrow the scope
of the proposed anchoring account rather than undermine the broader question of heterogeneous norm
formation.

For interactions involving animals, the inference from visible behavior to cognitive or moral pro-
cesses must remain particularly limited, in keeping with comparative proposals that distinguish multiple
dimensions of socially maintained regularities [2]. For artificial agents, differences in memory, deploy-
ment permissions, training, and interaction protocols should be measured before inferring continuity of
normative commitments. Hypothetical extraterrestrial examples can clarify logical possibilities and re-
veal hidden assumptions in current protocols, but provide no empirical distribution of likely forms of
extraterrestrial normative life.

Provisional normative anchoring is thus best understood as a revisable analytical hypothesis about
one possible condition of continued interaction. Its explanatory value depends upon distinguishing prac-
tical stabilization from mere repetition, endorsement from observed compliance, and belonging from
monopolization of an operative norm. The next stage of inquiry concerns the processes through which
interacting systems develop interpretable correspondences among their expectations and practices. Nor-
mative translation may reinforce an existing anchor, reshape its meaning, or support a different arrange-
ment altogether; its analysis requires attention to partial understanding and to the changing relations
through which evidence acquires significance.

6 Normative Translation across Heterogeneous Interpretive Systems

Normative translation concerns the formation of usable correspondences among participants whose ex-
pressions, practices, and grounds for evaluating conduct differ. Its role in the present inquiry is to
explain how continued interaction may alter what participants can recognize as a request, permission,
refusal, expectation, or proposed rule. The word normative identifies the practical role attributed to a
correspondence within an encounter; reliable matching of signals alone establishes communicative co-
ordination, while attribution of shared commitments requires further evidence. This section develops a
context-sensitive account of translation; assesses the evidential contribution of shared environments and
negotiated signs; distinguishes coordination from agreement about normative authority; and examines
the effects of unequal control over interpretive infrastructures. The method combines philosophical anal-
ysis of translation, research on communicative grounding and emergent communication, and a limited
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relational representation. The resulting framework is a proposal for comparative investigation, with its
empirical content requiring specification for each class of participants.

6.1 Interpretive Correspondences and Their Domains of Application

Translation within heterogeneous encounters may concern at least three objects. The first consists of
signals: utterances, gestures, inscriptions, movements, interface events, or other distinguishable occur-
rences. The second consists of practical orientations: patterns of response through which a participant
acts on an expression or event. The third consists of normative roles: the conditions under which par-
ticipants treat a performance as requested, permitted, prohibited, accountable, or open to challenge. A
correspondence between two signals can be useful for prediction while leaving their normative roles
indeterminate. Conversely, participants may come to coordinate a prohibition through different signal
systems without adopting identical descriptions of the protected activity. The levels therefore require
distinct evidence.

The philosophical literature on radical translation supplies a relevant caution. Quine’s analysis of
translation and reference emphasizes the underdetermination that can arise when interpretations are con-
strained by public responses and observable circumstances [41]. Yet this caution has a substantial coun-
terpoint. Davidson contests the coherence of radically untranslatable conceptual schemes and argues
against treating total interpretive failure as evidence for self-contained, incomparable languages [18].
The present approach takes neither a general indeterminacy thesis nor a universal guarantee of mutual
interpretation as an empirical premise. Instead, the question is operational: which correspondences can
be supported by the observations, interventions, and practices available in a specified encounter? A fail-
ure to construct a translation may reflect limited access, insufficient exposure, incompatible tasks, or an
inadequate interpretive model. It does not establish the existence of a metaphysically inaccessible inner
scheme.

For arestricted analytical representation, let 77; and P; denote the identifiable practical expressions or
practices of participants 7 and j in a stated research design. These sets are analyst-defined observational
domains, and they need not be identical in granularity, content, or cardinality. A provisional translation
relation is introduced in Equation 3.

"t C P x P 3)
Here c indexes an explicitly described interaction context and h records the observational history avail-
able to the investigator. The relation is set-valued: multiple expressions may be associated with one
practice, and one expression may support several candidate correspondences. Each admitted pair should
be accompanied in the research record by the observations or interventions that warrant its provisional
inclusion. This representation expresses an analyst’s empirical hypothesis about correspondence; it is
neither a map between private experiences nor evidence that participants possess interchangeable con-
cepts. A relation recorded at one context or history does not acquire an unrestricted domain of validity
through its notation.

The contents of P; also require restraint. A human informant might distinguish an apology from an
acknowledgment through reflective explanation, whereas an automated agent might be evaluated through
log traces, policy constraints, and behavior under controlled prompts. An animal’s retreat from a human
approach may indicate avoidance or disturbance without allowing a reliable inference that the animal
has classified the approach as a norm violation. Within Equation 3, such differences affect what can
reasonably be entered as an observable practice and what strength of inference a correspondence supports.
They are part of the research object rather than measurement noise to be eliminated by assuming a shared

psychology.
6.2 Environmental Grounding and Reciprocal Interpretive Evidence

An interacting pair may acquire evidence about one another through changes in a shared environment. A
movement toward a resource, a pause before crossing a boundary, a signal followed by an opening of ac-
cess, or the withdrawal of an offered object can provide publicly observable consequences against which
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candidate interpretations are assessed. The epistemic advantage of such grounding is conditional on the
participants having access to relevant aspects of the environment and possessing means of detecting the
consequences. A shared location alone does not imply comparable sensory access, practical interests, or
an agreed segmentation of events.

Research on human communication offers a well-developed account of the interactive maintenance
of common ground. Clark and Brennan describe communicative grounding as the collaborative estab-
lishment and updating of sufficient mutual understanding for an ongoing activity [16]. Their analysis
concerns human participants and their communicative capacities. In a heterogeneous GR study, the cor-
responding methodological proposal is to examine publicly testable sequences of action and response,
while allowing that some participants may lack propositional language, accessible declarations of belief,
or stable opportunities for reciprocal correction. The distinction is important: an investigator may estab-
lish a reliable predictor of another agent’s conduct even when there is little evidence that the other agent
recognizes the prediction as part of a shared communicative project.

Consider a schematic encounter between two agents capable of modifying their positions around an
obstacle. One agent regularly produces a signal before advancing; the other moves aside. Repetition
supports several competing accounts: the signal might be a request, a threat, a warning, a coordination
cue, or an incidental correlate of advancing. A research design could vary the signal independently of
movement, alter the available paths, reverse which agent controls passage, and observe whether either
participant attempts to repair failed coordination. These manipulations may discriminate among interpre-
tations. They cannot, by themselves, establish that both agents evaluate the resulting convention as fair,
obligatory, or freely accepted. Such evaluation requires further evidence appropriate to their capacities.

Environmental interventions also change what is being interpreted. A newly introduced communi-
cation channel can make distinctions visible that were previously inaccessible. A change in territorial
arrangements may alter whether a movement is interpreted as an invitation or intrusion. In the GR vo-
cabulary, the interaction conditions and the participant’s interpretive repertoire may be jointly revised.
Consequently, translation is potentially a generative process: the parties may acquire new ways of de-
scribing and acting upon their relationship, with subsequent encounters taking place under modified
practical conditions. This proposal has a clear empirical restriction. A study must observe or otherwise
justify the asserted change in interpretation; improvements in task performance alone remain compatible
with ordinary stimulus-response learning.

6.3 Emergent Communication and the Formation of Normative Roles

Communication systems can develop through constrained interaction even where an established shared
code is unavailable. Galantucci reports laboratory experiments in which pairs of human participants
formed graphical communication systems while coordinating in a task that excluded familiar written
symbols; the observed systems integrated explicit signs with implicit procedures for coordinating behav-
ior [22]. In artificial-life research, Steels demonstrated a computational mechanism for self-organizing
spatial vocabulary, and later investigated the emergence of distinctions, lexical forms, and elementary
syntactic patterns in a specified visually grounded robotic language-game architecture [46, 47]. These
studies supply concrete evidence that conventions for communicative coordination can arise through
particular interaction designs. They neither establish that all heterogeneous beings share an analogous
learning mechanism nor demonstrate the independent moral standing of artificial participants.

The transition from an emerging sign convention to a putative normative convention requires addi-
tional analysis. An agent may learn that signal s predicts a resource transfer. Another possibility is that
participants begin treating s as an acceptable means of requesting a transfer, recognize circumstances
in which a request may be denied, and modify their behavior when the procedure is challenged. The
second pattern contains more than a signal-outcome association. It concerns the role of the performance
in structuring what subsequent responses are treated as appropriate and what departures trigger correc-
tion or renegotiation. The indicators described in Section 5 and the criteria for norm identification in
Section 3 are therefore relevant, although each remains sensitive to the capacities and evidence available
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for the system in question.

A hypothetical pair can illustrate the distinction. Suppose two autonomous devices share access to
a charging station and discover that a specific light sequence reliably precedes an exchange of priority.
Over multiple trials, each device adapts to the sequence. These observations could support a limited
claim about emergent coordination. A stronger norm-formation hypothesis would predict systematic ad-
justment when access conditions change, sensitivity to justified exceptions within an explicit test design,
and identifiable mechanisms through which failed exchanges modify the operative rule. The relevant
architectural evidence might include update logs, policy representations, constraints imposed by devel-
opers, or externally enforced arbitration. None of these observations alone establishes that either device
experiences obligation or possesses independent legislative agency.

Normative co-creation, in this preliminary sense, occurs when interaction helps establish or transform
a practice that governs subsequent coordination and when there is evidence that the participating systems
contribute to the changing conditions. The degree and character of participation may be highly asymmet-
ric. One participant may propose most signals while another contributes through refusal, nonresponse,
altered trajectories, or preferences inferred from behavior. For human participants, verbal proposals and
explicit objections can provide additional evidence. For some other participants, an intervention might
reveal the investigator’s capacity to control behavior more clearly than it reveals a shared understanding.
Claims of co-creation should therefore specify whose contributions have been identified, which aspects
of the practice changed, and what alternative explanations remain.

6.4 Partial Translation, Plural Meaning, and Repair

A testable account of normative translation can assess the local reliability of proposed correspondences.
A correspondence may be effective for coordinating access to a space while remaining ineffective for
decisions about ownership, reciprocity, or permissible exclusion. The parties may share an operational
signal while interpreting its normative scope differently. Conversely, distinct signals may perform suf-
ficiently similar functions in a particular practice without constituting synonymous expressions. An
empirical inquiry can record this pattern as partial translation: observed correspondences are restricted
to stated settings, participants, and measurable outcomes.

Partial translations may be particularly important where the systems’ practical repertoires differ. One
participant may possess explicit procedures for challenging a rule, while another has only a restricted ca-
pacity to withdraw, avoid, or disrupt the interaction. A human observer might be able to document the
other’s departure yet remain uncertain whether it is a refusal, a response to sensory overload, or a reaction
to environmental conditions. A robust research protocol would therefore preserve competing interpre-
tations and seek discriminating evidence rather than collapsing them into a single normative category.
The appropriate standard of evidence may differ across domains. In some human institutional contexts,
an explicit objection is available; in an interspecies setting, independent welfare or ecological observa-
tions may be more relevant; in a software setting, internal traces may support analysis of implemented
updating rules without revealing a human-like experience of meaning.

Interactive repair offers a way to investigate the changing scope of a translation. Suppose one par-
ticipant acts on a signal in a way the other subsequently corrects. An observer can examine whether the
correction is registered, which behavior changes, whether the revised correspondence generalizes across
contexts, and whether the parties regain coordination when the old signal is deliberately made ambiguous.
A successful repair sequence warrants a claim about adaptive communicative behavior. Stronger claims
about reciprocal normative understanding require evidence of the parties’ ability to sustain, revise, or
contest the relevant practical expectations through their available capacities. Such evidence might be
verbal in human encounters, procedural in an engineered system, or indirect and cautiously interpreted
in an animal study.

Failures and ambiguities are analytically productive. If a supposedly shared signal ceases to work
when a familiar environmental cue is removed, the earlier success may have rested upon independent
use of that cue. If the agents adapt to different partners while retaining incompatible accounts of the
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Table 5: Candidate diagnostics for contextual normative translation and competing interpretations in
heterogeneous encounters.

Analytical target Candidate observations Principal interpretive limit

Signal coordination Repeated response to a distinguishable cue Shared stimulus contingencies can generate
across matched trials similar outputs without mutual interpretation

Contextual transfer Correspondence survives changes of task, Transfer may reflect general-purpose
partner, or environmental cues adaptation rather than an acknowledged rule

Communicative repair Failed exchanges elicit identifiable Correction may be externally programmed
correction and subsequent modification or directed by one party alone

Normative sensitivity Deviations elicit context-sensitive Reward optimization and fixed sanctions
objections, allowances, or rule proposals may explain the same regularity

Participatory revision Multiple parties measurably influence the Unequal options and interface control can
operative correspondence or procedure conceal unilateral direction

Authority and justification Affected participants can explain, contest, or ~ Behavioral compliance and social
revise the grounds of a rule, where persistence provide insufficient grounds for
capacities permit legitimacy

practice, stable plural meaning may coexist with local cooperation. If a dominant participant repeatedly
overrides another’s attempts to modify a signal, the record may document imposed conformity rather
than reciprocal translation. These outcomes distinguish the empirical presence of coordination from the
theoretical claims of convergence, equivalence, and agreement.

Table 5 anticipates the cross-system observational comparisons developed below. The diagnostic
contrasts show how reliable coordination, contextual transfer, repair, and participatory revision can pro-
vide progressively different kinds of evidence. Each contrast also admits competing explanations that
should be examined before attributing shared understanding or legitimate authority.

6.5 Interpretive Infrastructure and the Distribution of Authority

Translation interfaces are also sites of institutional and material power. The party that defines the per-
missible signal vocabulary, manages the data record, decides which actions count as relevant observa-
tions, or controls access to communication channels can influence which interpretations become credible.
In human—AI interactions, an interface may translate a user’s nuanced expression into a limited set of
machine-readable labels, while a model’s response is presented as a natural-language explanation of an
internal process that the user cannot directly inspect. Those two directions of mediation are structurally
different. Their practical effects depend on model design, logging, deployment rules, user rights, and the
availability of alternative channels. The visible fluency of a system is insufficient evidence for symmet-
rical authority over interpretation.

Human social epistemology provides a bounded comparison. Fricker characterizes hermeneutical
injustice in terms of structurally unequal access to shared interpretive resources that obstruct an affected
person’s ability to make sense of an important experience [19]. This account concerns human knowers
and socially constituted forms of disadvantage. Its relevance here is analogical: it directs attention to
how control over interpretive resources can constrain which grievances, expectations, and objections can
enter an institutional record. It does not automatically confer human epistemic rights upon Al systems or
nonhuman organisms, and the legitimacy of representation in those settings requires separate argument.

An example illustrates the stakes without presupposing a contested moral conclusion. A conservation
agency might translate observed avoidance behavior into a species-management category, then construct
an intervention around that category. If the classification overlooks a relevant seasonal or ecological
dependency, the resulting policy may harm the organisms it purports to protect. A better translation
requires more than semantic accuracy in a vocabulary: it may require changing the observational prac-
tices, involving local ecological expertise, testing rival interpretations, and revising the conditions under
which evidence is collected. Similarly, an Al service can constrain a human user through limited avail-
able options even where its language appears inclusive and accommodating. The analytical issue is the
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distribution of capacities to propose, challenge, and alter interpretive categories.

This power-sensitive analysis should be distinguished from an exhaustive political economy of het-
erogeneous subjects. The companion GR political-economy inquiry concerns ownership and control of
material and institutional conditions, the creation and circulation of heterogeneous values, and the au-
thority to set normative terms. The present section asks a more specific question: how does power affect
the evidence and interaction mechanisms through which normative correspondences form? Both coop-
erative translation and imposed standardization can yield stable patterns of conduct, making an account
of interpretive authority necessary for credible causal explanation.

6.6 Comparative Diagnostics for Translation and Normative Learning

A comparative program requires measurements that distinguish proposed translation mechanisms from
observationally similar alternatives. In a human interaction study, a researcher might combine interpreted
dialogue, independent reports of intent, controlled changes of context, and records of negotiated correc-
tion. In a multi-agent simulation, instrumented states, memory resets, partner substitution, and changes
to the permissible signaling channel can test how coordination depends on architecture and history. In
an animal interaction study, controlled environmental variation and longitudinal observation may help
identify learned expectations, subject to limitations on access to subjective or explicitly moral states. An
extraterrestrial first-contact scenario, by contrast, remains a conceptual stress test for the assumptions of
the methodology rather than an available empirical population.

The proposed research should distinguish at least three outcomes. First, a practice may become more
predictable while interpretive uncertainty remains largely intact. Second, the participants may establish
reliable local correspondences, supported by repair and transfer, while maintaining differences in nor-
mative evaluation. Third, their interaction may alter the available categories, rule-making procedures,
or practical opportunities through which subsequent correspondences are constructed. These outcomes
support different strengths of claim and can occur together. Their comparison requires records of inter-
ventions, alternatives, and changes to the relationship, as well as observations of behavior.

The distinctively generative-relational proposal is that interpretive correspondence may develop
jointly with the repertoires, relations, and material conditions that make interpretation possible. This
is a research hypothesis, not a conclusion established by the translation literature alone. Its examination
can proceed through longitudinal designs and carefully specified computational models in which com-
municative practices, available actions, and capacities for revision are allowed to vary. Such inquiry
could clarify when translation enables cooperation, when it sustains plural normative arrangements, and
when an apparently shared convention reflects asymmetric constraint. The resulting distinctions prepare
the analysis of evolutionary norm formation without assuming a universal semantic space, a common
reward metric, or convergence toward a single moral order.

7 Evolutionary Modeling of Norm Formation in Heterogeneous Interac-
tions

An evolutionary analysis of normative interaction must specify how recurrent practices are selected, trans-
mitted, revised, and maintained when the participants possess different action repertoires, histories of
observation, learning procedures, and material dependencies. The present section compares established
modeling traditions, identifies the assumptions required for their cross-system application, and proposes
a limited transition representation for heterogeneous encounters. Its method is comparative and formal:
established results are discussed within their original domains, while the proposed generative-relational
extension is presented as a modeling hypothesis. The section establishes methodological requirements
for the subsequent examination of jointly changing norms and relational organization. It does not offer
an empirical test or a general law of normative evolution.
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7.1 Evolutionary Games and the Selection of Conventions

Evolutionary games provide a disciplined account of how population patterns may change when a strat-
egy’s persistence depends upon interaction with other strategies. In a stylized coordination environment,
multiple equilibria can be available while repeated encounters and adjustment processes favor particu-
lar conventions. Young’s study of convention evolution examines agents with limited information who
respond to sampled histories, sometimes making mistakes; stochastic stability supplies a criterion for
comparing long-run outcomes within the specified perturbed processes [51]. Kandori, Mailath, and Rob
likewise investigate how learning and mutation can select long-run equilibria in games under particu-
lar population and adjustment assumptions [30]. These contributions show that historically accumulated
encounters may shape collective regularities even where agents lack comprehensive strategic knowledge.

Three methodological qualifications matter for heterogeneous generative-relational (GR) subjects.
First, the available actions in a game are defined by the modeler. A pair of social agents may be as-
signed the same strategies in a coordination game even though their actual capacities and environmental
affordances differ. Second, a payoff function records a specified evaluative mapping. It may represent
reproductive success, economic return, predictive error, programmed reward, or another measurable con-
sequence; its definition establishes neither the participant’s complete values nor the moral authority of
the selected convention. Third, stochastic stability concerns the stationary behavior of a particular per-
turbed stochastic model. Its application requires information about the possible states, adjustment rule,
perturbation mechanism, and relevant limiting regime. Treating a stochastically stable outcome as the
normatively preferred outcome would add an independent ethical assertion.

The distinction between convention selection and normative identification is especially important.
A recurrent coordination rule can minimize disruptions while remaining unexamined, contested, or im-
posed. Shoham and Tennenholtz explicitly model the emergence of social conventions among compu-
tational agents and investigate the influence of memory and update frequency in their simulation frame-
work [44]. The wider normative multi-agent systems literature has examined norm creation, recognition,
diffusion, and enforcement under varied simulation assumptions [9, 43]. These antecedents already fur-
nish norm-sensitive computational frameworks. Shoham and Tennenholtz’s results concern identifiable
computational processes. They establish mechanisms for conventional coordination within the stipulated
game; the normative expectations, self-understandings, and legitimacy of participants require different
evidence. Accordingly, evolutionary-game models are useful for explaining the establishment of recur-
rent rules, while claims about normative commitment remain conditional on an additional identification
protocol.

7.2 Cultural Transmission and the Historical Organization of Learning

Cultural evolution extends the analysis beyond individual strategic revision by investigating how prac-
tices, representations, and learned dispositions pass among individuals and groups. Cavalli-Sforza and
Feldman’s quantitative approach distinguishes modes of cultural transmission and examines their poten-
tial evolutionary consequences [13]. Boyd and Richerson analyze cultural inheritance, guided variation,
and biased transmission as interacting elements of a dual-inheritance research program [10]. Their mod-
eling vocabularies clarify why a locally persistent practice may depend upon who learns from whom,
which evidence is available, and which forms of transmission receive institutional or social support.

The transfer of these models to heterogeneous systems requires careful individuation of the trans-
mitted object. An instruction, ecological routine, artifact, protocol, gesture, and institutional obligation
may be reproduced by different mechanisms. For example, a human organization can teach a safety
rule through explicit training, while a deployed Al agent may implement a similar behavioral restriction
through a system instruction, fine-tuning, or a tool permission. Both arrangements can generate a sta-
ble pattern. Their transmission histories, revision pathways, and available opportunities for dissent are
different. The term transmission therefore identifies a research question about a replicable practice or
influence relation; it does not guarantee the reproduction of a shared mental state.

The choice of population units is consequential. Models may track persons, organizations, families

31



1324

1325

1326

1327

1328

1329

1330

1331

1332

1333

1334

1335

1336

1337

1338

1339

1340

1341

1342

1343

1344

1345

1346

1347

1348

1349

1350

1351

1352

1353

1359

1360

1361

1362

1363

1364

1365

1366

1367

1368

1369

1370

of learned procedures, Al deployments, or context-specific interaction roles. They may also track cou-
pled ecological and institutional processes in which an organism’s practices depend on changes to an
environment partly produced by other organisms. Aggregating unlike units into a single population risks
erasing the distinct causal mechanisms responsible for their stability. A comparison can retain separate
populations with explicitly defined contact links, or study particular cross-population events while leav-
ing some internal dynamics unmodeled. Such selection should be tied to available observations and the
intended explanation.

Cultural adaptation also need not converge toward one model-wide ranking of practices. Partici-
pants may transmit different norms within overlapping contexts, maintain specialized roles, or preserve
multiple routes for correcting errors. A model of plurality can record which conventions function in
which relationships and whether participants can move among them. Its evaluative criteria may include
persistence, predictability, adaptability, harm, or access to revision; these measures remain analytically
distinct. No weighted aggregation acquires normative authority merely because it is computationally
convenient.

7.3 Repeated Interaction and Adaptive Learning Mechanisms

Learning in repeated games provides a further route for explaining conventional patterns. Fudenberg
and Levine examine how adaptive processes can account for equilibrium-related behavior when agents
learn through experience rather than relying upon exhaustive common knowledge [21]. Different update
mechanisms respond to different evidence. An agent may adjust in response to sampled action frequen-
cies, accumulated returns, inferred partner types, or observed sanctions. A repeated-game account may
model reputational expectations and threats of exclusion; a reinforcement-learning account may update
action values or policies in response to a specified reward stream [48]. These approaches identify causal
candidates to be tested, not interchangeable descriptions of a single evolutionary process.

An appropriate heterogeneous model should assign the learning rule to the relevant participant or
participant class. A human participant may reason verbally about what a rule means, revise an explicit
commitment, and respond to institutional sanction. A software agent may update a value function within
a training episode, retain an external memory, or remain behaviorally fixed until redeployment. Some
artificial systems combine these mechanisms; others lack persistent memory. A nonhuman organism may
learn through reinforcement or social interaction while remaining inaccessible to verbal reports. Specific
architectures and observed capacities must determine which proposed transitions are meaningful in each
case.

Reward deserves separate treatment because it is frequently used to conceal assumptions. A
developer-specified scalar reward can guide an artificial learning process and permit comparisons within
that process. A biological organism’s survival-related reinforcement, a human’s livelihood, and an
organization’s legal obligations may each enter different local mechanisms. Their numerical values
are not automatically commensurable. Furthermore, a reward-maximizing policy can imitate a norm-
sensitive response without demonstrating an expectation that the action is obligatory. Conversely, norm
maintenance sometimes involves accepting locally costly actions or revising the evaluative frame of the
interaction. Researchers should therefore record the provenance of each reward or feedback variable,
the participant who can modify it, and competing explanations for any observed convergence.

The observational role of memory is equally important. An identical pair of current actions can be
generated under short-window response rules, long historical dependence, externally imposed defaults,
or negotiated commitments. Longitudinal interventions can separate these possibilities by changing past
interaction sequences while holding current cues as constant as the design permits. In computational
agents, memory ablations and policy resets offer a direct test of certain mechanisms. Human and animal
studies require ethically acceptable proxies and cannot assume experimental access to every relevant
state. These differences limit the ease with which results can be transported across domains.
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7.4 Interaction Topology and Unequal Opportunities for Adjustment

Evolutionary outcomes often depend on the architecture of encounters. Interaction partners may be
sampled globally, restricted by a network, assigned by an organization, or selected through a platform
interface. Under a particular graph-based evolutionary game, Ohtsuki and collaborators derive an approx-
imate condition relating the benefits and costs of cooperation to the average number of neighbors [38].
The scope of their result depends upon the specified games and update rules; it does not furnish a general
measure of cooperation for heterogeneous normative systems. Its relevance here is methodological: the
organization of contact can alter the consequences of locally similar behavior.

Cross-system relations add an additional difficulty. The participant who chooses partners may differ
from the one who observes outcomes, controls the communication interface, defines eligible actions, or
maintains the material conditions of continued participation. In a human—AI deployment, for instance,
an organization may set access permissions and platform policies while the human user and artificial
agent directly exchange messages. The resulting interaction structure includes at least three functional
positions. Treating the dyad alone as the entire social environment can obscure the institutionally con-
trolled opportunities for learning and rule revision. In ecological relations, habitat modification may
have analogous effects upon opportunities for encounter without reproducing human forms of institu-
tional authority.

This distinction matters when interpreting convergence. A population may settle into a single recur-
rent response because heterogeneous participants have mutually adjusted. The same aggregate pattern
may arise when one participant faces a narrow set of feasible responses or when a controlling institution
filters all alternative messages. A credible evolutionary account should report the distribution of acces-
sible alternatives, exit conditions, and opportunities to propose revisions. Power asymmetry is thereby
an observable condition affecting transition dynamics; the complete political economy of ownership,
resource extraction, and generative value belongs to a separate inquiry.

7.5 A Minimal Heterogeneous Transition Representation

A comparative modeling program benefits from a common notation that preserves locally different state
descriptions. Consider a finite index set of modeled participants /, each with a local state space Z;, an
available-action correspondence A;(z; ¢, ¢, e;), and a set of observations O; determined by its perceptual
or technical interface. The modeling index ¢ enumerates recorded interaction events. It is a methodologi-
cal coordinate and makes no claim about an ontologically primitive ordering of generativity. Local states
z; ¢ may include learned dispositions, memory, and a representation of operative rules where such com-
ponents are identifiable. The relational configuration 7; and relevant environmental record e; describe
constraints visible at the chosen observational resolution.

For each participant, a local stochastic transition kernel can represent a hypothesis about how its state
changes following an encounter. The minimal conditional representation is stated in Equation 4.

Zitt1 ~ Ki(-| zit, 0it, @i, Tt, €1), ait € Ai(zit,re,e), i€l 4)

The observation 0; ; € O; may be generated by a participant-specific observation map, while K is de-
fined over that participant’s own state space Z;. Consequently, two participants need not possess identical
action labels, learning variables, or update distributions. A deterministic transition can be represented
by a kernel concentrated at one state. The construction assumes that a suitable stochastic description
exists at the resolution of interest, with measurable state and observation spaces if probability-theoretic
operations are required. In applications, identifying such a kernel may remain infeasible.

Equation 4 is deliberately incomplete as a coupled dynamical system. It conditions each local adjust-
ment on the relational and environmental state at the recorded event, while the production of observations
and the subsequent updating of 7, and e; require separate mechanisms. A later formal framework will
specify possible couplings and their evidential limits. The present representation is useful because it
makes an often-hidden assumption explicit: a shared state space or payoff scale is an optional modeling
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Table 6: Analytical roles and transfer conditions of candidate evolutionary models for heterogeneous
norm formation.

Model family Analytical question and typical observables Key assumptions and cross-system caution
Evolutionary and stochastic games  Convention frequencies, equilibrium selection, Explicit strategies, interaction payoffs,
mutation and adjustment histories perturbations and population/update structure
Cultural transmission models Spread, transformation and retention of practices Identifiable transmitted traits, transmission
through learning or imitation channels and units of reproduction
Repeated games and adaptive Partner-conditioned action adjustment, memory Observable feedback, bounded information,
learning and expectation updating specified rules of adaptation and continuation
Reinforcement and multi-agent Policy changes, reward-conditioned behavior, Agent-specific reward provenance, architectures
learning intervention and memory-ablation response and access to alternative actions
Graph and network dynamics Effects of contact topology, partner choice and Specified networks, encounter mechanisms and
concentrated influence permission structures
Probabilistic generative-model Perceptual inference and action selection under Defined model classes and observation channels;
approaches modeled uncertainty normative endorsement requires separate
evidence

simplification and requires justification. It also prevents the assertion that the same externally observed
response implies equality of the participant-specific kernels.

Consider an illustrative encounter in which one participant can send a request or wait, whereas an-
other can approach or withdraw. The first participant’s request may be interpreted by the second as an
attempt at coordination, a territorial challenge, or an irrelevant signal. If repeated events yield a pre-
dictable pair of responses, an analyst can characterize the stability of that pair. Establishing a shared
convention requires evidence about contingent expectations and the participants’ available adjustments.
Establishing mutual normative understanding requires further evidence of interpretation, correction, or
acknowledged obligation according to the capacities of the subjects involved. The same observed se-
quence is compatible with several local transition rules and several relational mechanisms.

7.6 Model Comparison and Cross-System Evidential Requirements

The explanatory value of an evolutionary model depends on the question it answers, the states it distin-
guishes, and the observations able to discriminate it from alternatives. Table 6 summarizes major mod-
eling families and identifies the additional assumptions relevant to heterogeneous normative encounters.
The table identifies the assumptions and transfer conditions relevant to model selection. The methods
can be complementary, but their compatibility has to be established in each application.

Active-inference and related probabilistic generative-model approaches supply an additional, condi-
tional comparison. Friston’s free-energy formulation provides a model family connecting perception, ac-
tion, and learning through probabilistic prediction and inference [20]. Such a framework can be relevant
where evidence supports a participant’s internal generative model or a justified computational approxi-
mation. It does not provide, on its own, an empirical account of intersubjective moral obligations or their
legitimacy. The inferential and normative uses of expectation must remain distinguished: anticipating
an event is different from expecting another participant to comply with a rule. One may measure the
former while the latter remains an open interpretive question.

A cross-system research design can compare candidate mechanisms by perturbing the information
available to an agent, changing partner identity, controlling the visibility of past encounters, modify-
ing the cost of an action, or allowing participants to propose rule revisions. Evidence favoring one
mechanism might consist of a predictable difference in adjustment under these interventions. Persistent
behavior after a simulated memory reset, for example, could challenge a model that assigns the behavior
exclusively to accessible episodic memory, while remaining compatible with other forms of stored policy
or external constraint. The result depends on what the reset actually removes. Similarly, reliable adapta-
tion to new partners may support a generalization mechanism without demonstrating ethical consent or
mutual understanding.

Observational equivalence places a major limit on interpretation. Two learning mechanisms can
produce indistinguishable action records over the observed contexts, and a single reward-based policy

34



1458

1460

1461

1462

1463

1464

1465

1466

1467

1468

1469

1470

1471

1472

1473

1474

1475

1476

1477

1478

1479

1480

1481

1482

1483

1484

1485

1486

1487

1488

1489

1490

1491

1492

1493

1494

1495

1496

may support distinct descriptions of its apparent norm sensitivity. Identification requires access to addi-
tional variables or interventions that generate different predictions. Where comparable observations are
unavailable, theoretical pluralism may be the appropriate outcome of the research rather than a method-
ological failure. Model comparison should document which causal distinctions can actually be tested
and which remain speculative.

7.7 Scope of Evolutionary Explanation for Normative Relations

The preceding comparison supports a focused research proposal. Existing evolutionary and learning
models can explain aspects of the spread, persistence, adaptation, and contestation of regularities un-
der specified conditions. A generative-relational extension would additionally track cases where par-
ticipants’ available actions, interpretive categories, interaction topology, and rule-revision possibilities
change through the encounter itself. This possibility motivates models with evolving descriptions of the
interaction, although it introduces difficult questions of model identifiability and of how changing state
spaces can be compared responsibly. A fixed-state approximation remains valuable when its scope is
explicit and empirically adequate.

Three distinctions should remain operative throughout such work. A selected or persistent conven-
tion is an empirical or formal outcome relative to specified dynamics. Normative endorsement concerns
what kinds of commitment and justificatory participation can be attributed to particular participants on
defensible evidence. Legitimate authority concerns whether rules can be justified to affected parties un-
der an articulated ethical or institutional framework. The three objects may be related, but they demand
different explanatory and evaluative methods. In particular, a single convergence score is insufficient to
establish the character of a cross-system normative order.

The framework also leaves room for stable pluralism, context-specific coexistence, asymmetrically
imposed conduct, cyclic adjustment, and persistent disagreement. Which patterns arise depends on the
specified coupling of local transitions, material conditions, and institutional powers. Claims about in-
evitable convergence, universal evolutionary progress, or thermodynamic criticality would exceed the
results surveyed here. The systematic treatment of these possibilities requires an account of how norm
repertoires and relational organization develop together. That account is the task of the subsequent anal-
ysis of normative coevolution.

8 Coevolution of Norms and Relational Organization

Normative interaction takes place within arrangements that determine who can encounter whom, which
conduct is feasible, how actions are interpreted, and which participants can alter the rules governing sub-
sequent encounters. The present section examines the possible joint development of these arrangements
and the practices treated as regular, expected, or appropriate by the participants. It first distinguishes be-
havioral adjustment from changes in relational organization, then considers ecological, institutional, and
communicative mechanisms through which the conditions of interaction may be modified. The analysis
subsequently addresses asymmetric adaptation, historically contingent pathways, and evidence capable
of distinguishing concurrent change from causally coupled development. Its method is comparative and
mechanism-oriented. Ecological and institutional research provides established accounts of particular
feedback processes; the proposed generative-relational (GR) interpretation extends the questions that an
inquiry into norm formation might ask. The section develops analytical criteria for coevolution, while
the specification of a complete coupled formal model remains a separate task.

8.1 Relational Conditions as Variables of Normative Development

A model of norm formation often treats an interaction setting as a background condition: participants
repeatedly select available behaviors, obtain feedback, and gradually develop a pattern of coordination.
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Such an approximation can be effective when roles, permissible actions, channels of observation, and en-
forcement mechanisms remain reasonably stable during the period studied. In other encounters, repeated
practice may transform precisely those conditions. A jointly constructed communication interface can
make additional requests possible; an institutional agreement can alter who is entitled to issue a request;
and control over an infrastructure can restrict the practical alternatives available to one participant. A
participant can therefore change its behavior under established relations while also participating in the
alteration of the relations under which behavior becomes possible and meaningful.

For the present inquiry, relational organization denotes an analytically specified configuration of
access, roles, dependencies, channels of interaction, and procedures for adjusting these conditions. The
configuration may include physical proximity, ecological affordances, legal or institutional permissions,
technical interfaces, historical records, and enforceable expectations. These aspects are not presumed to
have the same causal character. A migration corridor, an application-programming interface, and an in-
ternational negotiating procedure operate through different material and institutional mechanisms. They
can be compared insofar as each helps determine which interactions occur and what forms of adjustment
can follow, while their differences remain part of the explanation.

Similarly, a normative repertoire refers to candidate practices, associated expectations, and avail-
able responses to deviation at an identified observational scale. Its contents need not consist of explic-
itly articulated propositions. In a human organization, an operative repertoire may contain instructions,
rights of appeal, and acknowledged obligations. In a computational system, an analyst may observe
rule-conditioned responses and accessible revision operations while leaving questions about subjective
endorsement open. In nonhuman animal interactions, observations may support claims about learned
social expectations under particular conditions without warranting attribution of the full conceptual or
institutional apparatus of human normativity [2, 50]. Such differentiation is necessary for the term coevo-
lution to identify a possible relation among heterogeneous processes without asserting that all participants
undergo an identical normative transition.

The proposed analytical distinction is between within-organization adaptation and organization-
changing adaptation. In the first case, a participant changes a response while the modeled opportunities
and institutional channels remain fixed. In the second, interactions also modify at least one relevant
relation: access to an activity, practical authority to initiate it, the interpretive resources through which
it is understood, or the procedure for contesting an established rule. Both mechanisms may operate
together. Three levels of claim require further separation. Concurrent change records changes in behav-
ior and relational conditions within a common observation window. Interaction-conditioned reconfig-
uration requires evidence that encounters contributed to altering those conditions. A stronger claim of
normative—relational coevolution additionally requires a supported feedback pathway: changes in prac-
tices or candidate expectations alter relational conditions, and those modified conditions subsequently
influence the development or maintenance of practices. Such feedback may be asymmetric in magnitude,
control, and benefit; it need not represent reciprocal endorsement. Their distinction requires a declared
observational resolution. A newly learned action may count as an expansion of an individual’s reper-
toire in one model while remaining a strategy adjustment within a richer, fixed action space in another.
Claims about evolving possibility spaces therefore depend partly on the chosen representation and should
be supported by evidence about the mechanism that renders a practice newly accessible or inaccessible.

8.2 Ecological Construction and the Reconfiguration of Feasible Practices

Biological research on niche construction offers an instructive account of feedback between activities
and conditions of later activity. Odling-Smee, Laland, and Feldman analyze cases in which organisms
modify biotic or abiotic aspects of environments and thereby change selection pressures and ecological
inheritance [37]. The relevance to the present inquiry is a structural one: actions can help produce
environmental conditions that alter subsequent opportunities for action. This does not establish that
ecological feedback is itself norm formation. The empirical meaning of a social norm, an adaptive
ecological routine, and an environmentally induced behavioral regularity remains distinct.

36



1572

1573

1574

1575

Consider a hypothetical coastal setting in which human land-use rules, fishing practices, and marine
animal movements interact. A conservation measure may change human access to particular zones, affect
the condition of habitats, and modify the frequency and location of encounters with animals. Changes in
animal movement can in turn prompt revision of monitoring methods, management boundaries, or locally
accepted practices. A study might find feedback between ecological change and human institutional
adjustment, yet further evidence would be required to characterize an animal’s response as conforming
to a norm rather than tracking a modified habitat or learned expectation. The illustration demonstrates the
need to represent environmental and normative mechanisms simultaneously while permitting a different
evidential standard for each.

Such cases complicate the assumption that the feasible action repertoire of a participant can be treated
as permanently given. Material conditions partly determine which practices can be attempted and main-
tained. Changes in physical resources, infrastructural access, energy availability, or the survival of
partner populations may therefore modify the circumstances under which a practice can be sustained.
Conversely, the adoption of a rule can influence these very conditions through prohibitions, incentives,
conservation efforts, or collective production. An analysis confined to frequencies of observed actions
may miss the altered opportunity structure responsible for their persistence.

Ecological feedback should nevertheless be described at a resolution suitable to the evidence. Ob-
serving that a habitat changes while a community’s rules change does not, by itself, identify a reciprocal
causal mechanism. Joint changes may reflect seasonality, independent interventions, demographic vari-
ation, or an unobserved external influence. Where possible, longitudinal measures of environmental
conditions, access restrictions, learned practices, and encounters should be combined with comparison
sites or carefully bounded interventions. The role of niche construction here is to supply a tested family
of ecological questions and modeling strategies, while the identification of social and normative mecha-
nisms remains a separate empirical undertaking.

8.3 Institutional Revision and the Organization of Reciprocal Expectations

Institutions can make relations themselves a subject of collective practice. Rules may specify eligible
participants, permitted actions, decision procedures, monitoring obligations, sanctions, and processes of
amendment. Crawford and Ostrom’s institutional grammar distinguishes rules, norms, and shared strate-
gies, and treats their reconstitution through repeated interactions as an established object of inquiry [17].
Ostrom’s institutional analysis examines how rules, communities, and biophysical conditions interact in
diverse action arenas; it also documents the significance of locally variable arrangements and opportuni-
ties for collective rule adjustment [40]. Aoki’s comparative institutional analysis addresses institutional
complementarities and change, including the co-development of organizational conventions and features
of the participants who operate within them [3]. Both approaches provide substantively developed prece-
dents for analyzing relationships between conduct and the arrangements that help stabilize it. The GR
proposal draws upon these lines of inquiry without claiming that institutional feedback originates in the
present framework.

Suppose a collaborative research network initially assigns access to computing resources through an
administrator’s discretionary approval. Participants develop practical expectations about which projects
will be accepted and which requests are likely to be refused. Disputes over allocation may subsequently
lead to a published eligibility rule, an appeal process, or a shared governance body. The revised arrange-
ment can change behavior in at least two ways: participants adjust their requests under the new rule, and
participants acquire new means to challenge or modify the rule itself. A norm concerning acceptable
requests may thus co-develop with a norm concerning legitimate revision procedures. The second-level
procedure changes the possibilities for further normative development even when the immediate alloca-
tion pattern changes little.

This distinction matters especially when participants possess unequal capacities to document, com-
municate, or enforce expectations. An institution that admits new members may formally extend an
opportunity while leaving some participants without the practical means to exercise it. An accessible ap-
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peals process may similarly depend on translation services, legal assistance, compute access, or freedom
from retaliation. Accordingly, an analysis of rule change must consider effective participation together
with formal authorization. Observed acceptance of a rule may reflect agreement, resignation, strategic
accommodation, limited alternatives, or uncertain interpretation. Discriminating among these accounts
requires attention to participation records, available revision routes, and responses to counterfactual op-
portunities for objection.

Institutional change can also preserve multiple, partially incompatible norms. A negotiated procedure
may allocate distinct areas of authority, authorize context-specific exemptions, or establish a mechanism
for determining which local rule applies to an encounter. These arrangements can be durable without pro-
ducing a shared ethical theory. Their durability may rest on mutual recognition, enforceable compromise,
asymmetrical dependence, or a mixture of these mechanisms. Descriptive coevolution concerns how pro-
cedures and expectations develop together; assessing their legitimacy additionally requires independent
inquiry into representation, justification, and the affected parties’ opportunities for contestation.

8.4 Co-development of Communication and Interpretive Capacities

Communication presents a further form of relational development because a sign system can evolve
during the interactions through which it is used. Galantucci’s experimental research shows that human
participants can develop novel graphical communication systems in constrained coordination tasks, us-
ing both explicit signs and implicit behavioral procedures [22]. Computational language-game studies
similarly investigate the emergence of shared reference and simple linguistic distinctions within speci-
fied artificial-agent architectures [46, 47]. These results motivate a careful question: how can a change
in communication resources alter which normative expectations participants are capable of expressing,
recognizing, or contesting?

One plausible mechanism is interpretive scaffolding. Participants first use a signal to coordinate a
limited action, then establish a more stable mapping between the signal and the relevant situation, and
subsequently use that mapping to express a request, correction, prohibition, or proposed revision. Each
step may increase the range of possible exchanges. This sequence is a candidate developmental route,
rather than a required historical order. Other systems might begin with explicit institutional rules, rely
on bodily or ecological cues, or maintain separate modes of communication for different relationships.
A previously agreed symbol may also become obsolete when conditions of participation change.

For example, imagine two differently embodied agents that initially distinguish only the occurrence
of contact. Repeated interaction could establish a cue associated with withdrawing from a shared
workspace; a second cue might later indicate a request to resume work. If an agent can subsequently
contest whether the withdrawal cue was appropriate, the communication medium may support a richer
practice than immediate behavioral coordination. An observer would need to distinguish successful
signal discrimination from interpretation of another participant’s claim or reason. Behavioral perfor-
mance alone can be compatible with distinct internal mechanisms, and some species or artificial systems
may lack the relevant communicative capacities. The analytical advantage of the GR approach lies in
recording how the opportunities for interpretation and correction may change, subject to those evidential
limits.

A more difficult question arises when a communication interface is controlled by a third party. A
platform may determine which utterances pass through a translation layer, which categories are offered
for expressing objections, and which records remain available for later evaluation. A channel that in-
creases short-term coordination can narrow the possibilities of dissent or norm revision. Accordingly,
the evolution of mutual understanding should be examined together with the governance and material
conditions of the medium. This issue connects the present inquiry to the political economy of hetero-
geneous GR subjects, although the detailed analysis of ownership, value circulation, and infrastructural
dependence belongs to that separate project.
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8.5 Asymmetric Adaptation and the Political Conditions of Coevolution

Reciprocal causal influence and equal power are different properties of an interaction. Two systems
may affect one another while only one retains authority to set operational thresholds, modify interface
permissions, or discontinue the relationship. A subordinate actor can adapt to the dominant actor’s re-
quirements, while the dominant actor adjusts a small number of operational settings in response. Under
an appropriately broad description, both change; the distribution of available revision rights nevertheless
remains unequal. A study that reports only coupled behavioral trajectories can obscure this asymmetry.

Human—AT interaction offers an especially salient comparison. A human user may modify their work
practices to accommodate a model’s interface, output conventions, or access conditions. The deployed
Al system may also produce different responses as a conversation develops, while the provider or de-
ploying organization controls persistent memory, training updates, system-level instructions, compute
allocation, and tool permissions. The relevant unit of analysis therefore matters: the deployed model, a
conversational session, the provider, a user community, and an organization using the model have differ-
ent capacities for changing the relationship. Altered outputs in a session do not automatically demonstrate
autonomous revision of the model’s governing norms. Conversely, human participation in an interaction
does not guarantee meaningful control over the infrastructure on which participation depends.

Distinguishing reciprocal co-development from one-sided accommodation requires examining the
distribution of effective options. Relevant questions include who can propose new rules, what happens
following refusal, which actor can leave without losing essential resources, whether a dissenting inter-
pretation reaches the other party, and whether an affected participant can cause a governing procedure
to be reconsidered. Reciprocal co-development may exist along some dimensions and be absent along
others. A system can support collaborative communication while remaining centrally governed, and a
formal right of revision can coexist with material obstacles to exercising it.

These observations do not settle the ethical standing of artificial systems or the moral legitimacy of
particular institutional arrangements. They identify explanatory conditions that should be assessed before
describing an interaction as jointly negotiated. The political significance of evolving norms is that rule
formation can alter subsequent distributions of agency and dependence. Normative improvement, by
contrast, requires articulated and defensible evaluative criteria. A transition from unilateral instruction
to consultation may widen participation in a measurable institutional sense, but whether consultation
adequately respects each affected party depends upon its capacities, interests, and the relevant account
of justification.

8.6 Path Dependence, Local Pluralism, and Discontinuity

The development of normative relations may depend on the order and particular circumstances of en-
counters in the modeled history. An initially chosen communication convention can privilege a group
familiar with the medium; an early allocation rule can determine which participants later accumulate
resources; and a negotiated exception can create a precedent for future amendments. These mechanisms
make historical trajectories analytically relevant without treating the modeler’s sequence of recorded
events as an ontologically fundamental direction of time. Path dependence is a property to investigate
under specific update rules, institutional memories, and opportunity structures.

A path-dependent outcome need not be uniquely stable or globally shared. Separate communities
may maintain compatible local conventions while using different justificatory vocabularies. A collab-
orative practice can support translation between some roles and preserve uncertainty between others.
Some participants may hold an explicit agreement while others exhibit learned compliance, or a negoti-
ated arrangement may alternate between distinct procedures depending on the setting. Such outcomes
suggest the usefulness of modeling stable pluralism as a maintained configuration of differentiated rules
and interfaces. Stability here refers to observable persistence relative to a specified interval and distur-
bance class; it supplies no independent warrant for the justice of the arrangement.

Relational change may also be discontinuous. A new technological interface, a legal amendment,
the loss of a habitat, or a breakdown in trust can abruptly remove practices that had appeared well estab-
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Table 7: Candidate dimensions, evidence, and rival explanations in the study of normative—relational
coevolution.

Dimension Potential evidence of reciprocal change Rival account or identification limit
Feasible practices and Changes in available actions associated with Independent ecological trends, unobserved
ecological conditions participant-produced environmental or external intervention, shifts in measurement scope
infrastructural modifications
Institutional permissions and Amendments following participant proposals; Symbolic consultation without effective access,
revision channels subsequent changes in practical access or centrally imposed modifications
challenge procedures
Interpretive resources and New, reliably used repair signals or contestation Fixed translation templates, imitation, superficial
communication media categories emerging through interaction coordination without shared understanding
Interaction topology and Altered access to partners, exit options, mutual Background demographic variation, platform-wide
dependence monitoring, or concentrated control changes unrelated to local negotiation
Normative expectations and Changing expectations and reactions to deviation Habit, reward conditioning, coercive compliance,
responses linked to changes in relational conditions selection of participants

lished. In particular models, the discontinuity may take the form of a threshold transition, a shift in an
attractor basin, or a change in the represented state space. The appropriate description depends on the
available data and specified mechanism. Physical criticality, thermodynamic dissipation, and universal
phase-transition language require stronger independent evidence than a visible discontinuity in conduct.
The subsequent analysis of normative stability and transition will distinguish these possibilities more
systematically.

A further complication concerns the identity of the evolving norm. If participants revise both the
words expressing a commitment and the practical conditions of its application, apparently continuous use
of a label may conceal a change in content. Conversely, a revised label can leave a practical expectation
largely intact. Longitudinal research should therefore track contexts, obligations, permissions, response
patterns, and routes of revision alongside linguistic descriptions. The identity of a practice across en-
counters is an interpretive and operational question, and claims of normative preservation should specify
what has been preserved.

8.7 Analytical Criteria for Identifying Relational Coevolution

The preceding comparisons suggest that an inquiry into relational coevolution should record multiple
dimensions of change and the evidence connecting them. Table 7 separates the object of possible change
from indicative observations and competing explanations. It is intended as a preliminary diagnostic
protocol. The rows are neither presumed to occur together nor assigned a common numerical scale.

A minimally adequate inquiry would specify the participants and relational units, establish a baseline
for each relevant dimension, document interactions and external interventions, and identify a plausible
causal pathway linking changes in conduct to changes in the organization of subsequent conduct. For
the stronger coevolutionary interpretation, the inquiry should additionally trace how the modified orga-
nization feeds back into later conduct or candidate normative expectations; correlated trajectories alone
support the weaker description of co-change. Where experiments are feasible, researchers can compare
conditions with fixed versus revisable interaction rules, or with and without participant access to the
interface that structures exchange. In field settings, process tracing, comparison of institutional records,
observations of ecological conditions, and interviews with capable human participants may offer comple-
mentary evidence. Such sources should be interpreted according to the capacities of the relevant subjects;
verbal reports cannot be required of every nonhuman system, and simulated agents’ textual claims are
not straightforward self-reports of moral endorsement.

The candidate mechanisms admit discriminating observations. If an apparent shift in norms can be
explained entirely by a stable exogenous reward schedule, the evidence may favor within-organization
adaptation. If modifying a communication interface changes behavior but leaves the range of contestable
claims and effective permissions unchanged, an asserted growth in normative autonomy would require
additional support. If one party’s repeated objections have no discernible influence on rules or revision
procedures, the record may support asymmetric stabilization over reciprocal institutional development.
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Finally, if the available data cannot distinguish these mechanisms, the analysis should retain the uncer-
tainty rather than infer coevolution solely from correlated time series.

In this sense, the proposed GR perspective offers a research question with a definite empirical bur-
den: identify how interaction-dependent modifications to relational conditions affect the practices and
expectations subsequently available to heterogeneous participants. It encourages attention to changing
possibilities, interpretive mediation, and revision rights while retaining the specificity of biological, in-
stitutional, and computational accounts. The next section considers the conditions under which such
changing arrangements become relatively stable, undergo transitions, or preserve several incompatible
normative repertoires. A formal joint transition architecture, including the representation of potentially
changing state and action spaces, will be developed later as a separate provisional model.

9 Dynamics of Normative Stability and Transition

The evolutionary study of norms requires an account of how interactional practices persist, become vul-
nerable to disturbance, and give way to alternative arrangements. Such an account becomes especially
demanding among heterogeneous generative-relational (GR) subjects, whose environments, action reper-
toires, interpretations, and capacities for revision may differ. This section examines the distinction be-
tween observed persistence and model-dependent stability; the selection and replacement of conventions;
path-dependent switching barriers; the maintenance of plural normative practices; and the evidential stan-
dards required for claims about abrupt or critical change. The discussion combines a limited stochastic
illustration with comparative analysis of institutions, networked practices, and interacting systems. Its
purpose is to establish diagnostic distinctions for a later coevolutionary formalism, while preserving the
separate questions of normative endorsement and legitimacy.

9.1 Criteria for Persistence, Dynamical Stability, and Normative Endorsement

A practice can persist for several reasons. Participants may understand and endorse an expectation, may
coordinate through a convenient routine, may lack access to alternatives, or may comply with an exter-
nally enforced condition. Persistent patterns can also result from ecological constraints or the regular
operation of a computational interface. The empirical observation that a pattern recurs within an ob-
servation window therefore establishes a fact about conduct under specified measurement conditions.
Further interpretation requires evidence about the mechanism maintaining the pattern. The present anal-
ysis treats persistence as the observed recurrence or maintenance of an identified practice over a stated
interval, reserving stability for a claim that depends upon a defined disturbance class and an account of
how the system responds to it.

The disturbance class matters. A human—AlI exchange may exhibit stable turn-taking while the inter-
face, model weights, moderation instructions, and user permissions are held constant. A different version
of the system, a revised permission regime, or a user who can challenge the system’s rules may produce
a different result. Similarly, a recurring ecological interaction can survive seasonal variation yet become
impossible when a habitat is altered. Stability relative to small variations in a reward parameter is distinct
from stability under a change in the available action set. A model that fixes the environment is there-
fore informative about a particular conditional mechanism; it is incomplete as an account of changing
relational conditions.

Four notions should be distinguished in comparative work. Observational persistence describes
recorded behavior; dynamical stability describes the response of a specified model state or invariant
distribution to designated perturbations; institutional reproduction concerns the continued operation of
procedures, permissions, enforcement, and supporting infrastructure; and normative endorsement con-
cerns an agent’s practically or explicitly supported acceptance of a rule. These notions can overlap while
remaining empirically and conceptually separable. An imposed rule may be institutionally durable while
privately rejected by capable human participants; an endorsed norm may lose its enabling infrastructure;
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and an artificial population can converge upon a token convention through reward-directed updates with-
out thereby demonstrating moral acceptance.

In many contexts an additional distinction is needed between local and global stability. A practical
arrangement may remain durable within one network, habitat, institution, or task domain while other
arrangements remain viable elsewhere. Heterogeneous participants need not occupy a single shared state
space, and a numerical measure of aggregate agreement can conceal durable differences among groups.
The operative unit of analysis must therefore be specified before a claim of stability is generalized across
agents, populations, or institutional levels.

9.2 Stochastic Residence and the Selection of Conventions

Evolutionary game theory provides rigorous examples of long-run convention selection under particular
game forms and behavioral assumptions. Young’s analysis of repeated coordination with incomplete
information and occasional mistakes characterizes stochastically stable conventions; Kandori, Mailath,
and Rob similarly investigate long-run equilibria under learning and mutation [51, 30]. These results
establish how specified mechanisms can select among equilibria, and they supply an instructive contrast
with the question of whether the chosen practice constitutes a warranted normative commitment. The
equilibrium concept derives its meaning from the modeled strategy set, payoff and information assump-
tions, and perturbation process.

A small probabilistic illustration makes the distinction between a long-run distribution and practical
residence especially visible. Suppose an analyst represents two observable coordination regimes by states
A and B and uses a time-homogeneous, two-state Markov chain during a fixed institutional configuration
0. Let oy denote the transition probability from A to B, and 3y the probability of the reverse transition.
Under 0 < oy, B9 < 1, the transition matrix and stationary probabilities are given in Equation 5.

. 1—0[9 Qp . /30 _ o
Pe—( . 1_59), mo(d) ==L m(m) = S 5)

The probabilities refer to observed regime changes in an explicitly chosen discretization. They are neither
utilities nor degrees of moral acceptance. The representation also presumes that the analyst can identify
A and B consistently over the observation interval. If the meaning of a practice, the available acts, or
the communication interface changes sufficiently, maintaining a fixed two-state model may cease to be
adequate.

Even where the stationary proportions are identical, the temporal experience of a practice may differ
markedly. For example, equal transition rates ay = By = 0.01 and oy = By = 0.30 both yield stationary
shares of one-half, yet they imply very different lengths of uninterrupted residence in the same regime.
For an initial state A, the probability of remaining continuously in A over 71" updates, under the stated
chain assumptions, is given in Equation 6.

%r(Xle,...,XT:A\XO:A):(1—a9)T. (6)

Consequently, similar long-run frequencies are compatible with distinct switching rates and experiences
of continuity. This elementary example is a formal illustration, with no empirical calibration and no
claim that an actual norm has only two possible states. Its analytical value lies in identifying a measure-
ment problem: frequency of a convention, duration of a convention, and responsiveness to interventions
answer different questions.

The distinction also clarifies the status of attraction basins. In a specified deterministic model, a basin
consists of modeled initial conditions whose trajectories approach a given attractor. In a stochastic model
with persistent noise, the analogous empirical concern may instead involve probabilities of residence,
escape, or return. Neither usage automatically supplies a unique measure of normative strength. Where
heterogeneous systems possess different local state descriptions or changing conditions of interaction,
a purported common attractor requires a justified cross-system representation. Descriptions of basin
structure should remain attached to the explicit model that generates them.
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9.3 Historical Dependence and Barriers to Convention Switching

The replacement of an established convention can depend on what participants have already learned,
which partners they can access, and the costs incurred when a practice is abandoned. Granovetter’s
threshold models demonstrate, for a specified class of collective behaviors, how the distribution of in-
dividual thresholds influences aggregate outcomes and how similar aggregate dispositions can coexist
with different collective patterns [25]. Threshold mechanisms are useful here as candidate descriptions
of interdependent adoption decisions. They do not, by themselves, establish that an adoption pattern is
a moral norm or that participants agree on the grounds of its legitimacy.

Path-dependent change has a further analogue in Arthur’s account of technologies adopted under in-
creasing returns and historical contingencies [4]. In that model family, early contingencies can influence
which technological path becomes established. An inquiry into norm formation may find similar mech-
anisms where learning costs, installed communication protocols, institutional investment, or network
compatibility reward continued use of an existing practice. This is an analogy concerning a possible
mechanism. Its adequacy must be evaluated through evidence about the feedbacks maintaining a partic-
ular normative arrangement.

For heterogeneous GR systems, a switching barrier can have several distinguishable components.
An agent may need to acquire a new interpretation of another agent’s signal, construct a new commu-
nication interface, secure access to alternative partners, or obtain permission to modify an institution.
A human user can understand why a platform’s default rules are problematic yet remain dependent on
the service for work or essential communication. An artificial agent may be capable of generating an
alternative rule description while lacking the technical permission to modify its operating constraints.
In both cases, observable continuity can result from restrictions on effective alternatives; their specific
causal architectures and implications for normative agency differ.

Such barriers also expose a limitation of single-cost models. The consequences of switching may
be described in distinct and only partially comparable terms: material expenditure, ecological damage,
interpretive uncertainty, vulnerability to retaliation, loss of public standing, or decreased access to future
alternatives. Assigning these costs to a shared scalar objective requires additional assumptions about
comparability and whose evaluative perspective is represented. A policy analyst may adopt an explic-
itly situated metric for a limited purpose, while the participants may assess the same transition through
incompatible practical or normative terms. The model should make that disparity visible rather than
conceal it within one payoff parameter.

9.4 Networked Persistence and the Maintenance of Normative Pluralism

Interaction topology can support a mosaic of conventions. Separate communities may reproduce dif-
ferentiated practices through local learning, shared partners, and repeated encounters, while interfaces
allow a participant to move between practices when context changes. A professional practice, an eco-
logical coordination pattern, and a computational communication protocol may each exhibit a degree of
stability in its own domain. Plural persistence then need not be regarded as an incomplete stage on the
way toward a single system-wide norm.

A heterogeneous network also makes the identification of convergence sensitive to aggregation. A
population-level average can increase even as differences between subgroups persist, and the same aver-
age may be produced by distinct mixtures of local practices. Analysts should report which agents interact,
which edges carry communication or enforcement, and whether apparently shared conventions are used
for comparable reasons. Where a switching rule depends on context, the contextual map is part of the
evolving organization, even if the visible rule repertoire remains unchanged.

A useful comparative distinction is that between stable pluralism and unresolved fragmentation. Sta-
ble pluralism, as an operational proposal, involves persistent differentiated practices accompanied by
workable interfaces for coordination, boundary negotiation, or mutual avoidance in the environments
examined. Fragmentation describes differentiated practices whose interfaces fail or remain unspecified
under the relevant encounters. The distinction is intentionally pragmatic and context-relative. A stable
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plural arrangement may still contain power disparities or unacceptable exclusions; stable separation may
support coexistence in one setting while entrenching domination in another. The political-economic or-
ganization of these asymmetries is developed separately in the companion GR political-economy inquiry.

The question of cross-system identity also becomes acute. Two groups may use the same word for a
rule while assigning it different permissions, obligations, exceptions, and contestation procedures. Con-
versely, different representations may sustain equivalent practical commitments in the circumstances
studied. Longitudinal comparison should therefore trace the application conditions and effects of a prac-
tice, using translation relations whose scope is explicitly limited. Where interpretive capacities them-
selves co-develop, apparent norm persistence may disguise substantial revision in what the norm enables
or constrains.

9.5 Institutional Revision and Hysteretic Transition Patterns

Some systems react differently to an intervention depending on their current configuration and history.
Within a specified model, such dependence may be represented through a hysteresis pattern: the condition
under which a system adopts one convention differs from the condition under which it subsequently
abandons that convention. The mechanism could arise through accumulated commitments, infrastructure
investment, partner expectations, or changes in the feasibility of alternative practices. A demonstrated
loop under controlled, reversibly varied conditions would support a stronger inference than observing
one historical transition.

Consider a cooperative communication arrangement that becomes attractive only after a sufficient
number of participants can interpret a new signal. Once the arrangement is established, participants
may invest in training or infrastructure that lowers the level of current participation required to sustain
it. Conversely, institutional sanctions may make an externally imposed practice hard to leave, even
after widespread disapproval becomes observable. Both mechanisms can generate dependence on the
preceding configuration, but one involves coordination-supporting investment and the other may involve
restricted exit. Their normative evaluations require separate inquiry into consent, effective options, and
justification.

The empirical identification of hysteresis must account for changes in background conditions. In
social settings, a researcher cannot usually vary a parameter back and forth while holding history, institu-
tions, incentives, and participant composition fixed. An observed delay following policy reversal might
reflect organizational inertia, new information, strategic obstruction, or an irreversible loss of alterna-
tives. The label hysteresis is therefore best reserved for a specified mathematical model or for evidence
that discriminates a history-dependent switching mechanism from these rivals. Ordinary institutional
persistence may be a more accurate initial description.

This qualification is particularly important where a normative transition changes the model’s feasible
acts. An amendment can create new appeal procedures, a platform revision can introduce new authoriza-
tion categories, and an ecological transformation can change the species and agents able to participate.
Under these conditions, the old and revised arrangements may require different local state spaces. A
single smooth trajectory connecting them would be an additional modeling construction, not an indepen-
dently established property of the encounter. Section 11 develops a preliminary formal framework in
which such representational changes can be stated more explicitly.

9.6 Abrupt Change and the Evidential Scope of Criticality

Abrupt or threshold-like changes have been documented in controlled social coordination experiments.
Centola and colleagues, for example, report convention-switching behavior associated with the size of
a committed minority within a specific experimental naming and coordination setting [14]. The study
provides evidence of a threshold effect in its experimental domain. It does not determine a universal crit-
ical fraction for human societies, and still less does it establish a universal transition point for encounters
among humans, artificial agents, other species, or hypothetical extraterrestrial systems.
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Table 8: Operational indicators and inferential limits in the comparative study of normative stability and
transition.

Analytical claim Potential evidence Rival mechanism or scope limit

Persistence of a practice Longitudinal recurrence under documented Repeated ecological constraint, habit, selection of
contexts and observation intervals encounters, or fixed interface defaults

Dynamical residence or return Estimated switching and return probabilities under ~ Time-varying transition rules, unidentified hidden
controlled or tracked perturbations states, aggregation across local regimes

History-conditioned switching Different transition responses associated with Exogenous policy changes, cohort replacement,
recorded prior configurations or investments changing material conditions

Plural normative stability Durable differentiated practices together with Aggregate averages concealing incompatible local
identifiable coordination or boundary procedures expectations or enforced separation

Institutional stabilization Effective rule reproduction and contestation Formal rights without practical access, one-sided
channels documented across interventions compliance, infrastructure monopoly

Threshold or critical transition Reproducible response near specified parameters; Discrete intervention, measurement discontinuity,
diagnostics tied to an explicit model demographic selection, metaphorical

phase-transition language

The mathematical theory of critical transitions concerns more specific dynamics. Kuehn’s treatment
examines bifurcations, fast-slow systems, stochastic dynamics, and conditions under which proposed
early-warning indicators have theoretical support [31]. Applying such models to normative practices
requires a defensible correspondence between observable variables, the assumed dynamical equations,
the parameter changes, and the regime considered. A sudden change in recorded adoption, without this
correspondence, supports a description of rapid change but leaves the stronger dynamical interpretation
open.

Several explanatory rivals deserve explicit treatment. An abrupt shift in observed behavior may re-
sult from a discrete legal decision, a software deployment, a sudden change in what is measured, or the
selective disappearance of one participant group. A population may also cross a behavioral threshold
because the distribution of local preferences changes while the interaction mechanism remains fixed.
Some of these mechanisms can be represented by nonlinear dynamical systems; others are better exam-
ined with institutional records, causal process tracing, or comparative qualitative methods. The choice
of method should follow the claim under examination.

Thermodynamic vocabulary warrants even greater care. Dissipation, free energy, and physical phase
transition are well-defined in physical theories with specific state variables and conservation or statistical
assumptions. A conflict among social norms can involve costly coordination, concentrated power, or
declining trust without thereby constituting thermodynamic dissipation. Similarly, the presence of an
attractor in a fitted social model does not establish a physical phase transition in social reality. The GR
vocabulary of generative capacity and relational change remains compatible with mathematical dynamics
while maintaining the distinction between representation, empirical mechanism, and ontology.

9.7 Comparative Diagnostics for Normative Stability and Transition

The distinctions developed above suggest an evidential protocol for comparing transition processes
across heterogeneous systems. Table 8 links candidate claims to minimally relevant observations and
alternative mechanisms. Its purpose is to organize a research design, not to award a common numerical
stability or moral-quality score to different kinds of subjects.

A comparative study can begin by identifying the unit of analysis, the participants’ available practices,
the conditions governing entry and exit, and the interpretable evidence of normative expectations. It can
then record variation in interaction topology, communication interfaces, sanctioning capacity, institu-
tional rules, and ecological conditions, distinguishing changes initiated by participants from imposed or
incidental changes. Where interventions are possible and ethically appropriate, researchers can compare
a fixed-rule arrangement with one in which participants possess effective avenues of procedural revision.
Longitudinal observations, experiments, software and institutional change logs, and situated interpreta-
tion by capable human participants can complement one another. Evidence requirements should remain
appropriate to the agents involved; a nonverbal organism or computational process cannot simply be
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assessed through the same interview-based measures used for a human institution.

A transition claim should also specify the possible observations that would weaken it. Evidence of
high recurrence without recovery following perturbation weakens a claim of robust dynamical stability.
Evidence that all changes follow external platform updates weakens a claim of endogenous normative
coevolution. An apparently universal threshold that varies substantially across network arrangements or
communication media should be reported as setting-dependent. Stable aggregate agreement combined
with incompatible local interpretations weakens the inference of a shared norm. Persistence produced
by threat or restricted exit may support a claim about effective enforcement while leaving endorsement
and legitimacy unsettled.

Normative stability therefore requires separate analysis of maintenance mechanisms, responses to
departures, and revision opportunities. Some arrangements may persist through coordination; others
through material dependence, selective interaction, coercion, or ecological constraint. Some may switch
rapidly, while others retain differentiated repertoires across changing contexts. The GR contribution
proposed here is to include the organization of future interaction among the possible objects of transi-
tion. The next section examines in greater detail how asymmetric control of enforcement, evidence, and
infrastructure can stabilize norms, including cases where behavioral alignment arises without reciprocal
endorsement. The fully coupled representation of changing relational conditions remains an open formal
task developed in Section 11.

10 Power-Conditioned Norm Stabilization

The stabilization of an interactional rule can depend upon the distribution of capacities to enforce conduct,
determine the subjects of negotiation, circulate evidence, and maintain the material interfaces through
which participation occurs. This section examines these mechanisms as conditions of normative evolu-
tion among heterogeneous generative-relational (GR) subjects. Its immediate objective is to explain how
a practice can become recurrent and institutionally durable while participants continue to differ in their
reasons for following it, their interpretations of its meaning, or their effective opportunities to challenge
it. The discussion proceeds through sanctions, agenda setting, interpretive authority, infrastructure de-
pendence, and human-artificial intelligence (AI) interactions. It then develops a limited observational
argument and proposes comparative criteria for distinguishing coordination, coerced compliance, and
justified acceptance. The approach is mechanism-oriented and interpretive, informed by institutional
theory and studies of power; it does not treat a particular account of political economy as already estab-
lished for every class of GR system.

Norm recognition and enforcement already feature in normative multi-agent systems research [43];
institutional-grammar scholarship also separates rules, norms, and shared strategies [17]. The present
discussion adds a comparative question about the distribution of enforcement, interpretive, and amend-
ment capacities across participants whose control over their interfaces may differ. The expression power-
conditioned norm stabilization refers here to a family of processes in which an asymmetry in participants’
effective capacities changes the reproduction, visibility, or revision of an interactional rule. The relevant
capacities can include the ability to impose consequences, exclude alternatives from deliberation, autho-
rize classifications, limit access to a shared system, or alter the procedures by which a rule is contested.
These mechanisms can overlap, and their analytical boundaries depend on the material and institutional
setting. Power is therefore treated as a condition to be identified through its operation, rather than as
a scalar property inferred from a participant’s general intelligence, technological sophistication, or suc-
cess in securing observed conformity. The expression norm stabilization is used provisionally: when
evidence establishes only recurrent behavior under enforcement, the observed object should be classi-
fied as a stabilized compliance pattern; its status as a norm remains subject to the diagnostic criteria in
Section 3. A technological advantage may expand an actor’s options for enforcement or assistance; its
effects on the formation and legitimacy of norms remain contingent on the relations and practices in
which that advantage is exercised.
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10.1 Sanctions and Behavioral Alignment under Asymmetric Enforcement

Sanctions may make a rule reproducible by altering the consequences associated with deviation. A par-
ticipant can anticipate loss of access, material penalties, exclusion from a community, reputational conse-
quences, or diminished opportunities for further interaction. Such consequences can stabilize an observ-
able practice even if some affected participants regard the rule as mistaken or lack a shared interpretation
of its rationale. In human settings, theories of social norms have already distinguished conformity sup-
ported by empirical and normative expectations from conduct maintained through other incentives [8].
The present analysis uses that distinction to ask which mechanisms sustain a recurring practice when the
participants do not necessarily share the same means of forming, expressing, or revising commitments.

Enforcement can be reciprocal, collectively supervised, centrally administered, or embedded in an in-
terface that automatically rejects disallowed actions. These arrangements have different implications for
normative evolution. A collectively agreed response to damaging conduct may help participants main-
tain a negotiated standard and preserve conditions for future cooperation. An opaque sanction imposed
by a participant controlling essential infrastructure can produce outwardly similar conformity while leav-
ing the affected participants with little influence over the rule. Ostrom’s analysis of collective resource
governance provides a substantive human institutional precedent for treating monitoring, sanctions, and
local rule arrangements as conditional features of particular governance systems [39]. It does not estab-
lish that an identical enforcement mechanism is appropriate for other animals, computational agents, or
hypothetical extraterrestrial societies.

The key empirical distinction concerns the path through which a participant’s conduct becomes rule-
consistent. Evidence that a practice recurs while enforcement is present supports a finding of effective
behavioral stabilization. An inference concerning endorsement requires additional evidence, obtained
through methods suited to the type of participant. Among humans, private reports, opportunities to
disagree without penalty, and observed choices under changed sanction exposure may be relevant. Ku-
ran’s analysis of preference falsification explains how publicly expressed human preferences can diverge
from privately held ones in response to perceived social pressure [32]. Comparable discrepancies in
Al-generated text should first be investigated through instruction hierarchies, decoding, optimization ob-
jectives, and deployment constraints; public and private human preferences cannot simply be imputed
to a computational system. For nonhuman organisms, behavioral changes under social pressure would
require species-appropriate controls before being described as norm-guided conformity.

An enforcement arrangement can also change the direction of subsequent normative development.
Participants may learn to avoid a disapproved act, devise workarounds, adopt a shared interpretation of
the sanction, or coordinate to revise the underlying rule. In a sufficiently restrictive setting, visible de-
partures from the imposed practice may become rare while the capacity to develop alternatives remains
active in less observable interactions. Stability in the measured behavioral trace thus depends partly on
the investigator’s access to suppressed or displaced practices. The distinction is essential when interpret-
ing apparently consensual outcomes in asymmetrically governed settings.

10.2 Agenda Setting and the Boundaries of Normative Deliberation

Power can influence the formation of a rule by shaping the set of proposals that participants are per-
mitted or able to consider. Bachrach and Baratz’s account of the two faces of power draws attention to
nondecision-making and the control of the political agenda alongside overt choices among presented al-
ternatives [6]. Within its original human political context, this analysis provides a reason to examine the
organization of deliberation as well as the final decisions it produces. Its extension to heterogeneous GR
systems is a proposed analytical comparison: who can present a candidate rule, what kinds of objection
can enter the interaction, and which matters remain outside a shared interpretive interface?

Consider a hypothetical encounter between an administrative organization and an Al-mediated ser-
vice used by a community. Members may have opportunities to choose among three settings while
being unable to propose changes to the categories represented by those settings. The service can thereby
register repeated selections and infer a preferred default, although the range of acceptable options was
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determined elsewhere. A similar structure can arise in an international negotiating procedure, a research
consortium’s access policy, or a human-managed ecological intervention. These cases differ in the forms
of participation available to affected beings; their common analytical feature is that observed agreement
concerns a bounded agenda whose construction itself requires explanation.

Agenda control may stabilize practices through at least three distinguishable mechanisms. First,
selection among available options can reproduce the categories that organize later choice. Second, re-
current exclusion of alternative proposals may limit the evidence through which participants learn that
disagreement exists. Third, control over amendment procedures can make an established arrangement
more durable than its levels of endorsement would independently warrant. A methodological implication
follows: a study of norm formation should document the history of proposed alternatives, refused ques-
tions, available amendment procedures, and actual participation in setting these procedures. A count of
votes, compliant actions, or model responses provides a partial record when the production of the choice
set is itself asymmetrical.

The capacity to set an agenda also admits beneficial and collectively authorized uses. Limited
menus, professional standards, and emergency procedures may lower coordination costs, prevent partic-
ular harms, or make communication possible under severe uncertainty. The relevant research question
concerns the grounds and consequences of their adoption: which actors participated, how exclusion was
justified, whether meaningful challenges are possible, and which alternatives remain feasible. A power-
sensitive analysis should therefore avoid equating all constraints with illegitimate domination. Equally,
practical convenience supplies limited evidence about the authority of the actor deciding which alterna-
tives others may pursue.

10.3 Interpretive Authority and the Circulation of Normative Evidence

The identification of a norm requires interpretive judgments about whether a behavior expresses an expec-
tation, a strategic response, an accidental regularity, or an obligation recognized by participants. Actors
may differ in their ability to produce the evidence on which such judgments are made and in the authority
accorded to their interpretations. In institutional settings, records, categories, and official descriptions
can determine which actions are recognized as compliance and which departures become visible. An in-
teractional rule may thus stabilize partly through a durable practice of classifying the conduct of others.

Fricker’s analysis of epistemic injustice provides a human social-philosophical precedent for exam-
ining unequal standing in processes of knowing and interpreting [19]. The GR question is related but
distinct. It asks how access to communication channels, measurement systems, archives, and classi-
ficatory procedures conditions the emergence and apparent durability of rules across agents with dif-
ferent interpretive capacities. Some asymmetries arise through institutional authority, others through
sensor limitations, incompatible representational systems, inaccessible technical documentation, or one-
sided control over translation services. An Al-mediated interface may recognize particular categories
of grievance while lacking an avenue for users to make other forms of concern intelligible to its oper-
ators. Describing that interface requires evidence about design decisions and actual use, rather than an
attribution of intentional exclusion to the software.

Interpretive authority may operate on both sides of a rule. It helps constitute which behavior is con-
sidered appropriate, and it influences whether disagreement is recorded as normative opposition, noise,
technical error, or failure of understanding. These classifications can direct future interventions. A
community whose objections are repeatedly categorized as errors may be subjected to further system
calibration, while a governance process that recognizes objections as reasoned challenges may invite
procedural amendment. Identical observed conduct can therefore acquire different institutional histories
according to the available interpretive channels. Translation, discussed in Section 6, supplies one poten-
tial means of revising these classifications, while Section 3 sets out the evidential caution needed before
attributing normative commitments across heterogeneous cases.

Reciprocal interpretation also need not imply symmetric expertise. A specialist may accurately diag-
nose a technical failure or ecological hazard while affected participants hold indispensable knowledge of
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the consequences for their practices. Different interpretive contributions can be complementary. The an-
alytical issue is whether their respective evidential standing is specified, whether uncertainty is recorded,
and whether an authoritative interpretation can be contested when new evidence becomes available. Such
conditions are especially relevant when norm formation itself changes which forms of expertise and tes-
timony count as acceptable.

10.4 Infrastructural Dependence and the Feasibility of Normative Alternatives

A practice may become stable because the arrangements that make alternatives practicable are controlled
asymmetrically. Technical interfaces, access credentials, resource allocation procedures, habitat bound-
aries, and communication infrastructures are heterogeneous mechanisms through which an actor’s avail-
able activities may be enabled or restricted. Star and Ruhleder’s account of infrastructure examines the
relationship between system design, access, communication, and organizational change in a situated sci-
entific collaboration [45]. Its relevance here is methodological: the technical substrate of an interaction
can itself be part of the relational organization through which expectations become durable.

An organization may, for example, permit participants to request reconsideration of an imposed stan-
dard while requiring the appeal to pass through a platform to which some participants have unstable
access. The rule may then appear widely observed because alternative procedures are difficult to initiate.
In another setting, a shared infrastructure may lower the cost of participation for previously excluded ac-
tors and enable more reciprocal rule making. Dependence therefore has several possible consequences,
and the causal pathways should be traced rather than assumed. Relevant measurements include access
reliability, the cost of switching to an alternative service, the portability of records, the availability of
independent communication, and the ability to continue productive activity during a dispute.

The relation between formal exit and effective exit deserves particular care. Formal permission to
discontinue participation can coexist with conditions under which discontinuation threatens livelihood,
access to essential services, social relationships, or the continuation of a research activity. These conse-
quences can influence behavior even without a direct command. Conversely, a costly exit need not imply
coercion in every setting; investments in a mutually beneficial infrastructure may generate dependence
through voluntary coordination. Identifying domination requires additional information about control,
contestability, alternatives, and the affected participants’ standing. An inquiry into norm stabilization
can record these dependencies while leaving the more comprehensive political economy of production,
ownership, and value circulation to the companion research program on heterogeneous GR subjects.

A further distinction concerns the capacity to modify the infrastructure itself. Participants may adapt
their behavior to a fixed interface while having no authority to alter its permissions. Others may possess
administrator access, the ability to revise the schema of recognized actions, or the technical knowledge
needed for maintenance. Such distribution can produce a stable division between those who adjust their
conduct and those who adjust the conditions of conduct. Repeated compliance in this setting constitutes
evidence of a particular organization of interaction; evidence of reciprocal normative authority would
additionally require effective participation in the modification of rules and their enabling interfaces.

10.5 Human-AlI Interactions and the Distribution of Rule-Revision Capacity

Human—Al interaction illustrates the importance of distinguishing visible behavior from the institutional
and technical arrangements through which that behavior is produced. A human user and an Al service
may exchange similar verbal commitments, issue requests, provide corrections, and appear to reach an
agreement about future conduct. The service’s response is nevertheless conditioned by training, system
instructions, interface design, memory architecture, tool permissions, evaluation procedures, and deploy-
ment choices. The human participant’s conduct is shaped by different histories and material requirements,
including professional roles, social obligations, economic dependence, and available avenues of objec-
tion. Similar dialogue is therefore compatible with substantially different capacities to form, express,
enforce, or revise a norm.
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Current Al services can make interactional rules visible through stated policies, automatic modera-
tion, refusal patterns, ranked outputs, and the terms under which a user may access or contest the service.
A user may influence responses through feedback or permitted configuration changes, while a provider
or institutional deployer retains control over model updates, data handling, authorization policies, and
service continuity. These roles vary across deployments. Some systems are open to local modification,
some are administered by organizations other than their developers, and some expose extensible gover-
nance interfaces. Analytical claims about authority therefore require identification of the relevant human
individuals, institutions, and technical components. The apparent Al interlocutor is not necessarily the
locus of the power exercised through its outputs.

Research on organizational algorithmic auditing offers an applicable, bounded form of institutional
evidence. Raji and colleagues propose an end-to-end internal auditing framework in which decisions
and their justifications are documented across an Al development lifecycle [42]. For the present inquiry,
development records, deployment logs, version histories, user appeals, and post-deployment evaluations
can help distinguish behavior produced by a revised model from behavior produced by a changed inter-
face or institutional rule. Such documents do not settle the subjective or moral status of an Al system.
They can, however, illuminate which actors possess powers of revision and which participants can chal-
lenge a behavioral standard after it has become established.

The converse direction of influence also merits attention. A widely adopted AI service may con-
dition the communication habits, professional judgments, and practical expectations of its human users.
Repeated suggestions or classifications can become familiar reference points even when the service lacks
independent authority to endorse them. This influence should be investigated through measured behav-
ioral changes, access to alternatives, and the surrounding organizational decisions. It would be inaccurate
to infer an autonomous political intention from an observed system-level influence, just as it would be in-
complete to describe the influence solely through the individual intentions of users. The GR perspective
proposes a study of the situated network of dependencies in which the interactional norm is reproduced.

These issues extend beyond an exclusively human account of Al governance. Future computational
systems may exhibit more persistent learning, organizational initiative, or capacities for rule revision than
currently documented services. Assessments of those possibilities would require evidence adequate to
the relevant claim. The present section remains agnostic about machine consciousness and moral person-
hood while maintaining that human—AlI interactions already present concrete questions of institutional
power, practical dependency, and normative influence.

10.6 Behavioral Compliance, Normative Endorsement, and Observational Equivalence

Power-conditioned stabilization presents an identification problem. The observation that participants
repeatedly follow a rule may be consistent with several generating mechanisms: learned coordination,
practical convenience, endorsement, avoidance of sanctions, lack of alternatives, or the filtering of non-
conforming responses by an interface. These mechanisms can coexist. The observational record may
therefore support a finding of compliance while underdetermining the mechanism responsible for it.

A minimal illustrative model makes this limitation explicit. Suppose, only for a restricted population
of human decision makers and a specified action, that an observed choice to comply is governed by an
unobserved net inclination v; toward that action, a context-dependent external inducement c;, and a
decision threshold 7;. The stylized observation rule is defined in Equation 7.

yi = Hu; + ¢ > 7}, yi €10,1}. @)

Here y; = 1 denotes observed compliance with the specified practice. The latent term v; aggregates the
participant’s reasons for adopting the action independent of the modeled inducement, while ¢; denotes
a net effect of the identified inducement; neither term is a measure of moral legitimacy. Equation 7 is
a deliberately simplified identification example, with an additive decision rule assumed for exposition.
At 7; = 1, the distinct assignments (v;, ¢;) = (2,0) and (v;, ¢;) = (—1, 3) generate the same observed
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compliance. The first assignment is consistent with an internally favorable action inclination; the sec-
ond requires a stronger external inducement to offset an unfavorable one. Observing y; alone cannot
determine which assignment generated it.

This illustration is neither a psychological law nor a general theory of normative motivation. Its
significance rests on the structure of the observational inference. Identifying the underlying mechanism
requires additional measures, assumptions, or interventions. For capable human participants, one might
combine protected expressions of disagreement with changes in enforcement conditions and longitu-
dinal observation. For artificial systems, the relevant additional evidence concerns policy constraints,
optimization procedures, version histories, and controlled changes to access or instructions; the latent
human inclination v; in Equation 7 should not be transferred to machines as an unexamined mental at-
tribute. Other organisms may require ecological, developmental, or behavioral designs appropriate to
their capacities. A model’s latent constructs therefore need not be shared across the heterogeneous par-
ticipants being compared.

A further identification problem arises when the interaction itself determines which responses are
recorded. If a platform discards disallowed requests before they reach an observer, the resulting data
describe the distribution of visible requests conditional on filtering. If a governance process excludes
certain affected groups from consultation, an apparent consensus describes the participating group and
its available proposals. The evidence may be reliable within those bounds while insufficient to establish
a wider agreement. Claims about compliance should accordingly state the population, the observation
interface, the selection mechanism, and the practices that were actually possible.

10.7 Contestability and the Empirical Identification of Power-Conditioned Stability

The analysis suggests that power-conditioned stabilization is most usefully evaluated through a compar-
ison of the mechanisms that make a rule persistent and the opportunities available for its revision. In
an institutional setting, contestability can be operationalized through actual access to appeal, transparent
reasons for rejection, independent review, and the ability to propose alternative procedures. In techno-
logically mediated interactions, relevant evidence can include user-accessible records, interoperability,
documented policy changes, permissions to modify decision rules, and the consequences of discontinu-
ing a service. For interactions involving nonhuman living beings, the ethical and epistemic tasks differ:
researchers may investigate welfare-relevant responses and material alternatives while avoiding unsup-
ported assumptions of propositional objection or human-style deliberative consent.

These considerations provide possible conditions for more accountable relations; they are not a uni-
versally valid protocol. Reversibility may matter where a mistake risks irreversible harm, while pro-
longed reversibility may be unattainable in ecological or institutional systems. Participation procedures
require choices about representation and expertise, and those choices may themselves reproduce power
inequalities. An exit option may protect autonomy in one setting while shifting burdens onto vulnerable
participants in another. Local arrangements must therefore be evaluated in terms of their actual operation
and the stakes of the affected relations, with space for competing procedural and substantive accounts of
legitimacy.

Table 9 organizes candidate observations that could help separate different stabilization mechanisms
in concrete research settings. The categories are intended for diagnosis within specified settings. A
single empirical indicator can be compatible with multiple mechanisms; the table accordingly pairs each
mechanism with a rival explanation or identification limit. The proposed comparison can be implemented
through historical documents, participant observation, field interviews when appropriate, institutional
and software audit trails, and controlled interventions where ethical and feasible. The research design
must also consider whether the act of observation changes the risks of dissent.

Several counterexamples should remain part of this research program. A norm can be strongly sanc-
tioned and widely endorsed, so sanction exposure alone cannot establish the absence of agreement. A
default can be selected by a participatory body and provide a useful coordination service. An infrastruc-
ture may be jointly governed even where technical permissions remain unequal because specialist roles
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Table 9: Candidate diagnostics for power-conditioned norm stabilization in heterogeneous interactions.
Each indicator requires setting-specific interpretation.

Mechanism

Candidate observation

Alternative explanation or limit

Enforcement exposure
Agenda restriction
Interpretive authority
Infrastructural
dependence

Al rule governance

Contestability

Practice changes under identifiable variation in
sanction conditions

Alternatives excluded from a recorded
deliberation or interface

Disputes depend on a controlling actor’s
classification or translation

Compliance persists when alternative access is
costly or unavailable

Output standard changes with documented
platform or policy revision

Disagreement produces a traceable revision,
appeal, or reasoned response

Concomitant information, risk, or material
changes

Legitimate scope limits, feasibility,
unobserved proposals

Genuine expertise differences, measurement
limitations

Mutual investment, coordination benefits,
participant selection

Concurrent model, user-population, or task
changes

Formal appeals with little effective access or
influence

are necessary. A participant may accept a rule for reasons that are intelligible within its local normative
framework despite having limited influence over the rule’s initial formulation. Conversely, a formally
participatory procedure may leave the allocation of effective power almost untouched. These possibili-
ties require close observation of the conditions through which practices and permissions are reproduced.

The central claim of this section is accordingly bounded. Asymmetric control of sanctions, deliber-
ative agendas, interpretation, and infrastructure can provide mechanisms for reproducing interactional
regularities under conditions of heterogeneous endorsement and uneven revision capacity. Their pres-
ence is relevant to the explanation of norm formation and stability, while the justice or legitimacy of their
exercise requires further normative evaluation. The accompanying GR political-economy inquiry may
examine the ownership, production, and circulation of the conditions of power in greater depth. In the
present manuscript, the result is a methodological requirement for the forthcoming formal model: candi-
date normative states and update processes should remain analytically distinguishable from the relational
capacities that condition which rules are enacted, observed, challenged, and revised.

11 A Preliminary Formal Framework for Normative Coevolution

A formal investigation of normative coevolution among heterogeneous generative-relational (GR) partic-
ipants requires a representation in which interaction can alter both participants’ practices and the condi-
tions under which subsequent practices become feasible or intelligible. This section proposes a minimal
family of coupled transition models for that purpose. It specifies participant-dependent state and ac-
tion spaces, locates normative and interpretive variables within an evolving relational configuration, and
separates observable conduct from the latent mechanisms that might generate it. A small illustrative
construction then exhibits negotiated coordination, asymmetric fixation, context-dependent pluralism,
and continued alternation as distinct outcomes of different specified update rules. The final analysis
establishes an elementary observational identification limit and describes the evidence required to give
the framework empirical content. The construction is a candidate modeling language informed by re-
search on conventions and multi-agent learning. Its claims concern specified transition mechanisms and
observations, with no implied ontology of normative subjectivity.

11.1 Typed Participants and Contextual State Descriptions

Let I be a finite index set of modeled participants. For the probability-theoretic version of the model,
equip each local state space and each observation and action space with a specified o-algebra; standard
Borel spaces are a sufficient, though stronger than always necessary, regularity assumption for the con-
structions considered here. Products of these spaces carry their product o-algebras. These conditions are
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assumptions of the present formal model and are not claims about the mathematical structure of lived ex-
perience. The index identifies roles in a particular encounter and does not determine whether a participant
is a human person, an artificial system, a collective institution, or an organism. For each i € I, define a
local description space X, a candidate normative-repertoire space N;, and an interpretation or memory
space M;. A modeled local configuration is z; = (x;,n;, m;) € Z; = X; x N; x M;. The term candidate
is consequential: n; may represent an analyst’s classification of practical expectations, a software policy,
a publicly expressed commitment, or, where evidence supports the attribution, an agent’s internalized
normative orientation. Distinguishing these cases is part of model specification. Their encoding within
a common tuple does not make them psychologically or morally equivalent.

Write R for the space of relational configurations and £ for environmental or infrastructural condi-
tions. A relation » € R may record asymmetric permissions, channels of communication, access to an
enabling resource, enforcement authority, or an observed interaction topology. The environment e € F
may describe available signals, equipment, habitat conditions, or an institutional setting. These spaces
are likewise chosen by the investigator for an explicit research purpose. A history variable h; retains
relevant records of interactions, interventions, and changes in context. The event index ¢ enumerates
modeled observations and updates; it introduces no metaphysically privileged temporal ordering of GR
phenomena. A fixed measurable space H may include finite histories of every length as a disjoint union
of event-sequence spaces, with the corresponding disjoint-union o-algebra. Using an actual history sum-
mary instead requires demonstrating that it retains the information needed for the intended transition
specification.

The complete analytical state is defined in Equation 8.

we = ((zi)ier,re e, he) €W =[] Z | x Rx Ex H. 8)
Gl

Here H is a specified space of histories or history summaries. When h; records complete event sequences,
the realized history length changes with ¢, although H itself remains fixed. With a full history encoded
in the augmented state and a time-invariant event mechanism, a Markov representation is possible at this
descriptive level; a shorter summary is sufficient only under an explicitly justified conditional-sufficiency
assumption. The use of a product space permits distinct types X;, N;, and M;; it does not posit a shared
psychology, a common scalar valuation, or a translation isomorphism between participants. Participants
may also be aggregates whose internal heterogeneity is suppressed at the chosen observational resolution.
The consequences of aggregation belong in the study’s error analysis.

Actions are represented through participant-specific correspondences A;(w;) C A;, where 4; is a
fixed ambient action alphabet introduced for bookkeeping. For the stochastic construction, each A;(w)
is assumed nonempty, with a measurable graph in W x A;, and the modeled action-selection law must
assign it probability one. These assumptions are part of the admissible model class; they may fail when
available actions or participants cannot be reliably enumerated. Membership in A;(w;) means that an
action is feasible or permitted in the modeled conditions. A change to r, e, or 2; ; can therefore change
the feasible action set without changing A;. This convention provides a mathematically economical way
to encode institutional revision, technological enablement, loss of access, and newly acquired commu-
nicative practices. At this descriptive resolution, A;(w;) abbreviates a context-sensitive feasible-action
correspondence: the local notation A;(z; ¢, r+, ;) used in Section 7 is recovered whenever history affects
feasibility only through these displayed state components. The ambient alphabet is a modeling device:
it need not contain every action an evolving real-world system might invent. An observed action outside
the alphabet signals an inadequacy of the current model and calls for revision of its descriptive domain.

11.2 Observation, Interpretation, and Coupled Updates

Each participant may access a different observation space O; and receive an observation through a
context-dependent kernel O;. Joint observations can be correlated, as when one shared event simultane-
ously alters several participants’ information. Define a measurable joint observation kernel O(do | wy)
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on the product observation space, with participant-specific marginals. Let ¢;(w;) denote the participant’s
modeled, accessible pre-action information, with a specified measurable information map; a local policy
may then be written 7;(da; | ¢;(w;), 0;). Distinct full states can induce the same accessible information,
so the policy must respond identically to those states when their observed signals coincide. Policies are
assumed measurable and supported on A;(w;) for the relevant states and observations; feasibility must
therefore be compatible with the information actually available to the decision mechanism. Where con-
ditional independence of action selections is justified, the joint action law can factor into local policies.
Correlated or institutionally mediated choices instead require a specified joint action kernel I1(da | w, 0),
supported on the product of feasible-action sets. In either case, the joint observation-and-action law is
B(do,da | w;) = O(do | w)II(da | wy,0), with the product interpreted as composition of kernels. No
independence of observations or common access to hidden states is assumed.

After observations and actions, the participants’ local descriptions, relational configuration, and en-
vironment may change jointly. The coupled transition representation is given in Equation 9.

(04, @) ~ B(' ’ wt),
(Zt11, 7e41, eev1) ~ K(- [ we, 01, ), )

hiv1 = Up (b, 0480, 241,741, €041).-

The observation-and-action kernel B and coupled update kernel K are candidate empirical specifications,
not universal generative laws. An observed change in several state components represents co-change
within this formal description; evidence for normative—relational coevolution additionally requires iden-
tifying a feedback mechanism linking evolving practices with changes in relational conditions, as distin-
guished in Section 8. In a particular operational model, that claim calls for two distinguishable causal
contrasts: varying a feasible practice or proposal can alter a subsequent relational condition, and vary-
ing that condition can alter a later practice or norm-like expectation. Such contrasts require specified
interventions, temporal observation, and assumptions that address common causes; a correlated coupled
update kernel does not establish them by itself. To be a well-defined stochastic process, B and K must
be measurable probability kernels on the declared product spaces; the history update Uy must be mea-
surable as well. These conditions are formal assumptions, and they do not imply that the kernels can be
recovered uniquely from observational data. A deterministic dynamical model arises when the kernels
assign unit mass to specified outcomes. The history update Uz may retain a bounded, predeclared sum-
mary or append an event to a complete record. Its informational fidelity has to be assessed relative to the
intended inference. For example, discarding rejected negotiation proposals may produce an apparently
stable convention that conceals continuous institutional disagreement.

Equation 9 extends the local update representation in Equation 4. A local kernel can describe one
participant’s adjustment conditional on its observations and the current context; a coupled kernel addi-
tionally specifies how simultaneous adjustments and shared conditions interact. The representation is
compatible with the general idea of multi-agent stochastic interaction developed in Markov games [34],
yet it deliberately leaves payoff functions optional and makes rule repertoires, feasible practices, and
interpretive resources eligible for change. Littman’s original analysis concerns a specific class of zero-
sum games; the present extension makes a separate proposal about evolving normative descriptions and
carries no result about equilibrium existence or convergence from that study.

The internal structure of K should be specified at the resolution justified by evidence. For one appli-
cation it may be reasonable to posit a sequential mechanism: an observed interaction changes interpretive
memory, interpretive memory changes subsequent rule selection, and the chosen practice alters institu-
tional permissions. Another application may require a simultaneous or correlated update, as when plat-
form revisions affect several parties at once. A factorization into independently updating local kernels is
a substantive assumption and can be tested only against evidence capable of detecting cross-participant
dependencies. In particular, an observed change in one participant’s conduct does not by itself show that
the other participant’s normative orientation has changed.
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11.3 Normative Repertoires and Partial Interpretive Relations

A candidate repertoire n; can be specified as a collection of context-indexed dispositions, rule represen-
tations, or institutional prescriptions, provided that its empirical interpretation remains explicit. For a
human group, a recorded rule might concern an expectation about turn taking, together with evidence of
member recognition or sanction. For a deployed artificial agent, it might be a versioned set of instruc-
tions and accessible procedures for selecting a response. For a nonhuman animal population, it might
be an analyst’s provisional hypothesis concerning socially maintained behavioral expectations. These
instantiations require different validation standards. In particular, a model variable called n; does not
establish consciousness, moral judgment, or personal autonomy.

Interpretation can be represented with a time- and context-indexed relation 7;;; C U; x U; between
selected expression or practice descriptions U; and U;. A pair in 7;;; records an empirically supported
correspondence for a specified interactional purpose, such as a reliable response to a warning in a partic-
ular environment. The relation may be partial, many-to-many, and asymmetric in evidential support. Its
revision can be encoded within m; ; and m ;, or within shared relational resources in r;. This treatment
preserves the possibility that successful interaction depends on a locally useful alignment while divergent
meanings and interpretations persist.

A particularly significant distinction arises when the ability to interpret an interaction depends on a
resource controlled by a third party. An Al-mediated translation interface, for example, may determine
which expressions are transmitted, recorded, or classified as requests for rule revision. A change to
the interface can alter 7;;; through r; even if the participants’ candidate repertoires remain unchanged.
Conversely, sustained interaction may produce a shared signal or new category that expands feasible
actions in A;(w;) and A;(w;). These possibilities make the relationship between normative updating
and changing interpretive conditions empirically investigable. They also prevent a purely behavioral
match from serving as sufficient evidence for equivalent commitments, as analyzed in Section 6 and the
preceding diagnostic sections.

11.4 A Two-Participant Illustration with Divergent Normative Outcomes

Consider two hypothetical participants A and B repeatedly encountering a simple coordination inter-
face. For explanatory economy, each has two publicly observable responses, labeled 0 and 1 by the
analyst, along with a local expected-response marker ¢;; € {0,1}. The labels are external interface
codes. They do not presuppose common meanings, comparable internal evaluations, or moral standing.
The initial markers differ, with 40 = 0 and gp o = 1. The interface state r; specifies who may revise
the protocol, whether an amendment channel exists, and which context ¢; governs the exchange. The fol-
lowing cases are distinct possible specifications of K in Equation 9; they are not predictions about actual
populations. Most illustrate coordination or rule-conditioned adjustment without meeting the stronger
feedback-supported coevolution criterion. To satisfy that criterion, a case would additionally need a spec-
ified pathway whereby the participants’ practices change an operative relational rule and the changed rule
affects subsequent practices.

In a negotiated-coordination regime, the protocol admits an explicit proposal-and-confirmation step.
Let a successful mutual acknowledgment at event ¢ set the next pair of public markers to (0,0), while
an unacknowledged proposal preserves the current pair. The update then has a jointly accepted coordi-
nation state under the specified acknowledgment rule. Participants could nevertheless assign different
private significance to marker 0. Evidence of an agreement would require independent justification of
the acknowledgment criterion, the capacity to decline, and the continued operation of the revision chan-
nel. The observable fixed point alone establishes only a stable public coding under the chosen update
procedure.

In an asymmetric-fixation regime, suppose A controls access to an essential interface and permits
participation by B only when B emits 0. A protocol may force the observed responses to (0, 0) while
leaving B’s locally preferred marker at 1. For a human participant, an investigator might discover this
divergence through confidential reports or removal of the access condition. For an artificial agent, the
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Table 10: Four conditional pathways in a two-participant interaction illustration. Identical public re-
sponses may be generated by different relational mechanisms; feedback-supported coevolution is not
established by these traces alone.

Update regime Public pattern under assumptions Further evidence required

Negotiated coordination  Stable joint marker after acknowledged Meaningful refusal, acknowledgment, ability
proposal to revise

Asymmetric fixation Stable joint marker maintained by access Control of alternatives, sanction exposure,
constraint latent disagreement

Contextual pluralism Distinct recurring markers linked to specified Reliable context recognition and retention of
contexts local alternatives

Alternating revision Two-period marker sequence under Timing and symmetry of updates; sensitivity
synchronous copying to changes in rules

relevant evidence would concern documented control logic and changes under revised deployment per-
missions. The outward pattern is identical to the negotiated-coordination outcome, but its generating
mechanism differs. Here the asymmetry lies in r; and in the conditions governing feasible actions, and
the inference to endorsement is underdetermined.

In a context-dependent pluralism regime, let ¢; € {«, 8} describe two publicly identified interaction
settings. The adopted interface rule is 0 in context « and 1 in context /3, with each participant retaining
a procedure for recognizing the context and selecting the corresponding response. Both local repertoires
may preserve distinct expectations about which rule is appropriate outside the shared interface. If con-
texts recur and their recognition is reliable, the resulting coordination can remain stable while involving
multiple active rules. The persistence of a context-conditioned procedure, rather than the dominance of
one marker across all encounters, supplies the evidence of coordination. This example also shows why
an analyst should not infer universal normative convergence from agreement within a limited domain.

In an alternating-revision regime, suppose each participant simply adopts the other participant’s pub-
licly displayed marker from the immediately preceding encounter. The deterministic update is defined
in Equation 10.

(gat+1,9B+1) = (aBt, AL, (ga,0,9B,0) = (0,1). (10)

Under exactly this rule the joint marker state alternates between (0, 1) and (1, 0), with period two. The
result follows by direct substitution into Equation 10; it is a property of a stipulated discrete dynamical
system. The example illustrates that reciprocal adjustment alone does not guarantee convergence. If
the observed responses eventually ceased alternating, possible explanations would include changes to
memory, asynchronous updates, interface conditions, or the revision rule. The example gives no reason
to treat oscillation as a thermodynamic instability or a culturally general developmental stage.

Table 10 compares the four regimes by linking their observable traces to the mechanisms that remain
to be established. The rows represent analytically specified cases, not empirical classifications of existing
human, animal, or AI communities.

The toy construction serves two methodological purposes. First, it locates outcome diversity in ex-
plicitly changed update mechanisms rather than assuming that one universal process yields every form
of normative order. Second, it identifies a measurable distinction between the stabilization of observ-
able conduct and the development of capacities to negotiate, interpret, or revise norms. A research
design interested in coevolution should measure both when feasible. Stable compliance can occur with-
out increased interpretive reciprocity, while growing interpretive capacity can coexist with continuing
disagreement or alternating practices.

11.5 Observational Equivalence and Limits of Normative Identification

The candidate framework has an important identification limit. Let Y;.7 be the observable record over a
finite measurement interval and let 6 index a specified joint model, including kernels and the observation
interface. Two different parameterizations or model structures may produce the same probability law
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for all recorded observations even when they differ in their latent normative states. The problem is
formalized by the following deliberately restricted proposition.

Proposition 11.1 (Observational equivalence under a nondegenerate compliance process). For any 0 <
«, B < 1 and any common initial distribution of a binary public record Yy, there exist two distinct latent
mechanisms—one in which an internally maintained practical commitment selects the public response
and one in which an externally controlled interface determines it—that generate the same complete law
of Yo.r for every finite T'. Thus, even a nonconstant binary compliance history does not by itself identify
which of these mechanisms operates in the stated model class.

Construction. Let the public response Y; € {0,1} follow a two-state Markov transition law with
Pr(Yit1 =1]Y: =0) = aand Pr(Y;41 = 0] Y; = 1) = . In model 6, a latent practical-choice state
C; follows precisely this transition law, the public response is Y; = C}, and the modeled agent faces no
access-induced sanction. In model 65, the agent’s stipulated private preference remains fixed at 0, while
an externally controlled interface indicator L; follows the same transition law and determines which re-
sponse is displayed, Y; = L;. The distribution of Cj in the first model and of Lg in the second equals
the stipulated distribution of Yj. For each finite sequence yq, . . . , y7, its probability under either model
is the same initial mass multiplied by the same sequence of transition probabilities. The observed joint
laws therefore agree for all finite 7', although the proposed sources of response selection differ. This
establishes the stated existence result. The models are intentionally unrestricted enough to admit these
two constructions; the proposition is an identification counterexample within that class, not a universal
claim of observational equivalence under additional institutional measurements or interventions.

The construction in Proposition 11.1 is an elementary logical demonstration of underidentification
within a chosen observation class. It does not assert that every actual interaction is observationally indis-
tinguishable or that normative commitments can never be investigated empirically. Interview evidence,
records of proposals and objections, longitudinal responses to changed incentives, and independently au-
dited institutional permissions may distinguish mechanisms in appropriate settings. Such investigations
carry their own measurement error, ethical limits, and potential effects on participants. An investigator
should also avoid presenting the numerical equality of output distributions as evidence that the generating
representations are GR-equivalent or share the same ontological status.

The full coupled model in Equation 9 introduces further identification problems. A change in ob-
served conduct may arise from z;, r, e, or the observation interface, with several channels acting together.
A change in the estimated interpretation relation 7;; ; may reflect improved shared understanding, altered
signal filtering, changes in task distribution, or an analyst’s reclassification. Distinguishing these expla-
nations requires intervention or independent measurement, and sometimes the available evidence will
remain incomplete. A useful formalization makes these identification limits explicit and resists untested
flexibility in its latent variables.

11.6 Empirical Operationalization and the Boundary of Formal Claims

A practical use of the framework begins by identifying the observation unit and the feasible scope of infer-
ence. In a repeated human—Al interaction, possible units include turns, delegated tasks, versioned policy
changes, access requests, and documented rule-revision events. An applied study could code r; using
permission structures and platform governance records; e; using interface and resource configurations;
A, (w;) through experimentally verified available actions; and 1, ; through appropriate human elicitation
or documented technical state. Where an internal representation is unavailable, the study should retain a
behavioral or institutional proxy and state its insufficiency for psychological attribution.

For interactions involving nonhuman animals, relevant observations may include changed ecolog-
ical affordances, spatial use, stable inter-individual responses, and sensitivity to manipulated social or
environmental cues. These measures could support hypotheses about learned coordination or norm-like
social regulation under carefully specified criteria. They would provide different evidence from human
expressions of reflective moral endorsement. The use of one abstract state representation across cases is
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consequently a comparative bookkeeping practice, subject to different validation protocols for different
kinds of participant.

The coupled specification also accommodates competing explanations. An apparent expansion of
normative repertoire may be a new interface affordance with unchanged expectations. Apparent conver-
gence may result from censoring disallowed responses. Apparent reciprocity may result from both par-
ties following rules provided by a common third party. Apparent structural coevolution may amount to
independent participant adaptation under a fixed institutional configuration. A credible empirical inves-
tigation should compare these alternatives through preregistered observable distinctions where feasible,
controlled perturbations, process tracing, and sensitivity to alternative classifications. Existing work on
stochastic convention selection [51, 44], institutional rule development [39], and multi-agent learning
[21] supplies methodological precedents, while the proposed GR synthesis requires separate validation.

The proposed model further leaves several theoretical questions open. Normative repertoires may
lack a unique measurable encoding; changes to the set of available participants can require an extension
of I'; dynamically created forms of action may outgrow the ambient alphabet; and different observational
resolutions can produce incompatible descriptions of the same encounter. Conditions for stationary dis-
tributions, attractors, equilibrium selection, or convergence would depend on substantial additional as-
sumptions. A participant’s authority to revise an interface cannot be inferred from the existence of a
revision operator in the analyst’s model. Finally, normative legitimacy remains an evaluative question
informed by the relevant ethics, law, and practical relations, rather than an outcome entailed by the
stochastic update equations.

Accordingly, the present framework should be judged first by its discriminating capacity. It supplies
a vocabulary for specifying which agents are being described, which aspects of their normative prac-
tices are measured, how interaction histories affect interpretation, which relational conditions enable or
restrict revisions, and which rival mechanisms may produce a given observation. Its central research
hypothesis is that at least some instances of cross-system norm formation will require jointly evolving
interpretive and relational variables to explain the observed processes adequately. The hypothesis could
fail in domains where models with fixed interaction structures predict the relevant observations as well,
or where purported normative variables cannot be identified beyond ordinary behavioral adaptation. That
possibility is a reason to pursue comparative and empirical evaluation, developed in the following sec-
tions, while maintaining a clear separation between formal representation, explanatory adequacy, and
normative justification.

12 Comparative Patterns of Norm Formation across Heterogeneous Sys-
tems

Comparative inquiry can assess the generative-relational (GR) account of norm formation only when
the evidence supplied by different kinds of interaction remains distinguishable. Human deliberation,
human—ATI coordination, interspecies communication, and hypothetical encounters with unfamiliar intel-
ligence differ in the observability of expectations, the means through which commitments are expressed,
and the institutional or ecological conditions enabling revision. This section develops a bounded com-
parison of those settings. It examines the mechanisms that could support a cross-case analogy, identifies
domain-specific evidential limits, and proposes discriminating observations for subsequent research. The
comparison distinguishes simultaneous changes in practices and conditions, interaction-dependent insti-
tutional or ecological modifications, and the stronger reciprocal-feedback claim involved in coevolution.
It is interpretive and methodological: published studies support particular claims about studied human
and nonhuman populations, whereas extraterrestrial contact is treated entirely as a counterfactual test of
the framework. The coupled formal description introduced in Section 11 is used as an aid to organizing
the comparison, without claiming that its state variables have a uniquely shared empirical interpretation
across cases.
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12.1 Comparative Units and the Preservation of Domain-Specific Evidence

The unit of comparison proposed here is a norm-formation episode: a bounded set of encounters in which
an identifiable practice is proposed, repeated, contested, maintained, or revised. Episodes can involve
persons, institutions, trained computational systems, living organisms, or mixtures of these. An episode
must be specified with respect to its observation boundary, participants, feasible actions, environmen-
tal and infrastructural conditions, and record of rule-relevant changes. A computational agent deployed
through a platform cannot be understood merely as a free-standing language-producing individual; the
organizational and technical arrangements that select its training, memory, access, and outputs may con-
tribute directly to the reproduction of the observed practice. Likewise, a human community cannot be
reduced to one representative cultural disposition.

Four comparative questions orient the analysis. First, which recurrent conduct is observable, and
what competing processes can generate it? Second, how are deviations interpreted and managed, through
learning, avoidance, correction, sanctions, or changes in material conditions? Third, who can initiate or
contest an adjustment to the interaction protocol? Fourth, what supplementary evidence would establish
the proposed interpretation of a practice as convention, normative expectation, endorsed commitment,
or legitimate authority? The same questions can be asked across settings, while the appropriate measure-
ments and available answers remain specific to each setting. An analyst’s use of the word norm should
therefore accompany an explicit evidential classification of the sort developed in Section 3, rather than
silently moving between distinct meanings of that word.

Comparability can arise at the level of relations among observation, adaptation, and control. Two
systems may both display a recurring greeting signal; in one case its maintenance may involve human
expectations and accountability, while in another it may be generated by a constrained decoding policy.
Both cases admit a comparison of signal persistence, available alternative signals, and interface revision.
Evidence of mutual moral commitment remains appropriate to neither case merely because their public
transcripts resemble one another. The proposed GR contribution lies in making the differences in histor-
ical formation, enabling conditions, and revision authority explicit when examining similar interactions.

12.2 Human-AlI Coordination under Versioned Rules and Unequal Governance

Human—Al interaction offers a comparatively accessible setting for examining changes in practical rules
under materially heterogeneous conditions. Consider a hypothetical research team that repeatedly uses
a language-model service to summarize sources and draft reports. Team members gradually adopt a
procedure for checking uncertain statements, recording corrections, and negotiating which decisions re-
quire human approval. The visible transcript may show a repeated correction-and-confirmation pattern.
Its production, however, can involve several jointly relevant mechanisms: human professional expecta-
tions, interface prompts, retrieval permissions, model version changes, organizational review policy, and
learned user habits. The observation of orderly exchange underdetermines which of those mechanisms
explains its persistence.

Human—AI interaction design research provides an empirical starting point without resolving the
normative question. Amershi and colleagues proposed human—AlI interface guidelines, evaluated with
design practitioners and existing Al-infused products, including attention to timing, failures, and correc-
tion mechanisms [1]. Such design work supports treating feedback and repair as features of interaction
arrangements. It does not establish that a deployed AI service endorses the values represented in a
user-facing guideline. The separate experimental literature on language-model populations reports that
conventions can arise through repeated decentralized exchanges among model-based agents [5]. These
results concern defined laboratory populations, tasks, model architectures, and prompting procedures.
Their bearing on reflective endorsement, sustained independence of normative revision, or interactions
with human institutions remains a distinct empirical matter.

For a versioned human—AI service, the analyst can ask whether adaptation occurs at the level of an
individual user’s instructions, a model’s available memory, its underlying parameters, a retrieval corpus,
or the platform’s deployment rules. Each possibility implies a different intervention. A response pattern
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may be changed through the user’s prompt while remaining constrained by a provider-defined content
policy. A work team’s customary reporting practice may become dependent on a software integration
whose approval requirements are selected elsewhere. Thus reciprocal responsiveness in dialogue can
coexist with asymmetric control over durable permissions and infrastructural conditions. End-to-end
auditing research emphasizes the relevance of choices made throughout the organizational life cycle of an
Al system [42]; a comparison of norm formation should retain those choices in its relational description.

A feasible research strategy would observe matched tasks across configurations that vary memory
persistence, access to a rule-editing interface, human review rights, and model or deployment versions.
Measures might include task correction, objections to a proposed rule, acceptance or rejection of amend-
ments, the survival of amendments after system changes, and the availability of accountable reasons.
These observations could discriminate user habit formation from interface-imposed regularity. Claims
about a model’s inner commitments or conscious interests would require independent conceptual and
empirical support. The current paper assigns neither moral personality nor phenomenal subjectivity to a
present-day Al system by virtue of its participation in an interaction episode.

12.3 Human-Animal Coordination and Ecologically Situated Practices

Relationships between people and nonhuman animals offer another kind of heterogeneity: participants
may have overlapping needs and learnable social cues while differing substantially in available signals,
perceptual access, ecological dependence, and capacities for reflecting upon rules. Experimental work
by Hare and colleagues found that domestic dogs in the studied tasks could use human communicative
cues to locate hidden food, with comparisons involving apes, wolves, and young puppies [26]. These
findings support a claim about particular social-cognitive capacities and their possible domestication
history. They leave open the much stronger question of whether following a person’s cue involves a
represented social obligation or moral endorsement.

A more extended human—animal episode might involve a community adjusting routes, feeding
practices, or boundaries in response to recurring animal movement. Humans can revise signs, fences,
schedules, and monitoring procedures; animal movement may respond to available resources, threats,
learned associations, and species-specific social information. This is a plausible field for studying
co-development of feasible practices and changed ecological relations. The object described as a shared
rule, however, may be a human institutional arrangement coordinated with an animal’s learned pattern.
Observed stability would not independently justify attributing the same rule representation to both par-
ties. Conservation research has also emphasized the practical importance of socially transmitted animal
cultures and traditions [11]. Such work provides reasons to attend to animal histories and learned ways
of living, while any inference concerning animal normativity requires a further evidential argument.

Recent comparative approaches to animal norms propose dimensional criteria rather than an all-or-
nothing assumption that nonhuman social life either contains human-equivalent moral norms or consists
solely of automatic behavior [50, 2]. This orientation is compatible with the present framework’s distinc-
tion among regularity, social sensitivity, expectations, and normative standing. An investigator could
consider developmental learning, reactions to violations, differences between familiar and unfamiliar in-
teraction partners, and the effects of altered environmental affordances. Such observations would have
to be interpreted relative to the species and local situation. The absence of an articulated verbal objec-
tion cannot be treated as consent; conversely, a learned avoidance response alone need not demonstrate
a propositional judgment about legitimacy.

The normative evaluation of a human—animal relationship has an additional representational prob-
lem. Human institutions frequently specify the arrangements governing habitats, breeding, movement,
and care. Responsibility for these decisions may be grounded in ethical reasons independent of whether
an animal can take part in a human-style negotiation. The political-economic asymmetry governing
land, resources, and ecological management is therefore analytically pertinent, while the specifically
evolutionary question concerns how situated routines and expectations change with those relations. This
preserves a boundary between the present G3 inquiry and the broader inquiry into control over heteroge-
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neous generative conditions developed for the separate G2 political-economy paper.

12.4 Human Intercultural Encounters and the Variation of Established Normative
Repertoires

Human intercultural interaction offers stronger opportunities to study articulated expectations, retrospec-
tive accounts, disagreement, negotiated consent, and public reasons. Its distinctive evidential advantage
is the availability, in suitable circumstances, of participant testimony and identifiable institutions for chal-
lenging a rule. At the same time, translation and representation may be unequal, and an investigator’s
description of a culture may obscure differences among persons, organizations, generations, and circum-
stances. Comparisons should begin with locally situated practices and identify the actual participants,
histories, and institutions within each sampled setting.

Cross-cultural behavioral studies illustrate the importance of institutional and social variation with-
out serving as direct demonstrations of cross-cultural norm co-creation. Henrich and colleagues reported
substantial differences in outcomes of economic games across fifteen small-scale societies and analyzed
associations with everyday social and economic organization [27]. Gelfand and colleagues investigated
differences in the strength of norms and tolerance of deviation across a thirty-three-nation sample [23].
These studies establish researchable diversity within their sampling, instruments, and interpretive frame-
works. They do not show that members of each studied population possess identical commitments, nor
do they establish how two differently situated communities would negotiate a new jointly accepted rule
upon contact. The latter is a longitudinal interaction question that requires direct evidence of translation,
revision, and institutional participation.

For an illustrative encounter, consider two organizations cooperating on the governance of a shared
research dataset. One organization expects wide reuse following publication; another attaches locally
defined obligations to consultation, credit, or the return of benefits. Both may endorse scientific inquiry
while holding different expectations about permissions and continuing responsibilities. A provisional
agreement could specify reciprocal review, acceptable reuse, mechanisms for objection, and a means
of modifying terms after experience accumulates. Such an agreement offers an observable record of
norm negotiation. Whether it also qualifies as procedurally fair depends on whose interests were repre-
sented, the actual ability to refuse, available remedies, and the consequences of economic or institutional
dependence. These conditions may change as collaborative work proceeds.

The relevant comparative observation is consequently more than a change in the frequency of a
behavior. Researchers could trace drafts of agreements, the translation of contested terms, alternative
proposals rejected or accepted, consultation records, and modifications in access or decision authority.
They should also investigate whether terms apparently translated into a common vocabulary retain dif-
ferent local significance. A stable final agreement can coexist with persistent plurality of purposes and
values. This is a case in which normative coordination may be empirically documented while internal
consensus remains only partial. It also cautions against assigning a single utility function to the parties
merely because they have ratified one operational arrangement.

12.5 Hypothetical Extraterrestrial Contact as a Reversal of Epistemic and Material
Power

An encounter with an extraterrestrial civilization belongs to the present comparison as a disciplined
thought experiment. It supplies no observed alien behavior and supports no inference about actual ex-
traterrestrial cognitive architecture, preferences, language, or political organization. Its analytical role is
to expose hidden assumptions in protocols developed among familiar human participants, especially as-
sumptions about common communication channels, the feasibility of inaction, reciprocal interpretability,
and the relation between capability and legitimate authority.

Suppose a technically powerful extraterrestrial civilization were able to stabilize Earth’s energy sup-
ply while retaining exclusive control of the infrastructure that makes such stabilization possible. Its
representatives might describe the arrangement as protection or assistance. Human institutions could
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Table 11: Comparative evidential diagnostics for normative interaction among heterogeneous GR partic-
ipants. Empirical access and epistemic limits differ across cases.

Encounter setting Candidate evidence of practice formation or Interpretive boundary or competing
revision mechanism
Human-AlI Versioned prompts, permissions, repair records, Similar outputs may be caused by filtering,
collaboration user objections, documented policy amendments  model updates, or user adaptation; endorsement
is not identified
Human—animal Learned cue responses, habitat and movement Adaptive learning and ecological affordances
relations changes, social transmission, environmental may explain behavior without shared
interventions propositional norms
Human intercultural ~ Negotiated texts, participant accounts, rejected Public agreement may conceal unequal
cooperation proposals, appeal procedures, altered institutional  representation, partial translation, or constrained
permissions alternatives
Extraterrestrial first ~ Stipulated message and resource-control No alien observations or validated shared
contact scenarios; conditional protocol analysis semantics; protocol authority and possible effects
(hypothetical) remain unknown

appreciate the material benefits while contesting the foreign civilization’s authority to determine which
forms of human experimentation, governance, or cultural continuity remain feasible. The same recorded
pattern of cooperative resource use could therefore be generated by consensual collaboration, unavoid-
able dependence, or a mixture of both. A further comparison asks whether humans exercising substantial
technological control over other terrestrial organisms employ parallel justificatory structures. The result-
ing power-position reversal can test the consistency of human evaluative arguments; it does not settle
the moral status of every relationship by analogy.

Initial contact is particularly difficult because waiting, signaling, entering a territory, or withhold-
ing information may each have different consequences under an unfamiliar normative system. The 2026
International Academy of Astronautics principles concerning SETI detections recommend broad interna-
tional consultation before a response to a confirmed detection [29]. These principles constitute a human
institutional procedure for an astronomy-based detection setting. Their authority and practical content
should be assessed within that domain. They supply neither a verified account of alien norms nor a fully
specified framework for physical arrival, coexistence, or joint government. In the thought experiment, a
more powerful visitor’s ability to define the communication interface, determine Earth’s representatives,
or control life-sustaining technology would create distinct questions about who can initiate and revise
practical rules.

A useful variant considers an extraterrestrial visitor whose technology exceeds current human ca-
pabilities but whose ecological or interpretive understanding of Earth’s living systems is limited. Its
superior engineering could coexist with severe mistakes about human historical commitments or the re-
quirements of other organisms. Equating technical capacity with universal epistemic access would then
produce unreliable descriptions even before evaluating the visitor’s political claims. The case illustrates
a candidate separation among the ability to alter another system’s generative conditions, the ability to
understand that system, and the authority to make binding rules for it. The separation is analytically
useful under the stipulated scenario and remains open to further normative examination.

12.6 Comparative Diagnostics for Translation, Revision, and Control

The preceding cases support a structured comparison of research questions and limits. Table 11 brings
together the principal candidate evidence and the corresponding inferential boundary. The entries inten-
tionally classify types of observation rather than rank kinds of participants by moral importance, cognitive
superiority, or developmental level. The extraterrestrial row indicates a theoretical test case, whereas the
other rows identify fields in which suitable empirical records can, in principle, be collected.

Several comparison rules follow. Claims about behavioral adjustment require observable change
against a specified baseline. Claims about norm formation require an additional account of the practice’s
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regulation, expectations, and relation to possible alternatives. Claims about mutual understanding re-
quire evidence of interpretation and correction adequate to the participants’ communicative capacities.
Claims about legitimate shared authority require normative and institutional evaluation beyond the fact
that a rule became stable. The sequence of these statements expresses increasing evidential demands
for stronger claims; it is a methodological ordering of inferences, without presupposing a fundamental
hierarchy of beings or histories.

The table also clarifies the conditional role of the framework proposed in Section 11. A change in
an individual’s behavioral state, a change in its interpretation of signals, and a change in the authority to
modify a shared interface may appear in the same observed encounter. Their relations can be modeled
through a coupled transition kernel, as in Equation 9, when the relevant state and observation variables
can be operationalized. The empirical status of those variables varies substantially among a participant
interview, a software policy log, animal spatial data, and a fictional alien exchange. The notation enables
disciplined comparison of dependencies; it establishes no uniform measure of normative agency.

12.7 Comparative Limits and the Research Agenda for Normative Coevolution

The proposed inquiry should retain potential counterexamples. Some human—AI interactions may be
explained adequately by stable interface constraints and individual habit learning. Some human—animal
routines may be understood through ecological incentives and training without introducing social-norm
variables. Intercultural institutions may maintain established procedures despite substantial changes in
the participants’ expressed preferences. In each case, invoking evolving normative representations could
add complexity without improving explanatory power. Conversely, institutional rule amendments, mutu-
ally interpretable corrections, changes in the feasible action space, or new procedural rights might supply
evidence that a fixed-practice model misses important dimensions of change.

A further limit concerns comparisons made by the investigator. Researchers can impose a common
observational vocabulary onto heterogeneous interactions through coding schemes, surveys, telemetry,
or interface logs. Such procedures make patterns comparable in a restricted analytical sense, while also
selecting which differences can appear in the record. Decisions about measurement and translation may
privilege well-instrumented or institutionally dominant actors. Consequently, data access and classifica-
tion should themselves be examined as part of the relational conditions of inquiry. This methodological
demand is especially important when a platform controls Al logs, a human institution controls ecological
monitoring, or a powerful organization determines which parties count as participants in negotiations.

The comparisons suggest a focused, falsifiable GR research hypothesis: in some heterogeneous en-
counters, changes in the accessible practices, interpretive channels, and powers of rule revision will
improve explanations of developing conventions beyond accounts that hold those conditions fixed. Es-
tablishing that claim requires matched rival models, intervention or process evidence, and careful defini-
tions of what is being measured. A positive result would support the relevance of coevolving relational
variables in the studied domain; it would not imply general normative convergence, equivalent inner
experience across species, or an emergent moral authority. A negative result could show that simpler
local learning or fixed-institution models adequately explain the case. Both outcomes would clarify the
scope of the proposed framework.

This comparative investigation therefore supplies a bridge from the conceptual and formal analysis of
heterogeneous norms to the research design developed in the next section. The central comparative con-
clusion is methodological: interactional resemblance becomes informative when it is examined together
with historical formation, available alternatives, interpretive capacities, environmental dependence, and
control over revision. Such a comparison can preserve substantive differences among human, nonhu-
man, artificial, and hypothetical participants while identifying the specific mechanisms through which a
shared practice may be constructed, maintained, contested, or transformed.
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13 Research Design for Evaluating Heterogeneous Norm Formation

An evolutionary account of norm formation among heterogeneous generative-relational (GR) partici-
pants becomes empirically informative when its proposed mechanisms can be distinguished from more
economical explanations of the same encounters. Such explanations include established norm-emergence
models with explicit creation, recognition, and enforcement procedures [43], as well as institutional mod-
els that represent revisions of rules and shared strategies [17]. This section develops a research design
that connects the conceptual diagnostics of Section 3, the coupled representation in Section 11, and the
comparative settings of Section 12. Its objective is to specify observable units, meaningful interventions,
rival causal models, inferential limits, and possible disconfirming results. The discussion combines a
controlled human—AT interaction design with longitudinal institutional and ecological approaches. These
designs support domain-specific tests of candidate mechanisms; the availability of an experimental ma-
nipulation in one domain supplies no guarantee that the same manipulation has an intelligible analogue
in another. The proposed program is a protocol for future inquiry and reports no original data.

13.1 Units of Observation and Graduated Normative Outcomes

A suitable primary unit is a situated interaction episode: a delimited sequence of actions among identifi-
able participants, occurring through specified channels and under documented rules of access, interpreta-
tion, and revision. A sequence may be embedded in a team, institution, model deployment, or ecological
setting. Researchers should record the version of the procedure in force, the alternatives available to
each participant, and the conditions under which the episode enters the observational sample. Episodes
involving the same participant, institution, or shared communication interface will usually be dependent;
a statistical design should accordingly represent relevant clustering, repeated observations, and cross-
episode interference.

Four classes of outcome require separate operationalization. Behavioral coordination concerns ob-
served response regularities and successful task completion. Norm-like regulation concerns contingent
expectations, responses to deviations, correction practices, and the persistence of a rule across changes
in immediate incentives. Interpretive development concerns the capacity to recognize, explain, revise,
or repair the significance of an interaction under conditions adequate to the particular participants. In-
stitutional rule revision concerns observable changes in which actions are permitted, who may propose
amendments, and whose objections can alter an operative rule. These are distinguishable analytical vari-
ables. Their co-occurrence may justify an enriched account of normative interaction, while none is an
automatic measure of moral approval, consciousness, or legitimacy.

In research with human participants, interviews, confidential elicitation, behavioral responses to
counterfactual vignettes, and experimentally varied expectations can help distinguish public conformity
from personal commitments. Bicchieri’s account of diagnosing social norms distinguishes empirical and
normative expectations and conditional preferences [8]; its detailed measurement practices pertain to hu-
man social research. A validated measure of human endorsement should be assessed for comprehension,
anonymity, cultural translation, and response pressure. For artificial systems, versioned output traces,
policy specifications, actual revision permissions, documented training updates, and human governance
decisions are observable; these records support claims about implemented rules and adaptation without
establishing experienced obligation. For nonhuman organisms, ethically collected observations of learn-
ing, social transmission, deviations, environmental affordances, and repair-like interaction may motivate
a dimensional analysis of normative behavior [50, 2]. The investigator should specify the particular be-
havioral and ecological evidence supporting each inference.

Attribution of a norm also depends on the available alternatives. Two individuals may utter the same
response while one can refuse without penalty and the other must comply to retain access to an essential
resource. Recording only the utterance masks this contrast. An episode-level dataset should therefore
associate responses with feasible options, sanction exposure, interpretation channels, and revision au-
thority whenever these can be established. Unobserved alternatives should be coded as unknown, with
reconstruction assumptions documented separately.
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13.2 Causal Questions and Counterfactual Comparisons

The proposed framework permits several distinct causal questions. Does granting reciprocal amend-
ment rights alter how a shared practice develops? Does access to a repair channel improve the mutual
interpretation of proposed rules? Does dependence on a single controlling participant sustain outward
agreement after the participants’ expressed expectations diverge? Does incorporating recorded changes
in interaction structure explain outcomes beyond participant-level learning under fixed conditions? Each
question requires a separately specified treatment or exposure, observation window, comparison, and es-
timand. Standard causal-inference methodology emphasizes that longitudinal exposures, time-varying
confounders, and treatment—confounder feedback complicate identification [28]; the GR formulation
does not remove these problems.

Consider a study in which the unit of randomization is an intact collaborative team, and a well-
defined binary treatment D, changes the team’s actual protocol-amendment rights. Let Y;(d) denote a
prespecified, independently assessed measure of coordination on held-out tasks after a standardized rule-
disagreement episode for team g under protocol condition d € {0, 1}. Its scoring rubric, task difficulty,
assessment window, and treatment-blind coding must be fixed in advance and applicable in both arms.
Actual amendment opportunities and enacted amendments are measured separately as protocol-fidelity
and process variables; counting the presence of reciprocal amendment rights as the outcome would make
the contrast partly true by design. A design-specific causal estimand is given in Equation 11.

Acoord = EQNP D/g(l) - 1/9(0)] o (11)

Here P is the study’s explicitly defined population of eligible teams; d = 1 assigns the reciprocal
amendment procedure, whereas d = 0 assigns a one-sided but disclosed amendment procedure within
a low-stakes experimental interface. The definition presupposes sufficiently well-specified interven-
tion versions, consistent treatment implementation, meaningful outcome measurement, positive assign-
ment probability for each arm, and a treatment assignment regime that supports the intended potential-
outcomes contrast. Random assignment can identify the intention-to-treat effect for the eligible teams
when between-team interference and differential missingness are adequately controlled. The quantity
is a causal effect of the specific amendment-rights intervention on held-out coordination; it is neither a
measure of normative endorsement nor direct evidence that reciprocal normative coevolution occurred.
Interaction within a team is part of its outcome, while interactions between teams can violate the assumed
separation of experimental units. Equation 11 is a proposal for a causal question, not an estimate or an
ethical justification for restricting rights outside a controlled study.

A second family of tests concerns explanation rather than treatment effects. Compare a baseline
model M in which institutional permissions and interpretive channels are fixed with a relational model
M whose measured permissions, translation procedures, and access conditions can vary. Match ob-
servation channels and assess predictive performance on predeclared held-out interactions or transfer
environments; compare complexity, calibration, uncertainty, and the interpretability of the estimated
mechanisms. An advantage for M would support the explanatory usefulness of its additional variables
for the sampled setting only if improvements survive appropriate capacity controls and sensitivity analy-
ses. It would not establish GR as a privileged ontology. An equivalent or superior M would constrain
claims that evolving relational organization is necessary for the particular observations.

13.3 Controlled Human—AI Interaction Protocols

Human—AI collaboration permits a relatively tractable initial study because interface permissions, policy
changes, prompts, and the model version can be documented. One candidate protocol uses small human
teams collaborating with an artificial assistant on a repeated classification or resource-coordination task
in a sandbox. The task should create opportunities for ambiguous classifications, disagreement, and
revision of a local working rule while avoiding real-world livelihood, healthcare, or other high-stakes
consequences. Participants receive transparent information about the assistant, the experimental rules,
data handling, and their ability to withdraw. The research objective concerns the joint process of practice
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formation, including human responses to a software-mediated counterpart; it does not require treating
the model as a moral person.

A factorial design could manipulate two interface-level conditions: whether a rule amendment
requires acknowledgment from both sides or is controlled by a designated human administrator, and
whether the communication interface permits context-sensitive clarification and repair or is restricted
to a fixed coding scheme. The phrase both sides here denotes two operational roles in a protocol, with
clearly specified human oversight; it conveys no claim of equivalent rights, intentions, or experience.
The assistant’s ability to submit a proposal, accept a new instruction, or change a displayed policy must
be implemented and logged rather than inferred from agreeable language. Design documentation should
distinguish model outputs, executable tool permissions, and decisions attributable to human operators.
Contemporary human—AI design and audit research provides a practical foundation for recording such
interfaces and governance choices [1, 42].

During an initial observation period, record response agreement, errors, repair exchanges, rejected
amendments, time to coordination, and whether a proposal actually changes future feasible actions. A
scheduled context change can then assess transfer: does a learned public rule generalize when a label’s
meaning, a user’s task, or the interface’s permissions change? A separate, ethically acceptable relax-
ation of a simulated access constraint can test whether a participant’s conformity depended on restricted
alternatives. Human participants may provide confidential accounts of reasons and perceived pressure;
these remain reports subject to response bias. AI behavior should be analyzed through versioned system
instructions, logging, replication with controlled prompts, and documented configuration changes. The
study should retain a stable-version arm to distinguish evolving governance from changes caused by a
model update.

Several controls are essential. Rewards for task performance should be held constant where the pro-
posed comparison concerns amendment rights. Exposure to other teams’ outputs should be monitored to
reduce contamination across randomized groups. A human-only collaboration arm, a rule-based assistant
arm, and a model-based assistant arm may help identify which patterns are explained by ordinary human
coordination, scripted filtering, or adaptive interaction. Such arms need not be presumed psychologically
comparable. The trial should also record relevant participant experience with Al systems and investigate
differential attrition. A positive effect on held-out coordination would estimate the effect of the specified
amendment-rights intervention under the study assumptions. Changes in actual rule amendments would
be interpreted as separately logged process evidence, subject to the mechanical opportunities permitted
in each arm. Any stronger inference to reciprocal normative coevolution or mutual endorsement would
require time-resolved mechanism evidence and additional argument.

13.4 Longitudinal and Cross-System Research Designs

Human institutions offer a second route to studying norm and relation coevolution. In a consenting
community organization or research team, investigators could prospectively document decisions, nego-
tiated rule amendments, rejected proposals, minutes of deliberation, authority transfers, and subsequent
practice. Repeated confidential interviews and structured observations can distinguish publicly invoked
principles from participants’ explanations and perceived alternatives. Administrative records can locate
changes in permissions and the distribution of resources. When institutional reform occurs through a
known process, its rollout may provide a comparison across sites or periods. The design must never-
theless address self-selection, concurrent reforms, missing records, and the possibility that procedural
change follows earlier shifts in expectations. Qualitative process tracing can examine the causal se-
quence through which an amendment altered conduct or the feasible range of objections; longitudinal
quantitative analyses may complement that account where their assumptions are credible [28, 39].
Cross-cultural inquiry requires additional precautions because translated survey categories and ex-
perimentally assigned game outcomes may carry different meanings across settings. Investigators should
use participatory instrument development, locally reviewed terms, multiple evidence sources, and checks
for measurement invariance when quantitative comparison is attempted. Group-level summaries should
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be presented alongside individual variation. A construct that measures normative expectation in one
setting may need substantial conceptual adaptation elsewhere; mechanical use of identical item wording
cannot guarantee comparable meaning. Disagreement over the relevant categories is itself a potential ob-
servation about the conditions of translation, provided that the researchers document how interpretations
were negotiated.

Research with other living systems calls for domain-appropriate methods. Noninvasive longitudi-
nal monitoring, naturally occurring habitat changes, ethically justified enrichment, and observations of
social learning may establish that an interaction pattern changes with social partners or environmental
affordances. Comparisons can include matched ecological conditions, different histories of social ex-
posure, and changes in available signaling opportunities. Animal welfare, ecological disturbance, and
requirements of species-specific care take precedence over an experimental desire to force a convention
or induce conflict. Investigators can test hypotheses about learned coordination or socially transmitted
routines without claiming access to human-like verbal commitments. Explicit norm attributions should
be tied to the dimensional criteria and disagreements described in the relevant animal-normativity liter-
ature [2, 11].

Potential extraterrestrial encounters have a different epistemic status. Simulations, role-structured
deliberation, and scenario analysis can test the internal consequences of assumed protocols when inter-
pretive expectations are unknown and capabilities are unequal. They cannot supply observed alien prefer-
ences, normative attitudes, or empirically validated first-contact success rates. For this domain, research
products should consist of transparent assumptions, failure-mode analysis, uncertainty descriptions, and
contestable procedural recommendations. Their value lies in inspecting the human commitments embed-
ded in proposed contact protocols.

13.5 Model Competition and Disconfirming Evidence

Research on GR normative coevolution should make its empirical exposure to failure explicit. A can-
didate relational mechanism competes with several plausible alternatives: independent learning driven
by task rewards; imitation or local habit; stable institutional rules combined with changing participant
composition; response filtering imposed by a platform; and compliance induced by sanctions or loss
of access. The alternatives may coexist, so the comparison should target the additional explanatory or
causal role of particular relational variables, rather than demand that each episode instantiate exactly one
mechanism. An outcome measure structurally available in only one randomized arm is unsuitable as the
primary comparative estimand; the study should separately describe protocol permissions, actual amend-
ments, and arm-comparable behavioral or interpretive outcomes. A coevolution hypothesis additionally
calls for time-resolved evidence of feedback in both directions between practices and interaction condi-
tions; detecting two changing series or a one-way platform intervention is insufficient for that stronger
claim. A feasible controlled design might independently randomize an opportunity to propose a revision
at one stage and the implementation of a specified revision at a later stage, while recording who actually
determines the operative rule. The first manipulation tests whether a participant’s intervention can affect
a relational condition; the second tests whether that condition affects subsequent practices. Their joint
interpretation requires documented treatment fidelity, an explicit sequence of events, and controls for
common causes and spillovers. Neither manipulation alone demonstrates that a norm, as distinct from a
public response, has coevolved.

Table 12 presents a provisional correspondence between proposed mechanisms, evidence that would
discriminate among explanations, and results that would weaken the particular GR extension. Its entries
describe potential tests, not performed experiments or guaranteed falsifiers of an unrestricted philosoph-
ical vocabulary.

A stronger empirical program should register each hypothesis in terms of an estimand or measurable
prediction, an expected effect direction where justified, a meaningful interval of effects, a planned sam-
ple or stopping rule, and criteria for interpretable negative evidence. Exploratory discovery of candidate
representations can precede confirmatory testing, but the two modes of inquiry should remain distin-
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Table 12: Proposed tests for mechanisms of heterogeneous norm formation. Negative results constrain
specific operational hypotheses within the studied domain.

Candidate mechanism Discriminating design or observation Potential constraining result
Relationally enabled Randomized amendment rights; blinded Equivalent held-out coordination under
revision coordination outcome and separate fidelity comparable exposure and adequately
checks measured uncertainty; process checks confirm
the contrast
Interpretive Clarification-channel intervention; repair and A fixed-code or task-learning account predicts
co-development transfer across changed contexts the same repair and transfer patterns
Power-conditioned Ethically reversible access constraints; Behavior and expressed reasons remain
compliance independent assessment of perceived unchanged under verified removal of the
alternatives simulated constraint
Coevolving relational Longitudinal measurements of rules, topology,  Fixed-relation models match or exceed
organization and access; held-out model comparison relational models with comparable complexity
and observation access
Norm-like regulation Expectations, deviations, correction and Stable behavior is fully explained by
conditional-preference measurements where affordances, immediate rewards, imitation, or
appropriate filtering

guishable in reporting. Preregistration helps make that distinction visible [36]; it does not eliminate
measurement error, protocol deviations, model misspecification, or interpretive disagreement. Simu-
lation studies additionally require independent parameter-recovery tests, checks of identifiability, and
ablations that remove relational variables one at a time. Claims of predictive advantage should be eval-
uated on withheld sequences or environments, with explicit treatment of dependence and leakage.

Measurement limitations may prevent a decisive result. If investigators cannot reliably observe oper-
ative permissions, separate model updates from user learning, or measure the alternatives available to a
participant, several mechanisms may remain observationally equivalent. Within such a study, the respon-
sible finding may be non-identification. If improved instrumentation then distinguishes the mechanisms,
the research program gains a more precise empirical scope. Conversely, repeated well-powered find-
ings that fixed-structure learning models predict the relevant changes as well as richer relational models
would reduce support for the additional GR variables in those domains. The framework remains subject
to revision, including the possibility that its proposed distinctions add little explanatory value in some
settings.

13.6 Research Ethics, Governance, and Participation

The conditions of research participation are part of the phenomenon under investigation. A study of
norm-making authority can inadvertently reproduce the very asymmetries it examines if an institution de-
termines all categories, withholds amendment channels, or treats silence as consent. Human-participant
protocols should therefore obtain appropriate ethics approval, provide accessible withdrawal and ap-
peal routes, minimize compelled public disclosure, protect confidential accounts of disagreement, and
make risks from power imbalance reviewable. When experimental conditions assign unequal amend-
ment rights, the asymmetry should be disclosed, limited to a low-stakes sandbox, and reversible without
consequences for the participants’ real-world entitlements. Investigators should distinguish participants’
assent to participate in an experiment from endorsement of any simulated rule.

Al-system studies require a traceable separation among model behavior, deployment permissions,
platform policy, and human operational authority. Changes in hosted model versions and hidden mod-
eration configurations can otherwise be mistaken for negotiated norm revision. The project should dis-
close relevant access restrictions and retain audit records consistent with privacy, contractual and security
obligations. Studies involving ecological systems should integrate independent welfare or conservation
assessment and accept that some informative interventions would impose unacceptable burdens. These
limits are substantive constraints on research design, not merely external inconveniences.

Governance also concerns the categories used to report results. Participants and affected communities
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may reasonably contest the investigator’s terms for rule compliance, autonomy, understanding, and repair.
A procedural channel for reviewing measurement categories can be studied as one possible instance of
relational revision. Such participation cannot, by itself, certify the legitimacy of a rule or settle disputes
about moral standing; it can render the evidential basis and the distribution of interpretive authority more
transparent. The study should document who could influence its design, whose concerns were excluded,
and how disagreements about interpretation were handled.

13.7 A Staged Empirical Programme and Its Inferential Boundaries

The investigation can proceed through a limited sequence of increasingly demanding designs. An initial
descriptive phase maps actual actors, interface roles, feasible practices, local expectations, and available
records. A controlled phase tests selected mechanisms in a human—ATI sandbox with reproducible config-
urations and registered comparisons. A longitudinal phase follows institutional revisions and interpretive
changes under independently documented governance conditions. Domain-specific comparative work
then evaluates which constructs retain meaning across human institutions and particular nonhuman eco-
logical settings. Simulation and first-contact scenarios remain explicit sensitivity analyses of stipulated
assumptions. The ordering is pragmatic and concerns the organization of research, rather than a claim
that generative systems are intrinsically arranged in such a sequence.

Across these phases, a useful result would specify the domain and evidence for which changes in
relational access, interpretive resources, or rule-revision authority materially improve the explanation of
normative practices. Equally useful would be an established boundary: cases in which ecological adapta-
tion, individual learning, fixed conventions, or simple reward-sensitive behavior adequately explain the
available observations. Either kind of result would sharpen the meaning and usefulness of heterogeneous
normative coevolution as a proposed research object. The normative legitimacy of emergent practices
would remain an additional subject for ethical and political assessment, informed by but irreducible to
the empirical history of their formation.

14 Conclusion

Norm formation among heterogeneous generative-relational (GR) subjects concerns the development of
workable, contested, or mutually intelligible practices among participants whose capacities and condi-
tions of participation may differ substantially. The preceding investigation has examined this research
object through conceptual distinctions, evolutionary models, a provisional coupled representation, com-
parative cases, and prospective empirical designs. This concluding section specifies the resulting an-
alytical contribution, distinguishes established arguments from conditional mechanisms, identifies the
institutional significance of normative asymmetries, and sets out the evidence needed to advance the
inquiry. The central proposal is that interaction can transform both the practical rules participants fol-
low and the relationships through which those rules are interpreted, negotiated, and sustained. Its scope
remains that of an exploratory theory rather than a demonstrated general law of normative development.

14.1 The Analytical Scope of Heterogeneous Norm Formation

The starting distinction concerns observable similarity and relational constitution. Participants may pro-
duce comparable utterances, coordinated actions, or consistent responses to a rule while relying on differ-
ent histories of learning, physical dependencies, feasible actions, interpretive resources, and institutional
permissions. These differences matter when a theory attempts to explain the formation of norms through
interaction. A model restricted to homogeneous agents and a fixed action set may be useful within its
proper domain; applying it to a heterogeneous encounter requires evidence that the relevant differences
have been adequately represented or shown to be immaterial to the question being studied.

The GR vocabulary developed here provides a way of organizing those differences. It treats partic-
ipants’ practices, local normative repertoires, available interpretive relations, and the material or insti-
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tutional conditions of interaction as analytically distinguishable, potentially changing components of an
encounter. In this formulation, a difference in local repertoires does not automatically indicate a disagree-
ment between propositional beliefs. Participants may lack the same perceptual access, opportunities for
communication, or capacity to register a deviation as a violation. The corresponding evidence ranges
from articulated human expectations and contestation to observed social learning, interaction logs, and
documented changes in system permissions. These evidence types require domain-specific methods, as
the discussions of human, animal, and artificial interaction have emphasized.

The proposed category of an interacting subject is correspondingly provisional. It makes possible
comparative questions about participation in relationships without settling questions of consciousness,
intentional agency, legal personality, or moral status. In particular, a computational system’s successful
coordination with a human user provides evidence about its observed behavior under specified condi-
tions. The system’s model architecture, training history, deployment policies, and external control mech-
anisms require separate investigation. For nonhuman living systems, the relevant social and ecological
evidence likewise constrains any inference from regularity to expectation, practical commitment, or ex-
plicitly moral appraisal. This calibrated vocabulary aims to preserve comparison while allowing genuine
differences in kind.

Established accounts of social conventions, normative expectations, norm-emergence simulations,
and institutional grammars supply substantive explanatory resources for parts of this program [52, 8,
43, 17]. The proposed GR extension contributes a particular analytical question: how do the means of
recognizing, communicating, and revising a practice change during the interaction whose normative con-
sequences investigators are attempting to explain? Answering that question may require tracing changes
in the encounter’s organization as well as changes in each participant’s locally observable behavior. The
extension earns explanatory standing where it supports distinctions, predictions, or counterfactual com-
parisons that simpler accounts leave unresolved.

14.2 Initialization, Translation, and Divergent Evolutionary Outcomes

The problem of initialization exposes the situated character of normative action. At an early encounter,
participants may have limited information about another system’s interpretations, acceptable signals,
practical vulnerabilities, or means of expressing a response. Communication, observation, withdrawal,
and delay can each carry consequences under some plausible descriptions of the encounter. Under explic-
itly stipulated and incompatible sets of admissible actions, a common admissible choice may be absent.
The corresponding conditional argument identifies a constraint on protocol selection; it establishes nei-
ther the inevitability of conflict in actual encounters nor a universal prescription for first contact.

Provisional normative anchoring offers one possible response to practical indeterminacy. An actor
can use a revisable working rule to organize interaction, record disagreement, or preserve an opportunity
for later correction. The capacity to act on such a rule should be distinguished from identification with
a community, inward endorsement, and acceptance of the rule’s authority. A working arrangement may
derive its stability from a shared expectation, a negotiated procedure, an external incentive, or restricted
alternatives. The investigation therefore also retains multiple local practices, contextual switching, tem-
porary restraint, and jointly created procedures as possible forms of sustained interaction. Their adequacy
depends upon the participants’ capacities and the consequences of the practice in question.

Normative translation introduces a second difficulty. A pair of participants may coordinate success-
fully even when their internal representations, learned histories, or reasons for compliance differ. Con-
versely, repeated failures of coordination may reveal a restricted communication interface or unequal
opportunities to correct an interpretation, with limited implications for any presumed incompatibility of
their underlying values. The contextual, potentially partial interpretive relations proposed in this paper
are intended to describe observable correspondences and their limitations. They permit the formation of
new signs and practices during contact while leaving the question of shared internal meaning to further
evidence. A successful translation claim consequently needs an identified domain of use, repeatable
or independently assessed behavioral and communicative evidence, and scrutiny of who controls the
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categories of interpretation.

The possible outcomes of normative interaction are diverse. Negotiated coordination, asymmetric
fixation, contextual pluralism, and continued alternation can each be generated by the simple conditional
examples examined in the formal section. These examples demonstrate compatibility between specified
update assumptions and different kinds of outcomes. They do not estimate the relative prevalence of
those outcomes in living societies, animal communities, or deployed Al systems. Likewise, persistence
of a convention, attraction to a state in a mathematical model, and legitimate commitment to a rule re-
main analytically separate. Particular descriptions of path dependence, switching barriers, or critical
transitions require the evidence and parameters appropriate to the model employed. The term evolution-
ary here describes transformation within specified biological, cultural, institutional, learning, or com-
putational accounts; it provides no presumption of progress, necessary convergence, or a fundamental
ontological direction of time.

14.3 Power, Practical Dependence, and Normative Authority

The formation and stabilization of norms also depend upon access to the conditions in which practices
can be carried out. Control over sanctions, communication interfaces, agenda setting, infrastructure, and
rule amendment can alter the feasible options available to participants. Such arrangements may produce
highly regular compliance while leaving the distribution of understanding, endorsement, and authority
unresolved. The simple observational-equivalence result in the formal framework illustrates this infer-
ential limitation under specified model assumptions: distinct underlying mechanisms can generate the
same recorded pattern of compliance. Identifying a participant’s reasons for acting, where such reasons
are meaningfully attributable and empirically accessible, therefore calls for additional evidence.

Human—AT interaction illustrates the importance of locating power in the relevant socio-technical
arrangement. Users, developers, model providers, deployment organizations, regulators, and other af-
fected parties may exercise different forms of control over the visible protocol and its revision. An
apparent conversation between two agents can be conditioned by model-version updates, access restric-
tions, logging policies, default interface settings, and institutional decisions made outside the exchange.
A research design that tracks these conditions can test whether an observed adaptation reflects mutual
adjustment, one-sided accommodation, or a change imposed by the infrastructure operator. Such a find-
ing would concern the organization of interaction; it would provide no automatic verdict on an artificial
system’s consciousness or normative standing.

Similar considerations extend to comparisons involving human and nonhuman life. The capacity to
restructure habitat, mediate a species’ opportunities for communication, or determine the conditions of
conservation can create asymmetric effects upon available practices. A technically powerful participant
may be capable of protecting or enlarging another system’s opportunities while simultaneously intro-
ducing structural dependence. Assessing those relationships requires ecological and welfare evidence
together with careful ethical analysis. Hypothetical contact with a technologically superior extraterres-
trial civilization offers a power-reversal exercise for examining the consistency of human justifications
for intervention. Its contribution is conceptual: there is no empirical extraterrestrial case to which the
paper’s proposed mechanisms have been fitted.

This analysis supplies an interface with the separate political economy of heterogeneous GR sub-
jects. The present inquiry studies the effects of material and institutional asymmetry on the formation
and persistence of norms. A political-economic account can investigate the production, ownership, circu-
lation, and control of the conditions upon which those processes depend. Their intersection is significant
because an ability to make a rule practically effective can be mistaken for authority to make that rule
binding. Yet descriptions of capability, observed acceptance, procedural legitimacy, and substantive
justification address distinct questions. Accordingly, the proposed framework leaves the ethical eval-
uation of coercion, dependency, negotiated consent, representation, and remedies open to independent
argument.
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14.4 Empirical Evaluation and the Limits of the Proposed Framework

The comparative and formal analyses have identified candidate mechanisms. Their evidential status
remains preliminary. The typed state representations and coupled updates permit heterogeneous local
states, observation processes, interpretation mechanisms, and changing relational conditions. They pro-
vide a disciplined vocabulary for constructing models and comparing assumptions, rather than a com-
pleted empirically estimated account of normative development. Their value should be assessed against
simpler and established alternatives, including individual reward-sensitive learning, imitation, fixed con-
ventions, selective exposure, centralized filtering, and institutionally enforced compliance. Different
explanatory mechanisms may coexist in a single setting, and the relevant study must identify the addi-
tional effect attributed to relational coevolution.

An empirical program could begin with reproducible, low-stakes human—AlI interactions in which
amendment rights, clarification channels, and available alternatives are recorded and varied under ap-
proved research protocols. The resulting observations should distinguish behavioral compliance, the
ability to propose and implement revisions, repair of misunderstood instructions, and retention of a prac-
tice when particular constraints are removed. Longitudinal organizational studies could then examine
how changing governance, access, and interpretive resources affect the practical revision of shared pro-
cedures. Research involving nonhuman organisms would require species-appropriate observational ev-
idence and independently justified welfare safeguards. These studies should specify their identification
assumptions, competing models, measurement limits, and the conditions under which apparently infor-
mative results remain inconclusive.

The proposed framework becomes more accountable when its claims are exposed to informative
negative findings. If fixed-relation learning models predict behavioral coordination and rule change as
successfully as models with additional coevolving relational variables, the explanatory case for those
variables weakens in that domain. If a purported revision right has no observable implementation or
accessible alternative, a null result may instead reveal a failed intervention. If investigators lack records
of operative rules or changes in platform configuration, changes attributed to mutual agreement may
remain unidentifiable. Such distinctions are central to causal evaluation, which requires clearly spec-
ified interventions and justified comparisons [28]. They also caution against interpreting a successful
demonstration of computational coordination as a demonstration of common moral understanding.

Several limits persist even after improved measurement. Reliable cross-system recognition of nor-
mative expectations may be unavailable in some cases; a common measure of generative potential or
normative value has not been defined or validated; partial translations may remain dependent upon the
investigator’s categories; and experiments can expose participants to the very asymmetries they are de-
signed to analyze. An increase in the precision of the model does not dissolve these methodological and
ethical constraints. Careful reporting should make visible the researcher or institution that chose the de-
scriptors, the parties able to contest them, and the empirical scope of each inference. The GR formalism
itself remains an optional representation whose suitability is to be established locally, with ontological
commitments held in suspension.

14.5 Prospects for Evolving Normative Relations

The practical relevance of the research program lies in its approach to interaction under persistent uncer-
tainty and unequal power. Where a shared standard is unavailable or contested, a provisional protocol
can make its own assumptions explicit, identify the agents or institutions authorized to apply it, provide
means for recording divergent interpretations, and preserve opportunities for review. In an appropriate
setting, reciprocal clarification, appeal, reversible amendment, and independent assessment of conse-
quences may support cooperation while leaving substantive disagreement visible. These are candidate
institutional practices, with context-specific costs and limits. Their selection requires a further normative
argument and attention to parties who may be unable to participate in familiar forms of deliberation.
For diplomacy and peacemaking, the proposed inquiry invites examination of changes in interpre-
tive access and practical options alongside changes in declared positions. For human—AI governance, it
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encourages versioned documentation of rule changes and auditability of who can revise them. For eco-
logical coexistence, it directs attention to the conditions under which human interventions alter another
living system’s feasible practices, with due regard for uncertainty in attributing norms. Each application
demands its own empirical and normative standards. An analytically useful shared vocabulary can fa-
cilitate comparison while permitting historically and biologically specific forms of agency, dependence,
and value to remain distinct.

Heterogeneous contact may change the capacities through which participants recognize one another’s
practices as meaningful and potentially normative. Interactions can generate new interpretive resources
as well as new patterns of coordination, disagreement, and institutional control. Understanding these
transformations requires a sustained relationship among formal modeling, historical and interpretive in-
quiry, empirical comparison, and normative criticism. In the present framework, documented co-change
between practices and relational conditions is an initial observation. A stronger coevolutionary account
requires evidence of an interaction-dependent feedback pathways; its presence, direction, and asymmetry
remain open to empirical testing. The formation of an enduring practice remains a question about its
history and mechanisms; its claim upon participants remains a question of justification. The generative-
relational perspective remains a revisable framework for studying evolving relations and the conditions
under which rules are interpreted, challenged, and changed.

Research Ethics and Source Provenance

Scope. This revised full draft contains Sections 1-14, including the preliminary formal framework,
bounded cross-system comparison, and a proposed program of causal, comparative, and ethically con-
strained empirical evaluation. Original empirical investigations, new agent-based experiments, and com-
prehensive normative evaluations remain planned; no original empirical findings are reported. Cross-
species and hypothetical first-contact cases are illustrative and carry no assumptions of identical moral
status or subjectivity.

Sources. Cited bibliographical records and their intended uses were checked against accessible pub-
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