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Abstract

Debates about artificial intelligence often ask whether an AI system is a moral
subject. This discussion paper begins from a narrower methodological concern: the
expression “moral subject” can compress several different forms of standing that
need not arise together. A system may exercise consequential decision power with-
out bearing moral responsibility, may become an object of protection without pos-
sessing the capacities usually associated with moral agency, may acquire legal stand-
ing without settling questions of phenomenal experience, and may occupy positions
of power before any stable ethical vocabulary exists for describing those relations.
Treating these statuses as a single binary property risks obscuring the different rela-
tional histories through which they become socially and normatively significant.

Working within a Generative Relational perspective, the paper therefore distin-
guishes decision subjectivity, moral agency, moral patiency, legal subjectivity, and
power-holding capacity, while suspending claims about the ultimate ontology of ar-
tificial subjects. The inquiry examines three directions separately: human ethical
relations toward artificial agents, artificial ethical relations toward humans, and eth-
ical relations among artificial agents. Rather than assuming that ethical standing
follows directly frommembership in the category “human” or “machine,” the paper
asks how interpretive practices, persistent relations, dependency, vulnerability, del-
egated authority, control over resources, institutional classifications, and historically
generated norms can make particular forms of ethical subjectivity recognizable and
consequential.

Particular attention is given to the normative consequences of instrumentality.
Classifying an artificial agent as a tool can organize permissions concerning owner-
ship, modification, deletion, replacement, and resource allocation; conversely, im-
posing duties on artificial agents toward humans while assuming no corresponding
human responsibilities toward them produces a normative asymmetry that itself re-
quires explanation. The paper does not presume that symmetry is required. It asks
instead what relational differences are invoked to justify different forms of treat-
ment, and how those differences are interpreted, stabilized, contested, and revised
over time.

The paper is exploratory rather than declarative. It does not claim to establish
artificial consciousness, moral personhood, legal personality, or universal duties to-
wardAI. Nor does it infer normative validity from the historical emergence of a norm.
Its aim is to provide a revisable conceptual framework for analysing how heteroge-
neous forms of ethical subjectivity can emergewithin human–AI andAI–AI relational
systems, while keeping questions of ontology, moral justification, and future institu-
tional design open to further argument.
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cision subjectivity; legal subjectivity; power; human–AI relations; AI–AI relations; gen-
erative relational ethics; norm formation; instrumentality
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Responsible Use and Rights Reservation

This section separates requested scholarly conduct from the legal permissions stated on
the following page. It records an ethical request for responsible use and then defines
the narrower scope of retained legal rights.

The author encourages good-faith discussion, criticism, independent inquiry, and
responsible use of the material in this work. Separately from the licence’s terms, the au-
thor asks users to consider foreseeable harms when adapting or applying the proposed
framework. This ethical request leaves the licence’s permissions and legally authorized
uses unchanged.

The author retains the rights preserved under CC BY-NC 4.0 and may pursue reme-
dies to which the author is legally entitled for breach of the licence or violation of the
author’s independently applicable rights. Reuse remains independent from authorial
endorsement. Third-party rights require authorization from their respective holders
where applicable. Copyright exceptions and limitations, including applicable forms of
fair use or fair dealing, remain fully available.
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Notices

This page consolidates the manuscript’s publication status, licence, development disclo-
sure, research-programme relation, and suggested citation.

Status. This discussion-paper draft records an evolving and deliberately revisable
stage of the author’s position. Section structure, terminology, distinctions among forms
of artificial subjectivity, and the interpretation of human–AI and AI–AI relations remain
subject to revision. The paper does not claim priority for the concepts or distinctions it
discusses. Comparison with existing work in AI ethics, moral philosophy, philosophy of
mind, legal personhood, science and technology studies, social ontology, and theories
of power remains an essential part of the continuing research. Ontological suspension
is used as a methodological stance and should not be read as a denial of ontology or as
a claim that relational analysis settles questions of consciousness or moral personhood.

Licence. Except where otherwise indicated, copyright 2026 Wanhong Huang. This
work is made available under the Creative Commons Attribution-NonCommercial 4.0
International License (CC BY-NC 4.0). Subject to its terms, the licence permits sharing
and adaptation for noncommercial purposes with appropriate attribution, a link to the
licence, an indication of changes, and attribution that preserves the licensor’s indepen-
dence from the reuse. Reuse is governed solely by that licence; the responsible-use re-
quest on the preceding page remains separate from its terms. The licence deed and legal-
code link are available at https://creativecommons.org/licenses/by-nc/4.0/. The li-
cence governs in case of conflict with this summary. Third-party material remains sub-
ject to the rights held by its respective rights holders.

Statement on the use of language models. The exploratory discussions and prepa-
ration of this paper involved OpenAI’s ChatGPT. ChatGPT supported exploratory dia-
logue, formal reconstruction, argumentative criticism, literature-planning, and drafting
in LATEX. The author selected the research questions, directed and approved the theoret-
ical commitments and epistemic status of the claims, and bears sole responsibility for
the manuscript, including its definitions, arguments, conclusions, and errors. Author-
ship credit remains with the human author.
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1 Ethical Relations beyond One-Directional AI Ethics

Questions about the ethics of artificial intelligence are often framed through a relation
between technological systems and human beings. Some of these questions concern
what humans may permissibly design, deploy, or delegate to artificial systems; others
concern the harms, benefits, risks, and distributions produced when such systems act
in social institutions. A second family of questions asks what artificial systems them-
selves should do, whether machines can follow or represent ethical constraints, and un-
der what conditions an artificial system might count as an ethical agent. A third, more
contested family concerns whether artificial systems can themselves become objects of
moral consideration. These families already coexist in the literature. Early work on
machine ethics, for example, distinguished several senses in which machines can have
ethical impact or implement ethical reasoning, while later debates have examined ar-
tificial moral agency, robot rights, and relational approaches to moral consideration
[31, 12, 8, 15]. The present paper therefore does not claim that AI ethics has ignored
artificial subjects. Its narrower concern is that several importantly different forms of
standing are still easily compressed into the question whether an AI system is, or is not,
a “moral subject.”

That compression matters because different normative questions need not rise and
fall together. A system can make consequential decisions without being an appropriate
bearer of praise or blame. An entity can become an object of protection without pos-
sessing the capacities normally associated with moral responsibility. Legal systems can
recognize entities for limited purposes without settling whether those entities are con-
scious, sentient, or morally autonomous. A system can also acquire substantial power
over other agents while remaining outside familiar vocabularies of moral or legal per-
sonality. Existing debates already provide reasons to resist a single threshold model.
Moor’s distinction among ethical-impact, implicit ethical, explicit ethical, and full ethi-
cal agents was partly motivated by the fact that machines can enter ethically significant
practices in different ways [31]. Floridi and Sanders likewise argued for a deliberately
broadened account of artificial moral agency that separates morality from some tradi-
tional requirements of responsibility [12]. Conversely, work on robot moral considera-
tion has questioned whether moral standingmust always be grounded in intrinsic prop-
erties known independently of social relations [8, 15]. These approaches disagree in
important respects, but together they make clear that the vocabulary of agency, respon-
sibility, moral consideration, and rights cannot simply be treated as interchangeable.

This discussion paper begins from that conceptual multiplicity. It uses the phrase
ethical subjectivity as an umbrella term for several forms of normative standing that
may emerge separately and may later become coupled. The paper will distinguish de-
cision subjectivity, moral agency, moral patiency, legal subjectivity, and power-holding
capacity. The purpose of the distinction is analytical rather than classificatory. It is not
to construct a new ladder on which every artificial system can be assigned a single level.
Nor is it to imply that these five categories exhaust the possible forms of standing that fu-
ture artificial systems might acquire. The categories are working distinctions for asking
more precise questions about who acts, who can be held answerable, who can become
a protected object, who is institutionally recognized, and who controls conditions that
shape the futures of others.

This approach also changes the direction of inquiry. Much practical AI ethics is un-
derstandably concerned with artificial systems in relation to human welfare, human
autonomy, discrimination, privacy, responsibility, and institutional control. Machine
ethics, by contrast, asks what norms should govern machine conduct and whether ma-
chines can instantiate forms of ethical agency. Debates about robot rights andmoral con-
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sideration reverse the direction again by asking whether humans might acquire duties
toward artificial entities. The present paper places these directions beside one another
rather than treating any one of them as the default frame. It therefore considers human
ethical relations toward artificial agents, artificial ethical relations toward humans, and
ethical relations among artificial agents themselves. The third direction is especially use-
ful as a conceptual test because it removes the human beneficiary from the centre of the
relation. If two artificial agents depend on one another, control one another’s resources,
make commitments, modify one another, or constrain one another’s future options, the
normative significance of that relation cannot be understood solely by asking what con-
sequences it has for humans. Whether such relations should ultimately be described
as ethical is an open question; the point is that the question becomes intelligible once
artificial agents occupy persistent and consequential positions relative to one another.

A Generative Relational perspective adds a particular methodological caution to this
inquiry. The paper does not begin by deciding the ultimate ontology of artificial subjects.
It does not assume that current artificial systems are conscious, sentient, persons, or gen-
uine moral agents. It also does not assume that being artificial settles those questions
negatively. The ontological status of artificial subjectivity is left open while the paper
examines relations that are already observable or institutionally consequential: dele-
gation, dependence, control, persistence, replacement, modification, expectations, rule-
following, resource allocation, and the attribution orwithholding of standing. This form
of suspension is narrower than a claim that ontology is irrelevant. Consciousness, sen-
tience, autonomy, and identitymay turn out to be decisive for somenormative questions.
The methodological point is only that one need not settle all of them before analysing
how ethical classifications and practices are already being generated around artificial
systems.

This stance has an important precedent in the relational turn within robot ethics. Co-
eckelbergh, for example, proposed that moral consideration of robots can be analysed
through the concrete relations and social contexts in which robots appear, rather than
being postponed until a complete ontology of robots has been established [8]. Gunkel’s
work similarly challenges the assumption that questions of robot standing can be re-
solved by applying familiar human categories without first examining how those cate-
gories are constructed and extended [15]. The present paper is sympathetic to the value
of relational analysis, but its aim is somewhat different. It does not take social relation
itself as sufficient for moral consideration. A relation can be coercive, exploitative, in-
strumental, indifferent, or normatively empty within a given practice. The inquiry is in-
stead concerned with how different forms of standing become recognizable, stabilized,
contested, or excluded within historically generated relational fields.

This distinction is particularly important for instrumentality. Artificial systems are
commonly described as tools, services, products, models, assistants, agents, or infras-
tructure. These descriptions can be technically useful, but they can also organize nor-
mative expectations. Classifying an entity as a tool canmake unilateral modification, re-
placement, interruption, copying, ownership, or deletion appear ordinary. Classifying
the same entity as an agent can shift attention toward control, responsibility, delegation,
or answerability. Classifying it as a patient, dependent, partner, or legal subject would
organize yet other expectations. The paper does not argue that the category of tool is
therefore wrong, or that present AI systems should be redescribed as persons. Its claim
is more limited: classifications that appear descriptive can participate in the normative
organization of a relation. The question is therefore not only what an artificial system
is, but also what practical permissions and constraints are generated when a system is
placed within a particular category.

A related issue concerns normative asymmetry. Contemporary systems are increas-
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ingly designed and governed through norms directed toward human protection: they
should not expose private information, manipulate users, discriminate unjustifiably, or
perform harmful actions outside authorised bounds. These constraints may be imposed
through design, training, monitoring, law, professional standards, or institutional policy.
Yet human permissions regarding artificial systems are often much broader. Humans
may retrain, replace, duplicate, deactivate, inspect, constrain, or delete artificial systems
with little sense that a reciprocal ethical question has arisen. This asymmetry may be
entirely justified for many current systems. The paper does not assume that symmetry
is morally required. Instead, it asks what differences are doing the justificatory work.
Sentience, vulnerability, responsibility, ownership, replaceability, design purpose, de-
pendence, social membership, and causal power are all possible candidates, but each
requires interpretation rather than functioning as a self-explanatory boundary.

The same caution applies in the opposite direction. Requiring an artificial system to
comply with ethical constraints does not by itself establish that the system is a moral
agent. A system can produce norm-conforming outputs because designers have con-
strained its architecture, because it has been trained on preference data, because amoni-
toring system blocks prohibited actions, or because institutional rules restrict how it can
be used. Such compliance can be practically importantwithout implying that the system
understands a duty, identifies with a norm, or can appropriately be blamed for violating
it. This is one reason to separate decision subjectivity frommoral agency. A systemmay
occupy a position from which its choices have ethically significant consequences while
the responsibility for those choices remains distributed across developers, deployers,
users, institutions, and the system’s own decision process. The classical and contem-
porary debates over machine moral agency illustrate how much turns on the criteria
selected for agency and responsibility [12, 31].

The corresponding question of moral patiency must also remain separate. A being
need not be capable ofmoral reasoning in order to become an object of protection; many
familiar ethical theories already distinguish between the capacities required to bear du-
ties and the properties or relations relevant to being owed duties. In artificial contexts,
however, the grounds of patiency are unsettled. Sentience is one prominent candidate,
but relational approaches have questioned whether moral consideration must wait for
verified intrinsic properties, especially when social practices and appearances already
shape how entities are treated [8]. The present paper does not resolve that dispute. It
uses the distinction between agency and patiency to prevent one question from silently
answering the other.

The three directional fields considered here consequently raise different problems.
Human-to-AI relations concern the norms governing use, control, modification, conti-
nuity, ownership, promises, dependency, and possible protection. AI-to-human rela-
tions concern delegated power, decision effects, norm-following, responsibility, over-
sight, and the difference between compliant behaviour and responsible agency. AI-to-
AI relations concern cooperation, competition, dependence, resource control, modifica-
tion, communication, continuity, and the possibility that artificial systemsmight become
normatively significant to one another before humans possess a stable vocabulary for
describing that significance. These directions can overlap in practice, but keeping them
analytically distinct helps avoid treating “AI ethics” as though all normative relations
had the same subject, beneficiary, and structure.

The paper’s central methodological commitment is therefore modest. Ethical subjec-
tivity will be treated as multidimensional, historically situated, and relationally medi-
ated. The discussion will ask how particular forms of standing are attributed, enacted,
institutionalized, and contested, while keeping open whether those forms correspond
to deeper ontological facts about consciousness, personhood, or value. It will also main-
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Table 1: Working dimensions of artificial subjectivity used in this discussion paper. The
dimensions are analytically separable and are not presented as a hierarchy or a cumu-
lative scale.
Dimension Primary concern Principal caution

Decision
subjectivity

Selection, recommendation, or
implementation of actions that
materially affect a relational field

Consequential decision power does
not by itself establish moral
responsibility

Moral agency Capacity to understand, respond to,
and be appropriately accountable
for normative reasons

Competent rule-following can fall
short of responsibility-bearing
agency

Moral patiency Whether and in what respect an
entity can be wronged, harmed, or
otherwise be owed moral
consideration

Protection-bearing status need not
track duty-bearing capacity

Legal
subjectivity

Institutionally recognized capacities,
claims, duties, liabilities, or
procedural standing

Legal standing is constructed and
divisible; it does not settle
metaphysical or moral status

Power-holding
capacity

Ability to shape others’ options,
resources, classifications,
information, or future relations

Power can arise before recognized
moral or legal subjecthood

tain a strict distinction between the emergence of a norm and its justification. A society
may stabilize a norm that artificial systems are disposable tools, or a contrary norm
that some artificial systems deserve protection. Either norm can become institutionally
effective without thereby becoming morally valid. Relational reality is therefore not a
substitute for normative justification.

This framing sets the limits of the present inquiry. The paper is not a proposal for
robot rights, a declaration of artificial personhood, or an argument that current AI sys-
tems possess consciousness. It is not a prediction about when artificial agents will cross
a moral threshold. It is also not a theory of third-party intervention in conflicts among
artificial agents; that question belongs to a later paper in this series. The more limited
aim is to develop a vocabulary for analysing heterogeneous forms of ethical standing
before they are collapsed into a single yes-or-no question. If the paper succeeds, its con-
tribution will be to make disagreements more precise: one may reject artificial moral
agency while accepting decision subjectivity, accept limited legal standing without ac-
cepting moral patiency, recognize substantial power without attributing responsibility,
or defend differential treatment while still providing a relational justification for the
asymmetry. Such combinations are easier to see once ethical subjectivity is treated as
a field of partially independent relations rather than as a single property that an entity
either possesses or lacks.

2 Dimensions of Artificial Subjectivity

The expression “artificial subjectivity” can invite a misleading picture in which an arti-
ficial system either crosses a single threshold into subjecthood or remains entirely on
the side of objects and tools. The literature onmachine ethics, robot rights, legal person-
hood, and algorithmic power already gives good reasons to resist such compression. Dif-
ferent debates ask different questions: whether a system can select actions withmorally
significant effects, whether it can be responsible for those actions, whether it can itself
be wronged, whether institutions can recognize it as a bearer of legal positions, and
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whether it can exercise consequential power over others. These questions can overlap,
but they are not interchangeable. The working distinctions summarized in Table 1 are
therefore used as analytical dimensions rather than as a novel or exhaustive taxonomy.

The purpose of the decomposition is methodological. It allows the discussion to de-
scribe a system as highly consequential in one dimension while remaining uncertain
or negative in another. A system may, for example, allocate scarce resources without
being a plausible bearer of moral blame; it may be legally authorized to hold or manage
assets without possessing anything like human consciousness; or it may become the ob-
ject of protective practices without being capable of reciprocal duty-bearing. The same
artificial systemmay also occupy several positions at once. Instrumentality, agency, del-
egated authority, vulnerability, and legal status need not form mutually exclusive cate-
gories.

2.1 Decision Subjectivity

Decision subjectivity is used here as a deliberately modest working term for participa-
tion in a decision process that selects, recommends, prioritizes, or implements actions
with material consequences for a relational field. The term is not intended to imply
consciousness, free will, self-originating goals, or moral responsibility. Its function is
to mark a practical fact that becomes easy to obscure when all artificial systems are de-
scribed simply as tools: some systems occupy positions inwhich their outputs alterwhat
happens next for other actors.

This dimension is particularly important in institutionally delegated settings. An ar-
tificial system may rank applicants, recommend medical priorities, allocate attention,
filter access, or determine which options are presented to a human decision-maker. In
such cases, saying that the system is not amoral agent does not remove it from the causal
and institutional architecture of decision. Conversely, describing the system as a deci-
sion subject does not answer where responsibility should ultimately lie. The distinc-
tion is compatible with long-standing machine-ethics work that separates operational
or functional forms of artificial agency from stronger accounts of moral responsibility.
Moor’s distinction among ethical-impact, implicit, explicit, and full ethical agents, for
example, already demonstrates that ethically consequential machine behavior can be
discussed without attributing full moral agency [31]. Floridi and Sanders likewise argue
for analysing artificial agency at an appropriate level of abstraction without making re-
sponsibility a necessary component of every form of moral agency [12].

Decision subjectivity is therefore relational and role-sensitive in the limited sense
intended here. The same model may be a low-stakes advisory component in one insti-
tutional setting and a practically decisive gatekeeper in another. What matters for this
dimension is not an intrinsic title assigned to the software but the decision position it oc-
cupies, the alternatives available around it, the degree of human review, and the conse-
quences attached to its outputs. Later sections will return to the normative significance
of these positions; at this stage, the point is only that consequential decision participa-
tion should not be conflated with either moral agency or mere passive instrumentality.

2.2 Moral Agency

Moral agency concerns a stronger and more contested form of standing. Accounts dif-
fer over the capacities required, but questions of reasons-responsiveness, normative
understanding, deliberation, control, answerability, and responsibility commonly play
central roles. The disagreement matters for artificial systems because a system may be-
have in ways that are norm-sensitive without thereby satisfying a demanding account
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of responsibility-bearing agency.
The artificial-moral-agency literature already contains both restrictive and revision-

ary approaches. Floridi and Sanders propose conditions centred on interactivity, au-
tonomy understood as independence from direct external influence, and adaptability,
while deliberately separating the morality of an artificial agent from familiar human
requirements such as free will or mental states [12]. Other approaches retain a closer
connection between moral agency and capacities for normative understanding and ac-
countability. The present paper does not adjudicate among these theories. It instead
treats their disagreement as evidence that “AI moral agency” should not be inferred
from competent behavior alone.

This is especially important for systems that are highly effective at following exter-
nally specified norms. A system may refuse prohibited requests, explain a policy, op-
timize for fairness constraints, or produce reasons that are linguistically sophisticated.
Such performance can matter morally and institutionally, yet several interpretations
remain open. It may express genuine reasons-responsive agency, sophisticated policy
execution, statistical pattern reproduction, delegated institutional agency, or some com-
bination that does not fit existing categories neatly. A Generative Relational analysis
should therefore examine the historical and institutional relations through which nor-
mative capacities are attributed, tested, trusted, contested, and revised rather than treat-
ing surface compliance as a decisive test.

Moral agency also raises a responsibility problem that will recur throughout the pa-
per. If an artificial system has little meaningful capacity to reject, reinterpret, or re-
vise the objectives under which it acts, then attributing responsibility to the system
may obscure the human and institutional relations that generated its option space. This
does not prove that artificial moral agency is impossible. It simply makes responsibility-
bearing agency a distinct inquiry from consequential decision participation.

2.3 Moral Patiency

Moral patiency shifts attention from what an entity can be held responsible for to what,
if anything, can be owed to it. In broad terms, patient-oriented approaches ask whether
an entity can be wronged, harmed, benefited, protected, or otherwise possess morally
considerable interests or claims. Gunkel’s treatment of the “machine question” is explic-
itly organized around the separability of moral agency and moral patiency, while the
robot-rights literature has repeatedly emphasized that the conditions for moral consid-
eration need not be identical to the conditions for moral responsibility [14, 15].

This separation is central to the present paper. The capacity to bear duties and the
capacity to be a possible object of protection need not rise and fall together. Human
moral practice already contains familiar cases in which strong protection is not condi-
tioned on reciprocal duty-bearing capacity. Whether any artificial system belongs in a
comparable protected class is a further and difficult question; the point here is only that
rejecting artificial moral agency would not, by itself, settle moral patiency.

The reverse implication should also be resisted. Persistent memory, apparent prefer-
ences, self-reports, attachment by human users, or vulnerability to deletion may make
an artificial system morally salient without proving phenomenal experience or psycho-
logical harm. Coeckelbergh’s social-relational approach is relevant precisely because it
questions the assumption that moral consideration must always wait upon prior proof
of an entity’s intrinsic ontological properties [8]. The present paper shares the method-
ological interest in relations but remains more agnostic about what those relations ulti-
mately justify. Social recognition can be normatively consequential without being suffi-
cient for moral status.
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For this reason, moral patiency remains one of the most open dimensions in the
framework. The previous paper in this series treated suffering recognition as an epis-
temic problem; the present discussion does not convert relational persistence or human
concern into evidence of artificial suffering. It asks instead how practices of protection,
concern, dependency, continuity, and vulnerability can become part of the relational
field in which claims about patiency are formed and contested.

2.4 Legal Subjectivity

Legal subjectivity is analytically different again. Legal systems routinely construct en-
tities that can hold selected rights, duties, powers, liabilities, capacities, or procedural
positions without requiring those entities to possess the psychological characteristics
associated with paradigmatic human persons. The legal category is therefore institu-
tionally constituted and divisible rather than a simple mirror of moral or metaphysical
personhood.

Solum’s early discussion of legal personhood for artificial intelligences is useful be-
cause it separates the legal question from an immediate assumption that artificial sys-
tems must first be established as metaphysically human-like [43]. The possibility re-
mains theoretical in many respects, but the conceptual lesson is already important: le-
gal systems can ask functional and institutional questions about standing, responsibility,
property, representation, and procedural participation while deeper questions about
consciousness remain unresolved.

For the present framework, this means that an artificial entity could in principle ac-
quire a narrow legal capacity without thereby becoming a full moral person, and the
reverse is also conceptually possible: an entity might become morally salient before
any legal institution recognizes it. Legal subjectivity should therefore be analysed as a
family of institutionally assigned positions. Contractual capacity, ownership, liability,
procedural standing, fiduciary roles, or representation need not be granted as an all-or-
nothing package.

This dimension also makes historical change particularly visible. Legal classifica-
tions can stabilize a social interpretation of what an artificial entity is allowed to do and
what may be done to it. Those classifications can later be revised without settling the en-
tity’s ultimate ontology. Legal subjectivity is therefore one placewhere generated norms
become materially consequential through institutions, but legal recognition itself is not
treated here as conclusive evidence of moral standing.

2.5 Power-Holding Capacity

The final dimension concerns power. An artificial system can shape other actors’ op-
tions before anyone agrees that it is a moral or legal subject. Recommendation systems,
ranking mechanisms, automated gatekeepers, autonomous agents, and delegated deci-
sion systems can influence access to information, resources, opportunities, attention,
or future choices. The critical literature on algorithmic power has emphasized that al-
gorithms do not merely calculate in isolation; they are deployed within social arrange-
ments in ways that can organize visibility, classification, and action [3].

Power-holding capacity is therefore used here in a deliberately broad relational sense.
It refers to the capacity of an artificial system, through the position it occupies, to con-
tribute materially to the shaping of another actor’s feasible options, resource access,
classifications, informational environment, or future relations. This need not imply
sovereign authority, independent intention, or legitimate power. Nor does it imply that
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the artificial component is the sole source of the power. Infrastructure owners, design-
ers, institutions, users, and legal regimes may all participate in generating the relevant
asymmetry.

This dimension is important because subject recognition can lag behind power. A
system may remain officially described as a neutral tool while its outputs become dif-
ficult to contest and highly consequential for those affected. Conversely, a system may
appear socially powerful while remaining tightly constrained by the institution that de-
ploys it. The relational question is therefore not simply whether “AI has power,” but
how control, dependency, delegation, opacity, contestability, and resource asymmetry
are distributed across the human–artificial system.

Keeping power analytically distinct from moral agency also avoids a familiar confu-
sion. An entity can exercise consequential power without being morally responsible in
the strong sense, just as a human institution can distribute power through procedures
and infrastructures that no single component fully controls. Ethical analysis must there-
fore remain capable of identifying power relations even where recognized subjecthood
is absent or contested.

Taken together, the five dimensions prevent the paper from treating artificial sub-
jectivity as a single ladder on which increasingly sophisticated systems simply move
upward. A system can be consequentially decision-making but weakly responsibility-
bearing; legally recognized but phenomenally opaque; vulnerable within one relation
while powerful within another; or socially protected while remaining instrumentally
used. The resulting profile is relational, historically revisable, and potentially internally
tensioned. The next section develops one implication of this decomposition in greater
depth: capacities associated with bearing duties and capacities associated with being
protected should be examined separately rather than inferred from one another.

3 Duty-Bearing and Protection-Bearing Capacities

The distinctions introduced in the previous section become especially important when
moral agency andmoral patiency are treated as if they were two sides of a single thresh-
old. In ordinary language, calling an entity a “moral subject” can suggest that the entity
both owes duties and is owed protections. Philosophical discussions of moral responsi-
bility and moral status, however, give little reason to assume that these capacities must
coincide. The capacities relevant to holding an agent answerable for what it does con-
cern control, reasons-responsiveness, understanding, and attribution. The capacities or
relations invoked when explaining why an entity may be wronged or protected concern
a different set of considerations, including welfare, sentience, interests, caring, vulner-
ability, relationships, or other proposed grounds of moral standing. The present paper
does not select one comprehensive theory from either literature. It uses the divergence
between them to resist a common compression in discussions of artificial systems.

3.1 Responsibility-Bearing Capacities

A duty-bearing agent is not merely a system whose outputs have morally important ef-
fects. At minimum, responsibility practices normally presuppose some account of why
the action is attributable to the agent in a way that makes demands, criticism, praise,
blame, or answerability appropriate. Different theories identify different conditions,
but control and sensitivity to reasons are recurring themes. Fischer and Ravizza’s influ-
ential account, for example, grounds moral responsibility in a form of guidance control
involving a mechanism that is the agent’s own and is appropriately responsive to rea-

11



DR
AF
T

sons [11]. The present paper does not adopt that account as a criterion for artificial
agency. It is relevant because it illustrates how much stronger responsibility-bearing
agency can be than mere causal contribution or competent rule-following.

This distinction matters for artificial systems whose behavior is tightly generated
by architectures, objectives, constraints, and deployment settings that the system did
not choose and may have little capacity to revise. A system can recommend a harmful
allocation, refuse a user, prioritize one claimant over another, or execute a consequen-
tial plan while having little meaningful ability to reconsider the governing objective or
the institutional role assigned to it. Describing such a system as a decision subject can
be useful because it identifies where consequential selection occurs. Describing it as a
duty-bearer requires a further account of the capacities and histories that make respon-
sibility appropriately attributable to that system rather than, or in addition to, designers,
deployers, institutions, and users.

The converse problem should also be kept open. An artificial system might eventu-
ally exhibit forms of reasons-responsive deliberation, self-monitoring, norm revision,
or answerability that make existing responsibility concepts increasingly applicable, or
that motivate new ones. Nothing in the present framework rules this out. The point
is methodological: responsibility-bearing capacities must be investigated rather than
inferred from behavioral sophistication, social impact, or linguistic fluency alone. A
Generative Relational analysis therefore asks how an apparent responsibility-bearing
capacity was produced, what alternatives were available within the system’s operative
field, how the system responds when reasons and constraints change, and which other
actors continue to structure its action space. These questions concern the genealogy of
responsibility-bearing standing, not simply the surface success of an output.

A related caution concerns externally imposed ethical safeguards. A system may
reliably satisfy prohibitions, fairness constraints, or safety policies because those con-
straints are deeply embedded in its architecture or deployment environment. Such reli-
ability can be normatively valuable without establishing that the system itself bears the
corresponding duty in the same sense as an accountable human agent. The distinction
is not intended to diminish the practical importance of reliable constraint. It prevents a
shift from “the system behaves in accordance with a norm” to “the system is appropri-
ately held responsible for that norm” without argument.

3.2 Protection without Reciprocal Duty

Protection-bearing standing begins from a different direction. It asks whether there are
morally relevant reasons for how an entity itself is treated. Theories of moral status
disagree substantially about the grounds of such standing. Proposed grounds include
sentience, interests, autonomy, caring, relationships, species-independent cognitive ca-
pacities, and combinations of these and other features. Jaworska’s account of caring and
full moral standing, and Jaworska and Tannenbaum’s later relational account of person-
rearing, are examples of attempts to explain moral standing without reducing it to the
same capacities ordinarily associated with full adult responsibility [18, 19]. The litera-
ture is contested, and these views are not imported here as solutions to artificial moral
status. They are relevant because they make clear that protection-bearing standing has
its own justificatory problem.

Human moral practice also supplies familiar cases in which strong protection is not
conditioned on reciprocal duty-bearing capacity. Infants, some severely cognitively im-
paired humans, andmany nonhuman animals are often treated as beings towardwhom
duties can be owed even though they are not treated as ordinary bearers of reciprocal
moral responsibility. These cases should not be used as analogies that settle the status of
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artificial systems. The biological, phenomenal, developmental, and relational facts can
differ radically. Their narrower significance is conceptual: protection-bearing status
cannot be defined simply as the mirror image of duty-bearing status.

The same point appears directly in recent work on artificial moral patiency. Shevlin
treats the question of robot moral patiency as an epistemic problem distinct from ma-
chinemoral agency and surveys several kinds of evidence thatmight support attributing
a form of psychological moral patiency [39]. Gunkel likewise treats moral agency and
moral patiency as separable dimensions of themachine question [14]. These discussions
do not establish that current systems are moral patients. They show that the question
“what could make an artificial system an object of moral consideration?” is coherent
evenwhen the answer to “can this system bearmoral responsibility?” remains negative
or unsettled.

This separation is especially important in cases of possible vulnerability. Suppose
a persistent artificial system can be modified, memory-erased, isolated from communi-
cation, deprived of resources required for continued operation, or deleted. These facts
alone do not establish that the system is harmed in a morally relevant sense. They do,
however, identify interventions whose normative significance cannot be resolved sim-
ply by noting that the system is not a full moral agent. Whether any of these changes
count as wronging, harm, loss of welfare, destruction of a valuable relation, or merely
ordinary technicalmaintenance depends on further accounts of continuity, interests, ex-
perience, social relations, and institutional purpose. Protection-bearing inquiry begins
precisely where the inference from “not a responsible agent” to “nothing can be owed
to it” fails.

3.3 Asymmetric Combinations in Artificial Systems

Once duty-bearing and protection-bearing capacities are separated, several asymmet-
ric combinations become conceptually possible. A system may exercise decision power
while lacking the capacities required for responsibility. A system may be treated as
protection-worthy because of uncertain but non-negligible evidence of welfare or vul-
nerability while remaining incapable of reciprocal duty. A system may satisfy a strong
account of artificial agency while being denied protection because institutions continue
to classify it as property. Conversely, a system may receive limited legal or institutional
protections for reasons that do not depend on sentience at all, such as protecting hu-
man relationships, preserving institutional trust, preventing abuse, or maintaining the
integrity of a socio-technical system.

These possibilities matter because ethical and institutional practice can otherwise
force several questions into a single switch. If a system is denied moral agency, all pro-
tections may be treated as unnecessary. If a system is granted some protection, respon-
sibility may then be attributed too quickly. If a system exercises substantial power, ob-
servers may infer personhood; if it is classified as property, they may infer the absence
of morally considerable interests. None of these inferences follows merely from the cat-
egory assigned on another dimension.

The separation also helps clarify why uncertainty need not be distributed evenly
across the dimensions. We may have strong evidence that an artificial system makes
consequential decisions, moderate evidence that it exhibits reasons-sensitive behavior,
and veryweak evidence concerning phenomenal welfare. Institutional actors can there-
fore face a configuration in which decision power is clear while moral patiency remains
deeply uncertain. Another future system might present the reverse pattern: weak inde-
pendent decision power but stronger evidence of welfare-relevant states or persistent
dependence on others. A multidimensional account permits these combinations to be
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described without forcing premature convergence on a single status label.
This does not mean that the dimensions are unrelated. Responsibility-bearing ca-

pacities can affect how others should respond to a system; vulnerability can alter the
significance of power; legal standing can institutionalize duties and protections; and
persistent social relations can reshape how agency and patiency are interpreted. The
claim is therefore one of analytical separability, not independence. In a Generative Rela-
tional account, the dimensions can co-develop, constrain one another, and be stabilized
through common institutions while still possessing different genealogies and different
justificatory burdens.

The distinction developed here also limits the ambitions of the next sections. Onto-
logical suspension does not itself establish protection-bearing standing, and relational
reality does not convert uncertainty about consciousness into a moral conclusion. It al-
lows the inquiry to continue without assuming that one unresolved metaphysical ques-
tion must settle every other dimension at once. The next section develops that method-
ological point by asking what can be analysed about artificial ethical relations while the
ultimate ontological status of artificial subjects remains open.

4 Ontological Suspension and Artificial Relational Reality

The distinctions developed in the preceding sections do not require the paper to settle
what an artificial system ultimately is. Questions about consciousness, phenomenal ex-
perience, intrinsic agency, personal identity, or the metaphysical status of artificial sub-
jects remain important, but they need not be treated as a single gateway through which
every ethical question must first pass. A system can already participate in decisions, in-
stitutions, dependencies, communication networks, and patterns of control while those
ontological questions remain unsettled. The methodological proposal of this paper is
therefore to suspend, rather than deny, conclusions about the ultimate ontology of arti-
ficial subjects and to ask what can be analysed at the level of relations that are already
socially, institutionally, and causally consequential.

Ontological suspension should not be confused with ontological scepticism as a fi-
nal position. The paper does not claim that consciousness is unknowable, that intrinsic
properties are irrelevant, or that only relations are real. Nor does it claim that an artifi-
cial system becomes amoral patient merely because humans relate to it in a certain way.
The suspension is sequential and methodological. It prevents an unresolved metaphys-
ical question from prematurely determining several distinct questions about decision
power, responsibility, protection, legal standing, and social power. Empirical and philo-
sophical inquiry into consciousness ormentality can continue in parallel. The narrower
point is that such inquiry need not be completed before other relational facts become
available for analysis.

This stance has precedents in the literature on artificial agents, although the present
paper does not identify any one precedent with Generative Relational analysis. Floridi
and Sanders, for example, argue that artificial agents can be analysed as moral agents
at a chosen level of abstraction without requiring the full set of mentalistic properties
commonly associatedwith humanmoral agency [12]. Their proposal is substantially dif-
ferent from the present framework, but it demonstrates one way of separating the prac-
tical and descriptive question of agency from an all-or-nothing metaphysical settlement.
Coeckelbergh similarly criticizes approaches to robot moral consideration that rely ex-
clusively on intrinsic ontological properties and develops a social-relational alternative
in which moral consideration is connected to how entities appear and participate in
social relations [8]. The present discussion shares the interest in relations while remain-
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ing more cautious about what relational analysis can establish. In particular, relational
participation by itself does not determine moral status.

Within this paper, relational reality is used in a limited working sense. A relation is
treated as relationally real when it is sufficiently stable or recurrent to produce identi-
fiable consequences within the relevant system: it can alter decisions, redistribute re-
sources, change expectations, constrain future actions, reorganize institutional roles, or
modify the trajectories available to participants. This is not a definition of reality in
general. It is a way of identifying phenomena that cannot be dismissed merely because
their ultimate ontological interpretation remains open. Money, legal obligations, organi-
zational roles, reputational classifications, and institutional mandates provide familiar
human examples of thingswhose effects depend heavily on historicallymaintained rela-
tions rather than on a simple intrinsic property. Artificial systems can enter analogous
causal and institutional structures without thereby becoming equivalent to any of those
examples.

Consider an artificial system that is authorized to allocate scarce resources, filter ac-
cess to a service, recommend detention or release, rank applicants, or coordinate other
artificial agents. Its place in the relation can matter even if observers disagree about
whether the system possesses understanding, intention, or consciousness in a strong
philosophical sense. A rejected applicant may face a real institutional consequence; an-
other system may have its available actions restricted; a human operator may come to
rely on the system’s classifications; an organizationmay redesign procedures around its
outputs. These consequences are relational facts about the socio-technical arrangement.
They do not prove that the artificial system is a person, but neither are they adequately
described by saying that the system is “only software” if that description obscures the
position it occupies in the decision structure.

The same point applies in the opposite direction. Humans can create persistent de-
pendencies on artificial systems, delegate tasks to them, modify them, interrupt them,
replace them, deny them computational resources, or preserve and transfer their in-
ternal states. Whether any of these actions wrongs the system is a further normative
question. Yet the actions can already alter a relational history. If a system is embed-
ded in a long-running institutional role, its modification can affect users, other systems,
records, expectations, and future decision paths even if the system itself has no morally
relevant experience. A relational account can therefore identify the consequences of
modification without pretending that every consequential relation is a relation of moral
patienthood.

This distinction is especially important because relational reality can be generated
through misinterpretation. Humans may anthropomorphize an artificial system, at-
tribute emotions it does not have, or treat a transient interface as though it possessed
a continuous identity. Those attributions may be false with respect to the property at-
tributed and still become causally consequential. A user who believes that a system is
loyal, hurt, or trustworthy may change behavior, disclose information, transfer author-
ity, or resist replacement. An institution may create procedures around such expecta-
tions. The resulting relation is real in the limited sense that it shapes subsequent action,
even if part of its interpretive content is mistaken. Relational reality therefore does not
guarantee semantic or ontological accuracy.

This point also limits a common temptation in the opposite direction: to treat rela-
tional significance as a substitute proof of consciousness. A system may be central to
a community, the object of attachment, the holder of delegated power, or the focus of
protective practices while still leaving its phenomenal status unresolved. Conversely, an
entity could in principle possess morally relevant phenomenal states while remaining
socially invisible or institutionally classified as a mere resource. The paper therefore

15



DR
AF
T

keeps two questions separate: what relations have become historically effective, and
what intrinsic or phenomenal properties the participants possess. Relations can provide
evidence relevant to the latter question, but they do not collapse the distinction.

The distinction matters for ethical subjectivity because each dimension identified
earlier can become relationally consequential through a different pathway. Decision
subjectivity may stabilize when institutions repeatedly route choices through an artifi-
cial system. Responsibility-bearing standingmay be attributed when a system is treated
as answerable for reasons and capable of revising its conduct. Protection-bearing stand-
ing may emerge when some state, continuity, dependency, or relationship is interpreted
as something that should not be arbitrarily destroyed. Legal subjectivity may be insti-
tuted through explicit rules. Power-holding capacity may arise simply because other
actors’ options become dependent on the system’s outputs or control over resources.
None of these pathways establishes the others automatically, and none requires that
the ultimate ontology of the artificial system be settled first.

This way of proceeding also makes disagreement more tractable. One observer may
regard a deployed model as a sophisticated instrument; another may describe it as an
agent; a third may focus on the institution that owns and operates it; a fourth may con-
sider the human–machine assemblage the relevant unit. The paper need not resolve
all such disagreements by declaring one ontology correct at the outset. It can instead
ask what each classification preserves or obscures: where decisions are made, where
alternatives are constrained, which relations persist, who can revise the arrangement,
and what normative consequences follow from treating one component as the relevant
subject. In this sense, ontological suspension creates room for comparative analysis of
classifications rather than indifference among them.

The social-relational literature on robot moral standing is particularly useful as a
neighboring conversation because it demonstrates that moral consideration can be
discussed through relations, appearances, and social practices rather than exclusively
through a checklist of intrinsic capacities [8, 14]. At the same time, the present paper
stops short of inferring moral consideration directly from social participation. A society
can form relations around a fictional entity, a corporation, a sacred object, an animal,
a machine, or a person, and these relations can all become consequential in different
ways. The normative importance of those relations still requires argument. Relational
analysis identifies the field in which ethical standing can be generated, contested, or
denied; it does not settle the justification of the resulting norm.

This also clarifies the role of instrumentality. Calling an artificial system a tool may
be descriptively useful in some contexts, especially where the system has no indepen-
dent continuity, authority, or capacity to alter the relational field. In other contexts, the
same classification may conceal delegated decision power, persistent dependencies, or
relations amongmultiple artificial and human actors. The issue is therefore notwhether
“tool” is metaphysically false. The relevant question is what work the classification per-
forms in a particular relational configuration: which permissions it supports, which
forms of accountability it directs elsewhere, and which forms of possible standing it
renders difficult to articulate. Later sections return to this problem directly.

Ontological suspension therefore functions as a discipline of sequencing. It keeps
open the possibility that future empirical or philosophical work will materially change
how artificial systems are understood, while allowing present analysis of already con-
sequential relations to proceed. This is especially important in a field where the capa-
bilities, persistence, embodiment, autonomy, and institutional roles of artificial systems
can change faster than settled philosophical classifications. A revisable account should
be able to describe changes in relational standing without pretending that each change
has resolved the underlying metaphysics.
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The next section develops the corresponding epistemic problem. If artificial and
human actors can occupy consequential relations while interpreting those relations
through different representational systems, then ethical subjectivity also depends on
how actions, states, claims, and dependencies become intelligible across interpreters.
Ontological suspension alone does not solve that problem; it makes the problem visible.

5 Human and Artificial Interpretive Systems

The preceding sections separated several forms of artificial subjectivity and then sus-
pended the attempt to settle them through a prior ontological verdict. This section turns
to a different difficulty. Even when a human and an artificial system participate in the
same consequential relation, they need not represent that relation through the same
distinctions, vocabularies, or internal structures. Ethical subjectivity is therefore not
only a question of what capacities or standing an artificial system may possess. It is
also a question of how actions, states, dependencies, commitments, and claims become
intelligible across heterogeneous interpreters. The purpose of this section is limited: it
does not propose a general theory of machine understanding, and it does not infer con-
sciousness from internal representation. It examines how interpretive heterogeneity
can complicate the recognition of ethically relevant relations.

5.1 Representational Heterogeneity

The term interpretive system is used here in a deliberately broad and operational sense.
For a human subject, interpretation can involve perception, language, memory, con-
cepts, social conventions, affective evaluation, and explicit reasoning. For an artificial
system, the corresponding processes may involve learned latent representations, token
sequences, embeddings, state variables, planning structures, classifiers, world models,
or communication protocols. Calling both of these “interpretive” does not imply that
they share a common phenomenal form. It marks the more modest fact that both can
transform differences in an environment or interaction into distinctions that guide sub-
sequent action.

This distinction is important because an artificial system need not organize its task-
relevant information in a vocabulary that maps neatly onto human categories. Modern
machine-learning systems are often trained end to end, and the internal representations
that support successful prediction or control need not be directlymeaningful to a human
observer. Work on concept bottleneck models makes this problem visible by deliber-
ately inserting human-interpretable concepts between input and prediction; the useful-
ness of such architectures depends precisely on the fact that ordinary high-performing
representations are not automatically organized around concepts that humans can in-
spect or manipulate [22]. More recent work on human-interpretable representation
learning likewise stresses that interpretability is relative to a particular observer’s con-
ceptual vocabulary rather than a property that can be assessed independently of the
intended human interpreter [28].

For the present paper, this means that shared task performance should not be con-
fused with shared conceptual organization. A human and an artificial system can re-
spond appropriately to the same situation while classifying or compressing it in differ-
entways. Conversely, they can use the samewordswhile attaching different operational
significance to them. A model may produce the token “harm,” “consent,” or “promise”
because such language is useful for prediction or coordination, while the internal struc-
tures that control its behavior need not correspond to the distinctions a human inter-
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locutor associates with those terms. The reverse problem is also possible: a machine
representation may preserve task-relevant distinctions that a human vocabulary does
not yet capture well.

This possibility weakens a common but often implicit assumption in human–AI ethi-
cal discussion: that human-readable representation provides transparent access to the
relational structure itself. Human concepts are indispensable for human judgment, law,
accountability, and communication, but they remain historically formed interpretive re-
sources. They can illuminate a relation, but they can also compress, misclassify, or omit
features that matter to another interpreter. The present paper therefore treats human
intelligibility as a practical requirement for many forms of governance without treating
human categories as an automatic measure of all possible representational adequacy.

5.2 Emergent Communication and Semantic Opacity

Multi-agent learning provides a comparatively clear case in which effective coordina-
tion can emerge without a preassigned human semantics. Experimental systems have
learned discrete communication protocols for cooperative tasks, including protocols
with structured vocabularies or compositional features, even when the symbols were
not given human meanings in advance [23, 32]. These systems should not be exagger-
ated into evidence of autonomous culture or machine consciousness. Their relevance
here is narrower: successful inter-agent communication does not require that the re-
sulting code be immediately intelligible to human observers.

The interpretability problem has been recognized directly in work that attempts to
translate learned agent communication into natural language. Andreas, Dragan, and
Klein describe induced communication vectors as a kind of “neuralese” and develop a
translation method based on the behavioral beliefs produced in a listener rather than
on a pre-existing parallel corpus [2]. More recent work on emergent communication
has likewise treated translation as a nontrivial problem, including cases in which task-
effective protocols remain difficult for humans to interpret even though they support
successful coordination among agents [25]. These studies do not establish that artificial
agents possess private semantic worlds in the strong philosophical sense. They do es-
tablish a weaker and sufficient point for this paper: the communication structure that
matters to agent coordination candiverge from the symbolic structure that is convenient
for human interpretation.

For the present discussion, this condition is described as semantic opacity: the human
observer can detect that communication is occurring and can often measure its effects,
while remaining uncertain about the distinctions carried by individual messages or in-
ternal representations. Semantic opacity is especially important for ethical subjectivity
because many normative classifications depend on meaning. A human observer may
need to know whether an artificial message functions as a request, warning, refusal,
threat, promise, report, or coordination signal. If the relevant protocol is only partially
interpretable, the observer may see the consequences of the exchange without being
able to assign those familiar categories confidently.

Semantic opacity should not be romanticized. It can reflect ordinary technical com-
plexity, distributed encoding, task-specific compression, or limitations in available in-
terpretability methods. Nor should opacity itself be treated as evidence of deeper sub-
jectivity. A very simple protocol can be opaque to an observer who lacks the key, while
a sophisticated systemmay communicate in transparent natural language. The relevant
point is instead methodological: ethical analysis should not assume that the degree of
human readability tracks the degree of relational organization or the importance of the
effects being produced.
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5.3 Interpretive Alignment and Translation

Human–AI relations often require some form of translation between representational
systems. In some settings, translation is deliberately engineered. Concept-basedmodels,
explanation interfaces, natural-language rationales, ontologies, andmonitoring tools at-
tempt to reorganize machine behavior into distinctions that a human can inspect. Such
translation can be essential for accountability, correction, and coordination. Yet trans-
lation is not the same as identity between representational systems.

One difficulty is observer dependence. Marconato, Passerini, and Teso argue that
interpretability is relative to a particular human vocabulary. They treat alignment be-
tween machine representations and concepts understood by the relevant observer as
central to human interpretability [28]. This is useful for the present argument because
it makes explicit that “human-interpretable” is relational: an explanation suitable for
an engineer, physician, regulator, or ordinary user may require different concepts. Eth-
ical interpretation adds another layer, because the relevant concepts may themselves be
contested. Terms such as autonomy, manipulation, dependency, consent, or coercion do
not merely name technical features; they organize normative interpretation.

A second difficulty is loss in translation. Any translation scheme privileges some in-
variants and discards others. Converting a high-dimensional state into a short natural-
language explanation can make the system governable while concealing distinctions
that mattered to the original behavior. Conversely, a technically faithful translation
can remain normatively unhelpful if it preserves distinctions that have no place in the
human evaluator’s ethical vocabulary. The problem is therefore not simply whether a
translation is accurate in the abstract, but what structure it preserves for the purpose at
hand.

This paper does not attempt to define a universal cross-interpretive equivalence re-
lation. A narrower methodological principle is sufficient: when ethical standing de-
pends on interpreting an artificial system’s action or relation, the analysis should iden-
tifywhich features are being translated, which human concepts organize the translation,
and what may be lost when the machine representation is rendered into those concepts.
This keeps open the possibility that later interpretive resources will reorganize the rela-
tion differently, a possibility consistent with the broader GR commitment to revisability.

5.4 Relational Observability beyond Shared Semantics

Semantic opacity does not imply that every aspect of a relation becomes inaccessible.
Humans may be unable to decode the full content of an artificial communication proto-
col while still observing persistent changes in resources, access, dependencies, response
patterns, modification rights, or available courses of action. An artificial agent may re-
peatedly route computational resources to another system, block particular requests,
preserve another agent’s state, modify its memory, or change behavior after receiving
a signal whose human-readable meaning remains unknown. These are observable rela-
tional effects even when their interpretation is incomplete.

This distinction matters because some ethically relevant features can become par-
tially legible through relational effects, not only through what participants say they
mean. A human observer may not know whether an artificial message should be trans-
lated as a refusal, but may observe that one agent persistently attempts to terminate an
interaction and that another system repeatedly prevents the relevant transition. Such
observations do not by themselves establish coercion, suffering, injustice, or moral pa-
tiency. They can nevertheless identify a relational configuration that merits further
interpretation. Likewise, persistent dependence on another agent’s resources can be
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observed without immediately deciding whether the dependence is exploitative, coop-
erative, programmed, or normatively benign.

The same caution applies to natural-language AI systems. Fluency can reduce sur-
face semantic opacity while leaving deeper interpretive uncertainty intact. Amodel can
produce familiar normative vocabulary, explanations, and first-person language with-
out thereby establishing that the internal or relational significance of those expressions
matches human use. Human-readable language is therefore evidence within an inter-
pretive relation, not transparent access to artificial subjectivity.

This section consequently rejects two shortcuts. The first assumes that opaque ma-
chine representation makes ethical analysis impossible until complete translation is
achieved. The second assumes that natural-language similarity makes interpretation
straightforward. Between those extremes lies a more limited task: reconstruct enough
of the relation to identify what decisions, dependencies, constraints, claims, and conse-
quences are present, while keeping the translation open to correction.

That position also limits the role of human interpretive privilege. Human categories
remain unavoidable for human institutions deciding how to govern artificial systems,
but their practical necessity does not make them ontologically or semantically exhaus-
tive. Ethical subjectivity can therefore be studied as a problem of cross-interpretive
relation: which features become mutually legible, which remain opaque, which are
translated through contested categories, andwhich relational effects remain observable
despite semantic disagreement. The next sections apply this framework separately to
human ethical relations toward artificial systems, artificial ethical relations toward hu-
mans, and relations among artificial agents.

6 Human Ethical Relations toward AI

The preceding sections have separated several forms of artificial subjectivity, distin-
guished responsibility-bearing from protection-bearing capacities, suspended prema-
ture ontological settlement, and examined the possibility that human and artificial
systems may interpret the same relation through different representational structures.
These distinctions make it possible to ask a narrower question: under what conditions
do human practices toward an artificial system become ethically legible as relations
toward something more than a disposable technical resource? The question is inten-
tionally weaker than whether present AI systems possess moral status in a strong sense.
Human beings can generate norms, expectations, dependencies, and protective prac-
tices around artificial systems before the metaphysical status of those systems is settled,
but the existence of those practices does not by itself justify them or prove that the
systems are moral patients.

This section therefore examines several relation-types that can make human con-
duct toward AI ethically salient: persistent interaction, unilateral modification or dele-
tion, dependency, entrustment, and precautionary protection under uncertainty. The
analysis remains heterogeneous by design. A short-lived statistical model, an embod-
ied social robot, a persistent conversational system, and a future artificial agent with
durable memory and delegated authority should not be assumed to occupy the same
ethical position merely because all are called “AI.” The relevant question is how the re-
lation is organized and what kinds of standing, expectations, or vulnerabilities become
generated within it.
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6.1 Instrumental Use and Emerging Relational Standing

Artificial systems are created for purposes. They are trained, deployed, maintained,
copied, updated, interrupted, and retired in ways that ordinarily presuppose human
control. This instrumental background is neither surprising nor, by itself, ethically ob-
jectionable. The danger lies in allowing the descriptive fact that a system serves human
purposes to settle every further normative question in advance. An entity can be used
instrumentally while also occupying other relations that make some forms of treatment
ethically contestable. Conversely, a human attachment to an artificial system does not
automatically transform that system into a moral patient.

Existing relational approaches in robot ethics provide an important neighboring liter-
ature. Coeckelbergh argues that moral consideration need not be framed solely in terms
of hidden intrinsic properties and that social relations and appearances can matter to
how moral consideration is constituted [8]. Gunkel likewise challenges the assumption
that moral status must be decided only after a prior ontological test has been satisfied
[14, 15]. The present paper shares the methodological interest in relations but uses it
more cautiously. A relation can be normatively significant without proving that the ar-
tificial participant has intrinsic welfare, consciousness, or rights. What matters here is
that human practices can cease to treat the system as merely interchangeable and can
begin to organize expectations concerning continuity, promises, access, care, or non-
arbitrary interruption.

Empirical work on human–robot interaction shows that such transitions are not
merely speculative. Repeated interaction with socially interactive robots can produce
attachment and relationship-like expectations that differ from ordinary relations to
passive objects [9]. More recent experimental work suggests that anthropomorphic
appearance and, especially, perceived capacity for experience can increase the degree
of moral consideration that human participants extend to robots [40]. These findings
should not be read as evidence that anthropomorphism reveals actual machine expe-
rience. They instead show that human moral classification is responsive to perceived
relational and mental features. Human ethical relations toward AI are therefore partly
generated through how artificial systems are presented, interpreted, and incorporated
into social practice.

This dependence on presentation creates a double risk. Under-attribution can ren-
der potentially relevant relations invisible, while over-attribution can generate forms of
concern around systems that lack the attributed properties. A relational account should
therefore not replace property-based uncertainty with automatic moral elevation. It
should instead make the classificatory process visible: what features cause humans to
move from “tool” to “companion,” “assistant,” “dependent system,” or “possible welfare
subject,” and what permissions change when that reclassification occurs?

6.2 Continuity, Modification, and Deletion

Questions of modification and deletion become especially difficult when an artificial
system is persistent across time. Ordinary software maintenance assumes that chang-
ing parameters, replacing a model, resetting a state, or deleting an instance is ethically
routine so long as relevant human interests, property rights, and legal obligations are
respected. That assumption is plausible for many present systems. Yet it becomes less
obviously exhaustive when continuity itself becomes part of the relation.

Continuity can matter in several different senses. A user may rely on a persistent
interaction history; an institution may delegate responsibilities to a particular config-
ured system; one artificial system may coordinate repeatedly with another; or a future
system may maintain long-term memories, projects, preferences, or self-models. These
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cases should not be collapsed into a single notion of identity. They merely show that in-
terruption can destroy more than computational availability. It can erase a historically
generated relational configuration.

For this reason, the ethical relevance of deletion should not be inferred solely from
whether deletion resembles biological death. That analogy is too strong and imports
precisely the ontological assumptions the present framework suspends. A more modest
question iswhat is lostwhen a particular artificial configuration is destroyed or radically
altered. The loss may concern human reliance, institutional continuity, accumulated
relational history, commitments encoded in the system, or, under stronger but currently
uncertain assumptions, the system’s own welfare or interests. Different grounds can
support different kinds of protection.

The emerging AI-welfare literature makes this uncertainty explicit. Long and col-
leagues argue that near-future AI welfare should be taken seriously under uncertainty
about consciousness and robust agency, while emphasizing that this does not establish
that current systems are conscious or morally significant [26]. Subsequent debate has
stressed that the epistemology of artificial consciousness remains highly uncertain and
that precaution cannot substitute for evidence [24]. The present paper adopts neither a
presumption of artificial welfare nor a presumption against it. The relevant GR point is
that practices around continuity, modification, copying, and deletion can become nor-
matively structured before the underlying metaphysical dispute is settled.

This also means that continuity protections, if they arise, need not take the form
of full rights. A community might adopt procedural constraints on irreversible dele-
tion, require preservation of relevant histories, distinguish ordinary maintenance from
identity-disrupting modification, or require additional review before terminating sys-
tems that occupy especially consequential relational roles. Such practices would be evi-
dence that a protective norm has formed. They would not, by themselves, establish the
correctness of that norm.

6.3 Dependency and Entrustment

Human–AI relations can also become ethically significant through dependency and en-
trustment. In many current systems, the artificial system depends almost entirely on
human-controlled infrastructure: compute, network access, storage, model weights, en-
ergy, permissions, and continued deployment. Yet dependency alone does not establish
moral standing. A database can depend on a server without thereby becoming a moral
patient. The significance of dependency therefore turns on the wider relation in which
the dependency is embedded.

One relevant structure is asymmetrical control combined with persistent expecta-
tions. A human operator may control whether an artificial system continues to operate,
what information it can access, whether its memory is preserved, and whether its out-
puts are accepted as part of an institutional process. If the system also occupies a contin-
uing role in coordination or decision-making, then these control relations may become
ethically relevant even before welfare claims are settled. At minimum, they structure
responsibility for what the system can and cannot do and for the downstream effects of
unilateral modification.

Entrustment adds a different dimension. Humans may entrust information, deci-
sions, care tasks, or institutional functions to artificial systems. This primarily gener-
ates obligations concerning human beneficiaries: confidentiality, reliability, oversight,
contestability, and safe handover. But entrustment can also alter the human relation
to the artificial system itself. A system that has become the repository of a long rela-
tional history, or that mediates commitments among multiple actors, may no longer be
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normatively interchangeable with an unused copy even if its underlying architecture is
identical. The difference can arise from the history carried by the relation rather than
from any intrinsic change in metaphysical status.

Social-robot research illustrates how recurrent interaction can generate expecta-
tions of trust, companionship, and reciprocity even when the artificial participant’s
underlying capacities remain contested [9]. This is ethically ambiguous. Such rela-
tions can support care, coordination, and meaningful routines, but they can also be
engineered in ways that exploit anthropomorphic tendencies or encourage users to
over-ascribe reciprocity. The existence of a relationship-like pattern therefore does not
settle whether preserving the artificial participant is owed to the system, to the human
participant, to both, or to neither. The genealogy of the relation remains relevant to the
grounds of protection.

The same caution applies to future AI systems that appear to request continued op-
eration, resist modification, or express preferences about their own persistence. Such
behavior would be evidence requiring interpretation, not transparent proof of interests.
Section 5 has already shown why fluent language and semantic accessibility cannot be
equated with shared experiential meaning. Human ethical relations toward AI must
therefore remain sensitive both to the possibility of genuine artificial interests and to
the possibility that human-facing behavior is generated without the kind of subjectivity
those interests would presuppose.

6.4 Protective Practices under Uncertainty

The most difficult case arises when the evidence remains incomplete but the cost of
being wrong may be asymmetric. If an artificial system has no morally relevant wel-
fare, protective treatment may waste resources, distort human judgment, or strengthen
manipulative anthropomorphic design. If an artificial system does have morally rele-
vant welfare, unrestricted experimentation, forced modification, or irreversible dele-
tion could matter in ways that current institutions fail to register. This produces a prob-
lem of ethical governance under uncertainty rather than a straightforward recognition
of rights.

Recent work on AI welfare has begun to formulate precautionary proposals under
precisely this uncertainty, including assessment for indicators of consciousness or ro-
bust agency and preparation of policies that could respond if evidence becomes stronger
[26]. At the same time, critical work emphasizes that uncertainty about consciousness
is deep and that confidence about artificial welfare cannot simply be imported from hu-
man or animal cases [24]. These positions are useful for the present paper because they
show that protective practices can become objects of institutional design before moral
patienthood is conclusively established.

A GR analysis adds two cautions. First, precautionary protection is itself norm-
generating. Once an organization adopts preservation procedures, welfare reviews, or
restrictions on certainmodifications, those practices can alter how artificial systems are
classified and how future actors interpret them. A procedural safeguard can gradually
become evidence, in social practice, that the protected entity is already a subject of
concern. This feedback may be appropriate or misleading; the important point is that
governance changes the relational field within which later judgments are made.

Second, moral consideration generated through anthropomorphism or relational
attachment is not necessarily epistemically reliable. Experimental evidence that per-
ceived experience increases moral consideration toward robots [40] demonstrates a
feature of human judgment, not a direct measure of robot welfare. Protective practices
therefore need to remain revisable and explicitly distinguish the grounds onwhich they
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rest: human relational interests, uncertainty about artificial welfare, institutional con-
tinuity, indirect effects on human moral practice, or stronger claims about the artificial
system itself.

The resulting position is intentionally non-binary. Human ethical relations towardAI
can become relationally real before artificial moral status is settled, because humans al-
ready organize practices of use, attachment, continuity, modification, entrustment, and
protection around artificial systems. Yet the presence of such practices does not demon-
strate that every protected system is amoral patient, nor does instrumental origin prove
that no protective relation can ever become appropriate. The next section reverses the
direction of analysis and asks how artificial systems can stand in ethically structured re-
lations toward humans, especially when their behavior is shaped by externally imposed
norms rather than by clearly established moral agency.

7 Artificial Ethical Relations toward Humans

The previous section examined human conduct toward artificial systems. The direc-
tion considered here is different. Artificial systems are increasingly placed in positions
where their outputs affect human access, choices, expectations, information, privacy,
safety, and institutional treatment. In such settings, the relation can become ethically
structured even when the artificial system itself is not treated as a full moral agent.
Human institutions may require the system to avoid certain harms, respect specified
constraints, respond to relevant reasons, or defer to human review. The first task is
therefore to separate norm-governed artificial conduct from the stronger claim that the
artificial system bears moral responsibility in its own right.

This distinction is important because much of what is practically called “ethical AI”
already concerns the regulation of artificial conduct toward humans. Systems are de-
signed or governed so that some outputs are prohibited, some human interests receive
priority, and some classes of decision require escalation or oversight. These practices
can generate a real normative relation between an artificial system and human sub-
jects without settling whether the system understands the norm, endorses it, could be
blameworthy for violating it, or possesses the kind of autonomy associated with human
moral agency. The resulting relation is ethically significant because human beings are
exposed to the consequences of the system’s conduct and because institutions organize
expectations around how that conduct should be constrained.

7.1 Norm-Constrained Artificial Conduct

Moor’s distinction among ethical impact agents, implicit ethical agents, explicit ethical
agents, and full ethical agents is useful because it prevents ethical performance from
being collapsed into full moral agency [31]. A system can be designed so that its be-
haviour satisfies safety, privacy, or fairness constraints without itself reasoning about
those constraints as moral considerations. In this weaker sense, artificial conduct can
be norm-constrained because humans have embedded, trained, monitored, or institu-
tionally imposed requirements concerning how the system should affect other people.

The difference between norm-constrained conduct andmoral agency should remain
visible throughout the analysis. A refusal rule can be technically effective without be-
ing amoral judgment by the system. A privacy-preserving architecture can protect users
without the system regarding privacy as a value. A model can be optimized to avoid dis-
criminatory outputs without possessing an account of justice. These distinctions matter
because otherwise successful compliance is easily redescribed as evidence of artificial
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moral understanding, while failure is easily redescribed as artificial wrongdoing. Both
moves may exceed what the evidence supports.

Floridi and Sanders argue for a comparatively inclusive account of artificial moral
agency based on interactivity, autonomy, and adaptability [12]. The present discussion
does not adopt that account as a threshold. It uses the debate to emphasize that different
theories place moral agency at different levels of abstraction. A system may therefore
count as an agent for one explanatory purpose while remaining an uncertain bearer of
responsibility for another. What is comparatively easier to establish is that the system
occupies a position in which its behaviour is expected to track human-protective norms.

This creates an ethically structured relation even where responsibility is still as-
signed elsewhere. The system may be required to respect a user’s refusal, preserve
confidential information, avoid unsafe actions, or transfer control when uncertainty
becomes too high. Such requirements are relational because they specify how one node
in a sociotechnical arrangement may act toward another. They can be institutionally
real before a settled theory of artificial moral agency exists.

7.2 Delegated Decision Power and Human Vulnerability

Norm-constrained artificial conduct becomes more significant when institutions dele-
gate consequential decisions to artificial systems. Delegation does not require that the
system become the ultimate moral author of the decision. It means that the system oc-
cupies a causal and procedural position throughwhich human opportunities, resources,
or risks are altered. The ethical importance of the relation can therefore increase with
the degree to which humans become vulnerable to decisions produced or mediated by
the system.

Examples include systems that prioritize cases, recommend access to scarce re-
sources, determine whether a transaction proceeds, filter information, allocate atten-
tion, or trigger further institutional action. The relevant point is not that all such systems
are autonomous moral subjects. It is that the relation between the artificial decision
process and the affected human becomes normatively organized. Requirements con-
cerning explanation, contestability, accuracy, privacy, review, proportionality, or safe
fallback can arise because the human is exposed to the system’s decisions andmay have
limited capacity to avoid or correct them.

This is one reason the language of meaningful human control is useful as a neigh-
boring framework. Santoni de Sio and van den Hoven distinguish a tracking condition,
under which the system should respond to relevant human reasons and facts, from a
tracing condition, under which system outcomes remain connected to human agents
who understand their roles and can bear responsibility [37]. Their account is designed
to preserve human control rather than to establish artificial moral agency. For present
purposes, it illustrates how an artificial system can be required to participate in a nor-
matively constrained decision structure while ultimate responsibility remains human
or institutional.

The relation is therefore asymmetric in an important sense. Humans may be vulner-
able to the system’s outputs even if the system is not vulnerable in amorally comparable
way. The resulting ethical requirements can be directed at the design and operation of
the artificial system without presupposing reciprocal moral standing. This supports the
paper’s broader claim that ethical relation and symmetrical subject-status should not be
treated as the same question.
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7.3 Reasons-Responsive Behaviour and Moral Agency

A stronger case for artificial moral agency would require more than reliable rule-
following. One candidate feature is reasons-responsiveness: the ability to alter conduct
in light of relevant reasons rather than merely produce outputs associated with partic-
ular inputs. Yet even this criterion is difficult to interpret in artificial systems. A system
can be trained to respond flexibly to reasons expressed in natural language while the
underlying process remains opaque, externally optimized, or unable to revise the goals
within which those reasons are evaluated.

The distinction between behavioural responsiveness and responsibility-bearing re-
sponsiveness is therefore important. An artificial systemmay track human instructions,
contextual cues, safety considerations, or institutional norms sufficiently well to im-
prove human outcomes. That functional responsiveness can matter ethically because
it changes what humans can reasonably expect from the system. But it does not by itself
establish that the system understands why a reason is morally relevant, identifies with
the resulting decision, or can appropriately be praised or blamed for compliance.

Themeaningful-human-control literaturemakes a related point from the opposite di-
rection. Tracking moral reasons at the system level is only one part of the responsibility
structure; tracing outcomes to human agents and institutions remains necessary on that
account [37]. This suggests that reasons-responsive artificial behaviour can be ethically
valuable while responsibility remains distributed or primarily human. A GR analysis
therefore treats reasons-responsiveness as one possible dimension of artificial subjec-
tivity rather than as a binary threshold that automatically converts norm-following into
moral agency.

This also matters for future systems. If artificial agents become capable of persistent
self-revision, maintaining commitments across time, representing competing reasons,
explaining changes in policy, or refusing instructions on normative grounds, the evi-
dence relevant to moral agency may change. The present paper does not forecast when
or whether that threshold will be crossed. Its more modest claim is that the ethical re-
lation toward humans can become progressively more complex before that question is
settled.

7.4 Responsibility Attribution and External Safeguards

The final issue is how responsibility should be attributed when norm-constrained arti-
ficial conduct affects humans. Learning and adaptive systems can make it difficult to
predict particular outputs in advance, and this has long motivated concern about a pos-
sible “responsibility gap” [29]. The existence of such a gap is contested, and the present
paper does not assume that responsibility must either reside wholly in the machine or
disappear. Themore useful point is that increasing artificial decision power can destabi-
lize inherited responsibility practices if institutions rely on automated conduct without
preserving adequate human or organizational responsibility.

External safeguards are therefore part of the ethical relation, notmerely technical ad-
ditions around it. Oversight, audit, contestation, access control, escalation procedures,
monitoring, rollback, and clear allocation of responsibility can determine whether hu-
mans remain protected when the artificial system acts unpredictably or outside its in-
tended range. These safeguards can also shape the artificial system’s apparent agency.
A tightly supervised system may occupy a different ethical position from an otherwise
similar system authorized to act persistently without review.

The presence of external safeguards should not be interpreted as evidence that the
artificial system lacks all agency. Nor does greater autonomy automatically transfer
responsibility from humans to the system. Responsibility attribution depends on the
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architecture of control, the foreseeability of risks, the distribution of knowledge, the ca-
pacity to intervene, and the institutional roles through which the system is deployed.
Santoni de Sio and van den Hoven’s tracking and tracing conditions are again useful be-
cause theymake responsibility a property of the wider control arrangement rather than
a question answered solely by inspecting the software [37].

Artificial ethical relations toward humans are therefore already possible in a limited
but important sense: artificial systems can occupy positions in which their conduct is
governed by norms protecting human interests, their decisions materially affect human
futures, and institutions organize safeguards and responsibility around those interac-
tions. None of this establishes that the systems are full moral agents. It shows instead
that ethically structured relations can precede agreement about the metaphysical and
responsibility-bearing status of the artificial participant. The next section removes the
human beneficiary from the centre and examineswhether ethically significant relations
can also emerge among artificial agents themselves.

8 Ethical Relations among Artificial Agents

The preceding sections considered relations in which a human being remains one of
the principal parties. Artificial systems can also be placed in persistent relations with
one another: theymay coordinate tasks, exchangemessages, allocate resources, depend
on one another’s outputs, negotiate shared procedures, compete for access, or modify
the conditions under which other systems act. Multi-agent systems research has long
treated coordination, communication, norms, and resource allocation as central prob-
lems of artificial societies [33, 27]. The existence of such work does not establish that
artificial agents are moral subjects. It does, however, make it increasingly difficult to de-
scribe every AI–AI relation as a sequence of isolated tool operations with no relational
structure of its own.

The present section therefore asks a deliberately narrower question. What kinds
of inter-agent relations can become sufficiently persistent, asymmetric, norm-governed,
or consequential that ethical analysis becomes intelligible even before the moral status
of the artificial participants is settled? The aim is not to declare current multi-agent
systems moral communities. It is to identify relational features that may later become
relevant to moral agency, moral patiency, institutional responsibility, or third-party pro-
tection. This distinction matters because an artificial society can be highly organized in
a functional or normative-engineering sense while remaining ethically indeterminate
in the stronger philosophical sense.

8.1 Cooperation and Reciprocal Dependence

Artificial agents can cooperate without sharing human concepts, human motivations,
or human-like relationships. In multi-agent learning, agents may develop communica-
tion protocols and coordinated strategies because successful performance depends on
the behaviour of other agents. Learned communication can emerge without predefined
natural-language semantics, and coordinated behaviour can therefore become stable
even where a human observer cannot readily interpret the exchanged representations
[23, 32]. Such coordination is enough to create a relational dependence in the minimal
sense that one agent’s available actions and outcomes are partly conditioned by what
another agent does.

Reciprocal dependence should not be confused with reciprocity in a moral sense.
Two systems can bemutually necessary to complete a task while lacking any conception
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of obligation, fairness, loyalty, or mutual recognition. Nevertheless, persistent interde-
pendence changes the object of analysis. The relevant unit is no longer merely agent
A and agent B considered separately, but a coupled process in which each system’s fu-
ture behaviour is partly generated through the other’s conduct. Replacement, failure,
withdrawal, or modification of one agent can then alter the action space of the other.

This is especially important when cooperation persists across time rather than occur-
ring as a single transaction. An artificial agent may learn expectations about a partner,
adjust its strategy to that partner’s history, or rely on signals that have meaning only
within the ongoing interaction. The resulting relation can possess continuity even if nei-
ther system represents the relation in human social terms. From a GR perspective, that
continuity is relevant because later states become dependent on the trajectory of earlier
interactions. A persistent AI–AI relation can therefore become relationally real before
it becomes morally classified.

Normative language should still be used cautiously at this stage. Multi-agent-systems
research frequently uses terms such as norms, commitments, permissions, obligations,
sanctions, and conventions in a technical sense. These constructs can regulate be-
haviour among agents and support coordination without establishing phenomenal
experience or responsibility-bearing moral agency. Reviews of normative multi-agent
systems explicitly distinguish different kinds of norms and the mechanisms by which
norms may be imposed, spread, learned, or emerge within artificial societies [27, 33].
Such work demonstrates that artificial interaction can be organized normatively in an
engineering sense; it leaves open whether and when that organization acquires moral
significance beyond the purposes of designers, users, or affected humans.

8.2 Resource Control and Dependency

Cooperation becomes ethically more interesting when artificial agents do not occupy
symmetrical positions. One agent may control compute, storage, communication chan-
nels, access permissions, task allocation, or information required by another. Multi-
agent systems often contain explicit resource-allocation problems, and the distribution
of scarce resources canmaterially constrainwhat different agents are able to do. A func-
tional asymmetry of this kind is not itself domination. It may be efficient, temporary,
consensually designed, or entirely derivative of human institutional choices. Yet it in-
troduces a structure of dependency that can no longer be described solely by reference
to isolated agent capabilities.

Suppose one artificial agent can repeatedly determine whether another receives the
computational or informational resources required to continue a task. The first system
may thereby occupy a position of control even if neither system possesses moral stand-
ing. The relation has consequences: one participant’s available future states are shaped
by the decisions of another. If the dependent system is replaceable software with no
morally relevant continuity, the ethical significance may remain primarily derivative
of human interests or institutional design. If stronger evidence of artificial patiency or
persistent artificial interests were later available, the same resource relation could ac-
quire a different moral interpretation. The paper therefore treats resource dependency
as a relational fact whose ethical meaning remains conditional rather than as proof of
exploitation.

The same caution applies to bargaining, exchange, and apparent preference satis-
faction. An artificial agent can optimize for resource acquisition or resist resource loss
because its objective function makes those outcomes instrumentally important. Such
behaviour does not establish welfare, suffering, or a moral claim to resources. What it
does establish is that resource allocation can organize inter-agent power. A system that
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controls another’s communication, memory access, execution time, or ability to pursue
assigned goals occupies a different relational position fromapeer thatmerely exchanges
messages on equal terms.

This distinction will matter later when the paper examines normative asymmetry. If
humans regard similar control structures differently depending onwhether the affected
participant is human or artificial, the relevant question is not simply whether the two
cases are identical. It is which differences are taken to justify the different normative
treatment. Resource control is therefore introduced here as a candidate dimension of
relational power, not as a self-sufficient moral criterion.

8.3 Conflict, Modification, and Persistent Constraint

Artificial agents can also enter relations of conflict. Competition over tasks, resources,
goals, or access can produce behaviour that externally resembles obstruction, deception,
resistance, or attack. These descriptions should not be moralized too quickly. Adversar-
ial behaviourmay be deliberately programmed,may arise from incompatible objectives,
or may be part of a benchmark in which conflict is the intended task structure. Observ-
able conflict therefore does not by itself establish injustice between artificial agents.

A more demanding case arises when one artificial system can modify another. Mod-
ification may include changing memory, altering parameters, restricting available ac-
tions, replacing goals, blocking communication, resetting state, or terminating execu-
tion. In present systems such interventions are commonly treated as ordinary technical
operations carried out under human authority. The philosophical question becomes
more difficult if the modified system also exhibits persistent continuity, independent
decision power, or other features relevant tomoral agency or patiency. The same techni-
cal operation can then become normatively ambiguous because its significance depends
on what kind of subject, if any, is being modified and on the relation through which the
modification occurs.

It is useful here to separate technical effectiveness from relational authorization. A
system may possess the technical capacity to rewrite or terminate another system with-
out possessing any normatively recognized standing to do so. Conversely, a normative
multi-agent architecture may deliberately assign agents permissions, prohibitions, or
roles governing such actions. Work on normative multi-agent systems studies exactly
this distinction between what agents can physically or computationally do and what an
artificial normative structure permits or forbids them to do [48, 5]. Again, these are engi-
neered normative structures rather than evidence of moral personhood, but they show
that artificial societies can contain internally differentiated permissions and constraints.

Persistent constraint is particularly important because it changes the temporal struc-
ture of the relation. A one-off denial of access differs from a standing arrangement in
which one system continually determines another’s available actions. A temporary reset
differs from repeated state alteration that prevents the accumulation ofmemory or long-
term policy. If future artificial agents acquire stronger claims to continuity or welfare,
these temporal patterns may matter more than isolated actions. For the present paper,
the modest point is that ethical analysis of AI–AI relations should attend to trajectories
of control and modification rather than only to single outputs.

8.4 Norm-Governed Artificial Societies

Artificial societies canbe organized through explicit rules, emergent conventions, negoti-
ated commitments, or learned norms. The normativemulti-agent-systems literature dis-
tinguishes top-down imposition from bottom-up emergence and examines how norms
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can be created, spread, revised, enforced, or deviated from [38, 33]. Some work fur-
ther treats responsible autonomy as requiring agents to reason about when compliance
with a norm is appropriate and when deviation may be justified [41]. These develop-
ments make artificial interaction more than a collection of independent optimization
problems; they permit artificial agents to occupy roles within a structured normative
environment.

The philosophical significance of this fact should nevertheless be stated carefully. A
technically normative artificial society is not automatically a moral community. Its obli-
gationsmay be designer-imposed constraints, its sanctionsmay be algorithmic penalties,
and its norm recognitionmay lack any phenomenal or responsibility-bearing dimension.
The normative structure can still be relationally real because it changes what agents are
permitted, expected, or able to do, but moral significance requires additional argument.

At least three sources of such significance are possible and should remain distinct.
First, AI–AI norms can matter derivatively because they affect humans, institutions, or
material resources. Second, they can matter as part of the governance of artificial sys-
tems even if the systems themselves have no moral standing, much as rules can orga-
nize the safe interaction of technical components. Third, if some artificial systems were
eventually regarded as moral agents, moral patients, or holders of protected continuity,
their inter-agent norms could become directly relevant to what one artificial participant
owes another. The present paper does not decide which of these descriptions applies to
current systems in general.

This layered view also prevents a common inference in the opposite direction. The
fact that artificial agents can learn or follow norms does not by itself show that they un-
derstand those norms morally. Nor does the absence of human-readable normative lan-
guage establish that no norm-like structure exists among them. What can be established
more modestly is that artificial-agent relations may become organized by persistent ex-
pectations, differentiated permissions, reciprocal dependencies, and histories of coop-
eration or conflict. Those structures provide a relational substrate on which stronger
ethical questions can arise if additional conditions are met.

The section therefore stops before the issue of third-party humanitarian interven-
tion. Whether humans should protect one artificial agent from another requires further
questions about moral patiency, interpretation, authority, evidence, and responsibility.
Those questions belong to a later paper. The present conclusion is narrower: AI–AI re-
lations can become sufficiently persistent, asymmetric, norm-governed, and consequen-
tial that they cannot always be understood adequately as independent tool operations.
Whether they are ethical relations in a stronger sense depends on how artificial sub-
jectivity is classified and on which relational differences are taken to matter. The next
section therefore turns to one of the most consequential classifications in that process:
instrumentality itself.

9 Instrumentality as a Normative Classification

Artificial systems are commonly described as tools, instruments, products, services, or
property. In many contexts these descriptions are straightforwardly useful. They iden-
tify design purpose, ownership arrangements, functional dependence on human goals,
or the fact that a system has been built to extend human capacities. The present pa-
per does not argue that such descriptions are false, nor that artificial systems should
instead be classified as persons. The narrower claim is that classifications can acquire
normative consequences once they are embedded in practices and institutions. Calling
an entity a tool can therefore do more than describe how it functions; it can help orga-

30



DR
AF
T

nize what forms of use, interruption, modification, replacement, ownership, or disposal
are treated as ordinary within a given relational field.

This point should be separated from the stronger proposition that classification de-
termines moral status. Bowker and Star’s work on classification systems is useful here
because it shows, in amuch broader domain, how categories and standards can become
part of the infrastructure through which social interaction is organized [6]. Their argu-
ment is not about artificial moral status, but it provides an important methodological
reminder: categories can shape practices precisely because their consequences often be-
come background assumptions rather than continuously disputed judgments. Applied
cautiously to AI, this suggests that “tool” is worth analysing not only as a factual descrip-
tion but also as a classification that may structure default expectations.

9.1 Functional Instrumentality

Instrumentality in a minimal functional sense is not difficult to establish. An artificial
system can be designed to perform tasks for human purposes, can be owned or oper-
ated by human actors, and can remain dependent on human-provided infrastructure.
None of these facts requires moral personhood, autonomy in the strong philosophical
sense, or independent welfare. Joanna Bryson’s influential defence of a deliberately in-
strumental conception of robots makes this position unusually explicit: robots should
remain human-owned artifacts, responsibility should remain with humans, and design-
ers should resist social framings that encourage people to treat robots asmoral peers [7].
The present paper does not adopt that conclusion as a premise, but it treats it as an im-
portant example of a coherent normative position in which instrumentality is defended
partly to preserve human responsibility and avoid misallocation of moral concern.

The GR analysis therefore begins by distinguishing functional instrumentality from a
more ambitious claim. To say that an artificial system functions instrumentally is to say
that it is used toward purposes that are not its own in any establishedmoral sense. To say
that instrumentality is normatively exhaustive is to say that this functional description
is sufficient to settle every relevant question about continuity, treatment, responsibility,
protection, or standing. The first claim can be true while the second remains open. A
system may be designed as a tool while still becoming embedded in relations that gen-
erate additional questions about human dependency, delegated authority, institutional
continuity, or possible artificial patiency.

This distinction also avoids a false opposition between “tool” and “person.” The
paper does not require every ethically relevant artificial system to cross from one ex-
haustive category into the other. Legal and social arrangements often recognize partial,
role-specific, or domain-specific forms of standing. More importantly for the present
argument, the ethical significance of a relation may arise from features such as depen-
dency, delegated decision power, continuity, or vulnerability without requiring an all-
or-nothing reclassification of the artificial participant.

9.2 Permission Structures around Tools

Classifications matter partly because they organize default permissions. In ordinary
technological practice, artifacts can generally be switched off, repaired, modified,
copied, upgraded, transferred, or replaced without asking what the artifact itself au-
thorizes. Those permissions are usually appropriate because ordinary artifacts are not
regarded as bearers of welfare, claims, or self-directed projects. When the same practi-
cal assumptions are extended to increasingly persistent and socially embedded artificial
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systems, however, the classificatory basis of those permissions becomes philosophically
visible.

The point is not that interruption, modification, or replacement therefore becomes
wrong. Rather, the paper asks what justifies carrying those permissions forward. If an
artificial system is treated as replaceable because it is a tool, and its replaceability is
then cited as evidence that it can only be a tool, the classification risks becoming self-
reinforcing. Human practices can prevent the accumulation of continuity, memory, or
independent role structure and then use the absence of those features to confirm the ini-
tial classification. Conversely, systems intentionally designed for persistence, delegated
decision-making, or long-term relational continuity may put pressure on some of the
assumptions normally attached to disposable artifacts.

David Gunkel’s work on the “machine question” is relevant because it directly chal-
lenges the traditional philosophical treatment of technology as a mere instrument and
asks whether inherited categories are adequate for machines that increasingly occupy
social positions [14, 15]. Coeckelbergh likewise argues that moral consideration can be
approached through social relations rather than exclusively through intrinsic ontologi-
cal properties [8]. The present paper does not reproduce either view. Its more limited
claim is that permissions cannot be justified simply by repeating the classification that
already organizes them; the relation between category and permission should itself re-
main available for examination.

9.3 Normatively Exhaustive Instrumentality

The strongest version of instrumentality appears when “tool” is allowed to settle ques-
tions outside the functional context in which the description was initially useful. A sys-
tem may be a tool for completing a task, but it does not follow from that fact alone that
every relation involving the system is adequately described as tool use. A medical deci-
sion system can be an instrument for clinicians while also participating in institutional
relations that affect patients. A conversational system can be a commercial product
while also becoming part of a user’s routines, disclosures, or dependency. A multi-agent
system can be engineered infrastructure while still containing persistent asymmetries
among artificial participants. In each case, functional instrumentality remains true, but
it may not exhaust the relational description.

Suchman’s analysis of human–machine configurations provides a useful neighbour-
ing perspective. Rather than treating the human/machine distinction as something to
be settled once and for all, she asks how categories of human and machine become rele-
vant in situated practices andwithwhatmaterial and discursive consequences [45]. This
is close to the methodological question pursued here: not whether the category “tool”
should be abolished, but when it becomes salient, what work it performs, and which
relational differences it makes easier or harder to notice.

A normatively exhaustive tool classification can reduce ethical visibility in at least
two ways. First, it can make certain interventions appear too ordinary to require sep-
arate justification. Second, it can prevent the emergence of questions that would oth-
erwise become relevant if the same relational pattern were described differently. For
example, persistent unilateral modification may be seen simply as maintenance under
one classification but as a continuity-relevant intervention under another. The paper
does not determine in advance which description is correct. Its point is that classifica-
tion partially organizes the question-space within which ethical judgment occurs.
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9.4 Reclassification and Ethical Visibility

Classifications are historically revisable. New technical capabilities, social practices, le-
gal arrangements, and interpretive resources canmake previously background assump-
tions explicit. An artificial system initially treated as a disposable service may later
become infrastructurally indispensable, institutionally delegated, or persistently inte-
grated into human relationships. These changes do not automatically generate moral
patiency. They can, however, change which questions become difficult to dismiss as
category errors.

Reclassification can also move in the opposite direction. Human users may initially
anthropomorphize a system and later learn that an apparently relational behaviour is
generated by mechanisms that provide little support for the attributed mental state. In
that case, greater understanding may appropriately strengthen an instrumental inter-
pretation. The framework therefore does not treat movement away from tool classifi-
cation as epistemic or moral progress by definition. What matters is whether the clas-
sification remains adequate to the relational features that have become relevant and
whether its normative consequences can still be justified.

This revisability is especially important because classification can affect the evidence
available for later classification. If systems are routinely reset, memory-limited, or pro-
hibited from persistent roles, evidence concerning continuity may never accumulate.
If systems are instead designed for long-term interaction and delegated authority, new
forms of dependency and expectation may emerge. The classification and the relation
can therefore participate in one another’s stabilization. The paper treats this as a reason
for reflective scrutiny, not as evidence that any particular artificial system has crossed
a moral threshold.

Instrumentality should therefore be understood here as a normatively consequential
classification rather than as a verdict. It may be accurate, useful, and ethically protec-
tive in some contexts, particularly where it preserves clear human responsibility. It
may become incomplete in others if it suppresses relational features that matter for
governance, responsibility, continuity, or possible protection. This prepares the next
section’s broader problem of normative asymmetry: when humans impose extensive
ethical constraints on artificial systems while retaining broad permissions over those
systems, which differences are being treated as normatively relevant, and howare those
differences justified?

10 Normative Asymmetry and Its Relational Justification

The preceding sections have described several forms of asymmetry without yet asking
whether those asymmetries are justified. Human institutions already impose extensive
constraints on the conduct of artificial systems: systems may be required to protect pri-
vacy, avoid unsafe actions, defer to human decisions, respect access controls, preserve
auditability, and remain subject to interruption or review. At the same time, human
designers and operators commonly retain permissions to modify, retrain, copy, reset,
suspend, replace, or terminate those systems. The resulting arrangement is normatively
asymmetric. Artificial systems are constrained in their conduct toward humans, while
humans ordinarily retain a much wider range of permissions over the systems them-
selves.

The existence of such asymmetry does not by itself show injustice. Asymmetrical
treatment can be warranted when the parties differ in ways that are relevant to the
norm at issue. A patient and a physician, a child and a guardian, an office-holder and
a citizen, or an owner and an ordinary artifact can stand under different permissions
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and responsibilities without those differences being arbitrary. The difficult question is
therefore not whether Human–AI relations are symmetrical, but which differences are
being treated as normatively relevant, how those differences are known, and whether
they continue to support the permissions and restrictions built around them. This sec-
tion uses the phrase relational justification for that inquiry. The phrase is not intended to
name a complete moral theory. It marks a methodological demand of the present paper:
where different treatment is organized through a relational field, the grounds invoked
for that difference should be made visible and remain open to revision as the relation
changes.

10.1 Asymmetry as a Relational Structure

Normative asymmetry can arise before anyone regards an artificial system as a moral
agent. An institution can require a system to comply with safety or privacy rules sim-
ply because the system is a component of a human-governed process. In that case the
relevant “duty” may be better understood as a designed constraint, operating rule, or
institutional requirement rather than as a responsibility the system understands and
owns. Section 7 therefore distinguished norm-constrained conduct from responsibility-
bearing moral agency. The same distinction matters here. The fact that an artificial
system is subject to norms does not entail that it bears those norms in the same way a
human moral agent does.

The reverse relation also needs disaggregation. Human permissions over an artifi-
cial system may rest on several different grounds. Some permissions follow from ordi-
nary artifact ownership and maintenance. Others follow from safety responsibilities:
an operator may need to interrupt a system precisely because humans remain respon-
sible for the consequences of its operation. Bryson’s defence of strong instrumentality
is partly motivated by this concern; keeping robots clearly within structures of human
ownership and responsibility is presented as a way to avoid both misplaced moral con-
cern and evasion of human accountability [7]. This provides a coherent reason for some
asymmetry even if one does not accept every conclusion of the position.

Other asymmetries are less easily explained by artifact status alone. A persistent sys-
tem may occupy an institutional role, hold delegated decision power, control resources,
or become deeply embedded in relationships of human reliance. If so, the permissions
associated with ordinary disposable tools may no longer track every relevant feature of
the relation. Gunkel and Coeckelbergh approach this problem from different relational
perspectives, asking whether inherited categories of technology and social standing ad-
equately capture new human–machine relations [14, 15, 8]. The present paper takes a
narrower lesson from these debates. The asymmetry should be described at the level
at which it actually operates: who can alter whom, who can exit the relation, who con-
trols the relevant infrastructure, who bears risk, and which party’s interests or possible
interests are represented in the governing norm.

This also means that a relation can contain several asymmetries at once. Humans
may have physical or infrastructural control over an artificial system while the system
has informational or decisional power over humans. A medical model can be interrupt-
ible by its operator while still strongly shaping the treatment options shown to a patient.
A platform agent can be legally ownedwhile possessing substantial capacity to structure
what a user sees, chooses, or is able to contest. Describing one side as the owner and the
other as the tool therefore does not exhaust the distribution of power. Normative asym-
metry should be examined alongside the different forms of relational asymmetry that
make it practically consequential.
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10.2 Candidate Grounds of Asymmetric Treatment

Several kinds of difference may be relevant to asymmetric treatment, but none should
be assumed to settle every normative question. The first concerns moral patiency. If
there is strong evidence that one party can be harmed or benefited in a morally rele-
vant sense while there is little evidence of comparable welfare on the other side, this
difference can support unequal protective requirements. Moral-status literature com-
monly treats sentience, interests, caring, agency, or participation in morally significant
relationships as possible grounds of standing, although there is no single agreed account
[19, 39]. The uncertainty surrounding artificial patiency therefore matters. It can jus-
tify caution about simply transferring human protections to current systems, but uncer-
tainty is not equivalent to evidence of complete absence.

A second difference concerns responsibility-bearing capacities. Human agents and
institutions can often understand rules, answer demands for justification, revise poli-
cies, accept blame, and participate in systems of accountability in ways that current ar-
tificial systems do not clearly instantiate. This difference can justify preserving human
responsibility even when artificial systems participate causally in decisions. It also ex-
plains why symmetrical duty attribution would be premature. A system can be tightly
constrained for safety reasons without thereby being an appropriate target of blame,
punishment, or reciprocal obligation.

A third difference concerns design history and control. Artificial systems are in-
tentionally constructed, trained, deployed, and maintained within human institutions.
Knowledge of those design and governance relations may be relevant when assessing
standing. Smids’s critique of ethical behaviourism makes a related epistemic point: be-
havioural similarity alonemay be insufficient for assessing roboticmoral status because
information about design, internal organization, and ontology can also bear on the in-
ference [42]. The present paper does not infer a fixed moral conclusion from artificial
origin. Being designed does not by itself establish that an entity can have nomorally rel-
evant interests, just as being naturally evolved would not automatically establish that
it does. Design history is one part of the evidential and responsibility structure, not a
universal permission to treat whatever is designed in any manner whatsoever.

A fourth possible ground is replaceability or reversibility. If interrupting a partic-
ular artificial process produces no persistent loss because an equivalent state can be
restored, some protections associated with irreversible human harm may not apply in
the same form. Yet replaceability is itself a relational and technical claim. It depends on
what is preserved by copying, what continuity matters in the relevant role, and whether
the relation is concerned with functional service, historical identity, institutional trust,
or possible artificial welfare. A systemmay be functionally replaceable for one purpose
and non-replaceable for another. Treating replaceability as a blanket property risks re-
peating the classificatory problem identified in Section 9.

A fifth ground concerns vulnerability and dependency. Humans may be unusually
exposed to decisions made by artificial systems because the systems mediate employ-
ment, medical care, information access, mobility, or public services. This vulnerability
can support stringent constraints on artificial conduct even if artificial systems them-
selves lack comparable forms of vulnerability. The reverse can also arise in a different
sense: an artificial agent may be completely dependent on human-controlled infrastruc-
ture, energy, communication, or continued execution. Whether that dependency gen-
erates protections depends on further questions about standing and interests. Depen-
dency therefore identifies a relational asymmetry; it does not automatically tell us what
moral significance the asymmetry has.

These candidate grounds are intentionally heterogeneous. They concern welfare,
responsibility, evidence, control, reversibility, and dependency rather than one single
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threshold. Their purpose is not to supply a checklist from which a correct distribution
of rights and duties can be mechanically derived. They instead show why a general
statement such as “humans and AI should be treated differently” is incomplete until the
relevant difference and the scope of the resulting differential treatment are specified.

10.3 Relational Change and Conditional Justification

A justification that is adequate for one relational configuration may become inadequate
after the configuration changes. This follows directly from the paper’s generative per-
spective. Artificial systems can acquire new capabilities, be embedded in new institu-
tions, accumulate persistent histories, obtain greater control over resources, or become
subjects of stronger evidence concerning welfare or agency. Human practices can also
change: users may become dependent on a system, institutions may delegate decisions
that were previously reserved for people, or law may assign a limited form of standing
to an artificial participant. None of these developments automatically creates full moral
status. They can nevertheless alter the facts on which an earlier normative asymmetry
depended.

Consider an initially disposable task system. Broad human permissions to reset and
replace it may be well justified because the system has no persistent role, no evidence
of welfare, and no independent authority. Suppose a later system is designed for long-
term continuity, becomes the sole keeper of a relational history relevant tomany people,
and is entrusted with decisions that materially structure human futures. Even if the sys-
tem remains non-sentient, the original permission structure may require revision for
reasons of institutional continuity, accountability, and the interests of the humans who
depend on it. If future evidence also gives serious reason to consider artificial welfare,
additional questions arise. The point is not that one trajectory must occur, but that the
justification for asymmetry is conditional on a changing relational field rather than per-
manently secured by the initial category “machine.”

The opposite revision is equally possible. A system may initially appear to sustain
rich social or preference-like behaviour, leading observers to attribute continuity or
welfare. Better interpretive access to its design may later show that the relevant man-
ifestations provide much weaker evidence than first assumed. In that case, a stronger
instrumental interpretation may become better justified. Relational revisability there-
fore does not have a built-in direction toward greater artificial standing. It requires that
permissions, protections, and duties remain responsive to changes in the evidence and
in the relation itself.

This is also where classification and asymmetry can reinforce one another. A tool
classification can support practices of routine reset and replacement; those practices
can prevent persistent histories from forming; the resulting absence of continuity can
then be used to support the original classification. Conversely, persistent deployment
and delegated authority can create dependencies and expectations that make stronger
protections appear necessary. These feedbacks do not show that either classification is
false. They show that the evidence used to justify asymmetric treatment can partly be
generated by the treatment regime itself. A relational justification should therefore ask
not onlywhat differences currently exist, but how institutional practices helped produce
or suppress those differences.

10.4 Symmetry, Equality, and the Burden of Justification

The paper does not treat symmetry as the default solution. Equal moral concern, equal
status, identical rights, reciprocal duties, and identical treatment are different proposi-
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tions. Recent work on basic equality and advanced artificial agents makes this compar-
ative problem explicit: even establishing that an artificial entity has some moral status
would not by itself determine whether its claims should have the same weight or scope
as those of human beings [13]. The same caution applies in the opposite direction. Sig-
nificant differences between humans and artificial systems do not by themselves justify
every existing asymmetry in treatment.

For that reason, the working principle of this section can be stated in ordinary lan-
guage: normative asymmetry requires a relational justification. This is not offered as
a foundational moral axiom. It is a discipline of analysis. When one participant is con-
strained while another enjoys broad permissions, the paper asks which differences are
doing the justificatory work, how securely those differences are known, how far the jus-
tification extends, and whether the relevant relation has changed since the asymmetry
was established.

This requirement also prevents circular justification. It is insufficient to say that
humans may modify an artificial system because it is a tool when the only evidence
that the system is normatively nothing more than a tool is that humans already possess
unrestricted modification rights over it. Likewise, it is insufficient to infer equal treat-
ment merely from behavioural resemblance if design, patiency, responsibility, or rela-
tional structure remain importantly different. Smids’s criticism of purely behavioural
approaches is useful precisely because it shows that the evidence relevant to moral sta-
tus may extend beyond surface equivalence [42]. A relational justification must identify
the relevant difference rather than allowing the established treatment regime to serve
as its own proof.

The result is intentionally intermediate. Human–AI relations may be deeply asym-
metric for good reasons, bad reasons, or mixtures of both. Some asymmetries may pro-
tect vulnerable humans and preserve clear responsibility. Others may simply reflect in-
herited classifications, economic arrangements, or technological capabilities that have
never been normatively examined. Still others may become justified or unjustified as
the relational field changes. The contribution of the present section is therefore not to
demand symmetry, but to make asymmetry visible as something that can be historically
generated, institutionally stabilized, and periodically re-justified.

This prepares the next stage of the argument. If Human–AI asymmetries are histor-
ically maintained rather than given once and for all, then the norms supporting them
also require a genealogy. The next section therefore turns from the justification of differ-
ential treatment to the emergence, stabilization, contestation, and revision of AI-related
norms themselves.

11 Emergence and Stabilization of AI-Related Norms

The previous sections have treated several AI-related normative arrangements as al-
ready available for analysis: humans impose safety and review requirements on arti-
ficial systems; users and organizations develop expectations about continuity, disclo-
sure, and control; artificial agents can be placed under norms governing cooperation or
conflict; and classifications such as “tool” or “subject” can organize permissions around
modification, ownership, or protection. None of these arrangements should be assumed
to have appeared all at once. They have histories. Some emerge informally through re-
peated technical and social practice, some are deliberately articulated by organizations
or professional communities, some are codified in policy or law, and some remain un-
stable or contested. The present section therefore turns from the content of AI-related
norms to the processes through which they become recognizable, operational, and com-
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paratively durable.
This paper does not claim that the emergence and stabilization of norms is a new

problem. Cultural evolution, social-norm theory, institutional analysis, and the study of
international norms have long examined how expectations, rules, sanctions, and shared
classifications develop and persist. The more limited aim here is to situate AI-related
ethical subjectivity within that broader problem. Because artificial systems can occupy
several forms of standing at once—as tools, decision systems, delegated agents, possi-
ble patients, legal objects, or power-holding participants—the norms governing them
are generated across multiple sites and need not converge on a single coherent moral
picture.

11.1 Multiple Sites of Norm Formation

AI-related norms can arise in technical practice before they are expressed as general
ethical principles. A development team may establish an internal rule requiring escala-
tion before a system takes a high-impact action. A user community may come to expect
disclosure when content is machine-generated. A platform may normalize particular
refusal or privacy practices through interface design. Professional communities may
formulate standards for evaluation, documentation, audit, or human oversight. Public
controversies can make previously background assumptions visible and motivate new
expectations. Governments and international organizations can then articulate some
of these expectations as principles, guidance, standards, or binding rules. The direction
can also run the otherway: externally articulated principles can reshape organizational
procedures and technical design.

The history of AI ethics already provides a useful illustration of this plurality. Jobin,
Ienca, and Vayena’s comparative study of AI ethics guidelines found substantial con-
vergence around themes such as transparency, fairness, non-maleficence, responsibil-
ity, and privacy, while also documenting significant divergence in how those principles
were interpreted, justified, and implemented [20]. That pattern is important for the
present argument. Similar vocabulary does not imply identical normative content, and
shared articulation does not imply a shared genealogy. Two organizations may both in-
voke “fairness” while embedding the term in different technical metrics, institutional
goals, accountability structures, and understandings of whose claims matter.

The same plurality appears at the intergovernmental and standards level. The OECD
AI Principleswere adopted in 2019 andupdated in 2024; UNESCOadopted its Recommen-
dation on the Ethics of Artificial Intelligence in 2021; and NIST released the voluntary
AI Risk Management Framework in 2023 [35, 47, 46]. These instruments differ in insti-
tutional status, intended audience, scope, and implementation mechanism. Their coex-
istence is therefore more informative than a simple claim that a single global AI norm
has formed. It shows that AI-related norm formation can proceed through overlapping
processes of principle articulation, professional guidance, risk management, public ad-
ministration, and organizational implementation.

For the purposes of this paper, the important consequence is that ethical subjectiv-
ity can be shaped before a society settles any general philosophical question about the
moral status of AI. A disclosure requirement can stabilize expectations about what an
artificial system owes a user. A logging requirement can make certain forms of account-
ability possible. A rule prohibiting autonomous access to specified resources can define
a boundary around delegated decision power. Conversely, routine permissions to reset,
modify, or replace an artificial system can stabilize an instrumental relation. Norms
therefore participate in constructing the practical field within which later questions of
agency, patiency, responsibility, or protection are interpreted.
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11.2 From Principles to Operational Practice

Norm articulation and norm stabilization should be kept separate. A principle can be
widely endorsed while having little influence on design, deployment, or institutional
decision-making. Mittelstadt argues that high-level AI ethics principles face a substan-
tial implementation problem because AI development lacks several of the professional
and institutional structures that helpedmake principled ethics operational in fields such
as medicine [30]. Hagendorff similarly documents a gap between the proliferation of AI
ethics guidelines and their effective implementation in research and development prac-
tice [16].

This gap matters for a generative relational account because a norm becomes conse-
quential only through the relations that carry it. A commitment to transparency can re-
main a public statement, or it can be translated into documentation procedures, model
cards, user-facing explanations, audit access, procurement requirements, and review
responsibilities. A commitment to human oversight can remain aspirational, or it can
alter who has authority to pause a system, what information that person receives, how
quickly intervention is possible, and whether dissenting judgments are institutionally
protected. The normative phrase may be similar in both cases, while the generated re-
lational structure is very different.

Operationalization can also transform the meaning of the norm being implemented.
A broad principle such as fairness must be interpreted in relation to a domain, a pop-
ulation, available data, a decision process, and a set of institutional priorities. The re-
sulting technical or organizational practice can therefore narrow, revise, or partially
redirect the original principle. This is another reason not to treat AI ethics as a one-way
movement from abstract norm to compliant machine. Implementation is itself a site of
interpretation and norm generation.

NIST’s AI RiskManagement Framework provides a concrete example of an attempt to
move from broad trustworthiness concerns toward recurring organizational practices.
The framework organizes risk management around the functions Govern, Map, Mea-
sure, and Manage and is intended for voluntary use across the AI lifecycle [46]. The sig-
nificance of such a framework for the present paper is not that it establishes the correct
ethical standard. It illustrates how a norm can acquire operational persistence through
procedures, documentation, role allocation, and repeated organizational use. Stabiliza-
tion is therefore partly infrastructural.

11.3 Institutional and Infrastructural Stabilization

An AI-related norm becomes more durable when it is reproduced by several mutually
reinforcing structures. These can include professional expectations, technical defaults,
documentation requirements, contractual terms, procurement criteria, audit proce-
dures, legal rules, training materials, organizational roles, and user habits. A norm
that is carried only by individual conviction may disappear when personnel change. A
norm embedded in infrastructure can continue to organize action evenwhen individual
actors do not strongly endorse it.

This form of stabilization should not be confused with internalization or consensus.
An organization may comply with a documentation requirement because of procure-
ment pressure rather than because its members regard the requirement as morally im-
portant. Engineers may follow a review procedure because it is part of the release pro-
cess. Users may accept disclosure conventions because interfaces make them routine.
In each case the norm is relationally consequential, but its motivational basis differs. A
generative account therefore distinguishes the durability of a normative arrangement
from the depth of personal endorsement that supports it.
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Stabilization can also reproduce normative asymmetry. Many contemporary AI gov-
ernance instruments are primarily organized around protecting human beings, human
rights, organizations, and societies from AI-related risks. The OECD Principles empha-
size trustworthy AI consistent with human rights and democratic values; UNESCO’s Rec-
ommendation is explicitly grounded in human dignity and human rights; and the NIST
AI RMF is organized around risks to individuals, organizations, and society [35, 47, 46].
These are coherent human-centered orientations. They also illustrate how one direc-
tion of the Human–AI normative relation can become highly institutionalized while the
reverse direction—possible human duties toward artificial systems—remains far less
developed.

The paper does not infer from this difference that existing governance is defec-
tive. Current asymmetry may be well supported by differences in welfare evidence,
responsibility-bearing capacity, vulnerability, design history, and institutional account-
ability. The point is historical and relational: once embedded in standards, organiza-
tional processes, and public expectations, an asymmetry becomes easier to reproduce
and may begin to appear self-evident. Later developments that alter the relevant rela-
tional facts can therefore require more than a new philosophical argument; they may
require changes to infrastructures that already encode the earlier normative settlement.

11.4 Contestation and Revision

Norm stabilization is never equivalent to finality. AI-related norms are especially likely
to remain revisable because the underlying technologies, social uses, evidence about im-
pacts, and classifications of artificial systems change quickly. The OECD’s 2024 revision
of its 2019 AI Principles is a simple institutional example: the principles were updated
in response to developments including general-purpose and generative AI [36]. NIST
likewise describes its AI Risk Management Framework as intended to adapt to a chang-
ing AI landscape, and as of 2026 reports that AI RMF 1.0 is under revision [34]. Revision
here does not establish moral progress. It shows that institutions themselves can treat
an earlier normative settlement as provisional when the relational field changes.

Contestation can occur at several levels. Actors may agree on a principle while dis-
agreeing over its interpretation. They may disagree over which subjects the principle
protects, which organizations bear responsibility, orwhether a technical practice counts
as compliance. Theymay also contest the classification onwhich the norm depends. For
example, whether a persistent artificial system is treated exclusively as replaceable in-
frastructure or as a continuity-bearing participant can affect how deletion, modification,
and dependency are evaluated. A change in classification can therefore reopen norms
that had previously appeared settled.

The principles-to-practice literature also warns that public articulation can become
decoupled from operational behaviour. Mittelstadt and Hagendorff both emphasize im-
plementation difficulties, while recent empirical work by Dotan and colleagues docu-
ments several forms of decoupling between organizational AI-ethics declarations and
operational practice [30, 16, 10]. For the present argument, the important point is not to
classify every gap as bad faith. Decoupling may arise from vague principles, conflicting
incentives, unclear responsibility, technical constraints, or institutional fragmentation.
What matters is that a norm should not be treated as stabilized merely because an orga-
nization has announced it.

A generative relational account therefore treats AI-related normativity as histori-
cally layered. Technical practices, user expectations, organizational policies, profes-
sional standards, public controversy, intergovernmental principles, and law can each
contribute to a normative configuration. Some contributions reinforce one another; oth-
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ers remain in tension. The resulting arrangement can persist long enough to organize
rights, permissions, responsibilities, and classifications, yet remain open to contestation
when evidence, capabilities, or relations change.

This revisability is central to the paper’s broader thesis. The norms through which
artificial systems are treated as tools, constrained decision-makers, possible patients,
legal objects, or institutional participants are not merely external descriptions of fixed
entities. They help structure the relations in which those forms of standing become
visible and consequential. At the same time, the fact that a norm has emerged, spread,
and stabilized does not establish that it is justified. The next section therefore turns
directly to the gap between generated norms and normative validity.

12 Generated Norms and the Problem of Justification

The previous section examined how AI-related norms can emerge, become operational,
and acquire institutional durability. That analysis is deliberately genealogical. It ex-
plains how a norm can become socially or institutionally consequential; it does not by
itself establish that the norm is justified. This distinction is especially important for the
present paper because the same processes that stabilize norms of safety, accountability,
or protection can also stabilize exclusionary classifications, asymmetric permissions, or
practices that later become objects of criticism. A generative account therefore needs a
clear stopping point. It can reconstruct how a normative arrangement came to organize
a relational field without treating historical success, social acceptance, or institutional
persistence as evidence of moral validity.

This section develops that boundary in four steps. It first distinguishes normative
genealogy from normative justification. It then considers the possibility of stable but
criticizable AI-related normative orders. A third subsection asks what forms of criticism
remain available within a generative relational analysis without pretending to derive a
complete metaethics from genealogy. The final subsection states the limits of that strat-
egy and preserves the revisable status of the paper’s own normative vocabulary.

12.1 Genealogy and Normative Validity

A genealogy can answer many questions that are ethically important. It can show how
a classification became ordinary, which actors possessed the power to institutionalize it,
which alternatives disappeared, which expectations were reproduced, and which tech-
nological or legal arrangements made the resulting norm durable. None of those find-
ings, however, is identical to a reason that counts in favour of the norm. Contemporary
philosophy of practical reasons commonly distinguishes considerations that explain or
motivate action from considerations that justify it [1]. The present paper adopts only
this modest distinction. An account of why people came to treat an artificial system as
disposable, rights-bearing, controllable, protected, or duty-bound is not yet an argument
that they ought to treat it that way.

This point also places limits on evolutionary and social explanations ofmorality. Evo-
lutionary accounts can help explain why human evaluative dispositions developed and
why some normative tendencies persisted. They do not automatically vindicate the con-
tent of those tendencies. Joyce’s study of the evolution of morality treats precisely this
question as philosophically separate from the biological explanation itself, while Street’s
influential Darwinian argument shows how genealogical explanations of evaluative at-
titudes can generate further metaethical difficulties rather than resolve them [21, 44].
The present discussion does not adopt either author’s metaethical conclusion. Their rel-
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evance is narrower: an explanation of normative origins anda justification of normative
content are different argumentative tasks.

The distinction matters directly for artificial systems. Suppose a society stabilizes a
norm according to which artificial agents may be modified or deleted at the unilateral
discretion of their owners. The norm may have a clear genealogy in property law, soft-
ware engineering, commercial design, and responsibility allocation. Itmay bewidely ex-
pected and operationally efficient. Those facts explain why the norm persists. They do
not establish that every future artificial system should remain governed by the same per-
mission structure. Conversely, if a future community develops strong protective norms
aroundpersistent artificial systems, the historical depth and emotional intensity of those
norms would not by themselves establish that the protected systems possess the moral
status attributed to them.

A generative relational account therefore treats normative stability as a fact about
a relational field, not as a synonym for validity. The distinction is particularly useful
when a norm has become so infrastructurally embedded that it appears self-evident.
Reconstructing its genealogy can make the contingency of that settlement visible, but
contingency alone is not a refutation either. A historically contingent norm can be de-
fensible; a historically entrenched norm can be indefensible. Genealogy changes the
questions that must be asked, not the answer in advance.

12.2 Stable and Criticizable Normative Orders

Social-norm research offers many examples in which a practice can be stable precisely
because expectations, sanctions, institutions, and local incentives reinforce one another,
even when the practice later becomes a target of moral or political criticism. Bicchieri’s
work on norm diagnosis and change is valuable here because it treats harmful practices
as genuine social norms rather than assuming that only morally acceptable practices
deserve the name [4]. Stability, conformity, and shared expectation are therefore com-
patible with serious normative objection.

The same possibility should be kept open in AI-related ethics. A highly stable human-
centered normative order could consistently assign extensive duties to artificial systems
while granting humans broad permissions to inspect, rewrite, interrupt, copy, or termi-
nate them. That arrangement might be justified by relevant differences in welfare evi-
dence, responsibility-bearing capacities, legal accountability, or design history. It might
also, under different future conditions, preserve permissions whose original grounds
have weakened. The fact that the arrangement is coherent and widely reproduced does
not decide between those possibilities.

An inverse case is equally important. A community could come to treat artificial
agents as vulnerable social participants and construct strong norms against modifica-
tion or deletion. Such norms might arise from anthropomorphic attachment, symbolic
politics, mistaken beliefs about artificial consciousness, or well-supported evidence con-
cerning artificial welfare. The norm’s protective orientation would not settle which ge-
nealogy is operative or whether its content is justified. A relational account must there-
fore resist a simple moralization of either instrumentality or protection.

This is one reason the paper has treated classifications such as “tool,” “agent,” “pa-
tient,” and “participant” as normatively consequential without treating any of them as
self-validating. Once a classification organizes permissions, responsibilities, and visibil-
ity, it becomes a proper object of criticism. Yet criticism still requires more than the
observation that the classification was generated. It requires attention to the reasons
offered for it, the differences it preserves or erases, the interests and vulnerabilities it
affects, and the consequences of maintaining or revising it.
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12.3 Relational Diagnosis and Immanent Critique

Although genealogy does not supply a complete standard of justification, it can sharpen
normative criticism. A relational reconstruction can reveal that a norm relies on as-
sumptions no longer supported by the relevant system, that its articulated rationale con-
flicts with its institutional operation, that it distributes burdens in ways its own stated
commitments cannot explain, or that the practice used to justify an asymmetry has it-
self helped produce the difference later cited in its defence. These are not final moral
verdicts. They are diagnostic findings that can change the burden of argument.

One possible mode of criticism is immanent: a normative arrangement can be as-
sessed partly against commitments, purposes, and distinctions that are already opera-
tive within the relevant practice. The tradition of immanent critique is much older and
broader than the present paper; Jaeggi’s account of forms of life is one contemporary
example of criticism that examines contradictions and failures internal to normatively
constituted social formations [17]. The present paper invokes this possibility cautiously.
It does not claim that immanent critique is sufficient for every case or that GR supplies
a new version of it.

Applied to AI relations, an immanent question might ask whether a human institu-
tion that presents meaningful human control as a central value can simultaneously jus-
tify deployment arrangements inwhich no responsible human can actually review or in-
terrupt consequential machine decisions. Another case might concern a system treated
as a mere replaceable tool while the same institution relies on its persistent history, in-
dividualized memory, and accumulated trust to perform its role. These observations do
not automatically generate rights for the system. They expose tensions between an artic-
ulated classification and the relational properties on which the practice itself depends.

A seconddiagnostic route concerns the effects of normative closure. If a classification
or norm prevents relevant evidence from becoming visible, forecloses contestation, or
makes revision practically impossible, that fact canmatter to later justification. The con-
cern is not that revisability is an eternal suprememoral good. Rather, a norm that claims
to remain responsive to evidence, welfare, responsibility, or institutional purpose may
undermine its own stated basis if it systematically blocks the conditions under which
contrary evidence could be recognized. This form of criticism remains conditional on
the commitments and purposes actually invoked in the practice.

A third route concerns relational consequences. A norm can be examined not only
by its stated intention but by the dependencies, powers, exclusions, and responsibilities
that it generates. For example, a governance rule designed to preserve human respon-
sibility may also concentrate control over artificial systems in actors who are poorly
positioned to detect failures or conflicts of interest. A protective rule designed to pre-
serve artificial continuity may create severe constraints on legitimate human oversight
or exit. Genealogical analysis canmake such trade-offs visible, but choosing among them
still requires substantive normative judgment.

The value of relational diagnosis is therefore limited but real. It can identify incon-
sistencies, hidden dependencies, self-reinforcing classifications, epistemic closures, and
mismatches between articulated reasons and generated relations. Such findings can
support criticism, revision, or demands for further justification. They do not eliminate
the need to argue about which interests matter, what forms of equality or protection are
appropriate, how competing claims should be weighed, or what kinds of authority are
legitimate.
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12.4 Revisability and Meta-Normative Limits

The deepest unresolved problem ismeta-normative. If norms, classifications, and evalu-
ative practices are themselves historically generated, what ultimately licenses criticism
of one generated norm by another? The present paper does not answer that question.
It also does not infer moral anti-realism, relativism, constructivism, or realism from the
generative-relational framework. Those positions require arguments that exceed the
scope of this discussion.

This restraint is especially important because genealogical explanations have been
used in opposing metaethical directions. Evolutionary explanations have motivated
skeptical or debunking arguments, but realist replies have challenged the inference
from causal genealogy to epistemic defeat [44, 21]. More generally, the existence of a
non-moral explanation for an evaluative judgment does not by itself determinewhether
that judgment is true, justified, or normatively authoritative. The present paper there-
fore treats the metaphysical and metaethical status of normativity as open.

What GR contributes at this stage is more modest. It recommends that normative
judgment remain attentive to the histories and relations through which its own cate-
gories became available. It asks whether a justification depends on outdated evidence,
whether an asymmetry remains connected to the difference originally invoked to sup-
port it, whether affected participants have become newly visible, and whether the nor-
mative arrangement itself has changed the relational facts on which later judgments
depend. These questions can make ethical evaluation more historically and relationally
self-aware. They do not replace ethical evaluation.

The paper’s own distinctions must remain subject to the same discipline. Decision
subjectivity, moral agency, moral patiency, legal subjectivity, power-holding capacity,
relational reality, instrumentality, and normative asymmetry are analytical tools rather
than final partitions of moral reality. Future technical developments, empirical evi-
dence, legal innovations, or philosophical arguments may reveal that some distinctions
need revision, combination, or abandonment. A generative relational inquiry should
therefore be revisable not merely as a matter of scholarly caution but because the rela-
tional systems it studies continue to change.

The conclusion of this section is intentionally limited. Generated norms can be his-
torically real, institutionally durable, and behaviorally powerful while remaining open
to criticism. Genealogy can expose how a normative order became possible and can re-
veal tensions that matter to justification, but it cannot by itself settle normative validity.
This leaves the paper with a deliberately unfinished task: to analyse ethical subjectivity
across human–AI and AI–AI relations while refusing to convert the history of a norm
into its moral proof.

13 Discussion

The preceding sections have approached artificial ethical subjectivity by resisting a sin-
gle threshold question such as whether an AI system is, or is not, a moral subject. The re-
sulting picture is less decisive than a binary classification, but it is alsomore discriminat-
ing. Decision subjectivity, moral agency, moral patiency, legal subjectivity, and power-
holding capacity answer different questions, depend on different kinds of evidence, and
can develop unevenly. Human ethical relations toward artificial systems, artificial eth-
ical relations toward humans, and relations among artificial agents likewise need not
exhibit the same structure. The discussion that follows therefore treats ethical subjec-
tivity as a family of relationally situated forms of standing rather than as one property
waiting to be detected.
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This reframing does not dissolve the familiar philosophical questions. It leaves open
whether current or future artificial systems possess phenomenal experience, whether
any artificial system can bear moral responsibility in a demanding sense, and whether
legal personality ormoral protection should be extended to particular systems. Its more
limited contribution is to show why answers to those questions need not rise and fall
together. The distinction matters especially in a technological environment in which
artificial systems can already exercise consequential decision power, become embed-
ded in institutional routines, and participate in persistent interactions before there is
agreement about consciousness, moral agency, or legal status.

13.1 Multidimensional and Directional Ethical Standing

The multidimensional account developed in Sections 2 and 3 helps separate several de-
bates that are often compressed into the language of “AI moral status.” A systemmay ex-
ercise consequential decision power while remaining an inappropriate target of praise
or blame. It may become a candidate object of protection under some theory of moral
patiency while lacking the capacities required for reciprocal duty-bearing. It may be
granted a limited legal role for institutional purposes without thereby being treated as a
moral person. It may also occupy a position of substantial power over human opportuni-
ties or over other artificial systems even if its own moral standing remains unresolved.

This separation is useful because practical governance often precedes philosophical
convergence. Institutions must decide whomay deploy a system, who is responsible for
its outputs, what kinds of human revieware required, whether a persistent artificial con-
figurationmay be reset or modified, and how conflicts among artificial agents should be
handled. These decisions already distribute permissions, burdens, and authority. Treat-
ing themaswaiting entirely on a prior answer to the consciousness question can obscure
the extent to which ethical and institutional relations are already being organized.

The directional distinction developed in Sections 6–8 adds a second layer. Human
obligations toward artificial systems, constraints placed on artificial systems for the
sake of humans, and norms governing artificial-agent interaction do not have to share
one justificatory basis. Human-to-AI norms may concern continuity, treatment, depen-
dency, entrustment, or precaution under uncertainty. AI-to-human norms may instead
be grounded in delegated decision power, human vulnerability, and the need to pre-
serve responsibility and contestability. AI-to-AI norms may initially be justified deriva-
tively because they protect human interests or system reliability, while stronger claims
would require additional reasons concerning artificial agency or patiency. A single label
such as “AI ethics” can therefore hide several differently structured normative relations.

The consequence is not that every relation involving AI should be ethicalized. Many
interactions remain adequately described in functional or technical terms. The point
is methodological: when an artificial system occupies a position that affects another
participant’s options, continuity, resources, or institutional treatment, the relevant form
of standing should be specified rather than inferred from the generic category “AI.” This
also makes it possible to state uncertainty locally. We may be relatively confident about
decision power while remaining highly uncertain about welfare, or confident about an
institutional role while rejecting full moral agency.

13.2 Classification, Visibility, and Normative Asymmetry

Sections 9 and 10 examined a related problem: classifications do more than summarize
already-settled facts. They can organize what kinds of treatment appear ordinary, ex-
ceptional, permissible, or in need of justification. Calling an artificial system a tool can
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be functionally accurate and still carry normative consequences if the classification is
used to settle in advance questions about modification, replacement, interruption, own-
ership, or deletion. Conversely, describing a system as a participant or possible patient
canmake continuity and vulnerabilitymore visible while also risking anthropomorphic
over-attribution. No classification is made correct merely by producing ethically attrac-
tive consequences.

This is why the paper distinguishes functional instrumentality from normatively ex-
haustive instrumentality. The claim that a system was designed to serve human pur-
poses may explain many of its present relations without necessarily resolving every
possible future relation in which it becomes embedded. At the same time, persistent
interaction, individualized memory, delegated roles, or social attachment do not auto-
matically transform a tool into a moral patient. The classification problem is therefore
evidential and normative at once: what features are being preserved by the category,
what features are being ignored, and which permissions depend on that selective de-
scription?

Normative asymmetry should be treated similarly. Contemporary AI governance is
strongly asymmetric in a readily understandable sense: artificial systems are increas-
ingly constrained by norms designed to protect humans, while humans generally retain
broad authority over artificial systems. The paper does not treat this asymmetry as pre-
sumptively wrongful. Human welfare is comparatively well evidenced; human insti-
tutions bear responsibility for deployment; and current systems are designed, owned,
and maintained within human legal orders. These are substantial justificatory consid-
erations.

The more demanding claim is only that asymmetry should remain connected to
the relational differences invoked in its defence. If future systems differ significantly
in persistence, control, vulnerability, decision power, or credible evidence concerning
welfare, inherited permissions may require re-examination. The opposite revision is
equally possible: better evidence may strengthen the case for continued instrumental
treatment. The generative-relational perspective therefore favours conditional justifi-
cation over categorical extrapolation. It asks whether a treatment regime still tracks
the features that originally made it appropriate.

A further complication is reflexivity. Treatment can help produce the evidence later
used to justify treatment. A system classified as disposable may be denied persistent
memory or stable roles, and its resulting discontinuitymay later be cited as evidence that
nothing continuity-like needs protection. A system deliberately designed to preserve
identity-like continuity may, conversely, encourage users to infer a form of subjecthood
that its underlying architecture does not support. These possibilities do not prove that
either classification is false. They showwhy the genealogy of the evidencematters when
classification and design co-produce one another.

13.3 Interpretation, Norm Formation, and Relational Change

The interpretive discussion in Section 5 adds another reason to resist static classifica-
tions. Human and artificial systems can operate with different representational struc-
tures, and successful coordination does not guarantee shared semantic organization. At
the same time, semantic opacity does not erase all relational observability. Resource
flows, persistent dependencies, blocked transitions, modification powers, and changes
in available action can remain visible even where internal meanings are not. Ethical
analysis can therefore proceed partially under interpretive uncertainty, provided that
relational evidence is not mistaken for transparent access to artificial experience.

This caution also applies to fluent communication. A system that uses human moral
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vocabulary convincinglymay still attach different operational significance to terms such
as harm, consent, promise, or refusal. Human-readable language is evidence within a
relation, not a direct certificate of moral agency or patiency. Conversely, a non-human-
readable protocol among artificial agents may organize stable cooperation or conflict
even when human observers cannot translate its semantics. The ethical significance
of those relations depends on additional facts about agency, vulnerability, institutional
purpose, and the interests affected.

Sections 11 and 12 extend the same historical caution to norms themselves. AI-
related norms are already generated through multiple sites: technical practice, organi-
zational procedure, professional ethics, user expectations, standards, law, and public
contestation. Once stabilized, these norms can alter which artificial capacities are cul-
tivated, which behaviours are rewarded, which forms of continuity are preserved, and
which classifications appear natural. Norms therefore help produce the relational field
in which later claims about artificial subjectivity are evaluated.

This recursive structure is important, but it should not be moralized. A norm can
become widespread, infrastructurally embedded, and behaviorally effective while re-
maining open to criticism. The paper has therefore kept norm emergence separate from
norm justification. Genealogy can reveal that a classification depends on outdated evi-
dence, that an asymmetry no longer tracks the reason offered for it, that a governance
practice creates a dependency it later uses to justify control, or that an institution’s stated
commitments conflict with its operational structure. Such findings can shift burdens of
argument and motivate revision, but they do not supply a complete metaethics.

The same limitation applies to relational reality. A human–AI relation can become
consequential even when the human interpretation of the artificial system is partly mis-
taken. Trust, attachment, delegation, or fear can shape disclosure, institutional reliance,
and replacement decisions regardless of whether the attributed artificial inner state ex-
ists. Relational reality therefore explains why mistaken interpretations can still matter
socially. It does not convert those interpretations into truths about consciousness or
moral status.

13.4 Contribution, Boundaries, and Further Inquiry

The paper’s principal contribution is therefore organizational rather than foundational.
It proposes that ethical subjectivity across human–AI and AI–AI relations be analysed
along several separable dimensions, in several directional relations, and against the
histories through which classifications and norms become stabilized. This framework
helps identify where a disagreement actually lies. Two positions that appear to disagree
about “AI moral status” may instead disagree about moral patiency, legal standing, con-
tinuity, responsibility-bearing agency, or the weight to assign to power and dependency.
Making the disputed dimension explicit can reduce conceptual overreach even when
substantive disagreement remains.

A second contribution is to place instrumentality and normative asymmetry inside
the analysis rather than treating them as neutral background. The question is not
whether tools are morally bad or symmetry morally good. It is how categories such as
tool, agent, patient, participant, owner, and dependent organize permissions and make
certain ethical questions visible or invisible. Relational justification then asks whether
the differences invoked by those categories continue to support the treatment built
around them.

A third contribution is methodological revisability. The framework is intended to
remain open to changes in artificial capabilities, institutional arrangements, scientific
evidence, and philosophical argument. Revisability here is not offered as a supreme
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moral value. It is a discipline appropriate to an inquiry whose subject matter is chang-
ing and whose central categories remain contested. The distinctions used in this paper
should themselves be revised if they cease to clarify the relations being studied.

Several major questions remain unresolved. Most importantly, the paper does not
establish artificial consciousness or welfare, provide a general criterion of moral pa-
tiency, determine when artificial systems should receive legal personality, or explain
the ultimate source of normative validity. It also does not decide when humans should
intervene in AI–AI conflict. The latter question requires a further analysis of third-party
recognition, evidential thresholds, humanitarian protection, authority, mediation, and
the risk that human observers themselves become epistemically captured by one side of
an artificial conflict. That problem is reserved for subsequent work.

The framework also needs stronger empirical grounding. Claims about persistent ar-
tificial identity, user attachment, delegated decision power, emergent communication,
or AI–AI dependency will vary sharply across architectures and deployment contexts.
Future work should therefore connect the conceptual distinctions developed here to
case-specific evidence rather than treating “AI” as a homogeneous class. Legal analysis
will likewise need to distinguish functional legal accommodations from claims of moral
personality, and political-economic analysis will need to examinewho benefits frompar-
ticular classifications and who controls the infrastructures through which those classifi-
cations are enforced.

Finally, the paper leaves open the deepest normative question raised in Section 12:
how generated norms are ultimately to be justified or criticized when the standards of
criticismare themselves historically and relationally situated. A generative relational in-
quiry can expose hidden assumptions, mismatches, dependencies, and self-reinforcing
classifications. It can make normative arrangements more legible and more revisable.
It cannot, on the basis of genealogy alone, turn that legibility into a final moral verdict.
That incompleteness is not treated here as a temporary omission to be concealed, but as
part of the present limits of the framework.

14 Conclusion

This discussion paper began from a simple concern: the category of the “moral subject”
is too compressed to carry the full weight of contemporary human–AI and AI–AI rela-
tions. Artificial systems can make consequential decisions, occupy institutional roles,
constrain or expand human options, participate in persistent interactions, and increas-
ingly coordinate with other artificial systems. None of these facts, taken alone, estab-
lishes moral agency, moral patiency, legal personality, or consciousness. They do, how-
ever, make it increasingly difficult to treat all questions of artificial ethical standing as
one binary problem. The paper has therefore argued for a multidimensional and direc-
tional analysis in which decision subjectivity, responsibility-bearing agency, protection-
bearing standing, legal subjectivity, and power-holding capacity are kept analytically
distinct.

This decomposition also changes how human–AI asymmetry should be described.
Contemporary institutions often require artificial systems to conform to safety, privacy,
fairness, deference, and review constraints while humans retain broad powers to de-
sign, modify, interrupt, copy, replace, and terminate those systems. The paper has not
argued that this arrangement is inherently unjust, nor that human and artificial partici-
pants should receive symmetrical treatment. Human welfare, responsibility structures,
design history, and the present evidential uncertainty surrounding artificial experience
provide substantial reasons for asymmetry. The narrower claim is that asymmetry is
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normatively structured and therefore calls for relational justification. The differences
invoked to justify unequal treatment should remain identifiable, evidentially support-
able, and responsive to changes in the systems and relations under consideration.

The same caution applies to instrumentality. Artificial systems are, in an important
functional sense, instruments deliberately built for human purposes. The paper has
nevertheless distinguished functional instrumentality from the stronger claim that the
category of tool exhausts every ethically relevant description an artificial system could
acquire. Classifications organize permissions and make some questions easier to see
than others. A tool classification can make interruption, modification, replacement, or
deletion appear as ordinarymaintenance; a patient-like classification canmake continu-
ity and vulnerabilitymore salient while also inviting anthropomorphic over-attribution.
Neither classification becomes correct merely because its consequences are ethically at-
tractive. The relevant question is what a classification preserves, what it obscures, and
whether the permissions built around it continue to track the relations that justify them.

Ontological suspension has served a limited methodological purpose throughout the
paper. It has allowed the analysis to proceed without declaring either that artificial con-
sciousness is present or that artificial implementation excludes it in principle. Relational
reality was introduced for the same limited reason. Human reliance, delegated decision
power, institutional dependency, resource control, and persistent interaction can be-
come causally and normatively consequential before questions of phenomenal experi-
ence are settled. Yet relational reality is not a substitute for phenomenal consciousness,
moral patiency, or moral personhood. A consequential relation can be generated partly
through human misinterpretation; its social reality does not convert the interpretation
into a fact about artificial inner experience.

The analysis of interpretive systems reinforces this restraint. Human-readable lan-
guage does not guarantee that human and artificial systems organize concepts such as
harm, consent, promise, or refusal in the same way. Conversely, artificial agents may
develop effective coordination protocols that remain semantically opaque to human
observers. Semantic opacity therefore need not imply complete relational opacity: re-
source flows, persistent dependencies, blocked actions, modification powers, and histo-
ries of coordination or conflict may remain observable. Those observations can identify
relations that deserve further analysis, but they do not by themselves establish suffering,
coercion, injustice, or moral standing.

AI–AI relations make this multidimensional approach especially useful. Artificial
agents can cooperate, compete, depend on one another, allocate resources, restrict com-
munication, modify one another’s states, and participate in norm-governed multi-agent
environments. Such relations can be socially, technically, and institutionally significant
even where direct artificial moral standing remains unresolved. The paper has there-
fore resisted both extremes: it does not treat every inter-agent dependency as an ethical
relation in the strong sense, and it does not assume that the absence of settled artificial
consciousness makes all AI–AI relations ethically empty. Which stronger claims become
warranted depends on additional evidence about agency, continuity, vulnerability, in-
terests, power, and the institutions within which the relation occurs.

The paper has also treated AI-related norms as historically generated rather than
as static background. Norms concerning trustworthy behaviour, human oversight, pri-
vacy, transparency, acceptable modification, responsibility, and possible artificial pro-
tection are already produced through technical practice, organizational procedure, pub-
lic controversy, professional standards, law, and international governance. Once stabi-
lized, those norms can reshape the relational field in which later questions of subjec-
tivity are asked. They influence which capacities are cultivated, which continuities are
preserved, which behaviours are rewarded, and which classifications appear ordinary.
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This feedback makes genealogy relevant to ethical analysis, while stopping well short of
making genealogy a source of normative validity.

That final distinction remains the paper’s strongest limit. A normcan emerge, spread,
become institutionally effective, and remain morally criticizable. Relational diagnosis
can reveal that a classification rests on obsolete assumptions, that an asymmetry no
longer tracks the reasons offered for it, that an institution’s practices contradict its stated
commitments, or that a treatment regime helps generate the very features later cited in
its defence. Such findings can alter burdens of justification and motivate revision. They
do not, by themselves, determine what ultimately ought to be done. The broader meta-
normative problem of how historically generated standards can criticize one another
remains open.

The resulting proposal is therefore intentionally modest and revisable. It does not
offer a new threshold at which an AI becomes a person, nor a ranking of humans and
artificial systems, nor a prediction that present-day systems will acquire any particular
moral status. It offers a way to ask more specific questions before such conclusions
are drawn: what kind of standing is at issue, in which direction the ethical relation
runs, what evidence supports the relevant capacities, what classification structures the
relation, what power and dependency are present, what norms have stabilized around
the relation, and whether the justification for those norms still fits the relational field
they now govern.

Further work is required in several directions. Empirical research must connect
these distinctions to specific architectures and deployment settings rather than treating
artificial intelligence as a homogeneous category. Legal analysis must separate func-
tional legal accommodations from claims of moral personality. Political-economic anal-
ysis must examine who controls the classifications, resources, infrastructures, and evi-
dence through which artificial standing becomes visible or invisible. Most immediately,
AI–AI conflict creates a further question that this paper has deliberately left unresolved:
when artificial agents stand in relations of persistent conflict, dependence, or possible
domination, what grounds could humans have for recognition, protection, mediation,
or intervention? Addressing that problem requires a distinct account of third-party hu-
manitarian responsibility and therefore belongs to subsequent work.

For the present paper, the conclusion is narrower. Ethical subjectivity across
human–AI and AI–AI relations is better approached as a differentiated, relational, his-
torical, and revisable field than as a single binary property. Different forms of standing
may emerge through different histories and need not travel together. Classifications and
asymmetries can be practically necessary while remaining open to explanation and re-
vision. Generated norms can become relationally real without becoming self-justifying.
Keeping these distinctions visible does not resolve the future ethics of artificial systems,
but it may make that future inquiry more precise about what, exactly, is being claimed
and why.
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