Chapter 17

Knowledge and Epistemic
Economy

Epistemic Economy and Chapter Scope

Chapter 17 develops the epistemic-economic dimension of Generative Relational Eco-
nomics. Chapter 16 established that knowledge, classification, evidential access, at-
tention, orientation, and related epistemic conditions can participate in power and
governance. Its closing boundary was deliberately narrow: when epistemic objects,
capacities, relations, or infrastructures materially enter access, allocation, accumula-
tion, conversion, value generation, dependency, power, preservation, or institutional
reproduction, governance analysis alone no longer characterizes the economic orga-
nization of the epistemic field. The present chapter takes that field as its substantive
object. It asks how knowledge and the conditions of knowing are produced, accessed,
accumulated, withheld, translated, verified, preserved, governed, and transformed,
and how those processes alter later economic capacities and possibilities.

The term epistemic economy is used here in a bounded analytical sense. It refers to
the economic organization of epistemic objects, capacities, relations, processes, and
infrastructures insofar as they participate materially in the generation and distribu-
tion of economic possibility. The relevant objects can include data, records, concepts,
models, classifications, explanations, questions, expertise, methods, archives, stan-
dards, languages, computational resources, verification practices, and institutional-
ized bodies of knowledge. The relevant capacities can include learning, interpreta-
tion, inquiry, verification, translation, judgment, orientation, memory, and the abil-
ity to form or revise questions. The relevant relations include teaching, collaboration,
testimony, accreditation, publication, classification, platform mediation, human-AI
interaction, and relations among institutions that determine which knowledge be-
comes visible, credible, preservable, or actionable. The chapter therefore treats epis-
temic economy as broader than a market in information and narrower than a com-
plete theory of knowledge.

This formulation preserves several distinctions established earlier in the book.
Information can be abundant while usable knowledge remains scarce. Possession of
arecord differs from the capacity to interpret or verify it. Formal access differs from
practical epistemic access when language, expertise, compute, time, institutional
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standing, or interpretive resources remain unavailable. Knowledge can function as
a resource in one inquiry, as a capability in another, as a relation or infrastructure
in another, and as a condition of later generation across several of these roles. These
descriptions can coexist without implying that knowledge is a homogeneous sub-
stance. The economic question concerns which aspect is causally and institutionally
relevant in the specified setting.

The chapter also resists reducing knowledge to ownership. Property and control
can matter greatly, especially where exclusion, licensing, secrecy, intellectual prop-
erty, platform access, archives, or proprietary infrastructure condition use. Yet many
epistemic objects are non-rival in some uses, socially produced, historically accumu-
lated, difficult to assign to a single origin, dependent on shared languages and institu-
tions, or transformed through participation by multiple knowers. Knowledge can be
controlled without being exclusively owned, accessed without being controlled, re-
produced without materially depleting the original representation, and lost despite
nominal legal ownership when the interpretive or preservation infrastructure de-
cays. Section 17.1 therefore begins with a plural economic characterization of knowl-
edge and makes the limits of ownership language explicit.

A second objective is to analyze the changing relation between epistemic scarcity
and abundance. Scarcity can arise through restricted access, expertise requirements,
education, institutional position, language, technical infrastructure, exclusion, or
rent-producing control. At the same time, digital networks and generative systems
can produce extreme abundance of documents, claims, summaries, images, code,
explanations, and candidate answers. Abundance at one layer can generate scarcity
elsewhere. Verification, attention, orientation, provenance, trust, judgment, and
the capacity to identify questions worth pursuing can become more consequential
precisely when symbolic production becomes cheap. Sections 17.2-17.4 therefore
examine knowledge scarcity, epistemic abundance, and attention as related but
non-identical economic problems.

The chapter gives special attention to epistemic orientation because knowing does
not begin only after a well-formed question has already been supplied. Encounter,
salience, curiosity, wonder, aesthetic judgment, research taste, and long-horizon
inquiry can influence which problems enter sustained attention and which possible
lines of inquiry remain unrealized. These phenomena are economically consequen-
tial when time, funding, educational opportunity, prestige, institutional evaluation,
platform visibility, or immediate utility pressures condition their development.
Sections 17.5 and 17.6 examine question formation and aesthetic-epistemic orien-
tation without treating curiosity or beauty as universal metrics of truth or social
value. Their role is to identify generative conditions of inquiry whose economic
organization can alter later knowledge trajectories.

A third objective is to connect epistemic difference with economic asymmetry
while preserving the distinctions stabilized in Chapter 16. A knowledge difference
does not by itself constitute power. Interpretive, verification, computational, and
institutional asymmetries become power-relevant when they are converted through
mechanisms that materially condition another position’s feasible action, access,
recognition, dependency, or future options. Persistent epistemic asymmetries can
also be reproduced through education, classification, infrastructure, credentials,



archives, language, proprietary systems, or differential access to verification. Sec-
tion 17.7 develops these forms of asymmetry, while Section 17.8 examines knowledge
capital as historically accumulated epistemic capacity and infrastructure. The latter
concept is treated carefully: accumulation, ownership, control, access, infrastruc-
ture, rent, and intergenerational advantage remain distinct dimensions rather than
interchangeable meanings of capital.

The chapter then examines extraction and institutionalization. Epistemic systems
can draw on knowledge, attention, creative labor, data, interpretation, and unpaid or
weakly compensated generative activity. Such processes can support shared learn-
ing and collective production, yet they can also produce asymmetric capture, de-
pendency, depletion, or platform-mediated extraction under specified arrangements.
Section 17.9 develops generative exploitation in epistemic systems without presum-
ing that every contribution relation is exploitative. Sections 17.10 and 17.11 then
analyze the institutions and infrastructures through which epistemic activity is orga-
nized: schools, universities, research institutes, libraries, archives, publishers, plat-
forms, funding institutions, standards, data, compute, networks, languages, verifica-
tion systems, and preservation systems. These structures can simultaneously enable
knowledge generation and condition access, visibility, authority, dependency, and
future reanalysis.

Normative evaluation enters through epistemic justice in Section 17.12. The chap-
ter focuses on visibility, voice, classification, evidential resources, interpretive au-
thority, contestability, preservation, and future re-recognizability. These dimensions
connect epistemic justice with the relational, generative, historical, and participatory
justice architectures of Chapter 16 while retaining their specific epistemic object. Un-
equal expertise or differentiated authority does not automatically establish injustice;
some epistemic roles require specialization and asymmetrical competence. The jus-
tice question concerns how such differences are formed, recognized, governed, con-
tested, translated into consequential decisions, and reproduced over time, including
whose experiences and records remain available for future interpretation.

Preservation therefore receives separate treatment within the epistemic economy.
Records and knowledge processes extend beyond production and access. Records
can disappear, provenance can be severed, negative results can remain unpublished,
historical context can be lost, and later categories can transform how earlier evi-
dence is interpreted. Section 17.13 therefore develops knowledge preservation and
re-epistemization as an intertemporal economic problem. Preservation consumes
resources and can itself create privacy, security, stewardship, and selection burdens,
while failure to preserve can eliminate future verification, reinterpretation, account-
ability, and learning. The relevant problem is therefore selective and governed
preservation rather than indiscriminate retention.

A further objective is to preserve the relational character of knowing. Learn-
ing can transform the knower, alter relations among persons and objects, and
change later capacities to perceive, question, interpret, or act. Human-human,
human-object, and human-AI learning relations can therefore be economically
consequential even where their value cannot be reduced to immediate instrumental
output. Section 17.14 examines knowing as relational participation and as transfor-
mation of future possibility. This analysis also protects a space for inquiry whose
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significance is exploratory, aesthetic, cultural, existential, or only retrospectively
recognizable. GRE can analyze the economic conditions under which such inquiry
becomes possible without requiring that its value be justified by a predetermined
productivity measure.

The chapter closes its substantive economic analysis by examining knowledge com-
mons and open epistemic systems in Section 17.15. Openness can broaden access, en-
able reuse, support verification, and distribute generative capacity, while open sys-
tems can also create maintenance burdens, attribution problems, uncompensated
extraction, enclosure at downstream layers, or dependency on concentrated infras-
tructure. Commons governance therefore concerns shared infrastructure, attribu-
tion, reciprocity, sustainability, boundaries, and plural knowledge systems as well as
access itself. Openness and enclosure are treated as dimensions of institutional de-
sign whose consequences depend on the object, infrastructure, governance regime,
and positions affected.

Artificial intelligence appears throughout the chapter where it changes epistemic-
economic conditions, especially abundance, verification, attention, infrastructure,
asymmetry, labor, and human-AI learning. The chapter nevertheless preserves
a boundary with Chapter 18. Section 17.16 examines artificial intelligence within
the epistemic economy only far enough to identify machine knowledge generation,
symbolic abundance, capability concentration, human-AI asymmetry, and epistemic
dependence as conditions requiring a more specialized analysis. Chapter 18 then
takes radical capability asymmetry as its primary object. This separation prevents
the present chapter from making the epistemic economy synonymous with the Al
economy while still recognizing that contemporary Al materially changes the scale,
speed, cost structure, and institutional distribution of epistemic production.

Methodologically, the chapter remains plural. Historical and institutional analysis
can reconstruct how universities, archives, professional standards, intellectual prop-
erty regimes, platforms, and evaluation systems formed. Qualitative inquiry can ex-
amine learning, classification, interpretation, exclusion, and epistemic dependence.
Quantitative and computational methods can study attention allocation, citation net-
works, access distributions, platform visibility, knowledge diffusion, verification bur-
dens, and infrastructure concentration. Formal models can represent selected pro-
cesses when their objects and assumptions are explicitly defined. No one method is
presumed to exhaust the epistemic economy, because the relevant phenomena in-
clude material infrastructure, institutional rules, symbolic systems, embodied capac-
ities, relations of authority, historical traces, and context-dependent judgment.

The internal sequence follows the economic lifecycle of epistemic possibility. Sec-
tion 17.1 establishes knowledge as a plural economic object. Sections 17.2-17.4 ex-
amine scarcity, abundance, and attention. Sections 17.5 and 17.6 examine question
formation and epistemic orientation. Sections 17.7-17.9 develop epistemic asymme-
try, knowledge capital, and generative exploitation. Sections 17.10 and 17.11 turn
to knowledge institutions and epistemic infrastructure. Sections 17.12 and 17.13 de-
velop epistemic justice, preservation, and re-epistemization. Sections 17.14 and 17.15
examine knowing as relational participation and the governance of knowledge com-
mons. Section 17.16 closes the chapter with the bounded interface to artificial intelli-
gence and radical capability asymmetry.
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The chapter’s structural contribution is therefore an economic account of the con-
ditions under which knowing becomes possible, consequential, preservable, and un-
evenly distributed. Knowledge can expand without eliminating epistemic scarcity;
abundance can increase the value of verification and orientation; institutions that
preserve knowledge can also govern access and recognition; openness can distribute
generative capacity while exposing contributors to new forms of capture; and the
capacity to ask, interpret, verify, remember, and revise can shape future economic
possibility as materially as more familiar resources. The epistemic economy places
these relations within GRE without reducing knowledge to commodity, property, in-
formation quantity, or immediate productivity. It thereby supplies the intermediate
architecture required before Part VI turns to artificial intelligence and radical capa-
bility asymmetry.

17.1 Knowledge as Economic Object

The role of this section is to establish the basic analytical object of Chapter 17. The
chapter cannot examine knowledge scarcity, epistemic abundance, attention, knowl-
edge capital, epistemic institutions, or knowledge commons coherently unless the eco-
nomic status of knowledge is first specified. The objective is therefore to identify the
principal ways in which knowledge can become economically consequential while
preserving distinctions among content, capacity, relation, infrastructure, power, and
generative condition. The discussion proceeds through eight roles: knowledge as
resource, capacity, relation, infrastructure, power, generative condition, an object
only partially described by ownership language, and an epistemic event capable of
changing later economic possibilities. The method is analytical and institutional. It
does not attempt to settle a general philosophical definition of knowledge; it asks
when and through which mechanisms epistemically warranted content, know-how,
models, classifications, records, or recognized expertise enter economic processes in
consequential ways.

The expression economic object is used here in the broad GRE sense. An object be-
comes economically relevant when its production, absence, access, allocation, preser-
vation, control, interpretation, or transformation materially conditions economic re-
lations, capacities, processes, values, or future possibilities. Knowledge can satisfy
this condition without becoming a conventional commodity. A theorem, production
routine, clinical protocol, navigational skill, engineering model, local ecological un-
derstanding, archive, statistical classification, or recognized body of expertise can en-
ter economic life through very different institutional pathways. Treating all of them
as a homogeneous stock would obscure the mechanisms through which they become
consequential.

Definition 17.1 (Knowledge-economic profile). A knowledge-economic profile is a
scoped representation of an epistemically organized content or capacity together
with the positions that can access, interpret, verify, apply, transmit, modify, preserve,
authorize, or contest it; the infrastructures and relations supporting those functions;
and the economic consequences through which the knowledge configuration be-
comes consequential in a specified field.
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Table 17.1: Analytical roles of knowledge as an economic object in GRE.

Role

Primary economic function

Principal analytical distinction

Resource

Capacity

Relation

Infrastructure

Power

Generative condi-

tion

Ownership limits

Epistemic event

Usable epistemic input into
production, coordination, diag-
nosis, design, or decision
Ability to interpret, generate,
verify, apply, revise, or teach
knowledge

Knowledge constituted, recog-
nized, transmitted, or made
actionable through relations
among positions

Stabilized epistemic conditions
supporting repeated coordina-
tion across many transactions
or actors

Knowledge position that con-
ditions another position’s ac-
cess, action, standing, burden,
or feasible trajectory
Knowledge configuration that
changes what later actions, ca-
pacities, relations, or inquiries
can be generated

Legal and institutional organi-
zation of access, use, exclusion,
attribution, control, and stew-
ardship

Change in an epistemic state
whose uptake can alter later
economic conditions

Availability and possession remain dis-
tinct from practical usability

Content possession remains distinct from
competence and conversion capacity

Individual holding remains distinct from
relational conditions of uptake and trust

A specific knowledge item remains dis-
tinct from the infrastructure that makes
epistemic activity reliable

Epistemic difference remains distinct
from mechanism-mediated economic
power

Immediate informational value remains
distinct from effects on future possibility

Ownership remains distinct from access,
competence, control, authorship, and
practical dependence

Revision of representation remains dis-
tinct from transformation of the repre-
sented field

Definition 17.1 is intentionally relational. The profile does not presume that knowl-
edge is reducible to a detachable item possessed by one bearer. It can include codi-
fied content, embodied competence, organizational routines, shared standards, inter-
pretive practices, and historically accumulated records. The profile is also purpose-
specific. A dataset usable for one task may be practically inaccessible for another
if the relevant interpretive capacity, provenance, permissions, or computing infras-
tructure are absent. Likewise, expertise recognized in one institutional domain may
carry little authority in another.

Table 17.1 summarizes the eight roles developed in this section. The rows should be
read as analytically distinguishable modes that can coexist within the same empirical
case.

Proposition 17.2 (Plural-role condition). Within a specified economic field, the same
knowledge configuration can occupy several economic roles simultaneously, while evi-
dence for one role does not by itself establish the others.

Proposition 17.2 provides the section’s organizing discipline. A technical standard
can be a resource for designers, an infrastructure for interoperability, a source of
authority for certification, and a generative condition for future products. Those roles
can reinforce one another, yet they require different evidence. The existence of the
standard does not establish that a particular actor can use it effectively; recognized
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expertise does not establish power over another position; open publication does not
establish practical access; and legal control does not establish interpretive capacity.

17.1.1 Knowledge as Resource

Knowledge can function as a resource when it enters a specified economic activity as
a usable epistemic input. Production plans, scientific findings, market information,
engineering tolerances, legal interpretations, medical protocols, agricultural knowl-
edge, software documentation, and accumulated practical know-how can reduce
search costs, improve coordination, support diagnosis, reveal alternatives, or change
the feasible use of other resources. Hayek’s analysis of dispersed knowledge remains
a classic statement of the coordination problem created when relevant knowledge
is distributed among different persons and cannot be fully centralized in advance
(Hayek 1945). The GRE extension is to treat the economic significance of such knowl-
edge as dependent on the relations and infrastructures through which it becomes
usable.

Knowledge as resource differs from many material resources in several respects.
Use by one position does not necessarily consume the underlying content. Copying
can be inexpensive for some codified forms, while tacit, embodied, context-sensitive,
confidential, or infrastructure-dependent knowledge can remain costly to reproduce
or transfer. Arrow’s analysis of invention and information emphasizes uncertainty
and appropriation problems that distinguish informational production from ordi-
nary commodity production (Arrow 1962). These differences help explain why an
economic analysis centered only on physical scarcity can misdescribe knowledge-
intensive activity. They do not establish that knowledge is generally abundant or
universally non-rival. Verification, interpretation, education, secrecy, legal permis-
sions, computing resources, language, institutional standing, and attention can all
remain scarce even when symbolic content is easy to copy.

The resource interpretation should therefore identify the unit and use context. A
published formula can be globally visible yet unusable to a firm lacking the engineer-
ing competence required to implement it. A public dataset can be technically accessi-
ble while its documentation, scale, licensing conditions, or computing requirements
make practical use difficult. Local knowledge can be highly consequential for one
ecological or social setting while losing reliability when transferred without its con-
textual relations. The economically relevant resource is therefore more precisely the
usable knowledge configuration than the mere presence of symbolic content.

Knowledge can also complement other resources. Equipment without operating
knowledge can remain idle. Capital without knowledge of local conditions can be
misallocated. Data without a model or interpretive framework can remain weakly
informative. Conversely, knowledge can increase the productivity or flexibility of ex-
isting material resources by changing how they are combined, maintained, repaired,
or redirected. Such complementarity is one reason the economic value of knowledge
cannot be inferred from its isolated exchange price. A low-cost or freely available
body of knowledge can have high downstream consequence when combined with
scarce capacities or infrastructures.

Proposition 17.3 (Availability—usability distinction). The availability of epistemic con-
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tent supports a claim of knowledge-resource access only when the relevant position can
practically identify, reach, interpret, and apply that content within the specified eco-
nomic activity.

Proposition 17.3 does not require that every user possess the same competence.
Translation, professional services, software interfaces, education, or institutional in-
termediaries can convert available content into usable resource. The proposition
instead prevents nominal availability from standing in for practical use. This dis-
tinction becomes central in Section 17.2, where scarcity shifts from the existence of
knowledge toward access, expertise, institutional position, language, technical capac-
ity, and exclusion.

17.1.2 Knowledge as Capacity

Knowledge also functions as capacity. The relevant object is then an ability to per-
ceive, interpret, diagnose, calculate, verify, design, explain, teach, maintain, or revise
rather than a body of content considered independently of a knower or institution.
Education and training have long been analyzed economically as investments in pro-
ductive skill and knowledge (Becker 1964). GRE retains the importance of acquired
competence while widening the unit of analysis beyond individual productivity. Epis-
temic capacity can be embodied in persons, distributed across teams, stabilized in or-
ganizations, supported by software and instruments, or produced through relations
among specialized positions.

The capacity interpretation matters because possession of content and ability to
use it can diverge sharply. Access to a manual does not establish the capacity to re-
pair the machine. Availability of a statistical model does not establish competence
to evaluate its assumptions. Possession of a legal database does not establish the in-
terpretive judgment required for representation. A laboratory may hold extensive
data while lacking the staff, instrumentation, or methodological diversity needed to
validate a result. The economic object therefore includes the conversion conditions
through which epistemic content becomes effective capability.

Capacity can also be collective. A complex engineering project can require com-
plementary expertise in materials, software, regulation, safety, finance, and local op-
erations. No single participant possesses the complete relevant knowledge. The ca-
pability exists through sufficiently reliable coordination among partially specialized
positions. This collective form connects knowledge to the relational architecture de-
veloped throughout GRE: interface quality, trust, standards, communication, author-
ity, and institutional continuity can be constitutive of epistemic capacity rather than
external additions to it.

Knowledge capacity has a temporal structure. Competence can depreciate when
practice stops, tools change, institutional memory disappears, or standards evolve.
It can also accumulate through repeated use, apprenticeship, documentation, reflec-
tion, and participation in communities of practice. Some capacities remain latent
until a triggering condition makes them relevant. Others become obsolete when the
environment changes. A static inventory of credentials or documents therefore pro-
vides only a partial representation of epistemic capacity.

Definition 17.4 (Epistemic economic capacity). An epistemic economic capacity is the
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practically supported ability of a person, collective, organization, institution, or rela-
tional configuration to generate, interpret, verify, apply, transmit, preserve, or revise
knowledge in ways that can materially affect a specified economic process or possi-
bility.

Definition 17.4 is broader than individual skill and narrower than general intel-
ligence or potential. It requires a specified function and practical support condi-
tions. A capacity can depend on tools, time, language, institutional authority, access
to records, trusted collaborators, or legal permission. These dependencies make epis-
temic capacity a suitable object for later analysis of scarcity, infrastructure, justice,
and asymmetry.

Proposition 17.5 (Content-capacity non-equivalence). Possession or access to epis-
temic content does not by itself establish the capacity to interpret, verify, apply, trans-
mit, or revise that content in a specified economic setting.

The proposition also works in the opposite direction. A skilled practitioner can
possess substantial embodied capacity without being able to articulate all relevant
knowledge as detached propositions or documents. The chapter therefore avoids us-
ing information quantity as a universal proxy for epistemic capability.

17.1.3 Knowledge as Relation

Knowledge can be relational in at least three economic senses. First, its production
can depend on relations among observers, teachers, collaborators, institutions, in-
struments, objects, and inherited records. Second, its practical recognition can de-
pend on relations of trust, authority, certification, language, and institutional stand-
ing. Third, its meaning and applicability can depend on the relational context in
which concepts, classifications, measurements, or procedures are used. The rela-
tional interpretation therefore concerns the conditions under which knowledge is
generated, recognized, communicated, and made consequential.

This interpretation does not imply that every true claim is socially constructed or
that epistemic validity is reducible to institutional recognition. The narrower point is
economic: whether knowledge can enter action often depends on relations that con-
nect an epistemic position to other positions. A scientist may possess a well-supported
result that has little economic consequence until it enters a standards process, pro-
curement decision, clinical guideline, engineering design, investment decision, or
public institution. A worker may hold detailed process knowledge while lacking a
recognized channel through which that knowledge can alter organizational practice.
A community may possess locally grounded knowledge that remains excluded when
the governing institution recognizes only a narrower evidential form.

Recognition relations can therefore matter economically without determining
truth. Credentials, professional status, peer review, certification, organizational role,
and reputation can function as institutional shortcuts for deciding whose claims
receive attention or authority. Such mechanisms can reduce coordination costs and
support specialization. They can also create exclusion, dependency, or error when
recognized status becomes detached from current competence or when alternative
sources lack routes to institutional uptake. Fricker’s account of epistemic injustice
provides one important normative precedent for examining credibility and interpre-
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tive exclusion (Fricker 2007); later sections will distinguish those justice questions
from the descriptive relational architecture developed here.

Relational knowledge also includes the knowing of relations themselves. Supply-
chain knowledge, network position, institutional procedure, contractual dependency,
social trust, and historical provenance can be economically valuable because they
represent how positions are connected rather than properties of isolated entities.
Much practical expertise consists in recognizing which relation is consequential,
which interface is failing, which actor can authorize change, or which historical
dependency constrains the apparent choice set. GRE therefore treats relational
knowledge as compatible with, but broader than, an inventory of facts about sepa-
rate objects.

The economic importance of relation becomes especially visible in transmission.
Communication requires more than a sender and a message. Shared language, con-
ventions, timing, trust, interpretive background, attention, and opportunities for cor-
rection can condition whether a transmitted representation becomes knowledge for
the receiving position. Knowledge transfer can therefore fail even when information
transfer succeeds. This distinction will recur in the chapter’s treatment of education,
epistemic infrastructure, relational knowing, and open systems.

Proposition 17.6 (Relational uptake condition). Where economic consequence de-
pends on another position recognizing, interpreting, or acting upon a knowledge claim,
the relevant knowledge-economic profile includes the relations governing uptake as
well as the underlying epistemic content.

Proposition 17.6 makes institutional pathways visible without equating recogni-
tion with validity. It also clarifies why a redistribution of information can leave epis-
temic inequality largely unchanged when the relations required for interpretation,
standing, or consequential uptake remain concentrated.

17.1.4 Knowledge as Infrastructure

Knowledge acquires an infrastructural role when stabilized epistemic arrangements
support repeated coordination across many activities and positions. Classification
systems, accounting conventions, technical standards, statistical series, maps, reg-
istries, archives, libraries, dictionaries, scientific taxonomies, reference models, le-
gal records, and shared documentation can become background conditions through
which later action is made possible. Their economic significance lies partly in re-
peated use: once widely relied upon, they can reduce coordination costs, preserve
memory, enable interoperability, and provide common reference points across trans-
actions or institutions.

The infrastructure role differs from the resource role. A particular engineering
report can serve as a resource for one project. A durable measurement standard can
support thousands of projects by stabilizing the terms in which measurements are
produced and compared. A dataset can be a resource; the data architecture, iden-
tifiers, metadata standards, verification procedures, and preservation systems that
make successive datasets interoperable constitute a broader infrastructural layer.
Bowker and Star’s analysis of classification and standards demonstrates how such sys-
tems can become embedded infrastructures that organize visibility and interaction
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(Bowker and Star 1999). Porter’s history of quantitative objectivity likewise shows
how standardized numerical practices can acquire institutional authority far beyond
individual calculations (Porter 1995).

Epistemic infrastructure can be enabling and constraining at the same time. Sta-
ble categories make comparison possible, yet they can exclude cases that fit poorly.
Common standards enable interoperability, yet switching costs can stabilize obso-
lete designs. Archives preserve evidence, yet retention and selection policies shape
future visibility. Shared languages widen communication within a field while cre-
ating barriers for those outside its linguistic conventions. Infrastructure therefore
has a generative and historical character: it changes the cost and possibility of later
knowing while carrying earlier classifications and institutional decisions forward.

Infrastructure also distributes dependency. A widely shared reference system can
reduce bilateral coordination burdens because participants need not renegotiate ev-
ery epistemic convention. At the same time, concentration of control over the infras-
tructure can create new dependencies. If one platform controls identity, provenance,
search, citation, certification, or access to a crucial knowledge repository, broad us-
ability can coexist with concentrated governance capacity. The economic analysis
must therefore distinguish the distribution of use from the distribution of authority
over maintenance, revision, and access.

Knowledge commons provide a further institutional form. Hess and Ostrom show
that knowledge can be studied through commons analysis while retaining differences
between knowledge resources and natural-resource common-pool systems (Hess and
Ostrom 2007). Shared repositories, open standards, collaborative databases, and pub-
lic libraries can distribute epistemic infrastructure while still requiring governance
of contribution, preservation, attribution, quality, access, and sustainability. Sec-
tion 17.15 will return to these issues in detail.

Definition 17.7 (Epistemic infrastructural role). A knowledge configuration has an
epistemic infrastructural role when its comparatively stabilized use supports repeated
generation, interpretation, verification, transmission, coordination, or preservation
across a wider field of economic activity than the immediate task for which any single
knowledge item is used.

The definition is functional rather than ontological. The same object can shift be-
tween resource and infrastructure depending on scale and institutional embedding.
A technical protocol used once is a task-specific resource; once it becomes a common
interface relied upon across many organizations, its infrastructural role becomes an-
alytically significant.

17.1.5 Knowledge as Power

Knowledge can become power when an epistemic position participates in a mecha-
nism that materially conditions another position’s feasible action, access, standing,
burden, or future trajectory. Chapter 16 developed this mechanism-based interpreta-
tion in its analysis of economic epistemic power. Section 403 retains that boundary. A
difference in knowledge, expertise, prediction, or verification capacity can produce
advantage without constituting power over a particular counterpart. The stronger
power claim requires a consequential relational mechanism.
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Several mechanisms are common. Exclusive knowledge can support bargaining
leverage where another party cannot verify quality or risk. Recognized expertise
can carry authority over admission, licensing, diagnosis, certification, or compliance.
Control over classifications can determine eligibility, creditworthiness, risk status, or
institutional visibility. Proprietary data or models can condition the ability of others
to compete, appeal, or understand decisions. Secrecy can preserve strategic advan-
tage. Predictive capacity can permit earlier action when timing materially affects
later options. The knowledge-power relation therefore depends on how epistemic
difference enters an economic interface.

The same knowledge position can also support legitimate specialization. Medi-
cal expertise, engineering judgment, auditing competence, scientific assessment, and
professional certification can improve collective decisions when their authority is
appropriately scoped, accountable, contestable, and connected to relevant evidence.
Power analysis should therefore identify the conditioning mechanism before norma-
tive evaluation begins. The existence of epistemic power does not settle whether the
relation is justified, unjust, beneficial, necessary, or harmful.

Knowledge power can be infrastructural rather than personal. Standards bodies,
rating systems, databases, statistical agencies, search systems, credentialing institu-
tions, and classification infrastructures can shape what becomes visible, comparable,
admissible, or actionable. In such cases, power may be distributed across technical
rules, institutional mandates, software, professional routines, and recognized inter-
pretive communities. This distribution complicates simple accounts of ownership or
command because no single actor may possess complete control while the infrastruc-
ture still conditions many positions.

Power can also arise through withholding. Strategic concealment, inaccessible
documentation, opaque models, delayed disclosure, or non-portable records can in-
crease dependency where another position requires the knowledge to exercise rights,
change providers, verify performance, or coordinate alternatives. Conversely, trans-
parency alone does not eliminate epistemic power if interpretation, verification, at-
tention, or institutional standing remain concentrated. The economic object is there-
fore the consequential knowledge relation, including the capacities and institutions
that convert epistemic difference into practical effect.

Proposition 17.8 (Epistemic-difference conversion condition). An epistemic dif-
ference supports a claim of economic power only where an identifiable mechanism
converts that difference into material conditioning of another position’s access, action,
standing, burden, contestability, or feasible trajectory.

Proposition 17.8 preserves continuity with Chapter 16 while preparing Section 17.7.
The later section will analyze several forms of epistemic asymmetry and the condi-
tions under which they persist. The present subsection establishes only the economic
role through which knowledge can become power.

17.1.6 Knowledge as Generative Condition

Knowledge can function as a generative condition when it changes the space of later
actions, relations, capacities, questions, designs, or institutional possibilities. This
role is broader than immediate productivity. A scientific result can open a research
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programme. A legal interpretation can make a new organizational form feasible. A
technical standard can enable an ecosystem of compatible products. Historical knowl-
edge can reveal previously invisible dependencies. Education can alter the questions
alearner is capable of asking. A shared model can make coordination possible among
actors who could not previously align their expectations.

The generative role therefore concerns what later becomes reachable. Knowledge
can enlarge future possibility by revealing options, reducing uncertainty, enabling
combination, or creating new capabilities. It can also narrow future possibility when
a classification becomes entrenched, when an incorrect model redirects investment,
or when a dominant paradigm crowds out alternative questions. Generative conse-
quence is thus direction-sensitive and historically contingent. More knowledge in
one dimension does not automatically increase every relevant possibility.

Knowledge can generate further knowledge. Methods, instruments, theories,
archives, and standards can create conditions for observations and questions that
were previously unavailable. A new measurement technique can make a phe-
nomenon observable; a new archive can make historical comparison possible; a
conceptual distinction can permit a later theory; a computational tool can expand
the feasible search space. This recursive structure differentiates knowledge from
an input that disappears after one use. Some epistemic outputs become part of the
machinery through which later epistemic production occurs.

The recursive effect can also cross domains. Knowledge generated in science can
alter engineering capacity; engineering can create new instruments for science; le-
gal knowledge can change institutional access; institutional change can alter data
generation; new data can revise economic models. The generative path is therefore
frequently relational and multistage. Attribution of effect requires tracing the rel-
evant pathway rather than assuming that all later changes derive from the earlier
knowledge event.

Definition 17.9 (Generative epistemic condition). A generative epistemic condition
is a knowledge configuration whose availability, interpretation, institutional uptake,
or practical application materially changes the set or accessibility of later actions,
relations, capacities, inquiries, or economic trajectories within a specified field and
horizon.

The definition requires a specified field and horizon because generative effects can
be local, delayed, or path-dependent. A discovery can generate many scientific possi-
bilities while having little immediate economic application. A production routine can
improve one organization’s capacity while increasing dependence on a proprietary
platform. A public standard can widen interoperability while reducing diversity in
competing technical approaches. Generative analysis therefore complements, rather
than replaces, valuation and justice analysis.

Proposition 17.10 (Epistemic generativity recursion). Where knowledge materially
changes the capacities or infrastructures through which later knowledge is produced,
the resulting epistemic process can become recursively generative across successive his-
torical stages.

Proposition 17.10 motivates later analysis of knowledge capital, institutions, infras-
tructure, preservation, and commons. Recursive generativity can support cumula-
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tive learning, yet it can also reproduce asymmetry when the capacities for generating
later knowledge remain concentrated.

17.1.7 Limits of Ownership Language

Ownership language captures important parts of the epistemic economy, especially
where law grants exclusion, licensing, transfer, or control rights over specified ex-
pressions, data arrangements, inventions, trade secrets, or infrastructures. It never-
theless provides an incomplete description of many knowledge relations. A person
can own a book without understanding it, understand a method without owning its
formal expression, possess a trade secret without controlling the wider scientific field,
contribute to a body of knowledge without holding exclusion rights, or depend on a
platform whose operator owns neither every contribution nor every item of knowl-
edge circulating through it.

The analytical problem is therefore multidimensional. At least seven positions can
diverge: possession of a representation, practical access, competence to use it, au-
thority to modify or certify it, legal exclusion rights, attribution or authorship, and
stewardship obligations. A further distinction concerns infrastructure control. An
actor may lack ownership of the underlying knowledge while controlling the reposi-
tory, search system, compute environment, identity layer, or standard through which
others reach it. Conversely, open licensing can remove one form of exclusion while
leaving language, equipment, compute, verification, or attention as effective barriers.

Arrow’s analysis of invention already identified difficulties in appropriating in-
formational returns and the unusual relation between information disclosure and
market exchange (Arrow 1962). Commons scholarship extends the institutional vo-
cabulary by treating knowledge as a resource whose access, preservation, enclosure,
contribution, and governance can be organized in forms that do not map cleanly onto
a simple privately owned versus unowned binary (Hess and Ostrom 2007). GRE uses
these precedents to preserve analytical space for differentiated rights, capacities, and
dependencies.

The limits of ownership language are also visible in collective and cumulative
knowledge. Scientific results can depend on prior literature, shared instruments,
public funding, datasets, standards, peer criticism, and institutional memory. Orga-
nizational routines can emerge from contributions distributed across many workers
and generations. Languages and classification systems are maintained through
collective use. Local and Indigenous knowledge can be embedded in communities,
practices, places, and obligations that are poorly represented by an individualized
property metaphor. The appropriate institutional analysis can therefore require
attribution, consent, stewardship, access, reciprocity, confidentiality, or governance
mechanisms in addition to, or in some cases in place of, ownership claims.

This broader treatment does not deny property rights or intellectual-property insti-
tutions. It asks what those institutions actually organize. Exclusion rights can affect
investment, disclosure, bargaining, access, diffusion, and appropriation. Licensing
can expand use while preserving specified controls. Trade secrecy can protect com-
mercial knowledge while reducing external verifiability. Public-domain status can
widen legal access while leaving practical use dependent on complementary infras-
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tructure. Each mechanism should therefore be analyzed through its concrete effects
rather than treated as a complete description of the epistemic relation.

Proposition 17.11 (Ownership-scope condition). Ownership language provides an ad-
equate representation of an epistemic-economic relation only to the extent that the rel-
evant economic consequences are materially organized by the rights and controls cap-
tured by that ownership relation; access, competence, attribution, stewardship, infras-
tructure, and dependency require separate representation where they diverge.

Proposition 17.11 prepares the later analysis of knowledge capital and knowledge
commons. It also prevents the chapter from using “knowledge ownership” as short-
hand for every form of epistemic control.

17.1.8 Knowledge as Epistemic Event and Generative Condition

The final role places knowledge within the event architecture developed earlier in
GRE. An epistemic state can change when a position observes, learns, infers, mea-
sures, receives testimony, encounters a record, verifies a claim, revises a model, or
recognizes an earlier error. Such a change can remain internal to representation,
or it can enter the practical field through communication, authorization, expecta-
tion, coordination, investment, classification, or another uptake mechanism. The eco-
nomic significance of knowledge therefore depends partly on whether and how an
epistemic event is converted into practical consequence.

A new forecast illustrates the distinction. The forecast can first change an analyst’s
representation of future conditions. If it remains private and unused, the economic
field may be unchanged apart from the analyst’s internal state. If the forecast is com-
municated to a central bank, insurer, firm, household, or public agency and alters
decisions, it becomes part of the causal history of the field being forecast. The epis-
temic event then has both representational and practical dimensions. Similar recur-
sion occurs when ratings affect financing costs, scientific warnings alter regulation,
performance metrics alter behavior, or classifications change eligibility.

This performative possibility should not be generalized automatically. Many ob-
servations do not materially transform the observed system. Some are too weak, too
private, too delayed, or too institutionally disconnected to generate practical effects.
Others are explicitly designed to minimize interference. The analytical task is to iden-
tify the uptake pathway and distinguish a change in what is believed from a change
in what becomes practically accessible or likely.

Epistemic events can also create generative conditions for later inquiry. Discover-
ing an anomaly can generate a new question; publishing a method can create a com-
munity of users; preserving a negative result can prevent repeated dead ends; recog-
nizing a classification failure can motivate new categories; exposing uncertainty can
redirect monitoring and research. In each case the knowledge event changes the con-
ditions under which later epistemic events become possible. The event and condition
roles are therefore temporally connected.

Definition 17.12 (Epistemic-economic event). An epistemic-economic event is an epis-
temic change whose uptake, preservation, communication, authorization, or practi-
cal use materially alters an economic relation, process, capacity, value, constraint,
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allocation, or future possibility within a specified field.

Definition 17.12 does not classify the epistemic event as true, beneficial, legitimate,
or just. Incorrect beliefs, misleading classifications, and poorly grounded forecasts
can also produce economic consequences. Their epistemic quality and their causal
efficacy are separate analytical questions.

Proposition 17.13 (Event-condition recursion). Where an epistemic-economic event
changes the capacities, relations, infrastructures, classifications, or incentives through
which later knowledge is generated or received, the event becomes part of the generative
epistemic conditions of subsequent economic history.

Proposition 17.13 completes the section’s plural-role architecture. Knowledge can
enter economic analysis as resource, capacity, relation, infrastructure, power, gener-
ative condition, institutionally governed object, and historically consequential event.
These roles can overlap, but each requires its own evidence and mechanism. The
next section therefore turns to scarcity. Once knowledge is treated as a plural eco-
nomic object, scarcity can no longer be represented simply as the absence of informa-
tion. Access, expertise, education, institutional position, language, technical capacity,
exclusion, and rent can each determine which epistemic objects become practically
available to whom.

17.2 Knowledge Scarcity

The role of this section is to specify what scarcity means once knowledge has
been established as a plural economic object rather than a homogeneous stock.
Section 17.1 showed that knowledge can function as resource, capacity, relation,
infrastructure, power, generative condition, institutionally governed object, and
epistemic-economic event. The objective here is to identify the principal mecha-
nisms through which economically relevant knowledge can remain scarce even
when symbolic content or codified information is widely available. The discussion
proceeds through access, expertise, education, institutional position, linguistic access,
technical access, epistemic exclusion, and knowledge rents. The method is relational
and mechanism-specific: scarcity is represented with respect to a specified epistemic
object or function, a position seeking to use it, a field of complementary conditions,
and a temporal horizon.

Knowledge scarcity therefore does not require a small total stock of information.
A technical manual can be publicly downloadable while practical competence re-
mains scarce. A scientific article can be open access while the data, equipment, lan-
guage, time, or interpretive expertise required for serious use remain concentrated.
A professional field can contain many qualified people while recognized authority
to certify, diagnose, authorize, or allocate remains scarce. A translation can widen
symbolic access while tacit context or institutional vocabulary remains difficult to
transfer. Scarcity can consequently reside in content, access, interpretive capacity,
recognition, infrastructure, or the institutional pathways through which knowledge
becomes actionable.

Definition 17.14 (Knowledge-scarcity profile). A knowledge-scarcity profile is a
scoped representation of the epistemic objects or functions that are practically



17.2. KNOWLEDGE SCARCITY

17

Table 17.2: Dimensions of knowledge scarcity in substantive GRE analysis.

Dimension

Primary scarcity object

Characteristic analytical question

Access

Expertise
Education
Institutional posi-
tion

Linguistic access
Technical access
Epistemic exclu-
sion

Knowledge rents

Practical reachability of epis-
temic objects and use condi-
tions

Interpretive, verificatory, ap-
plicative, and generative com-

petence

Organized pathways of
epistemic-capacity forma-
tion

Membership, standing, autho-
rization, and recognized role

Capacity to receive, interpret,
and express knowledge across
linguistic interfaces
Hardware, software, compute,
instruments, standards, net-
works, and authentication
Selective blockage of epistemic
access, recognition, participa-
tion, or contribution

Returns linked to controlled
scarcity of epistemic objects,
capacities, or access pathways

Which positions can obtain, inspect, retain,
verify, and lawfully use the relevant knowl-
edge?

Which capacities are required to convert
available content into warranted under-
standing or practical action?

Which positions can enter, persist in, and
benefit from learning relations that gener-
ate later competence?

Which knowledge becomes reachable or ac-
tionable only from particular institutional
positions?

Which meanings, categories, and oppor-
tunities remain inaccessible or distorted
across language conditions?

Which technical complements condition
whether nominally available knowledge
can be generated or used?

Which relational or institutional mecha-
nisms systematically restrict particular po-
sitions?

What portion of an economic return de-
pends on maintaining a scarce epistemic
position or bottleneck?

limited for specified positions, together with the access conditions, capacities, insti-
tutional arrangements, linguistic and technical interfaces, exclusion mechanisms,
temporal conditions, and economic consequences through which that limitation is
produced or sustained.

Definition 17.14 treats scarcity as relational and function-specific. The same codi-
fied knowledge can be abundant for one function and scarce for another. A dataset
can be abundant as downloadable files yet scarce as a verified basis for policy if doc-
umentation, provenance, computational resources, or domain expertise are limited.
An educational lecture can be widely available while sustained mentorship, feedback,
laboratory access, or recognized certification remain scarce. A public standard can
be accessible as text while implementation competence remains concentrated in spe-
cialized firms or professional communities.

Table 17.2 summarizes the eight dimensions developed in this section. The dimen-
sions can coexist and reinforce one another, yet they identify different bottlenecks
and therefore imply different empirical and institutional questions.

The scarcity profile also has a temporal dimension. Knowledge that is currently
scarce can become abundant through education, publication, standardization, trans-
lation, infrastructure investment, institutional reform, or technological change. Con-
versely, knowledge can become scarce through skill loss, archive degradation, orga-
nizational exit, enclosure, language shift, obsolete formats, withdrawal of infrastruc-
ture, or concentration of verification capacity. Scarcity should therefore be studied
as a process as well as a state.
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17.2.1 Access

Access is the first scarcity mechanism because symbolic availability and practical
reachability can diverge sharply. Section 17.1.7 distinguished legal ownership from
access, competence, attribution, stewardship, infrastructure control, and depen-
dency. The present subsection narrows the problem to the conditions under which
a specified position can obtain and use an epistemic object for a specified purpose.

A useful access analysis includes more than physical or digital possession. An ar-
ticle behind no paywall can remain practically inaccessible to a reader who lacks
language competence or the background required to interpret it. An open dataset
can remain unusable without metadata, documentation, software, compute, or legal
permission for the relevant use. A public administrative record can remain difficult
to contest if search, copying, retention, or evidential procedures are costly. A profes-
sional body of knowledge can be formally public while entry into the communities
that interpret and update it depends on credentials, mentorship, or organizational
affiliation.

Definition 17.15 (Epistemic access pathway). An epistemic access pathway is the se-
quence of legal, institutional, linguistic, technical, interpretive, and temporal condi-
tions through which a position can obtain, inspect, understand, verify, retain, apply,
or contest a specified epistemic object or claim.

Definition 17.15 makes access purpose-specific. Reading a document, reproducing
an analysis, using a dataset commercially, challenging an administrative decision,
and applying a clinical protocol can require different pathways even when they in-
volve the same epistemic object. Access can also be partial. A position may inspect
a model’s output while lacking its training data, documentation, parameter history,
or validation record. Another may possess the raw data while lacking authority to
publish or act upon them.

The distinction between resources and effective opportunity developed in
capability-oriented economics provides a useful precedent for this treatment. Sen
emphasizes that formally similar resources can generate different substantive op-
portunities because conversion conditions differ (Sen 1999). Applied here, nominal
access to information can coexist with strong inequality in the capacity to convert
that information into understanding, action, participation, or remedy.

Proposition 17.16 (Availability-access non-equivalence). The availability of an epis-
temic object does not by itself establish practical epistemic access where use depends
on complementary legal, institutional, linguistic, technical, interpretive, or temporal
conditions.

Proposition 17.16 is especially important for open and digital environments. Low-
ering the marginal cost of reproduction can reduce one scarcity while leaving com-
plementary scarcities intact. The relevant empirical question is therefore which step
of the access pathway remains binding for the position and purpose under study.

17.2.2 Expertise

Expertise introduces a second form of scarcity. Codified content can be widely dis-
tributed while the competence required to interpret, verify, adapt, or generate knowl-
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edge remains comparatively concentrated. Section 17.1.2 treated knowledge as ca-
pacity. The present subsection focuses on the scarcity of that capacity and on the
institutional conditions under which expertise becomes economically consequential.

Expertise is multidimensional. It can include conceptual understanding, procedu-
ral skill, tacit recognition, diagnostic judgment, model criticism, experimental tech-
nique, contextual memory, and the ability to distinguish meaningful variation from
noise. Different tasks can require different combinations. The expertise needed to
execute a standard procedure can differ from the expertise required to audit that
procedure, design a replacement, explain its limitations, or teach it to others.

Scarcity of expertise can arise from long training periods, limited mentorship, rare
experience, specialized equipment, costly practice, safety requirements, institutional
bottlenecks, or the cumulative character of learning. Becker’s human-capital analysis
provides one economic precedent for treating education and training as investments
in productive capacity (Becker 1964). GRE retains the investment insight while repre-
senting competence as relationally generated through learning histories, institutional
recognition, material conditions, and opportunities for practice.

Expertise should also be distinguished from recognized authority. A person can
possess substantial competence without a credential or organizational role that per-
mits its exercise. Conversely, a credential can carry institutional authority while
only imperfectly representing current competence. The distinction matters because
scarcity of recognized expertise can be produced either by scarcity of underlying com-
petence or by scarcity of positions authorized to exercise it.

Definition 17.17 (Expertise-scarcity profile). An expertise-scarcity profile records the
competences required for a specified epistemic-economic function, the positions pos-
sessing or lacking those competences, the learning and practice pathways through
which they can be formed, the recognition mechanisms through which they become
institutionally actionable, and the consequences of their limited distribution.

Proposition 17.18 (Expertise-recognition non-equivalence). Scarcity of epistemic
competence and scarcity of recognized authority are analytically distinct even when
credentials, professional standing, or institutional roles connect them in practice.

Proposition 17.18 prevents a common compression. A shortage of licensed profes-
sionals may reflect limited training capacity, restrictive recognition rules, geographic
distribution, working conditions, migration barriers, or several mechanisms at once.
Governance responses differ depending on which mechanism is binding.

Expertise can also become a bottleneck in systems that otherwise appear infor-
mationally abundant. As automated systems generate more analyses, reports, code,
models, or recommendations, the scarce function may shift toward verification, in-
tegration, accountability, or judgment. Section 17.3 will examine that abundance-
scarcity transformation directly. The present point is narrower: scarcity can reside
in the competence needed to make abundant symbolic outputs epistemically and eco-
nomically usable.
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17.2.3 Education

Education is a principal institutional pathway through which expertise and broader
epistemic capacities are formed. Its scarcity therefore concerns more than the num-
ber of available seats. Educational access can depend on cost, geography, time, prior
preparation, language, care obligations, disability access, documentation, institu-
tional eligibility, information about opportunities, and the ability to remain within a
learning pathway long enough for capability formation to occur.

The economic significance of education also exceeds immediate labor productivity.
Education can expand interpretive capacity, participation, mobility across epistemic
domains, access to professional communities, and the ability to evaluate or contest
claims. Capability-oriented analysis is again useful because formal access to school-
ing and substantive educational opportunity can diverge when conversion conditions
differ (Sen 1999). The same curriculum can generate different effective capacities
when students differ in language, prior preparation, time, safety, technology, men-
toring, financial security, or institutional recognition.

GRE therefore treats education as a generative relation as well as a resource alloca-
tion. A learning process can change the future epistemic option space of the learner
by enabling entry into later fields, increasing the range of claims that can be assessed,
and creating relationships through which subsequent knowledge becomes accessible.
Educational scarcity can consequently compound historically. Limited early access
can reduce eligibility for later education, credentials, occupations, research infras-
tructure, or authoritative roles.

Definition 17.19 (Educational epistemic pathway). An educational epistemic pathway
is a temporally ordered configuration of learning relations, instructional resources,
practice opportunities, feedback, credentials, institutional transitions, and enabling
conditions through which later epistemic capacities and access positions are formed.

Definition 17.19 supports analysis of both formal and informal education. Appren-
ticeship, professional practice, community learning, research supervision, libraries,
peer groups, online instruction, and workplace learning can all participate in capacity
formation. Their economic significance depends on what later capacities and access
relations they generate.

Credentials require separate treatment from learning. Credentials can certify
achievement, reduce information costs, organize professional standards, and create
predictable admission rules. They can also become gates whose scarcity is only
partly connected to underlying competence. The analytical question is therefore
how educational formation, recognized qualification, and later access are connected
in the field under study.

Proposition 17.20 (Education-path dependence). Where later epistemic access de-
pends on capacities, credentials, or institutional relations generated through earlier ed-
ucation, educational scarcity can become historically cumulative even when each later
gate is formally open under stated rules.

Proposition 17.20 does not imply that educational trajectories are fixed. Bridging
programmes, recognition of prior learning, open educational resources, alternative
credentials, mentoring, public provision, and institutional reform can reopen path-
ways. Itindicates that scarcity should be traced across sequences rather than inferred
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from one contemporaneous admission rule.

17.2.4 Institutional Position

Institutional position creates another source of knowledge scarcity because econom-
ically relevant knowledge is often embedded in organizations, professions, regula-
tory systems, laboratories, platforms, archives, and trusted networks. Formal pub-
lic availability can coexist with privileged access arising from membership, employ-
ment, appointment, accreditation, security clearance, contractual relation, research
affiliation, or recognized standing.

North’s institutional analysis emphasizes that rules structure transaction possibili-
ties and incentives rather than merely recording choices after they occur (North 1990).
In epistemic fields, institutional rules can determine who may inspect records, enter
laboratories, access administrative data, participate in standards committees, submit
evidence, receive internal reports, obtain research funding, or speak with recognized
authority. These positions can be economically valuable even when the underlying
knowledge is neither privately owned nor scarce in a physical sense.

Institutional position also affects trust and uptake. A claim produced by a rec-
ognized laboratory, regulatory body, university, standards organization, or profes-
sional association can receive attention and authority that an equivalent claim from
an unrecognized source does not automatically receive. Such recognition can be justi-
fied by quality-control institutions, accumulated reliability, accountability, or special-
ized competence. It can also reproduce exclusion where standing becomes detached
from relevant epistemic capacity or where alternative knowledge systems lack routes
to recognition.

Definition 17.21 (Institutional epistemic position). An institutional epistemic position
isarecognized role or standing that conditions a position’s access to epistemic objects,
infrastructures, decision forums, evidential channels, certification functions, or au-
thoritative interpretation within a specified institutional field.

Institutional epistemic positions are heterogeneous. Membership can grant access
to internal records without decision authority. Employment can provide laboratory
access without publication rights. Accreditation can authorize certification without
conferring ownership of the underlying knowledge. A regulator can possess eviden-
tial access while remaining institutionally separated from the organizations that gen-
erated the data. The relevant profile should therefore specify the bundle of epistemic
rights and capacities attached to the position.

Proposition 17.22 (Position-knowledge distinction). Institutional epistemic position
can condition access and authority without establishing the epistemic adequacy of the
knowledge held by the position, while epistemic competence can exist without the insti-
tutional standing required for consequential uptake.

This distinction prepares later analysis of epistemic asymmetry and institutions.
Scarcity can be located in knowledge itself, in the positions through which knowl-
edge becomes actionable, or in the conversion mechanism connecting competence
to recognized authority.
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17.2.5 Linguistic Access

Linguistic access is an epistemic-economic condition because language participates
in the transmission, interpretation, contestation, and generation of knowledge. A
document can be materially available while remaining practically inaccessible to po-
sitions unable to read the relevant language or specialized register. Translation can
reduce this barrier, yet translation itself requires resources, competence, contextual
knowledge, and decisions about terminology, ambiguity, and equivalence.

Language scarcity appears at several levels. Everyday language can condition en-
try into education, employment, administration, and public services. Professional
registers can condition access to law, medicine, finance, engineering, or scientific
debate. Mathematical and computational languages can function as specialized in-
terfaces to technical knowledge. Institutional vocabularies and classifications can
determine whether a person can formulate a claim in terms recognized by a decision
system. The same position can therefore possess general linguistic competence while
lacking access to the register required for a particular epistemic-economic function.

Linguistic access also has a generative dimension. A language provides concepts,
distinctions, metaphors, histories, and communities of interpretation that can shape
which questions become easy to formulate and which relations become visible. This
observation does not imply linguistic determinism. It indicates that translation
among epistemic systems can involve conceptual work beyond lexical substitution.

Definition 17.23 (Linguistic epistemic access). Linguistic epistemic access is the prac-
tical capacity to receive, interpret, express, translate, and contest epistemically con-
sequential content in the linguistic or symbolic forms through which a specified field
organizes knowledge and action.

Translation technologies, multilingual publication, interpreters, standardized ter-
minology, language education, and accessible communication can widen linguistic
epistemic access. Their adequacy remains purpose-specific. A translation sufficient
for general orientation may be insufficient for legal interpretation, scientific replica-
tion, contractual commitment, or technical safety. Tacit context, historical connota-
tion, category boundaries, and field-specific conventions can remain consequential
after surface translation.

Proposition 17.24 (Translation—access scope condition). Translation expands epis-
temic access to the extent that it preserves the distinctions, context, evidential relations,
and practical functions material to the intended use; symbolic convertibility alone does
not establish functional equivalence across epistemic settings.

Proposition 17.24 preserves the broader GRE principle against premature equiv-
alence. Linguistic access can often be improved substantially while still leaving
domain-specific remainder that requires interpretation, negotiation, or parallel
representation.

17.2.6 Technical Access

Technical access concerns the material and computational complements through
which epistemic objects can be generated, retrieved, inspected, verified, or used.
Digital knowledge environments make this dimension increasingly visible. Public
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documentation can remain economically inaccessible where users lack suitable
hardware, network connectivity, software, authentication, data formats, compute
capacity, instrumentation, storage, or maintenance support.

Technical access is layered. A position can possess network access while lacking
authorization to a repository, possess repository access while lacking compatible soft-
ware, possess software while lacking computational capacity, or possess compute
while lacking the data rights required for the intended analysis. Scientific knowl-
edge can depend on instruments that are expensive, geographically concentrated, or
institutionally controlled. Industrial know-how can depend on machine tools, clean
rooms, test environments, or production-scale feedback unavailable to positions that
possess the written design.

The technical layer therefore affects both use and verification. Reproducibility of
a computational result can require versioned code, dependency environments, hard-
ware characteristics, datasets, random seeds, documentation, and substantial com-
pute. A formal commitment to transparency can consequently coexist with practical
verification scarcity when the complementary technical stack is unavailable.

Definition 17.25 (Epistemic technical-access stack). An epistemic technical-access
stack is the configuration of hardware, software, data, compute, networks, instru-
ments, standards, interfaces, authentication, documentation, and maintenance
conditions required for a specified position to generate, inspect, verify, reproduce,
or apply an epistemic object.

The stack concept avoids treating technical access as one binary variable. Differ-
ent layers can be controlled by different institutions, and a bottleneck at one layer
can dominate the practical value of openness elsewhere. The configuration can also
change historically as standards evolve, software becomes obsolete, compute costs
fall, proprietary interfaces close, or public infrastructure expands.

Proposition 17.26 (Technical-complementarity condition). Where effective use or ver-
ification of knowledge depends on a complementary technical stack, reducing scarcity
at one technical layer need not remove epistemic scarcity when another layer remains
binding for the specified function.

This proposition prepares Sections 17.7 and 17.11, where computational asymme-
try and epistemic infrastructure receive fuller treatment. Here the point is that tech-
nical access is one mechanism through which apparently abundant knowledge can
remain economically scarce.

17.2.7 Epistemic Exclusion

Scarcity becomes epistemic exclusion when limitation is generated or stabilized
through a selective relational mechanism that restricts particular positions in their
access to, recognition within, contribution to, or contestation of an epistemic field.
This distinction matters because scarcity can arise without exclusion. A rare exper-
tise may be scarce because training is intrinsically demanding; a telescope may be
scarce because construction is costly; a historical archive may be incomplete because
records were never created. Exclusion adds a relational mechanism through which
some positions face systematically different epistemic possibilities.
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Exclusion can operate through price, eligibility, credentials, classification, mem-
bership, secrecy, location, language, inaccessible design, identity verification, pub-
lication rules, professional norms, technical standards, discriminatory practice, or
the absence of recognized channels for testimony and interpretation. Several mech-
anisms can coexist. A position may have legal access to an institution while being
unable to participate because documentation, language, scheduling, technical inter-
face, or social recognition creates an effective barrier.

Fricker’s account of epistemic injustice provides an important philosophical prece-
dent for analyzing credibility and interpretive resources as sites of injustice (Fricker
2007). The present section uses a narrower economic object. It asks how selective
epistemic barriers condition access to education, work, markets, finance, public
services, research infrastructure, decision procedures, or future capacity formation.
The normative evaluation of these barriers belongs more fully to Section 17.12; the
present task is descriptive and causal.

Definition 17.27 (Epistemic exclusion mechanism). An epistemic exclusion mecha-
nism is a relational, institutional, linguistic, technical, classificatory, or economic pro-
cess that selectively restricts specified positions from consequential access to, partic-
ipation in, recognition within, verification of, contribution to, or contestation of an
epistemic field.

The definition is intentionally selective. Unequal outcomes do not by themselves
establish exclusion. A claim of exclusion requires evidence of the mechanism that dif-
ferentiates access or standing. Likewise, exclusion does not automatically establish
injustice. Some exclusions can support privacy, safety, fiduciary obligation, confiden-
tiality, research integrity, or protection against misuse. Their legitimacy depends on
purpose, scope, proportionality, alternatives, contestability, and incidence.

Proposition 17.28 (Scarcity—exclusion distinction). Epistemic scarcity supports a
claim of epistemic exclusion only where a selective mechanism materially differenti-
ates the epistemic possibilities available to specified positions; scarcity arising from
other causes requires separate characterization.

Exclusion can also become generative. Restricted access to one educational or insti-
tutional field can reduce the capacity to enter later fields. Exclusion from recognized
evidence production can make later contributions less visible. Technical incompat-
ibility can prevent participation in the standards process that would otherwise re-
vise the incompatibility. These recursive pathways connect scarcity to the persistent
asymmetries developed in Section 17.7.

17.2.8 Knowledge Rents

The final scarcity mechanism concerns economic returns associated with control over
scarce epistemic positions. Information and knowledge have unusual economic prop-
erties because disclosure, replication, and appropriation do not follow the same pat-
tern as many ordinary rival goods. Arrow’s analysis of invention emphasized uncer-
tainty in information production and the difficulty of appropriating informational
returns once information is disclosed (Arrow 1962). Institutions therefore organize
scarcity through patents, secrecy, licensing, credentials, exclusive data access, special-
ized infrastructure, standards, reputation, membership, and other mechanisms that
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can preserve incentives, recover costs, protect legitimate interests, or create strategic
bottlenecks.

The present subsection uses knowledge rent in a deliberately scoped sense. It does
not classify every return to expertise or intellectual production as rent. Skilled la-
bor can receive compensation for time, training, risk, judgment, and responsibility.
A research organization can require revenue to maintain laboratories and staff. A
publisher can incur editorial and preservation costs. A software provider can incur
continuing development and security costs. Rent analysis requires a specified coun-
terfactual and an identified scarcity mechanism.

Definition 17.29 (Knowledge-scarcity rent). A knowledge-scarcity rent is the portion
of an economic return attributable, within a specified institutional counterfactual,
to control over a scarce epistemic object, capacity, recognition position, access path-
way, or enabling infrastructure rather than to the contemporaneous costs required
to produce, maintain, or responsibly provide the relevant epistemic function.

Definition 17.29 is analytical rather than automatically normative. A scarcity rent
can arise from a socially chosen institution that supports investment, disclosure, qual-
ity assurance, or long-horizon preservation. It can also arise from avoidable exclu-
sion, strategic enclosure, switching costs, proprietary standards, concentrated certifi-
cation, or control of complementary infrastructure. Evaluation requires attention to
how the scarcity was produced, what function it serves, how returns are distributed,
whether alternatives exist, and what generative consequences follow.

Knowledge rents can also depend on positional scarcity rather than content
scarcity. A widely known method may yield high returns to the small number of or-
ganizations authorized to certify its use. Public information can support rents when
one platform controls the audience or interface through which the information
becomes economically valuable. An open standard can coexist with rents arising
from scarce implementation expertise or complementary hardware. These cases
reinforce the distinction among knowledge content, capacity, institutional position,
and infrastructure established throughout Sections 17.1-17.2.

Proposition 17.30 (Rent-source traceability). A claim of knowledge-scarcity rent re-
quires a specified scarcity mechanism and counterfactual capable of distinguishing re-
turns attributable to control of the scarce epistemic position from returns associated
with production, maintenance, risk, responsibility, or other economically relevant in-
puts.

The proposition keeps the present section narrower than the knowledge-capital
analysis in Section 17.8. Section 17.8 will examine accumulation, ownership, control,
infrastructure, expansion, rents, and intergenerational advantage as a connected cap-
ital architecture. The current section establishes only the scarcity-side mechanism:
epistemic returns can depend on controlled bottlenecks even when the underlying
symbolic content is reproducible at low marginal cost.

Knowledge scarcity can lie in access, expertise, education, institutional standing,
language, technical complements, exclusion, or controlled bottlenecks, and these
mechanisms can convert over time. Section 17.3 examines the complementary case:
epistemic abundance can shift scarcity toward verification, attention, orientation,
trust, and other capacities required for use.
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17.3 Epistemic Abundance

Section 17.2 examined knowledge scarcity as a multidimensional condition involv-
ing access, expertise, education, institutional standing, language, technical comple-
ments, exclusion, and controlled bottlenecks. The role of the present section is to
examine the complementary configuration in which epistemic objects or symbolic
outputs become abundant while the capacities required to evaluate, select, orient,
verify, or trust them remain limited. Its objective is to distinguish abundance of in-
formation, abundance of knowledge-generating activity, Al-generated content, and
symbolic abundance from the downstream scarcities that can emerge around veri-
fication, attention, orientation, and trust. The discussion is relational and process-
sensitive. Abundance is treated as a position- and function-specific condition rather
than as a claim that the epistemic field as a whole has ceased to contain scarcity.

An epistemic field can therefore become abundant along one dimension while re-
maining scarce along another. A large literature can coexist with scarce synthesis.
Open data can coexist with scarce interpretive capacity. Automated systems can gen-
erate many candidate answers while reliable verification remains costly. A scientific
field can produce more papers than any individual can read while a small number of
laboratories retain scarce experimental infrastructure. The relevant analytical prob-
lem is consequently the changing location of scarcity within an expanding epistemic
system.

Definition 17.31 (Epistemic-abundance profile). An epistemic-abundance profile
records the epistemic objects, symbolic outputs, generative capacities, production
rates, replication conditions, distribution channels, receiving positions, comple-
mentary verification capacities, attention structures, orientation mechanisms, trust
relations, and temporal horizons through which abundance becomes economically
consequential in a specified field.

Definition 17.31 prevents abundance from being represented by output volume
alone. The same increase in symbolic production can improve access for one posi-
tion, create overload for another, increase the value of trusted filters for a third, and
leave a fourth position unaffected because the binding constraint lies in language,
infrastructure, or institutional standing. Table 17.3 summarizes the dimensions de-
veloped below.

The rows in Table 17.3 interact without collapsing into a single abundance index.
A system can generate abundant information while producing little new explanatory
knowledge. AI can generate abundant symbolic content while increasing demand
for verification. Abundant representations can increase dependence on trusted inter-
mediaries. Improved verification infrastructure can reduce one bottleneck while in-
creasing attention demands through a larger volume of validated material. The loca-
tion of epistemic scarcity can therefore move as the production architecture changes.

Proposition 17.32 (Abundance-scarcity coexistence). Epistemic abundance in one ob-
ject, process, or layer does not establish the disappearance of epistemic scarcity where
consequential use continues to depend on limited complementary capacities, infrastruc-
tures, positions, or institutional pathways.

Proposition 17.32 provides the section’s governing discipline. Abundance and
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Table 17.3: Dimensions of epistemic abundance and associated scarcity shifts in sub-
stantive GRE analysis.

Dimension

Primary abundance object

Characteristic analytical question

Abundant infor-

mation

Abundant knowl-
edge generation

Al-generated con-
tent

Symbolic  abun-

dance

Verification
scarcity

Attention scarcity

Orientation
scarcity

Trust scarcity

Reproducible signals, records,
data, documents, and communi-
cated claims

Expanded capacity to produce
analyses, explanations, models,
hypotheses, and candidate solu-
tions

Machine-produced symbolic ar-
tifacts at low marginal genera-
tion cost and high throughput

Proliferation of text, images, in-
dicators, credentials, classifica-
tions, reports, and other repre-
sentations

Limited capacity to test, audit,
reproduce, authenticate, or es-
tablish the standing of abun-
dant claims

Finite individual and institu-
tional reception capacity under
expanding informational sup-
ply

Limited capacity to select worth-
while questions, trajectories,
and priorities among many
available possibilities

Limited justified willingness to
rely on sources, procedures, in-
termediaries, or claims under
representational abundance

Which uses become easier when informa-
tional availability rises, and which com-
plementary conditions remain binding?
Does higher production expand war-
ranted knowledge, or shift scarcity to-
ward evaluation, synthesis, and verifica-
tion?

Which outputs become economically use-
ful, and which require additional ground-
ing, provenance, verification, or account-
able judgment?

How does increased representational
supply affect authenticity, provenance,
legibility, and the relation between sym-
bol and referent?

Which verification pathways become bot-
tlenecks as candidate claims and artifacts
multiply?

Which objects receive notice, sustained
processing, and response when available
content exceeds processing capacity?

How are inquiry and action directed
when candidate problems and solutions
proliferate faster than evaluative orienta-
tion?

Which provenance and institutional con-
ditions support reliance when direct ver-
ification is infeasible?

scarcity are not mutually exclusive descriptions of an epistemic economy. They
can coexist at different layers of the same process and can generate one another
dynamically.

17.3.1 Abundant Information

Information can become abundant when reproduction, storage, communication,
search, sensing, publication, or data generation expands more rapidly than the costs
associated with producing additional copies or observations. Digital infrastructures
are especially important because many informational objects can be reproduced
at low marginal cost once created. Arrow’s analysis of information and invention
remains relevant here because informational disclosure and appropriation differ
from ordinary rival goods (Arrow 1962). GRE adds a relational question: abundance
depends on which position, purpose, and access pathway are under analysis.

Alarge public dataset is abundant in one sense if many users can obtain identical
copies. It can remain scarce in another sense if only a small number of organizations
possess the compute, expertise, authorization, or contextual knowledge required to
use it responsibly. A library can contain millions of documents while a researcher
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lacks the language or disciplinary competence required to identify the relevant sub-
set. Real-time sensor systems can produce continuous streams while institutional
procedures allow only a small portion of the observations to affect decisions.

Definition 17.33 (Informational abundance). Informational abundance is a condition
in which the availability, reproducibility, production rate, or accessible variety of
specified informational objects substantially exceeds a reference level relevant to a
defined position and function.

The reference level in Definition 17.33 matters. A thousand records can be abun-
dant for a narrow administrative decision and sparse for a high-dimensional sci-
entific inference. An information stream can be abundant relative to storage ca-
pacity but scarce relative to the diversity of conditions it is expected to represent.
Abundance should therefore be specified relative to the epistemic-economic function
rather than inferred from absolute quantity.

Informational abundance can improve economic possibility. Search costs can fall
when records are indexed. Distributed actors can coordinate through common stan-
dards and shared databases. Repeated observation can reveal variation that isolated
measurements could not. Open educational resources can broaden entry into fields
formerly dependent on local possession of scarce texts. Yet these benefits depend on
conversion conditions. Availability does not automatically produce comprehension,
reliable inference, institutional standing, or practical action.

Proposition 17.34 (Informational abundance-capacity divergence). An increase in
informational availability can coexist with persistent or increasing inequality in epis-
temic capacity when positions differ in the complementary resources, competences, in-
frastructures, authority, or time required to convert available information into war-
ranted understanding or action.

Proposition 17.34 connects abundance directly to Section 17.2. Lower reproduction
cost can remove one access barrier while leaving expertise, education, institutional
position, language, technical access, or recognition as binding scarcities. Abundance
can consequently redistribute advantage toward positions best able to process, verify,
combine, and operationalize the expanding information supply.

17.3.2 Abundant Knowledge Generation

Epistemic abundance can arise at the level of generation as well as stored infor-
mation. Research organizations, distributed communities, computational systems,
simulation environments, automated instruments, and Al-assisted workflows can
increase the rate at which hypotheses, models, explanations, interpretations, designs,
and candidate solutions are produced. The resulting condition is analytically differ-
ent from simple informational abundance because generation changes the flow of
candidate epistemic objects rather than only the stock available for retrieval.

The distinction between generation and validation is essential. A laboratory can
generate many experimental measurements while only a subset survive quality con-
trol. A forecasting system can produce thousands of scenarios while only some sat-
isfy calibration requirements. A scholarly field can generate more manuscripts than
existing review institutions can evaluate. A software system can generate many can-
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didate implementations while testing and security review remain costly. High gen-
erative throughput therefore changes the relative importance of selection, synthesis,
verification, and integration.

Definition 17.35 (Epistemic-generation abundance). Epistemic-generation abun-
dance is a condition in which a specified field can produce candidate epistemic
objects, interpretations, models, hypotheses, designs, or solutions at a rate or va-
riety substantially greater than the reference capacity for evaluation, integration,
application, or preservation.

Definition 17.35 deliberately uses the term candidate. Generation can enlarge the
epistemic search space without ensuring that each generated object is accurate, novel,
relevant, coherent, or worth preserving. The economic significance lies partly in this
asymmetry between production and subsequent evaluative work.

Abundant generation can be valuable even when most outputs are discarded.
Search processes often depend on generating variation before selection. Scientific
inquiry can benefit from alternative models, replication attempts, counterexamples,
and competing interpretations. Engineering can benefit from many candidate de-
signs. Creative and entrepreneurial activity can benefit from cheap prototyping.
Yet expansion can also increase duplication, noise, review burden, and the diffi-
culty of identifying consequential novelty. The balance depends on the architecture
connecting generation to filtering and learning.

Proposition 17.36 (Generation—evaluation divergence). Expansion of epistemic gen-
eration does not by itself establish a corresponding expansion of warranted knowledge
when evaluation, synthesis, verification, integration, preservation, or practical uptake
remain comparatively scarce.

The proposition shifts analysis from the volume of output to the whole generative
pathway. A field can become highly productive in candidate claims while remaining
bottlenecked by replication capacity, expert review, long-horizon observation, insti-
tutional memory, or responsible application. The next subsection examines one con-
temporary mechanism capable of substantially increasing candidate symbolic gener-
ation.

17.3.3 Al-Generated Content

Artificial generative systems can lower the marginal cost and time required to pro-
duce text, images, code, summaries, classifications, synthetic examples, and other
symbolic artifacts. The present subsection treats this capability as an epistemic-
economic mechanism of abundance. It does not attempt to settle the broader
questions of human-AI capability asymmetry, substitution, collective agency, or
governance that belong to Chapter 18.

The analytical starting point is the distinction among symbolic output, informa-
tion, and warranted knowledge. A generated answer can be fluent, relevant, and eco-
nomically useful while still requiring verification. A generated citation can have the
surface form of scholarship while failing to refer to an existing source. Generated
code can satisfy an immediate functional test while containing hidden vulnerabili-
ties. Generated summaries can reduce search costs while omitting context important
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to a later decision. Bender and colleagues emphasize the danger of equating fluent
language generation with semantic understanding or grounded knowledge (Bender
et al. 2021). GRE uses that distinction economically: lower symbolic-generation cost
can shift the scarce work toward grounding, checking, provenance, judgment, and
responsibility.

Definition 17.37 (Al-mediated epistemic abundance). AI-mediated epistemic abun-
dance is a condition in which artificial systems materially expand the speed, scale,
variety, or accessibility of candidate epistemic or symbolic outputs within a specified
field, thereby altering the distribution of generative, evaluative, verificatory, inter-
pretive, or decision capacities.

The definition includes outputs that become useful intermediates even when they
are not independently accepted as knowledge. A generated translation can improve
access. A synthetic example can support teaching. A model-generated hypothesis can
redirect experimentation. A draft can reduce the cost of initial formulation. An au-
tomated extraction can make a large archive searchable. In each case, the economic
effect depends on the relation between generation and subsequent human or institu-
tional uptake.

Al-mediated abundance can therefore create complementary scarcities. Domain
experts may become bottlenecks because more outputs require review. Organiza-
tions may require new provenance and logging systems. Verification costs can rise
when plausible artifacts are easier to produce than reliable checks. Attention can
shift toward prompt specification, evaluation, exception handling, and monitoring.
Responsibility can become difficult to assign when symbolic production is distributed
across users, models, data pipelines, tools, and institutional processes.

Proposition 17.38 (Al-output-knowledge non-equivalence). The production of an AI-
generated symbolic artifact does not by itself establish the artifact’s status as warranted
knowledge; that status depends on the evidential, interpretive, verificatory, provenance,
and institutional conditions relevant to its intended use.

This proposition preserves a useful middle position. Al-generated content is nei-
ther dismissed as economically irrelevant nor promoted automatically to knowledge.
Its role is pathway-dependent. The same output can function as brainstorming ma-
terial in one setting, an auditable intermediate in another, a low-risk convenience
in a third, and an unacceptable evidential basis in a fourth. The relevant economic
analysis follows the artifact through the conditions of production, verification, autho-
rization, and use.

17.3.4 Symbolic Abundance

Epistemic abundance also appears as symbolic abundance: proliferation of texts, im-
ages, indicators, certificates, rankings, classifications, profiles, dashboards, reports,
labels, and other representations through which economic actors make persons, or-
ganizations, products, risks, claims, and states of the world legible. Chapter 1 intro-
duced symbolic abundance as part of a wider representational problem. The present
subsection gives the concept a narrower epistemic-economic role within the architec-
ture of Chapter 17.
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Symbols matter economically because coordination often depends on representa-
tions that travel farther than direct observation. A credential represents a history of
education or certification. A credit score condenses records into a portable classifi-
cation. A dashboard represents aspects of organizational performance. A scientific
paper represents a research process. An identity token represents a claim about a
person or institution. The economic value of these representations depends partly
on how reliably users can connect symbol, provenance, procedure, and referent.

Definition 17.39 (Symbolic-abundance profile). A symbolic-abundance profile
records the classes of representations proliferating within a specified field, their
production and replication conditions, the referents or institutional functions they
purport to represent, the provenance and authentication mechanisms attached to
them, and the consequences of their abundance for legibility, verification, coordina-
tion, and trust.

Abundance can lower barriers to expression and representation. More actors can
publish, document, signal, classify, visualize, and communicate. It can also weaken
the diagnostic value of symbols whose usefulness depended partly on scarcity or
costly production. A polished report may once have signaled substantial organiza-
tional investment; inexpensive generation can weaken that inference. A credential
can lose signaling power when comparable symbols proliferate faster than the ca-
pacities they are expected to represent. A ranking can become less informative when
strategic optimization targets the measure rather than the underlying object.

Porter’s history of quantitative objectivity shows why portable procedures and
standardized representations became institutionally valuable where personal trust
was insufficient (Porter 1995). Symbolic abundance intensifies the same organiza-
tional problem. Institutions need ways to determine which representations were
produced by which procedures, which histories they encode, what they omit, and
what kind of reliance they can support.

Proposition 17.40 (Symbolic abundance-referential reliability distinction). An in-
crease in the supply or formal quality of symbolic representations does not by itself
establish improved referential reliability, because the relation among symbol, prove-
nance, production procedure, and represented object can vary independently of surface
abundance.

The proposition helps locate a major scarcity shift. When persuasive symbolic
form becomes inexpensive, authenticity, provenance, verification, and recognized
procedures can become comparatively more valuable. The result is not a universal
decline in trust. Digital systems can improve traceability, standardization, and au-
ditability. The analytical point is that abundance changes which institutional signals
carry diagnostic weight.

17.3.5 Verification Scarcity

As information and symbolic generation expand, verification can become a relatively
scarce complement. Verification is used here broadly to include authentication, evi-
dential checking, replication, audit, source evaluation, model validation, provenance
inspection, consistency testing, and other procedures through which the standing of
a claim or artifact is assessed for a specified purpose.
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Verification is itself heterogeneous. Authenticating the source of a document dif-
fers from establishing the truth of its contents. Reproducing a computational result
differs from validating the assumptions of the model. Confirming that an image is un-
altered differs from determining whether the depicted event is representative. Check-
ing a citation differs from evaluating the argument that relies on it. A field can there-
fore possess strong verification capacity at one layer and weak capacity at another.

Definition 17.41 (Verification-capacity profile). A verification-capacity profile
records the claims or artifacts requiring verification, the applicable standards, evi-
dential inputs, expertise, technical infrastructure, provenance records, time, costs,
authorized positions, error tolerances, and escalation pathways through which their
standing can be assessed for a specified use.

Verification scarcity can grow even when verification technology improves. If gen-
eration expands faster than checking capacity, the ratio of candidate objects to avail-
able verification effort can increase. Cheap synthesis can create more claims requir-
ing source inspection. Automated code generation can create more software requir-
ing testing. High-throughput experiments can generate more results requiring qual-
ity control. Continuous sensors can create more anomalies requiring adjudication.
The scarce object is consequently not an abstract supply of truth, but the practical
capacity to establish warranted reliance at the necessary scale and speed.

Proposition 17.42 (Generation-verification asymmetry). Where the rate or variety of
candidate epistemic production grows faster than the capacity to verify outputs to the
standard required for consequential use, epistemic abundance can increase verification
scarcity even as the absolute capacity for verification also improves.

This proposition is relative rather than pessimistic. A verification system can be-
come much more capable while still becoming the binding constraint because gen-
eration expands even faster. The response can include better provenance, sampling,
risk-tiered review, automated checking, reproducibility infrastructure, trusted certi-
fication, stronger source standards, or narrower use conditions. Each response redis-
tributes costs and authority and can create new bottlenecks.

Verification scarcity also interacts with power. Positions controlling scarce au-
dit, certification, authentication, or validation pathways can acquire strategic impor-
tance when other positions depend on them for market access, publication, licensing,
financing, or institutional legitimacy. The power claim still requires the conversion
mechanism established in Chapter 16. The present section identifies only the scarcity
condition from which such power can sometimes emerge.

17.3.6 Attention Scarcity

Attention is another scarcity that can become more visible as informational supply
expands. Simon’s account of information-rich environments captured the basic rela-
tion: abundance of information consumes the attention of its recipients (Simon 1971).
The present subsection establishes that relation as part of the abundance architecture
while reserving the detailed economic analysis of attention allocation, capture, visi-
bility, and governance for Section 17.4.

Abundant information creates more possible objects of notice than individuals or
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institutions can process with equal depth. The constraint can appear at different
stages. Search systems determine which objects enter the candidate set. Organiza-
tional queues determine what receives staff time. Editorial and review systems de-
termine what receives scrutiny. Meeting agendas determine what receives collective
deliberation. Dashboards and alerts determine what remains continuously visible.
Attention scarcity is therefore shaped by infrastructure and institutional design as
well as cognition.

Definition 17.43 (Abundance-induced attention scarcity). Abundance-induced atten-
tion scarcity is a condition in which growth in available epistemic objects or signals
outpaces the reception, processing, deliberation, or response capacity relevant to a
specified position or institution, thereby increasing the selectivity of attention alloca-
tion.

The economic consequence is not simply that some information remains unread.

Selective attention can determine which risks are investigated, which research prob-
lems receive funding, which products become visible, which anomalies trigger re-
view, which complaints receive response, and which future possibilities enter plan-
ning. The scarcity therefore affects both current allocation and later generative path-
ways.
Proposition 17.44 (Abundance-attention displacement). When epistemic supply ex-
pands faster than effective attention capacity, additional information can improve the
available choice set while simultaneously increasing the probability that some conse-
quential objects receive reduced notice, delayed processing, or no institutional uptake.

The proposition avoids equating overload with inevitable decline. Better search,
filtering, delegation, summarization, triage, and institutional specialization can in-
crease effective attention capacity. Yet these mechanisms also determine visibility
and can introduce their own asymmetries. Section 17.4 therefore treats attention as
a substantive economic object in its own right.

17.3.7 Orientation Scarcity

Attention selects what receives notice; orientation organizes a more sustained direc-
tion of inquiry or action. Chapter 16 treated orientation as a governance configu-
ration linking problems, temporal horizons, evidential priorities, affected positions,
and resource commitments. Epistemic abundance increases the importance of this
function because more available questions, models, explanations, technologies, and
possible interventions can exceed the capacity to pursue them seriously.

Orientation scarcity is therefore different from ignorance. A research community
can know about many possible questions while lacking the capacity to decide which
deserve sustained investigation. A firm can possess extensive market intelligence
while lacking a coherent basis for choosing among technological trajectories. A public
institution can receive many credible risks and proposals while lacking the resources
and normative framework required to prioritize them. Abundance of possible direc-
tions can increase the economic value of problem formation, sequencing, judgment,
and commitment.

Definition 17.45 (Epistemic-orientation scarcity). Epistemic-orientation scarcity is a
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condition in which the number, diversity, or uncertainty of plausible epistemic or
practical directions exceeds the capacity of a specified position or institution to eval-
uate, prioritize, commit to, sustain, and revise those directions responsibly.

Orientation scarcity can become acute when answer production becomes cheaper
than problem formation. A system capable of producing rapid responses to well-
formed prompts can still leave unresolved which questions matter, which assump-
tions deserve challenge, which temporal horizons should govern evaluation, which
domains should remain protected from optimization, or which lines of inquiry jus-
tify scarce collective attention. The scarcity consequently sits partly in framing and
judgment rather than information retrieval.

This point prepares Sections 17.5 and 17.6, where curiosity, question formation,
aesthetic judgment, and epistemic orientation receive fuller treatment. The present
section establishes only the abundance-side mechanism: expansion of candidate an-
swers and pathways can raise the relative importance of capacities that select and
sustain meaningful directions.

Proposition 17.46 (Answer abundance—-orientation non-equivalence). Expansion in
the availability of candidate answers, models, or solutions does not by itself expand epis-
temic orientation, because orientation also depends on problem formation, evaluative
judgment, temporal commitment, priority setting, and the capacity to revise direction.

The proposition does not imply that orientation must remain centralized or scarce.
Distributed communities, plural institutions, exploratory portfolios, and open-ended
research can increase orientation diversity. The analytical requirement is to distin-
guish abundance of possible directions from the capacities and institutions through
which some of those directions become sustained trajectories.

17.3.8 Trust Scarcity

Direct verification of every consequential claim is often infeasible. Economic coor-
dination therefore relies on trust in persons, institutions, procedures, standards, cre-
dentials, provenance systems, archives, instruments, and intermediaries. Epistemic
abundance can change this trust architecture because the number of available claims
and representations can grow faster than the capacity for direct verification or long-
term familiarity.

Trust is analytically distinct from truth. A trusted source can be mistaken; an un-
trusted source can be correct. Trust is also distinct from verification. Verification can
support trust, but many economic relations require action before complete verifica-
tion is available. Conversely, repeated trust can reduce verification effort and thereby
create vulnerability when the trusted procedure or intermediary fails. The relevant
object is therefore justified and institutionally situated reliance under conditions of
limited direct checking.

Definition 17.47 (Epistemic-trust scarcity profile). An epistemic-trust scarcity profile
records the claims and decisions for which direct verification is limited, the persons,
institutions, procedures, standards, provenance systems, or intermediaries on which
reliance is placed, the evidence supporting that reliance, the available alternatives,
the consequences of error, and the pathways through which trust can be revised,
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withdrawn, or repaired.

Symbolic abundance can increase the value of reliable provenance and recognized
procedure because surface form becomes less diagnostic. Porter’s analysis of trust in
numbers illustrates one historical response to problems of distance and contested per-
sonal authority: standardized procedures can create portable forms of institutional
reliance (Porter 1995). Contemporary epistemic economies add digital provenance,
authentication, audit trails, reputation systems, verified identities, model documen-
tation, and other devices that attempt to make reliance scalable.

These mechanisms can reduce trust scarcity while creating new dependencies. If
only a small number of platforms, certifiers, identity providers, journals, rating agen-
cies, audit firms, or technical infrastructures are treated as credible gateways, trust
can become concentrated in intermediaries whose decisions materially condition ac-
cess to markets or public standing. The relevant power analysis again depends on
the consequential mechanism rather than on trust concentration alone.

Proposition 17.48 (Trust-truth non-equivalence). The degree of reliance placed on
an epistemic source, procedure, or intermediary is an insufficient standalone indicator
of the truth or adequacy of the claims it supports, even where trust is economically
necessary for coordination under limited verification capacity.

Proposition 17.49 (Abundance-induced trust intermediation). Where symbolic or
informational abundance expands faster than direct verification capacity, economic
coordination can become increasingly dependent on provenance, certification, repu-
tation, authentication, and other trust-mediating arrangements, thereby shifting epis-
temic scarcity toward the credibility and governance of those intermediaries.

The proposition completes the abundance architecture developed in this section.
Abundant information and generative capacity can expand epistemic possibility
while relocating scarcity toward verification, attention, orientation, and trust. These
scarcities are related without being interchangeable. Verification concerns war-
ranted checking; attention concerns finite reception and processing; orientation
concerns sustained direction; trust concerns reliance when direct checking is in-
complete. Section 17.4 now isolates attention for fuller economic analysis because
attention becomes a central allocation problem once epistemic supply substantially
exceeds processing capacity.

17.4 Attention

Section 17.3 showed that epistemic abundance can relocate scarcity toward verifica-
tion, attention, orientation, and trust. The role of the present section is to isolate at-
tention as a substantive economic object within that wider architecture. Its objective
is to distinguish attention capacity, allocation, institutional organization, algorithmic
mediation, capture, visibility, power conversion, and governance while preserving
the differences among them. The discussion treats attention as a relationally situ-
ated and temporally bounded capacity through which some epistemic objects enter
sustained processing, deliberation, coordination, or action. It does not assume that at-
tention can be represented adequately as a homogeneous commodity or that greater
attention is inherently beneficial.
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The classical point of departure is Simon’s observation that information-rich envi-
ronments create scarcity in the attention required to receive and process information
(Simon 1971). GRE extends the point in three directions. First, attention is distributed
across heterogeneous positions rather than held in one aggregate stock. Second, at-
tention has different qualitative forms: noticing, sustained examination, comparison,
deliberation, monitoring, and coordinated response consume different combinations
of time, expertise, institutional capacity, and infrastructure. Third, attention allo-
cation can become generative. What receives notice can alter which questions are
pursued, which risks are investigated, which persons or organizations become visi-
ble, which categories become institutionalized, and which future possibilities enter a
practical field.

Definition 17.50 (Attention-economic profile). An attention-economic profile records
the epistemic objects or signals competing for notice, the positions capable of receiv-
ing or processing them, the available attention capacities, the channels and filters
through which visibility is organized, the temporal horizon and depth of processing,
the allocation and retention mechanisms, the consequences of receiving or failing
to receive attention, and the procedures through which attention priorities can be
reviewed or revised.

Definition 17.50 keeps attention relational. A report can be highly visible to a spe-
cialist team and effectively absent from senior decision-making. A weak signal can
receive sustained scientific attention while remaining invisible to market actors. A
public issue can receive intense short-horizon media attention while receiving little
institutional capacity for long-horizon analysis. The economic object is therefore not
attention in the abstract, but a structured relation between candidate objects, receiv-
ing positions, processing capacities, and consequential pathways.

Table 17.4 summarizes the eight dimensions developed below.

Therowsin Table 17.4 are connected without being interchangeable. Attention can
be scarce without being intentionally allocated. Allocation can be institutional with-
out being algorithmic. Algorithmic mediation can alter visibility without constituting
attention capture. Unequal visibility can remain consequential without becoming a
power relation. Attention governance can reduce one scarcity while generating an-
other, for example by creating reporting or monitoring burdens that consume the
capacity it seeks to improve.

Proposition 17.51 (Attention-role non-equivalence). Evidence that an epistemic ob-
ject is visible, frequently encountered, institutionally prioritized, deeply processed, or
behaviorally consequential does not establish the remaining attention roles, because
each depends on distinct receiving capacities, temporal commitments, organizational
pathways, and conversion mechanisms.

Proposition 17.51 prevents a common compression. Visibility is an entry condi-
tion for many attention processes, while sustained inquiry, deliberation, and action
require additional capacities. A frequently displayed object can be ignored. A rarely
encountered anomaly can receive intensive processing once identified. Institutional
prioritization can generate staff attention without public salience, and public salience
can coexist with weak institutional response.
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Table 17.4: Analytical dimensions of attention in the epistemic economy.

Dimension

Primary object

Characteristic analytical question

Scarce attention
capacity

Attention alloca-
tion

Institutional at-
tention
Algorithmic  at-
tention

Attention cap-
ture

Unequal visibil-
ity

Attention and

power

Attention gover-
nance

Finite reception, processing, de-
liberation, and response capac-
ity

Distribution of notice, process-
ing depth, sequence, and re-
sponse among competing ob-
jects

Organizational routines, staff,
agendas, review cycles, mem-
ory, and escalation pathways
Computational ranking, filter-
ing, recommendation, summa-
rization, and alerting
Mechanisms that recurrently re-
tain or redirect scarce attention

Uneven probability or depth of
becoming noticed, represented,
or processed

Conversion of attention asym-
metry into consequential condi-
tioning capacity

Rules and institutions for priori-
tization, protection, rotation, es-
calation, review, and burden al-
location

Which attention function is scarce for
which position, and which complemen-
tary capacities determine effective use?
Which rules, queues, priorities, and re-
source commitments determine what re-
ceives attention?

How does an institution preserve or redi-
rect attention beyond the cognition of in-
dividual members?

Which objects become more or less visible
through algorithmic mediation, according
to which objectives and data?

When does attraction become a durable
conditioning mechanism, and what alter-
natives or switching costs remain?

Which positions, claims, risks, and possi-
bilities remain systematically visible or pe-
ripheral, and through which mechanisms?
When does control over visibility or recep-
tion materially condition access, standing,
demand, investment, or action?

How can attention be organized while pre-
serving anomaly detection, contestability,
long-horizon inquiry, and revision?

17.4.1 Attention as Scarce Resource

Attention is scarce because reception and processing take place through finite tem-
poral, cognitive, organizational, and material capacities. Simon’s information-rich-
world formulation remains especially useful because it treats the relevant scarcity
as a consequence of abundant informational sources competing for limited recipient
capacity (Simon 1971). Section 17.3 established this relation at the abundance level.
The present subsection develops its economic implications.

The word resource requires care. Attention can be allocated, protected, depleted,
redirected, and combined with complementary inputs, but it does not behave like
a homogeneous stock of money or energy. Ten minutes of expert attention cannot
always be replaced by ten minutes of novice attention. Ten simultaneous minutes
from ten people may not substitute for one hour of continuous concentration. A meet-
ing can aggregate perspectives while fragmenting individual processing. Some tasks
require continuity, some require diversity, and some require rapid distributed re-
sponse. The scarcity therefore concerns functional attention capacity rather than
interchangeable units of mental time.

Definition 17.52 (Epistemic attention capacity). Epistemic attention capacity is the
practically available ability of a specified position or institution to notice, sustain,
compare, interpret, deliberate upon, monitor, or respond to epistemic objects over
a defined temporal horizon, given its time, expertise, infrastructure, organizational
routines, and competing demands.
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Definition 17.52 makes attention capacity conditional on function. The capacity
to detect anomalies in a sensor stream differs from the capacity to read a long le-
gal record, compare scientific literatures, conduct peer review, or deliberate over
conflicting policy evidence. Improvements in search, summarization, delegation, ma-
chine assistance, or triage can increase some attention capacities while leaving others
unchanged.

Attention also has opportunity cost. Time devoted to one claim, project, patient,
risk, market, or research question cannot ordinarily be devoted with equal depth to
every alternative at the same moment. At the institutional level, this cost appears in
staffing, agenda time, analytical budgets, review cycles, inspection schedules, grant
panels, editorial capacity, and management attention. At the individual level, it ap-
pears through finite time, fatigue, interruption, switching cost, and the difficulty of
sustaining long-horizon inquiry amid competing demands.

Proposition 17.53 (Attention-capacity non-fungibility). Attention capacities are only
partially fungible across tasks when the relevant functions differ in required expertise,
continuity, coordination, temporal horizon, infrastructure, or responsibility.

Proposition 17.53 matters for economic design. Increasing the number of messages
a system can receive does not necessarily increase its capacity to adjudicate them.
Adding staff can fail to expand attention if the bottleneck lies in scarce expertise or
decision authority. Automated filtering can reduce screening cost while increasing
the need for audit or exception handling. Attention scarcity should therefore be lo-
cated at the relevant processing function rather than inferred from aggregate work-
load alone.

The scarcity can also be endogenous. Institutions can create more reporting
requirements than they can interpret, firms can generate more metrics than man-
agers can use, and research systems can increase publication volume faster than
peer-review or synthesis capacity. Attention scarcity can consequently be produced
by the epistemic architecture itself. This endogenous dimension becomes especially
important in Sections 17.4.3 and 17.4.8, where institutional design and attention
governance are developed directly.

17.4.2 Attention Allocation

Scarce attention capacity makes selection unavoidable. Selection occurs before many
explicit decisions because only a subset of available objects can enter sustained pro-
cessing. Attention allocation therefore concerns the distribution of notice, processing
depth, sequence, recurrence, and response among competing claims, persons, risks,
opportunities, and questions.

Allocation can be deliberate. A research funder chooses priority areas; a regulator
schedules inspections; a hospital triages cases; an editorial board allocates review
capacity; a firm chooses which anomalies receive engineering attention. Allocation
can also emerge through routines, inherited categories, spatial organization, social
networks, media dynamics, or technical interfaces. What appears as spontaneous
salience may therefore contain institutional history.

Definition 17.54 (Attention-allocation profile). An attention-allocation profile
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records the objects eligible for consideration, the receiving positions, the rules or
mechanisms that order and filter them, the depth and duration of attention assigned,
the sequence and recurrence of processing, the associated resource commitments,
the displaced alternatives, and the pathways through which priorities can change.

The profile makes opportunity cost visible. Allocating attention to one problem
can defer another even when both are important. A decision system can therefore
exhibit scarcity through queues and delay rather than explicit rejection. Delay can
itself become consequential when evidence decays, harms compound, opportunities
close, or affected positions cannot survive the waiting period. Attention allocation
consequently has a temporal incidence as well as a distributional incidence.

Allocation also influences what becomes knowable later. Research attention can
generate measurements, datasets, methods, and specialist communities around se-
lected problems. Regulatory attention can produce inspections and records that make
one risk more legible than another. Repeated organizational attention can stabilize
categories and routines. Neglected domains can remain poorly represented partly
because the evidence required to establish their importance was never produced. At-
tention allocation can therefore enter a recursive relation with evidence production.

Proposition 17.55 (Attention-allocation recursion). Attention allocation can be recur-
sively generative when present prioritization changes the evidence, expertise, infras-
tructure, categories, or institutional capacities through which later attention priorities
are formed.

Proposition 17.55 does not imply that every priority becomes self-reinforcing. At-
tention can reveal that an object is less important than expected, generate evidence
supporting deprioritization, or create infrastructure that lowers future attention
costs. The proposition identifies the possibility that attention allocation changes
its own future conditions. This is one reason why temporary priorities, emergency
agendas, or funding initiatives can have effects beyond their formal duration.

The allocation problem also resists a universal optimization rule. Some attention
must be concentrated to achieve depth; some should remain distributed to preserve
anomaly detection and local knowledge; some should be protected over long horizons
even when immediate signals are weak. The appropriate allocation depends on the
object, uncertainty, stakes, temporal dynamics, reversibility, affected positions, and
the institutional cost of missing weak signals.

17.4.3 Institutional Attention

Individual attention is only one component of the epistemic economy. Institutions
can preserve, accumulate, distribute, and redirect attention through roles, routines,
records, queues, schedules, specialized units, reporting requirements, review proce-
dures, and memory systems. A university, regulator, court, firm, hospital, archive, or
research institute can sustain attention to objects that no single member could con-
tinuously monitor across the institution’s lifespan.

Institutional attention therefore differs from the sum of individual cognition. A
risk can remain institutionally visible through a dashboard, recurring audit, statu-
tory reporting obligation, standing committee, or archival record even as personnel
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change. Conversely, many individuals can know about a problem while the institu-
tion lacks a pathway for the issue to enter an agenda, obtain resources, or trigger
review. The distinction between distributed awareness and institutional uptake is
economically significant.

Definition 17.56 (Institutional-attention architecture). An institutional-attention ar-
chitecture is the organized configuration of roles, routines, agendas, queues, records,
metrics, review cycles, escalation pathways, staff capacities, and memory mecha-
nisms through which an institution selects, sustains, transfers, and revises attention
across time.

The architecture can support continuity. Long-horizon scientific observation,
infrastructure maintenance, environmental monitoring, patient follow-up, archival
stewardship, and regulatory supervision often require attention that persists beyond
individual tenure. Institutional memory can prevent the repeated rediscovery of
the same problem and can preserve weak signals until their significance becomes
clearer.

The same architecture can produce blind spots. Standardized forms can exclude
observations that do not fit existing categories. Performance metrics can redirect
effort toward what is counted. Recurrent agendas can crowd out emerging prob-
lems. Specialized departments can protect expertise while fragmenting responsibil-
ity across interfaces. Institutional attention therefore has both stabilizing and selec-
tive effects.

Proposition 17.57 (Institutional-attention persistence). Institutional attention can
persist independently of the continuous attention of particular individuals when
records, mandates, routines, roles, or review mechanisms preserve an object’s eligibil-
ity for future processing and response.

Proposition 17.57 explains why epistemic infrastructure matters. A preserved
claim or anomaly can re-enter attention after a personnel change or after new
evidence appears. The proposition also exposes a complementary risk: if the preser-
vation infrastructure omits an object, later institutions may interpret the absence
of records as absence of prior significance. Attention and preservation therefore
become linked, anticipating Sections 17.11 and 17.13.

Institutional attention is also costly. Monitoring systems, reporting duties, meet-
ings, review panels, documentation, and escalation procedures consume staff time
and administrative resources. Chapter 11 already treated monitoring burden as a
methodological object. The present chapter adds the epistemic-economic perspective:
institutions must allocate capacity between observing the field, interpreting observa-
tions, acting on them, and maintaining the systems that make observation possible.

17.4.4 Algorithmic Attention

Digital epistemic environments increasingly use computational systems to rank, filter,
recommend, summarize, cluster, flag, or suppress candidate objects before human
or institutional attention is applied. The phrase algorithmic attention is used here for
this mediation of visibility and processing priority. It does not refer to a claim that
computational systems possess human attention in a phenomenological sense.
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Algorithmic mediation can expand effective attention capacity. Search engines re-
duce the cost of locating relevant documents. Recommender systems can surface spe-
cialized materials that would otherwise remain obscure. Anomaly-detection systems
can monitor streams too large for continuous human inspection. Summarization sys-
tems can compress large documents into candidate focal points. Routing systems can
assign cases to specialized reviewers. These capacities can reduce some attention
bottlenecks while introducing new selection mechanisms.

Definition 17.58 (Algorithmic attention mediation). Algorithmic attention mediation
is the use of computational rules, models, or procedures to alter the visibility, ranking,
sequencing, summarization, routing, persistence, or notification status of candidate
epistemic objects before or during human or institutional processing.

Definition 17.58 keeps the object at the interface between algorithmic selection and
consequential attention. The economic questions concern objectives, data, update
rules, error costs, override pathways, affected positions, and feedback. A ranking can
be useful while still changing the incentives of ranked actors. Espeland and Sauder’s
analysis of ranking reactivity provides an institutional precedent: public measures
can alter behavior and expectations in the environments they describe (Espeland and
Sauder 2007). Algorithmic rankings can create analogous feedback when visibility
affects later popularity, investment, demand, contribution, or data generation.

Algorithmic selection can also make attention allocation less legible. A user may
know that a feed is ranked without knowing which features determine exposure. A
regulator can receive a risk score without observing the cases filtered out. A manager
can rely on exception alerts without understanding the false-negative distribution.
The relevant governance problem therefore includes the unobserved candidate set
as well as the visible output.

Proposition 17.59 (Algorithmic visibility-importance non-equivalence). Algorithmi-
cally increased visibility is an insufficient standalone indicator of epistemic quality, eco-
nomic importance, or normative priority because ranking and filtering reflect specified
objectives, data, model structure, interface design, and feedback conditions.

The proposition preserves the possibility that algorithmic mediation is highly use-
ful. It simply prevents visibility from becoming a proxy for importance without ad-
ditional justification. The same caution applies in reverse: low algorithmic visibility
does not establish irrelevance. Attention governance therefore requires mechanisms
for anomaly discovery, alternative retrieval, audit, override, and periodic reconsid-
eration where the consequences justify them.

17.4.5 Attention Capture

Attention allocation can become strategically consequential when actors design
mechanisms to obtain, retain, or repeatedly redirect scarce attention. Advertis-
ing, notifications, interface design, reputational signals, political communication,
academic prestige, urgency cues, platform incentives, and repeated exposure can
all affect whether an object remains within a recipient’s attention field. GRE uses
attention capture as a descriptive economic category for sufficiently persistent condi-
tioning of attention, while leaving questions of manipulation, deception, legitimacy,
or injustice to additional analysis.
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Definition 17.60 (Attention-capture profile). An attention-capture profile records the
actor or mechanism seeking sustained attention, the receiving position, the salience
or retention mechanisms, the duration and recurrence of attention, the available al-
ternatives and switching conditions, the attention displaced, the relevant incentives,
and the economic consequences generated by continued exposure or engagement.

The profile distinguishes ordinary attraction from durable conditioning. A com-
pelling scientific result can attract attention because it appears important. A prod-
uct can attract attention because consumers value it. These cases do not require the
stronger conclusion that attention has been captured in a problematic sense. The an-
alytical category becomes more useful when recurrent mechanisms systematically
retain or redirect attention in ways that materially affect competing uses of scarce
attention capacity.

Capture can operate through different mechanisms. Salience can make one signal
difficult to ignore. Repetition can increase familiarity. Notifications can interrupt
competing activity. Queue position can make one task recurrently first. Social proof
can direct attention toward what others have already noticed. Lock-in can make
switching to alternative information environments costly. Institutional authority can
require attention through mandatory reporting or review. These mechanisms differ
in voluntariness, reversibility, transparency, and consequence.

Proposition 17.61 (Attention capture-intent non-equivalence). A recurrent mecha-
nism can capture or retain attention as an economic effect without establishing that the
resulting attention pattern was intentionally designed, manipulative, or normatively ob-
jectionable.

Proposition 17.61 mirrors the chapter’s earlier restraint concerning manufactured
vulnerability and historical processes. Emergent popularity loops, institutional rou-
tines, or inherited interface designs can produce durable attention concentration
without a single actor intending the final pattern. Intent remains relevant where
present, but it should not be inferred from the distribution alone.

Attention capture also has generative consequences. Sustained attention can build
familiarity, expertise, reputational capital, data, network effects, and institutional
memory around selected objects. Competing objects can lose the opportunity to gen-
erate comparable evidence or recognition. Capture therefore can shape future atten-
tion conditions, even when the initial advantage was small.

17.4.6 Unequal Visibility

Attention becomes distributive when positions, claims, risks, products, questions, and
communities differ systematically in their probability of being noticed and in the
depth of processing they receive. GRE uses visibility for the practical availability of an
object to relevant attention pathways. Visibility is narrower than social recognition
and broader than physical observability: an object can exist, be technically recorded,
and remain institutionally peripheral.

Definition 17.62 (Visibility-distribution profile). A visibility-distribution profile
records which epistemic objects, positions, claims, risks, and possibilities become
practically available to specified audiences or institutions; the channels and filters
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through which they become visible; the depth, duration, and recurrence of that
visibility; and the mechanisms producing persistent visibility differences.

Visibility can differ because of language, network position, institutional prestige,
geography, interface design, data availability, category fit, publication venue, search
indexing, marketing resources, professional standing, or the ease with which an ef-
fect can be quantified. Some differences can be functionally justified. A specialist
journal need not give equal visibility to every claim. A safety system can legitimately
prioritize high-severity alerts. A scientific review can weight evidence quality. The
analytical question concerns the mechanism and consequence of unequal visibility
rather than equality of exposure as a universal objective.

Unequal visibility can also reproduce itself. Highly visible work is more likely
to be read, cited, funded, discussed, and incorporated into training materials, gen-
erating additional traces that support later visibility. Products with high visibility
can generate sales and reviews that reinforce ranking. Institutions with established
reputations can attract talent and funding that further increase their epistemic out-
put. These loops can be productive when they reward quality, and they can preserve
historical advantage or obscure emerging alternatives when feedback becomes de-
tached from current quality.

Proposition 17.63 (Visibility—standing non-equivalence). Unequal visibility does not
by itself establish unequal epistemic standing, economic power, or injustice, although
persistent visibility differences can contribute to each when they are converted through
consequential institutional or economic mechanisms.

Proposition 17.63 preserves the chapter’s mechanism-based discipline. A rarely
visible claim can possess strong evidential standing. A highly visible person can have
little formal authority. The relevant downstream effects must be traced through ac-
cess, recognition, demand, funding, employment, classification, policy, reputation, or
other consequential relations.

The distribution of visibility also influences whose absence becomes perceptible.
If a position is rarely represented in records, data, deliberation, or public commu-
nication, later observers may struggle to distinguish true absence from representa-
tional omission. This links attention to epistemic justice and future re-recognizability,
themes developed more fully in Sections 17.12 and 17.13.

17.4.7 Attention and Power

Chapter 16 established that attention can become power when control over visibility
or institutional reception materially conditions another position’s opportunities or
trajectories. The present subsection specializes that mechanism within the epistemic
economy. The relevant object is not simply possessing more attention, but holding
a position capable of conditioning what others notice, what becomes institutionally
processable, or which claims receive scarce reception capacity.

Editors, funders, platforms, professional associations, managers, regulators,
search systems, curators, and institutional gatekeepers can all influence attention
allocation. Their roles differ substantially. An editor controls publication access
within a defined venue. A funder influences which inquiries can acquire resources.
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A search or recommendation intermediary influences discoverability. A manager
allocates organizational attention. A regulator can require reporting or investigation.
These positions become power-bearing only where the attention mechanism mate-
rially conditions another position’s access, standing, demand, resource allocation,
action, or feasible future.

Definition 17.64 (Attention power). Attention power is the practically consequential
capacity of a position, relation, institution, or infrastructure to condition the visibil-
ity, priority, duration, or institutional reception of epistemic objects in ways that ma-
terially alter another position’s access, standing, opportunities, burdens, or feasible
trajectories.

The definition is narrower than influence in general. Persuasion based on reasons
can affect attention without establishing a durable power relation. A famous scientist
can attract notice without controlling the allocation architecture. A platform can pos-
sess substantial attention power even if it does not determine users’ beliefs, because
visibility itself can affect demand, discovery, reputation, and opportunity.

Proposition 17.65 (Attention-power conversion). Attention asymmetry constitutes
economic power when a traceable mechanism converts differential control over visibil-
ity, priority, or reception into consequential conditioning of another position’s economic
or epistemic possibilities.

Proposition 17.65 aligns attention with the mechanism-based power theory of
Chapter 16. It also preserves productive specialization. Curators, reviewers, editors,
search systems, and expert bodies can improve coordination by concentrating scarce
evaluative capacity. The power question concerns how consequential conditioning
is authorized, reviewed, contested, and distributed, not whether selection exists at
all.

Attention power can be reciprocal and multilevel. A platform can direct user at-
tention while user engagement data shapes platform rankings. A regulator can re-
quire firms to report particular risks while firms influence which operational real-
ities regulators can observe. Researchers depend on journals and funders, while
those institutions depend on researchers for expertise, prestige, and evaluative la-
bor. Attention-power analysis should therefore reconstruct the relation rather than
assume one-directional control.

17.4.8 Attention Governance

Once attention is treated as scarce, allocated, institutionally structured, and poten-
tially power-bearing, its governance becomes a substantive economic problem. At-
tention governance concerns how systems prioritize, protect, distribute, rotate, esca-
late, preserve, audit, and revise attention under finite capacity. Its objective is to orga-
nize consequential selectivity so that priorities remain sufficiently capable, traceable,
contestable, and revisable for the relevant stakes and horizon. Finite attention capac-
ity makes selective processing a persistent design condition across many epistemic-
economic fields.

Definition 17.66 (Attention-governance architecture). An attention-governance ar-
chitecture is the organized configuration of prioritization rules, protected attention
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commitments, queues, filters, rotation mechanisms, escalation pathways, anomaly
channels, review procedures, algorithmic mediation, workload limits, and revision
rules through which scarce attention is allocated and reallocated across a specified
epistemic-economic field.

Several governance functions can be separated. Prioritization identifies what
deserves immediate or sustained processing. Protection reserves capacity for objects
likely to be crowded out by short-horizon pressures, such as maintenance, long-
term research, archival work, or low-frequency risks. Rotation prevents permanent
monopoly of attention by recurring objects where periodic reconsideration is ap-
propriate. Escalation allows anomalies or weak signals to bypass ordinary queues
when defined conditions are met. Audit examines whether attention intermedi-
aries systematically omit relevant classes of objects. Revision updates the allocation
architecture when evidence, capacities, objectives, or affected positions change.

Attention governance must also protect against overload created by governance
itself. Reporting duties, dashboards, indicators, consultation requirements, reviews,
alerts, and audit procedures can each be defensible while collectively exceeding in-
stitutional processing capacity. A system can therefore increase nominal oversight
while reducing effective attention to any individual signal.

Proposition 17.67 (Attention-governance reflexivity). Attention governance is reflex-
ive because monitoring, prioritization, reporting, auditing, and review mechanisms con-
sume the same finite attention capacities whose allocation they seek to improve and can
thereby alter the scarcity profile they govern.

The proposition implies that governance architecture should include its own bur-
den. More indicators can improve observability while creating indicator congestion.
More consultation can broaden participation while overwhelming participants with
procedural demands. More alerts can improve sensitivity while producing alert fa-
tigue. The appropriate design therefore depends on the marginal epistemic value and
burden of additional attention mechanismes.

A second governance problem concerns protected pluralism. Immediate salience
should not automatically displace slow processes; dominant institutions should not
automatically absorb all field attention; and long-horizon or minority inquiry may
require protected capacity precisely because its value cannot be established through
current popularity. At the same time, protection can become insulation from review.
Attention governance therefore needs both continuity and challenge.

Proposition 17.68 (Attention-governance pluralism). Adequate attention-allocation
rules are field-dependent where epistemic-economic objects differ in urgency, uncer-
tainty, reversibility, temporal horizon, affected positions, evidential maturity, and gen-
erative consequence; governance should therefore make the applicable selection rule
and its scope explicit.

Proposition 17.68 closes the section without converting attention into a universal
master resource. Some fields require rapid triage; others require slow sustained in-
quiry. Some require concentrated expertise; others benefit from distributed observa-
tion. Some risks justify persistent monitoring; others justify periodic review. The eco-
nomic task is to reconstruct the relevant attention architecture and the consequences
of its selectivity.
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Attention also prepares the next analytical step. Selection among already visible
objects does not explain how new questions become salient, why a surprising rela-
tion attracts sustained inquiry, or how an initially weak signal becomes a motivating
problem. Those processes involve encounter, salience, wonder, curiosity, and ques-
tion formation. Section 17.5 therefore turns from the allocation of scarce attention to
the generative formation of inquiry itself.

17.5 Curiosity and Question Formation

Section 17.4 treated attention as an economic problem of selective reception and pro-
cessing among objects that have already become sufficiently available to compete for
notice. The present section examines an earlier generative layer: the formation of in-
quiry itself. Itsrole is to reconstruct how encounters can become salient, how salience
can develop into wonder or curiosity, how curiosity can acquire an articulated ques-
tion, and how a question can receive enough temporal, material, institutional, and
relational support to become sustained inquiry. The objective is economic, using the
earlier genealogical and methodological treatments as background. Chapter 2 recon-
structed intellectual traditions of wonder, curiosity, and question formation; Chap-
ter 6 located encounter, salience, judgment, and orientation within research praxis;
and Chapter 8 specified the generative research question. The present discussion
asks how the capacities and relations involved in those processes are distributed, sup-
ported, crowded out, and reproduced within an epistemic economy.

The analysis therefore treats inquiry formation as a historically situated sequence
of possible relations with branching, recurrence, discontinuity, and alternative entry
points. An encounter can remain unnoticed. Salience can fade without producing
wonder. Wonder can remain contemplative. Curiosity can be satisfied quickly, redi-
rected, or suppressed. A question can arise from obligation, practical difficulty, collec-
tive contestation, or inherited disciplinary work without a prior experience readily
described as curiosity. Sustained inquiry can also outlive the curiosity that initiated
it. The analytical value of the sequence lies in separating distinct conditions and bot-
tlenecks whose economic organization can differ.

Definition 17.69 (Inquiry-formation architecture). An inquiry-formation architec-
ture is the configuration of encounters, salience mechanisms, epistemic disposi-
tions, conceptual and linguistic resources, temporal horizons, material and institu-
tional supports, social relations, evaluative practices, and continuation mechanisms
through which a possible unknown can become an articulated and sustained object
of inquiry.

Definition 17.69 shifts the economic question away from a presumed stock of cu-
riosity. Curiosity can depend on what a position is able to encounter, what it has
learned to recognize as surprising, which concepts make a gap intelligible, whether
sufficient time exists to remain with uncertainty, and whether institutions permit a
question to persist before its value is established. Unequal inquiry formation can
therefore arise even where formal access to information is similar.

Table 17.5 summarizes the analytical distinctions developed below.
The rows in Table 17.5 can occur in several orders and can feed back upon one an-
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Table 17.5: Generative dimensions of curiosity and question formation in an epis-
temic economy.

Dimension

Generative function

Economic conditions and possible bot-
tlenecks

Encounter

Salience

Wonder

Curiosity

Question forma-
tion

Long-horizon in-
quiry

Inquiry beyond
immediate util-
ity

Relational
sources

Makes an object, trace, differ-
ence, or relation available to
possible inquiry

Gives an encounter sufficient
prominence for further process-
ing

Suspends habitual intelligibility
and keeps a perplexity open

Motivates further engagement
with an intelligible unknown

Converts indeterminacy into an
addressable epistemic object

Sustains a question across de-
layed feedback and uncertain
payoff

Preserves exploration whose
future use or significance is
weakly predictable

Generates or redirects curiosity
through interaction and partici-
pation

Access, mobility, instruments, archives, net-
works, exposure, observation time, and
record preservation

Attention capacity, contrast, repetition,
ranking, institutional agendas, social recog-
nition, and protected anomaly channels
Time, security, intellectual permission, con-
ceptual plurality, tolerance of uncertainty,
and cultural or educational formation
Prior knowledge, perceived knowledge
gaps, exploratory capacity, affective en-
gagement, incentives, and freedom to
investigate

Language, concepts, methods, problem-
framing skills, interlocutors, disciplinary
resources, and contestability

Funding duration, employment security, in-
stitutional memory, archives, infrastruc-
ture, patient evaluation, and continuity of
community

Slack, public or philanthropic support,
academic autonomy, cross-subsidy, option
value, and plural valuation criteria
Teachers, peers, communities, affected
groups, objects, environments, institutions,
and human-AI relations

other. A formed question changes what later encounters become visible. Sustained
inquiry develops expertise that creates new knowledge gaps. Social relations can
generate curiosity before an individual can name the object of inquiry. Institutional
resources can preserve a weakly salient question until later evidence makes it impor-
tant. The relevant economic object is therefore a generative configuration capable of
opening, narrowing, sustaining, or closing epistemic possibility.

Proposition 17.70 (Inquiry-stage non-equivalence). Encounter, salience, wonder, cu-
riosity, question formation, and sustained inquiry should be treated as analytically dis-
tinct where their enabling conditions, temporal persistence, resource requirements, and
consequences differ; even when several occur within one connected episode of inquiry.

Proposition 17.70 prevents answer-centered accounts of knowledge production
from compressing the prehistory of inquiry into a single preference or demand
for information. Each stage can have a different scarcity profile and a different
distribution across persons, organizations, disciplines, and societies.

17.5.1 Encounter

Encounter is the point at which a possible object of inquiry becomes available to a
position capable of registering it. Chapter 6 developed encounter as a component
of research praxis, including encounters with existence, contingency, difference,
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anomaly, repetition, and unexpected relation. The economic problem begins one
level earlier than formal research design: the opportunity to encounter is itself
distributed.

Access to environments, archives, instruments, languages, communities, datasets,
professional networks, and technical systems changes what can enter an epistemic
field. A marine biologist with ship time can encounter phenomena unavailable to a
scholar confined to published reports. A historian with archival access can encounter
traces hidden from researchers whose access is limited by geography, language, clas-
sification, cost, or legal restriction. A worker situated inside an organization can en-
counter recurrent operational failures invisible to senior management. A community
can possess lived or practical knowledge that remains weakly connected to institu-
tions with resources for formal investigation.

Definition 17.71 (Encounter opportunity). An encounter opportunity is a practically
accessible relation through which a position can become exposed to an object, event,
trace, difference, absence, recurrence, or relation in a form capable of affecting sub-
sequent inquiry.

Encounter opportunity is broader than information access. A searchable database
can provide extensive symbolic access while offering little contact with the conditions
under which its categories were produced. Field participation can reveal tacit prac-
tices while limiting comparative range. Instruments extend encounter into scales
inaccessible to unaided perception while embedding calibration, sampling, and clas-
sification decisions. Economic organization therefore affects both the quantity and
the form of possible encounter.

The distribution of encounter opportunities can create epistemic path depen-
dence. Early exposure to a language, discipline, community, landscape, instrument,
or archive can alter later competence and therefore alter the set of encounters that
become possible in the future. Educational travel, laboratory apprenticeship, inter-
disciplinary collaboration, public libraries, open datasets, and accessible cultural
institutions can enlarge encounter spaces. Segregation, cost barriers, institutional
closure, restrictive licensing, inaccessible interfaces, and precarious schedules can
narrow them.

Encounter also requires preservability. An unusual observation can disappear
before it becomes salient if the surrounding system lacks records, notebooks, logs,
archives, memory practices, or channels for reporting weak signals. The economic
value of recording capacity lies partly in preserving encounters whose significance
is initially unknown. This creates an intertemporal problem: storage, documenta-
tion, and provenance incur present cost while their later epistemic value can remain
uncertain.

Proposition 17.72 (Encounter-distribution effect). Differences in access, mobility, in-
struments, recording capacity, institutional position, and relational participation can
alter the distribution of future questions by changing which encounters become avail-
able for later salience and interpretation.

Proposition 17.72 gives encounter a specifically economic significance. Resource
allocation can influence inquiry before any research question exists. Funding only ar-
ticulated proposals therefore observes a later stage of knowledge production and can
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miss the infrastructures through which articulable questions first become possible.

17.5.2 Salience

Encounter creates availability; salience gives some available objects sufficient promi-
nence to affect further processing. Chapter 6 separated research salience from signifi-
cance, and Section 17.4 analyzed the allocation of attention among competing objects.
The present subsection focuses on their generative interface: an object can enter in-
quiry because a contrast, anomaly, recurrence, absence, or unexpected relation be-
comes prominent enough to resist routine dismissal.

Salience depends partly on background expectations. A deviation is visible only
relative to some practical or conceptual regularity. Expertise can therefore increase
sensitivity to subtle anomalies while simultaneously producing habituation to other
features. Institutional classification can make one dimension continuously visible
and leave another weakly represented. Algorithmic systems can amplify frequently
engaged objects while obscuring low-frequency signals. Economic organization par-
ticipates in salience by shaping expectations, measurement regimes, rankings, dis-
plays, and opportunities for comparison.

A useful distinction concerns experienced salience and institutional salience. Expe-
rienced salience occurs when a person or group finds an object prominent. Institu-
tional salience occurs when routines, indicators, agendas, alerts, reporting categories,
or review processes repeatedly bring an object into organizational attention. The two
can diverge. Frontline workers can experience a recurring anomaly that never en-
ters formal reporting, while a metric can remain institutionally salient despite weak
relevance to local practice.

Definition 17.73 (Inquiry salience). Inquiry salience is the relational prominence
through which an encountered object, difference, absence, or pattern acquires suf-
ficient attention potential to motivate further interpretation, comparison, preserva-
tion, or questioning within a specified epistemic setting.

Inquiry salience remains weaker than established importance. Bordalo, Gennaioli,
and Shleifer’s economic salience model shows one way in which context-dependent
prominence can affect choice; the present use has a broader object and concerns the
preconditions of inquiry in addition to decision contexts (Bordalo et al. 2012). The
distinction matters because systems optimized for present engagement can amplify
what stands out without improving the formation of consequential questions.

Economic design can therefore protect forms of salience that market or institu-
tional demand would otherwise suppress. Anomaly channels, exploratory seminars,
field notes, maintenance logs, complaint systems, cross-disciplinary encounters, pro-
tected observation time, and rotation across roles can expose differences that stan-
dardized workflows absorb. Such arrangements do not determine which anomalies
are significant. They preserve the possibility that weakly established signals can re-
ceive enough attention for significance to be investigated.

Proposition 17.74 (Salience-significance separation). Economic arrangements that
increase the salience of an epistemic object can enlarge its probability of entering in-
quiry while leaving its epistemic, practical, or normative significance unresolved.
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This separation is important for later governance. A system can rationally reserve
small amounts of attention for anomalies without treating every anomaly as evidence
of a major problem. The economic problem is to preserve a channel from weak signal
to inspectable question at a cost compatible with finite attention capacity.

17.5.3 Wonder

Wonder names one possible mode through which salience becomes a more durable
disturbance of habitual intelligibility. Plato’s Theaetetus and Aristotle’s Metaphysics
provide classical precedents for connecting wonder with the beginning of philosoph-
ical inquiry (Plato 1921; Aristotle 2016). Chapter 2 treated these passages genealogi-
cally. The economic question concerns the conditions under which a perplexity can
remain open long enough to become intellectually productive.

Wonder often requires temporal slack. Immediate task pressure encourages rapid
classification: the unfamiliar object is assigned to an existing category, the anomaly
is treated as noise, and the interruption is closed. Such closure can be appropriate
where urgent action is required. Other settings benefit from preserving a period in
which the object remains insufficiently assimilated. Time for reading, reflection, ob-
servation, conversation, exploratory calculation, or repeated encounter can allow a
perplexity to acquire structure.

Material security can influence this capacity. Precarity does not eliminate curios-
ity or wonder, and historically important inquiry has emerged under severe con-
straint. The narrower claim is that persistent demands for immediate production
can reduce discretionary time and increase the cost of remaining with questions
whose payoff is delayed or unclear. Institutions with sabbaticals, research leave, pro-
tected study time, fellowships, residencies, libraries, laboratories, and long-duration
appointments create different opportunity structures for sustained perplexity than
institutions organized almost entirely around short-cycle deliverables.

Wonder also depends on intellectual permission. Educational and professional cul-
tures vary in how they respond when someone asks why a familiar practice exists,
notices a category mismatch, or questions an inherited premise. Some environments
reward rapid answerability and conformity to established problem sets. Others pro-
vide legitimate space for uncertainty, exploratory conversation, and provisional ques-
tions. Dewey’s treatment of reflective thought connects curiosity and perplexity with
educational conditions capable of cultivating inquiry (Dewey 1910). GRE reads this
as an economic-organizational issue as well: schedules, evaluation rules, authority
relations, and resource commitments can influence whether perplexity is developed
or prematurely closed.

Definition 17.75 (Protected perplexity). Protected perplexity is a temporally and in-
stitutionally supported interval in which an encountered difficulty, anomaly, or un-
familiar relation can remain open to observation and interpretation before an imme-
diate classificatory or utilitarian resolution is required.

Protected perplexity should not be romanticized. Delayed closure can impose costs,
and some decisions require timely action under uncertainty. Its value depends on
stakes, reversibility, available capacity, and the expected consequence of premature
simplification. The concept identifies a resource condition for some forms of inquiry
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and leaves the appropriate duration dependent on the stakes and setting.

Proposition 17.76 (Perplexity-support condition). Where inquiry requires an initially
ambiguous object to remain open across repeated observation or interpretation, tempo-
ral slack, material support, and permission to suspend premature closure can increase
the practical possibility that salience develops into a structured epistemic problem.

This proposition connects wonder to the later problem of long-horizon inquiry.
The relevant economic good is partly the capacity to defer immediate closure while
preserving accountability for the resources used during that interval.

17.5.4 Curiosity

Curiosity gives the open unknown a motivational relation to further exploration.
Psychological research has proposed several mechanisms with differing objects and
scopes. Berlyne connected exploratory behavior with novelty, complexity, uncer-
tainty, and conflict; Loewenstein developed an information-gap account in which
awareness of a gap in knowledge can create a motivation to obtain missing informa-
tion; and Litman, Hutchins, and Russon distinguished forms of epistemic curiosity
associated with different knowledge states and affective orientations (Berlyne 1954;
Loewenstein 1994; Litman et al. 2005). These theories differ in scope and should re-
main distinct. For GRE, their shared relevance lies in showing that curiosity depends
on relations among prior knowledge, perceived uncertainty, affect, and anticipated
understanding.

This dependence has economic implications. A person may need enough prior
knowledge to perceive that a gap exists. Education can therefore generate new ig-
norance in the productive sense of making previously invisible unknowns intelli-
gible. Access to examples, instruments, mentors, and contrasting cases can trans-
form an undifferentiated absence of knowledge into a specific object worth explor-
ing. Conversely, informational abundance can suppress curiosity when ready-made
summaries create an impression of closure before the underlying gap has been rec-
ognized.

Curiosity also has costs. Exploration consumes time, cognitive effort, materials,
compute, travel, experimental capacity, and often the attention of other people. In
organizations, curiosity can compete with production schedules and standardized
responsibilities. In education, open-ended exploration can compete with coverage
requirements and assessment preparation. In research, exploratory work can be dif-
ficult to justify when evaluation systems demand predictable outputs within short
cycles. The economic problem concerns which forms of exploratory capacity are sup-
ported, by whom, for how long, and under which accountability arrangements.

Definition 17.77 (Curiosity opportunity structure). A curiosity opportunity struc-
ture is the configuration of prior knowledge, accessible unknowns, time, material
resources, social permission, exploratory tools, evaluative rules, and continuation
pathways that affects whether an epistemic interest can develop into further investi-
gation.

Definition 17.77 preserves agency while avoiding an individualistic treatment
of curiosity. Curiosity remains experienced by persons and possibly organized
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by groups, yet its practical expression depends on surrounding relations. A child
with a question needs time, language, materials, and responsive interlocutors. A
scientist needs access to methods, colleagues, instruments, and funding. A citizen
investigating a public problem may need records, legal access, statistical literacy,
and organizations capable of sustaining collective inquiry.

Curiosity can also be cultivated over time. Hidi and Renninger distinguish phases
through which situational interest can be triggered, maintained, and develop into
more durable individual interest (Hidi and Renninger 2006). Their educational model
should not be converted directly into an economic law. It nevertheless supports an
important temporal point: sustained epistemic orientation can have a developmen-
tal history. Short encounters can matter because institutions and relations provide
repeated opportunities for engagement.

Proposition 17.78 (Curiosity-capacity interaction). The practical generativity of cu-
riosity depends jointly on motivational orientation and the capacities required to inves-
tigate the relevant unknown, changes in education, time, tools, access, or social support
can therefore alter what curiosity is able to generate without mechanically determining
what a person will find interesting.

The proposition distinguishes curiosity from executable inquiry. Desire to know
does not itself supply the capacities needed to discover, test, interpret, or communi-
cate. Epistemic economies distribute both motivations and the means through which
motivations become consequential.

17.5.5 Question Formation

Question formation converts an open unknown into a more addressable epistemic
object. The transition can involve naming a discrepancy, specifying a target, delimit-
ing a comparison, identifying what would count as an answer; or determining which
uncertainty deserves sustained investigation. Dewey’s account of reflective thought
treats the transformation of a confused difficulty into a defined problem as part of
inquiry itself (Dewey 1910). Creativity research similarly distinguishes problem find-
ing from the solution of an already specified problem (Getzels and Csikszentmihalyi
1976). GRE adds an economic question: which positions possess the resources and
authority required to formulate problems that institutions will recognize as action-
able?

Question formation requires conceptual and linguistic resources. A person can ex-
perience difficulty without possessing terms that render the difficulty communicable.
A community can recognize a recurring harm while lacking categories accepted by ad-
ministrative or scientific systems. A researcher can sense that a model is inadequate
while lacking a comparative case, instrument, or mathematical language that makes
the discrepancy tractable. Language education, conceptual repertoires, classification
systems, professional training, and interdisciplinary translation can therefore affect
the space of formable questions.

The process also depends on problem-framing authority. Institutions frequently
receive questions in standardized forms: grant calls, policy briefs, diagnostic cate-
gories, survey instruments, legal causes of action, audit templates, and research pro-
grammes. Standardization can make questions comparable and fundable. It can also
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privilege questions already compatible with available methods, categories, or institu-
tional jurisdictions. Epistemic-economic analysis should therefore distinguish ques-
tion formation from question recognition. A question can be intelligible to an affected
community while remaining illegible to the institution controlling resources for in-
vestigation.

Definition 17.79 (Question-formation capacity). Question-formation capacity is the
practical ability of a position or collective to transform an indeterminate concern,
anomaly, knowledge gap, or exploratory interest into an articulated epistemic object
whose scope, terms, possible evidence, and continuation pathways are sufficiently
specified for further inquiry.

Question-formation capacity does not imply that the resulting question is well
posed or important. It identifies a conversion capacity. Chapter 8 later supplies
a demanding specification discipline for generative research questions, while the
present analysis asks what makes such specification possible before methodological
refinement begins.

Question formation also allocates future resources. Once a problem is named, it
can organize reading, observation, data collection, hiring, instrumentation, grant al-
location, and collaboration. It can create categories that later shape what becomes
visible. This makes question formation a generative economic event. The effect can
be constructive when a previously diffuse problem becomes investigable; it can also
narrow inquiry if the initial framing excludes relevant relations or makes alternative
formulations difficult to pursue.

Proposition 17.80 (Question-formation leverage). Question formation can have dis-
proportionate downstream effects because an articulated problem can coordinate later
attention, evidence collection, methodological choice, institutional resources, and eval-
uation around a particular representation of what remains unknown.

This leverage helps explain why cheap answer generation does not remove scarcity
from knowledge production. Systems capable of producing many plausible responses
can increase the value of disciplined problem formation when the space of candidate
questions expands faster than available capacities for investigation and validation.

17.5.6 Long-Horizon Inquiry

Some questions can be answered within short cycles; others require years or genera-
tions of observation, theoretical development, archival accumulation, infrastructure
construction, longitudinal comparison, or repeated failure. Long-horizon inquiry is
therefore an economic problem of continuity under delayed and uncertain feedback.
The relevant scarcity concerns the capacity to keep a question alive while personnel,
institutions, technologies, and evaluative priorities change.

Temporal continuity requires more than long grants. Archives preserve earlier
observations; standards make measurements comparable; laboratories and observa-
tories maintain instruments; professional communities transmit tacit practices; jour-
nals and repositories maintain accessible records; educational institutions reproduce
expertise; and organizations carry unfinished questions across personnel turnover.
Long-horizon inquiry is consequently distributed across infrastructures and genera-
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tions.

Definition 17.81 (Inquiry horizon). An inquiry horizon is the temporal interval
over which a question, evidence architecture, interpretive problem, or research
programme is expected to require continuity before its principal epistemic value can
be assessed with the degree of confidence appropriate to the inquiry.

Inquiry horizons can exceed contractual, electoral, product, funding, or career
horizons. This mismatch creates a recurrent economic tension. A project can bhe
valuable under a twenty-year epistemic horizon and difficult to justify within an an-
nual output cycle. Institutions can partially bridge this mismatch through endow-
ments, public funding, tenure-like security, long-term observatories, cohort studies,
archives, infrastructure commitments, and evaluation conducted at programme as
well as project level. Each arrangement has governance costs and can preserve weak
programmes as well as valuable ones. Long duration therefore requires periodic re-
view without collapsing evaluation into immediate payoff.

Sustained interest is also developmental. Hidi and Renninger’s model emphasizes
that maintained and well-developed interest can emerge through repeated engage-
ment rather than appearing fully formed at the beginning (Hidi and Renninger 2006).
At a collective level, a similar temporal caution is useful: durable inquiry communi-
ties can grow around questions whose importance becomes clearer through accumu-
lated work. The analogy should remain limited because institutional programmes
and psychological persons occupy different analytical levels. Its value lies in recog-
nizing that epistemic commitment can itself be generated through history.

Long-horizon inquiry also requires succession. A question tied entirely to one per-
son’s memory can disappear when that person leaves. Documentation, shared con-
cepts, provenance, mentoring, and accessible negative results help convertindividual
continuity into relational continuity. This problem anticipates Section 415 on preser-
vation and re-epistemization, where the book will examine how future investigators
can recover and reinterpret earlier epistemic work.

Proposition 17.82 (Horizon-support alignment). Inquiry whose plausible epistemic
horizon substantially exceeds the horizon of its supporting contracts, evaluation cycles,
or institutional memory faces an elevated risk of discontinuation that is independent of
the intrinsic quality of the underlying question.

The proposition does not establish which long projects deserve continuation. It
identifies a structural source of selection. Short-horizon institutions can systemati-
cally underproduce questions whose value becomes legible only through long accu-
mulation.

17.5.7 Inquiry beyond Immediate Utility

Epistemic economies also face questions whose future use, significance, or applica-
tion is weakly predictable at the time of inquiry. Aristotle’s classical account asso-
ciates philosophical wonder with knowledge pursued beyond immediate practical
utility, while Veblen’s discussion of idle curiosity treats non-utilitarian inquiry as ca-
pable of producing knowledge that can later acquire technological relevance (Aristo-
tle 2016; Veblen 1914). These traditions differ substantially, yet both make visible a
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temporal distinction between the motive for inquiry and possible later use.

GRE can restate this problem without assuming that curiosity-driven inquiry is in-

trinsically superior. Inquiry beyond immediate utility carries opportunity costs, and
societies face legitimate distributive questions about the allocation of scarce research
resources. The economic issue is that present utility is an incomplete predictor of fu-
ture generativity where knowledge can be recombined, reinterpreted, or connected
to later problems that do not yet exist.
Definition 17.83 (Open-use inquiry). Open-use inquiry is inquiry whose continuation
is justified partly by epistemic significance, exploratory value, capability formation,
or future option value while specific downstream applications remain substantially
unresolved at the time resources are committed.

The term open-use avoids treating the activity as useless. Some inquiries produce
conceptual tools, measurement methods, archives, trained communities, datasets,
or unexpected relations even when no immediate application is identified. Their
economic consequence can lie in enlarging later option spaces even when a prede-
fined output is absent. Chapter 14’s account of generative value provides the broader
framework for interpreting such delayed and distributed effects.

Supporting open-use inquiry requires institutions capable of tolerating uncertain
conversion. Public research organizations, universities, philanthropic foundations,
museums, libraries, archives, and some firms can create portfolios in which a portion
of resources is allocated to questions with uncertain application. Portfolio structure
matters because uncertainty at the project level can coexist with valuable diversity
at the system level. Evaluation can examine epistemic quality, tractability, capabil-
ity formation, novelty, preservation value, and responsible resource use without de-
manding a specific near-term product from every project.

The same logic applies to education. Exploratory study can generate concepts and
interests whose later relevance cannot be specified in advance. Treating learning ac-
tivities uniformly as investments with predetermined labor-market returns can miss
effects on later question formation, judgment, interdisciplinary translation, civic par-
ticipation, or capacity to recognize new problems. Such effects are difficult to mea-
sure and should not be asserted automatically, yet their possibility is economically
relevant when designing educational opportunity.

Proposition 17.84 (Immediate-utility incompleteness). Where the future recombina-
tion, application, or interpretive significance of knowledge is materially uncertain, eval-
uation based exclusively on presently specifiable utility can omit part of the inquiry’s
generative option value and can thereby narrow the future question space.

Proposition 17.84 supplies a restrained economic reason for preserving some in-
quiry beyond immediate utility. It does not imply unlimited support. It implies that
evaluation architectures should make their temporal assumptions explicit and distin-
guish absence of current application from evidence of negligible future generative
value.
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17.5.8 Relational Sources of Curiosity

The final analytical step treats curiosity and question formation as relationally gener-
ated. An individual can experience curiosity internally, yet the objects, concepts, con-
trasts, languages, standards, and opportunities through which that curiosity develops
are often supplied through relations with other persons, institutions, environments,
artifacts, and technologies. Inquiry formation therefore has a social and material
ecology.

Teachers can expose learners to objects they would not otherwise encounter and
can model how an uncertainty becomes a question. Peers can create comparison,
disagreement, and reciprocal exploration. Research communities can preserve long-
lived problems and provide standards through which partial progress becomes vis-
ible. Affected communities can identify practical contradictions that formal institu-
tions have overlooked. Archives and instruments can place earlier or otherwise inac-
cessible traces into relation with present investigators. Objects and environments can
resist expectations in ways that redirect inquiry. Human-AI interaction can rapidly
generate candidate explanations, contrasts, simulations, and questions, while also
creating risks of premature closure when fluent outputs are mistaken for settled un-
derstanding.

These relations can widen or narrow curiosity. Hierarchical environments can dis-
courage questions that challenge role boundaries. Homogeneous networks can stabi-
lize shared blind spots. Diverse communities can expose participants to unfamiliar
premises while also increasing translation costs. Platforms can enlarge encounter
spaces while ranking mechanisms concentrate attention around already visible ob-
jects. Funding programmes can convene new interdisciplinary relations while steer-
ing inquiry toward predeclared categories. The effect of a relation therefore depends
on its structure and the capacities surrounding it.

Definition 17.85 (Relational curiosity field). A relational curiosity field is the histori-
cally situated configuration of persons, objects, communities, institutions, languages,
infrastructures, and technological mediators whose interactions shape which un-
knowns become encounterable, salient, intelligible, discussable, and supportable as
possible questions.

The field language is representational and does not imply a unique underlying on-
tology. Its purpose is to prevent inquiry formation from being assigned entirely to iso-
lated preference. A researcher’s question can have a distributed prehistory involving
teachers, inherited concepts, instruments built by others, archived observations, in-
stitutional funding, social conflict, linguistic translation, and contingent encounters.
This relational reconstruction preserves questions of authorship and responsibility
while making the generative conditions of authorship more visible.

Institutional agenda setting provides a collective example. Scientific communities
organize legitimate problems through paradigms, methods, training, and evaluative
standards, while sociological research on undone science shows that potentially valu-
able lines of inquiry can remain unfunded, incomplete, or ignored within existing re-
search agendas (Kuhn 1962; Frickel et al. 2010). The two literatures address different
questions, yet together they support the narrower GRE claim that the distribution of
inquiry cannot be inferred from the distribution of possible questions alone. Institu-
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tions participate in selecting which unknowns acquire durable resources.

Proposition 17.86 (Relational generation of inquiry). The formation of sustained in-
quiry can be distributed across relations that provide encounter; salience, language,
conceptual resources, motivation, criticism, infrastructure, recognition, and continua-
tion; analysis of epistemic opportunity should therefore include the relations that gen-
erate a question as well as the position that ultimately articulates it.

Proposition 17.86 completes the section’s economic argument. Inquiry has a pre-
history whose stages can be unequally supported. Encounter opportunities can be
scarce; salience can be institutionally filtered; perplexity can require protected time;
curiosity can depend on prior knowledge and exploratory capacity; question forma-
tion can require language and recognition; long-horizon inquiry can depend on con-
tinuity infrastructures; and open-use inquiry can depend on institutions willing to
carry uncertain future value. These conditions influence which unknowns become
economically consequential before any answer is produced.

Curiosity and question formation also prepare the next analytical object. Once sev-
eral questions become available, inquiry still requires judgments about which direc-
tions display beauty, elegance, surprise, depth, or generative promise and how such
judgments are historically formed. Section 17.6 therefore examines aesthetic judg-
ment and epistemic orientation as a further layer of selection within the epistemic
economy.

17.6 Aesthetic Judgment and Epistemic Orientation

Aesthetic judgment supplies a further layer of selection within an epistemic econ-
omy. Section 17.5 examined how encounters can become salient, curious, question-
forming, and supportable as sustained inquiry. The present section examines how
researchers and institutions orient among questions, representations, models, con-
jectures, explanations, and research trajectories whose epistemic value remains in-
completely known. Its objective is to identify the economic role of judgments concern-
ing beauty, elegance, surprise, depth, and generative promise while preserving their
distinction from evidential warrant, normative justification, and realized generative
value. The discussion proceeds through these orienting qualities, their integration
in research taste, the historical formation of that taste, and the economic conditions
that shape its development and exercise. The method is interpretive and relational.
Classical aesthetics, empirical aesthetics, philosophy of science, and sociology of taste
provide resources for specifying the phenomenon, while GRE concentrates on the
allocation, capability, institutional, and temporal consequences of aesthetic orienta-
tion.

Chapter 2 treated aesthetics as part of the intellectual genealogy that makes a gen-
erative relational account possible, and Chapter 6 located aesthetic judgment within
research praxis. The economic problem developed here is narrower and more spe-
cific. Inquiry capacity is finite even when candidate questions, texts, models, and
answers become abundant. Researchers therefore make consequential selections be-
fore complete epistemic justification is available. Some possibilities appear elegant,
deep, surprising, beautiful, or capable of opening a wider field of inquiry; others ap-
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pear technically feasible yet comparatively barren. These anticipatory judgments can
influence the allocation of time, funding, collaboration, computational resources, in-
stitutional recognition, and personal persistence. They consequently belong to the
epistemic economy even when their content remains partly tacit.

Definition 17.87 (Epistemic aesthetic orientation). Epistemic aesthetic orientation is
the historically and relationally formed use of aesthetic or form-sensitive judgment
to direct attention, inquiry, representation, or persistence among epistemic possibili-
ties whose eventual evidential and generative significance remains incompletely de-
termined.

Definition 17.87 assigns aesthetic judgment an orienting role. Beauty, elegance,
surprise, and depth can influence where inquiry goes without functioning as inde-
pendent proofs of truth. Their economic relevance lies partly in this interval between
possible importance and established warrant, where scarce resources must often be
committed under uncertainty.

17.6.1 Beauty

Beauty can enter inquiry as an experience of fittingness, coherence, proportion, rich-
ness, or compelling form. The term carries heterogeneous philosophical meanings,
so GRE treats beauty here as a field-dependent family of aesthetic judgments rather
than fixing a universal definition. Kant’s account of judgments of taste, Hume’s analy-
sis of cultivated judgment, and Dewey’s account of aesthetic experience already show
distinct ways in which aesthetic appraisal can involve feeling, form, experience, com-
parison, and historically developed capacities (Kant 1987; Hume 1985; Dewey 1934).
The present argument uses this diversity as a constraint: beauty should be treated as
a family of orienting judgments whose local meaning depends on practice and field.

Within research, an experience of beauty can stabilize attention around a relation
that is not yet fully understood. A proof strategy may appear beautiful because dis-
tant elements suddenly fit together. A historical interpretation may appear beautiful
because heterogeneous traces become intelligible within a coherent configuration.
An experiment may reveal a pattern whose regularity invites further investigation.
A theoretical representation may produce a sense that several previously separate
problems have acquired a common form. Such responses can motivate continued
inquiry even before the relevant evidential burden has been discharged.

This orienting function is economically significant because persistence is costly.
Sustained work consumes time, training, access to instruments, data, computation,
mentorship, and institutional patience. A judgment that an unresolved relation pos-
sesses aesthetic significance can therefore affect whether these resources continue to
be committed. The judgment can also influence collective attention when compelling
representations circulate through seminars, publications, visualizations, demonstra-
tions, or teaching.

Aesthetic attraction carries corresponding risks. Beautiful form can create pre-
mature confidence, especially when coherence in representation is mistaken for ad-
equacy to the represented object. A highly symmetric model can underrepresent
asymmetry; a clean narrative can suppress irregular evidence; a compelling visual-
ization can obscure measurement choices. The relevant GRE distinction is between
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orientation by beauty and warrant through evidence. The first can be economically
consequential while remaining open to correction by the second.

Proposition 17.88 (Aesthetic orientation under incomplete warrant). Where epis-
temic possibilities cannot be fully evaluated before resources are committed, aesthetic
judgment can serve as one source of provisional orientation, provided that later eviden-
tial and normative assessment retains the capacity to revise the resulting allocation.

Proposition 17.88 gives aesthetic judgment a bounded role. It can support explo-
ration where explicit criteria remain incomplete. Its value depends partly on whether
the surrounding epistemic system preserves correction, comparison, and exit from
aesthetically attractive but poorly supported trajectories.

17.6.2 Elegance

Elegance is a more specific orienting quality. In research practice it commonly refers
to economy of means, structural clarity, compression, unification, or the achievement
of substantial explanatory or inferential work through a comparatively spare con-
struction. McAllister’s historical analysis of scientific aesthetics is especially relevant
because it treats simplicity and related aesthetic criteria as historically variable com-
ponents of scientific evaluation rather than timeless guarantees of truth (McAllister
1996).

Elegance can possess genuine epistemic utility. A concise representation can ex-
pose relations that remain difficult to perceive in a more cumbersome form. Com-
pression can lower cognitive and communicative costs. A unifying model can make
comparison across cases easier. A proof with a small number of powerful steps can
reveal which structures are doing the essential work. An elegant research design
can reduce unnecessary measurement or intervention while preserving inferential
leverage. These properties help explain why elegance can attract scarce attention
and become a criterion in expert judgment.

The economic effects extend beyond individual cognition. Elegant formulations
are often easier to teach, transmit, cite, standardize, implement, and incorporate
into institutional repertoires. They can therefore have lower reproduction costs than
equally accurate but more cumbersome alternatives. Once embedded in textbooks,
software, professional routines, or canonical examples, an elegant representation
can accumulate durable attention advantages.

Elegance can also become a source of selection bias. Phenomena whose causal
or relational structure is heterogeneous, historically contingent, multiscale, or resis-
tant to compression can appear aesthetically inferior to representations that simplify
them. A discipline that rewards elegance strongly may therefore allocate dispropor-
tionate resources toward problems that admit elegant representation. The result can
be an epistemic portfolio shaped partly by representational tractability.

Empirical aesthetics provides a limited supporting analogy. Processing fluency
can influence aesthetic pleasure under some conditions, while expertise and cogni-
tive mastering can alter aesthetic evaluation (Reber et al. 2004; Leder et al. 2004).
Their relevance here is limited to the formation of aesthetic experience: ease, famil-
iarity, and learned competence can contribute to experiences that are subsequently
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interpreted as elegant, while scientific validity remains governed by the evidential
standards appropriate to the inquiry. Reflexive inquiry should therefore distinguish
structural economy in the object or representation from the ease produced by prior
training.

Elegance is thus economically double-sided. It can reduce cognitive and transmis-
sion costs while also steering inquiry toward forms compatible with prevailing reper-
toires. An epistemic economy benefits from elegance when compression improves
intelligibility and generativity, while retaining institutional space for objects whose
significance emerges through complexity, irregularity, or resistance to concise form.

17.6.3 Surprise

Surprise enters epistemic orientation through a different route. It arises when an
encounter departs materially from an expectation, pattern, model, classification, or
anticipated trajectory. Section 17.5 treated salience and wonder as parts of the pre-
history of inquiry. Surprise becomes analytically distinct here because established
inquiry already contains expectations against which deviations can be recognized.

A surprising result can redirect attention because it carries information about the
limits of an existing representation. An anomalous observation can reveal that a
model’s domain is narrower than assumed. An unexpected historical juxtaposition
can expose a missing relation. A counterexample can dissolve an apparently stable
generalization. A simulation can produce a regime that had not been anticipated
from local intuition. Surprise can therefore function as a signal that existing epis-
temic organization deserves revision or extension.

The value of surprise depends on background expectations. An event that sur-
prises a novice can be routine to an expert, while a small deviation can be highly
significant within a mature measurement practice. Surprise is therefore relational
to knowledge, instrumentation, disciplinary memory, and the scale at which expec-
tations are formed. It can also be manufactured. Publication systems, media envi-
ronments, and platform ranking can reward novelty claims, extreme contrasts, and
rhetorically surprising framings because these attract attention. An economy of at-
tention can consequently generate incentives to produce the appearance of surprise
independently of durable epistemic significance.

This distinction matters for resource allocation. If surprise becomes a dominant
selection criterion, replication, maintenance, negative results, incremental measure-
ment, archival work, and cumulative refinement can receive less attention even
when they are necessary for epistemic reliability. Conversely, an epistemic system
that suppresses surprise can become insensitive to anomalies and protect established
categories from revision.

Definition 17.89 (Epistemically consequential surprise). Epistemically consequential
surprise is an expectation-disrupting encounter whose investigation can materially
change arepresentation, question space, evidential practice, or set of plausible future
inquiries.

Definition 17.89 separates durable epistemic consequence from attention value
alone. The distinction is often unavailable at first encounter, which is precisely why
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institutions need portfolios capable of investigating anomalies while resisting incen-
tives that equate novelty with importance.

17.6.4 Depth

Depth is among the least easily formalized qualities used in research judgment. Re-
searchers nevertheless distinguish questions that appear locally solvable from ques-
tions that seem to reach across levels, reorganize assumptions, expose hidden de-
pendencies, or generate consequences well beyond their initial formulation. The vo-
cabulary of depth often records a judgment that an inquiry contains more relational
structure than its surface formulation immediately reveals.

GRE can treat depth provisionally as an orientation toward latent consequence. A
deep question may connect several domains, require reconsideration of background
categories, generate new methods, or remain productive across repeated investiga-
tions. A deep explanation may reveal a mechanism or relation that reorganizes many
previously separate observations. A deep conceptual distinction can alter what later
researchers are able to perceive or formulate. These possibilities align depth with
the generative architecture developed in Chapters 14 and 15, while preserving the
distinction between anticipated depth and realized generative value.

Depth should also be separated from difficulty. A problem can be technically dif-
ficult because of scale, computation, data scarcity, or cumbersome formalism while
producing little conceptual reorganization when solved. A comparatively simple ob-
servation can prove deep if it changes the relation among many other questions. Like-
wise, obscurity can be mistaken for depth when opacity itself becomes a prestige sig-
nal. An epistemic economy that rewards difficulty, abstraction, or specialized lan-
guage as proxies for depth can misallocate attention.

The recognition of depth depends strongly on accumulated knowledge. Detect-
ing that a modest anomaly threatens a foundational assumption requires an under-
standing of the surrounding structure. Recognizing that a conceptual distinction can
travel across domains requires comparative experience. Depth judgments therefore
depend on education, disciplinary memory, cross-domain exposure, and time for re-
flection. They are partly capability judgments as well as judgments about objects.

A further temporal problem follows. The depth of an inquiry can become visible
only retrospectively. Questions initially treated as marginal can later reorganize a
field after new methods, evidence, or social conditions make their implications acces-
sible. Institutional systems that demand short-cycle demonstrations of importance
can therefore underprovide for forms of inquiry whose depth is revealed through
delayed recombination.

Within GRE, depth is best treated as a provisional expectation concerning the scale
and durability of relational consequence. It can orient exploration, while evaluation
remains open to the possibility that apparent depth dissipates under investigation or
that overlooked work acquires depth through later historical conditions.
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17.6.5 Generative Promise

Beauty, elegance, surprise, and depth can contribute to a broader judgment concern-
ing generative promise. This judgment concerns the anticipated capacity of an in-
quiry to open later possibilities: new questions, methods, relations, representations,
capabilities, collaborations, applications, or reinterpretations. Generative promise
belongs naturally within GRE because Chapters 14 and 15 already distinguish the
generation of future possibilities from static possession of present value. The present
subsection concentrates on the epistemic use of that distinction before outcomes are
known.

Definition 17.90 (Generative promise in inquiry). Generative promise in inquiry is a
provisional judgment that committing resources to an epistemic trajectory may en-
large, diversify, or reorganize future capacities for knowing, questioning, interpret-
ing, or acting, while the particular downstream consequences remain materially un-
certain.

Generative promise differs from immediate expected output. A project can
promise a specific article, dataset, model, or application while leaving the surround-
ing question space largely unchanged. Another project can have a comparatively
uncertain direct output while developing an instrument, concept, archive, method,
or relation that enables many later inquiries. Section 17.5 described this temporal
problem through open-use inquiry. Generative promise supplies one way in which
researchers and institutions orient within that uncertainty.

The judgment can draw on several cues. Elegance may suggest that a represen-
tation can travel efficiently. Surprise may indicate that an existing framework has
opened. Depth may suggest consequences across levels or domains. Beauty may sta-
bilize attention long enough for an initially obscure relation to be developed. Addi-
tional cues can include tractability, availability of evidence, complementarity with
existing capabilities, the formation of new research communities, or the creation of
reusable infrastructure. None of these cues establishes future value by itself.

Generative promise is especially difficult to govern because it is anticipatory.
Evaluation systems can easily reward realized outputs and standardized indicators,
whereas the value under consideration concerns futures that do not yet exist. This
creates a problem of institutional imagination. Reviewers often judge a trajectory
partly by its capacity to produce possibilities whose content remains only partially
specifiable in advance. Excessively narrow prediction requirements can therefore
favor projects whose outputs are already legible within current categories.

Proposition 17.91 (Generative-promise allocation). When epistemic investment has
materially uncertain downstream consequences, an evaluation architecture can pre-
serve future option value by considering plausible generative promise alongside present
quality, feasibility, responsibility, and resource cost, while treating the promise as revis-
able rather than as realized value.

Proposition 17.91 places speculative and cumulative work within the same port-
folio problem. It identifies one dimension that can disappear when evaluation is
restricted to near-term deliverables. A diversified epistemic portfolio can contain
projects with different combinations of immediate reliability, infrastructural value,
exploratory uncertainty, and generative promise.
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17.6.6 Research Taste

Researchers rarely apply beauty, elegance, surprise, depth, feasibility, and genera-
tive promise as separate explicit scores. Experienced judgment often integrates mul-
tiple cues into a comparatively rapid sense that a problem, method, representation,
or result deserves further attention. Hume’s account of cultivated taste emphasizes
practice, comparison, and delicacy of judgment, while McAllister shows how scien-
tific communities can develop historically variable aesthetic preferences (Hume 1985;
McAllister 1996). These traditions support a conception of research taste as learned
discrimination rather than arbitrary preference.

Definition 17.92 (Research taste). Research taste is a historically formed and re-
visable capacity to discriminate among epistemic possibilities by integrating form-
sensitive, epistemic, practical, and generative cues under conditions where explicit
evaluation remains incomplete.

Research taste can operate at several moments. It can influence which anomaly re-
ceives attention, which conjecture feels worth testing, which representation captures
an essential relation, which empirical discrepancy appears consequential, which sim-
plification is illuminating, and when an inquiry has become repetitive or exhausted.
It can also shape the sequencing of work by identifying which intermediate problem
may unlock a larger structure.

This capacity can contain compressed experience. Years of comparison can make
certain failure modes immediately perceptible. Familiarity with a literature can
reveal that an apparently novel problem has weak generative potential. Cross-
disciplinary experience can expose a relation that remains invisible within a single
vocabulary. Such judgment often precedes a complete verbal account of its basis.
The economic consequence is that expertise can improve the allocation of scarce
inquiry effort even when the operative criteria are partly tacit.

Tacitness also creates governance problems. Research taste can inherit exclusions,
status hierarchies, canonical blind spots, and stylistic preferences. A senior scholar’s
judgment may encode substantial accumulated experience while also reflecting a
field’s historical boundaries. Treating status as a sufficient proxy for taste can there-
fore reproduce established orientations. A blanket dismissal of tacit judgment would
discard a significant form of acquired capability. The relevant institutional problem
is to make taste contestable through comparison, plural evaluation, evidence, and
exposure to alternative traditions.

Research taste also has a distributed form. Laboratories, editorial communities, re-
search institutes, funding panels, and interdisciplinary teams can develop collective
repertoires for recognizing promising work. These repertoires can exceed the com-
petence of any one member when different forms of expertise are combined. They
can also become conformist when common training and incentives narrow the range
of admissible aesthetic or epistemic forms.

Al systems add another layer. They can generate polished candidate formulations,
proofs, designs, visualizations, and conceptual combinations at low marginal cost.
This can enlarge the material available for judgment while increasing the importance
of discriminating among superficially coherent outputs. The immediate economic ef-
fect is a partial shift in scarcity: generation becomes cheaper in some tasks, while
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research taste, verification, historical judgment, and sustained orientation can be-
come more consequential bottlenecks. Chapter 18 develops the stronger capability-
asymmetry problem; the present chapter retains the narrower focus on epistemic
allocation.

17.6.7 Historical Formation of Taste

Research taste has a history. Disciplines teach exemplary problems, canonical proofs,
influential experiments, preferred forms of evidence, acceptable styles of explana-
tion, and tacit standards of seriousness. Kuhn’s account of paradigms and exemplars
makes problem selection and puzzle recognition historically organized, while Bour-
dieu’s analysis of taste emphasizes the formation of dispositions through social trajec-
tory, field position, and cultural competence (Kuhn 1962; Bourdieu 1984). McAllister
adds a specifically scientific account in which aesthetic criteria can change as commu-
nities reinterpret the relation between prior success and preferred theoretical form
(McAllister 1996).

These lineages suggest that taste is simultaneously enabling and selective. Training
enables a researcher to see distinctions, patterns, and possibilities that would oth-
erwise remain unavailable. The same training can make unfamiliar forms appear
unserious or aesthetically deficient. Canon formation concentrates collective mem-
ory around work considered exemplary, which lowers learning costs and preserves
cumulative achievement. It also affects which alternative traditions, negative results,
peripheral problems, and unsuccessful but instructive experiments remain available
for later reinterpretation.

Historical formation occurs through institutions as well as texts. Admission, men-
torship, seminar culture, peer review, journal style, grant evaluation, prize systems,
conferences, disciplinary associations, laboratories, and research infrastructures all
contribute to what researchers repeatedly encounter and learn to value. These pro-
cesses can stabilize productive standards. They can also create path dependence
when past allocations determine the competencies and criteria through which future
opportunities are evaluated.

The historical account complicates any simple opposition between authentic judg-
ment and social influence. Aresearcher’s capacity to recognize elegance or depth may
genuinely improve through participation in a field, and that field can simultaneously
transmit contingent exclusions. The relevant analytical task is provenance: which
experiences, comparisons, institutions, and histories formed the judgment, and how
well does the resulting taste perform when confronted with evidence, alternative per-
spectives, and changing objects?

Taste can also transform through encounters that resist inherited standards. New
instruments can reveal phenomena whose irregularity strains established ideals of el-
egance. Interdisciplinary work can introduce alternative criteria of significance. Par-
ticipation by previously excluded communities can alter which problems appear con-
sequential. Technological change can make formerly infeasible questions tractable.
Aesthetic orientation is therefore historically revisable through changes in both the
epistemic object and the relational field of judgment.

This revisability matters economically because evaluation criteria allocate re-
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sources. Once a style of inquiry becomes associated with excellence, funding, hiring,
publication, and prestige can reinforce the capacities needed to reproduce that
style. Historical taste can thereby become materially self-reinforcing. Reflexive
epistemic institutions require mechanisms through which established criteria can
be compared against neglected evidence, emerging problems, and alternative modes
of inquiry.

17.6.8 Economic Conditions of Orientation

Aesthetic orientation depends on economic conditions because capacities for judg-
ment require formation, exposure, time, security, and institutional support. The dis-
tribution of research taste therefore extends beyond the distribution of individual
preference or talent. Education affects the repertoire of forms a person can discrim-
inate. Libraries, archives, laboratories, museums, datasets, instruments, and compu-
tational systems affect the range of objects available for comparison. Mentorship and
communities provide feedback. Material security affects whether uncertain ques-
tions can be pursued long enough for their structure to become visible. Funding
and evaluation systems determine which forms of taste acquire organizational con-
sequences.

Table 17.6 summarizes several recurring economic conditions. The entries are an-
alytical dimensions rather than a closed taxonomy. Their purpose is to show how an
apparently personal judgment can depend on resources and institutions distributed
across an epistemic system.

Several implications follow. First, the ability to develop research taste is itself an
unequally distributed capability. A researcher with protected time, broad access, ex-
perienced mentors, travel, interdisciplinary contact, high-quality infrastructure, and
freedom to pursue uncertain questions can accumulate a richer comparison set than
a researcher working under persistent scarcity. The resulting difference can later
appear as an individual difference in “vision” even when part of its formation was
institutional and economic.

Second, evaluation architectures shape the taste they later observe. If funding
repeatedly rewards short time horizons, standardized methods, familiar output for-
mats, and easily measurable novelty, researchers adapt to those criteria. Training
and collaboration then develop around the rewarded forms. The evaluation system
does more than select among pre-existing tastes; over time it participates in produc-
ing the dispositions through which future work is judged.

Third, plural epistemic portfolios can preserve corrective capacity. Different fields
legitimately cultivate different aesthetic and epistemic standards, and even within a
field several styles of inquiry can reveal different structures. Supporting some di-
versity of methods, temporal horizons, representations, and evaluative communities
can reduce dependence on a single historically inherited conception of elegance or
depth. Diversity here is an epistemic design consideration rather than a guarantee of
superior outcomes in each project.

Fourth, aesthetic orientation can interact with power. Positions able to define what
counts as elegant, deep, serious, or promising can redirect collective attention before
formal evidence is complete. Such authority can be justified partly by expertise, yet
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Table 17.6: Economic conditions shaping epistemic orientation
Condition Contribution to orientation Possible distortion under

scarcity or concentration

Time and conti-
nuity

Material security

Education and

mentorship

Exposure and di-
versity

Infrastructure
Evaluation
regimes

Institutional
memory

Generative tech-
nologies

Enables comparison, incubation,
revision, and recognition of de-
layed structure

Supports persistence under uncer-
tain return

Builds repertoires for discriminat-
ing form, quality, and consequence

Expands the set of examples, meth-
ods, traditions, and anomalies
available for comparison

Makes objects, traces, instruments,
data, computation, and archives
available for judgment

Convert judgments into funding,
publication, hiring, and institu-
tional attention

Preserves unsuccessful, marginal,
cumulative, and historical work for
later reinterpretation

Expand candidate representations,
combinations, and exploratory
variation

Short cycles favor immediately leg-
ible questions and outputs

Precarity increases the cost of ex-
ploratory or long-horizon inquiry
Unequal access concentrates cul-
tivated judgment and recognized
taste

Homogeneous exposure can stabi-
lize shared blind spots and stylistic
convergence

Infrastructural concentration nar-
rows who can encounter and eval-
uate frontier possibilities

Narrow metrics can reward legibil-
ity, conformity, novelty signals, or
short-horizon outputs

Selective preservation can make
alternative trajectories disappear
from the future comparison set
Abundant polished outputs can in-
crease verification and discrimina-
tion burdens

its consequences become more significant when the same positions also control fund-
ing, publication, hiring, infrastructure, or access. Section 17.7 develops this wider
problem through epistemic asymmetry.

Proposition 17.93 (Economic formation of epistemic orientation). Where time, se-
curity, education, exposure, infrastructure, and evaluative authority are unequally
distributed, differences in epistemic orientation can partly reflect unequal conditions
for forming and exercising research taste; assessment of epistemic opportunity should
therefore include the economic conditions under which judgment capacities develop.

Proposition 17.93 identifies an economic layer of judgment while preserving the
importance of individual experience, contingency, disciplinary practice, and the re-
sistant properties of epistemic objects. The capacity to recognize promising inquiry
is partly produced within a distribution of opportunities.

Aesthetic judgment therefore occupies a bounded but consequential position in
the epistemic economy. Beauty can stabilize attention; elegance can compress and
transmit structure; surprise can expose the limits of expectation; depth can orient
inquiry toward latent consequence; and generative promise can support investment
in uncertain future possibility. Research taste integrates such cues through histori-
cally formed judgment, while institutions shape the conditions under which that judg-
ment develops and acquires allocative force. Once these capacities and authorities
are distributed unevenly, orientation becomes connected to asymmetry. Section 17.7
therefore examines epistemic asymmetry in knowledge, interpretation, verification,
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computation, institutions, and Al-mediated capability.

17.7 Epistemic Asymmetry

Epistemic asymmetry gives the chapter a relational account of unequal epistemic po-
sition. Sections 17.1-17.6 treated knowledge, scarcity, abundance, attention, curios-
ity, and orientation as economic objects and processes. The present section asks how
uneven capacities to know, interpret, verify, compute, and act through institutions be-
come economically consequential when they are distributed across interdependent
positions. Its objective is to decompose epistemic asymmetry into analytically dis-
tinct forms, examine how those forms can reinforce or offset one another, identify
the mechanisms through which they convert into economic power, and specify the
conditions under which they become persistent. The discussion proceeds through
knowledge, interpretive, verification, computational, institutional, and Al-mediated
asymmetries before turning to conversion and persistence. The method is relational
and mechanism-oriented. It reuses Chapter 16’s distinction between asymmetry and
power while treating the epistemic capacities themselves as economic objects whose
production, access, maintenance, and reproduction require resources and institu-
tions.

The section begins from the epistemic-asymmetry profile established in Chapter 16.
That profile records differences in knowledge, evidence, interpretation, verification,
prediction, computation, institutional memory, and recognized credibility, together
with the relations through which those differences can be compensated, shared, con-
tested, converted into dependence, or translated into economic power. Chapter 17
adds an economic specialization: epistemic asymmetries are themselves produced
and transformed through education, infrastructure, organizational position, time,
material security, data access, standards, legal rights, technological systems, and cu-
mulative learning. Their distribution therefore reflects both present capability and
the historical organization of epistemic opportunity.

Definition 17.94 (Economic epistemic asymmetry). For a specified economic rela-
tion, field, and horizon, an economic epistemic asymmetry is a directional difference
between positions in one or more epistemically relevant capacities whose formation,
exercise, accessibility, or consequence is materially organized through economic re-
sources, institutions, infrastructures, or dependencies.

Definition 17.94 is deliberately plural. A position can possess superior factual
knowledge while lacking interpretive competence; possess strong interpretation
while lacking means of independent verification; possess computational scale while
lacking local context; or possess institutional authority while depending on external
technical expertise. Epistemic position is therefore represented here as a multi-
dimensional configuration whose components can diverge. Hayek’s analysis of
dispersed knowledge remains a useful precedent for this distributed view: economi-
cally relevant knowledge is often fragmented across actors and locations rather than
concentrated in a single omniscient position (Hayek 1945). GRE extends the point by
asking how heterogeneous epistemic capacities are economically formed, connected,
and converted.
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Table 17.7: Principal forms of epistemic asymmetry in the epistemic economy

Form Primary difference Characteristic economic conse-
quence

Knowledge Possession or practical access to Unequal uncertainty reduction, an-
relevant facts, records, experience, ticipation, bargaining position, or
models, or domain knowledge access to feasible action

Interpretive Capacity to contextualize, classify, Unequal ability to make evidence ac-
translate, explain, or assign signifi- tionable, contest categories, or de-
cance to epistemic material fine the meaning of a situation

Verification Capacity to test, reproduce, audit, Unequal dependence on testimony,
authenticate, triangulate, or chal- certification, models, or externally
lenge claims supplied judgments

Computational Access to compute, algorithms, Unequal speed, scale, predictive
technical expertise, software, data reach, experimentation, or feasible
pipelines, or scalable search and search space
simulation

Institutional Position within organizations, pro- Unequal ability to produce authori-

Al-mediated

fessions, standards, archives, cre-
dentials, review systems, or recog-
nized authority

Unequal access to, control over, or
capacity to evaluate generative and
predictive Al systems and their com-
plements

tative records, admit evidence, cer-
tify claims, set categories, or stabi-
lize knowledge

Simultaneous diffusion of some ex-
pertise and concentration of gener-
ation, evaluation, infrastructure, or
decision capacity

Table 17.7 summarizes the six forms developed below. The distinctions are ana-

lytical. One empirical relation can contain several forms at once, and the same tech-
nological or institutional arrangement can reduce one asymmetry while enlarging
another.

Table 17.7 also clarifies why the section does not reduce epistemic asymmetry to
information possession. Economically consequential differences can arise after in-
formation becomes formally available, because interpretation, verification, compu-
tation, and institutional uptake determine whether the information can be converted
into practical capability. Conversely, specialized asymmetries can support coordina-
tion when they are connected through trustworthy delegation, translation, review,
reciprocity, and contestability. The analytical task is to identify the relation through
which a difference acquires consequence.

17.7.1 Knowledge Asymmetry

Knowledge asymmetry is the most familiar form, yet its economic structure is
broader than unequal possession of information in a transaction. Positions can
differ in access to records, local experience, scientific knowledge, legal interpreta-
tion, technical documentation, historical memory, forecasts, tacit know-how, or the
provenance needed to understand a claim. The asymmetry can concern what is
known, how recently it is known, how reliable it is, whether it can be retrieved when
needed, and whether the holder can connect it to a practical decision.

The distributed character of knowledge means that asymmetry frequently runs
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in several directions at once. A firm can know its production process better than
a regulator, while the regulator knows the legal and comparative field better than
the firm. A physician can possess specialized clinical knowledge while a patient pos-
sesses experiential knowledge about symptoms and priorities. A platform can possess
aggregate behavioral data while users possess local context that the aggregate repre-
sentation omits. A central organization can possess standardized indicators while a
local community possesses knowledge of relationships, histories, and informal con-
straints. The relevant comparison therefore concerns a specified epistemic object
and economic process and avoids a global ranking of who “knows more.”

Knowledge asymmetry can improve coordination through specialization. Division
of epistemic labor allows positions to develop expertise without requiring each par-
ticipant to reproduce the full knowledge base of the system. Professional services,
technical supply chains, scientific collaboration, and complex organizations all de-
pend on such differentiation. The economic issue arises in the architecture connect-
ing specialized positions. Delegation can be effective where the knowledge holder is
accountable, the relevant claim is reviewable, and the dependent position has practi-
cable routes to obtain reasons, alternatives, representation, or remedy.

Economic consequence increases where the knowledge difference affects alterna-
tives or timing. Early knowledge of a regulatory change can alter investment deci-
sions; superior knowledge of product quality can affect bargaining; proprietary pro-
cess knowledge can create switching costs; historical records can strengthen a legal
or organizational claim; awareness of hidden maintenance risk can change the value
of an asset. In each case the asymmetry matters because it enters a consequential
pathway, not because unequal knowledge carries an intrinsic economic sign.

Knowledge asymmetry can also be endogenous to prior economic allocation. Ed-
ucation, protected learning time, access to archives, high-quality data, professional
networks, field experience, and participation in decision processes affect what can
be learned. A present difference in knowledge can therefore partly reflect earlier
differences in access to epistemic resources. Section 17.8 will examine the cumula-
tive side of this process through knowledge capital. The present subsection retains
the narrower comparative object: a directional difference in economically relevant
knowledge at a specified point or interval.

Proposition 17.95 (Knowledge-asymmetry scope condition). A claim of knowledge
asymmetry should identify the epistemic object, the positions being compared, the time
or decision horizon, the relevant access and reliability conditions, and the economic
process through which the difference could matter; a general difference in information
possession is insufficient to specify its economic significance.

Proposition 17.95 keeps the analysis compatible with distributed knowledge. It
also prevents later power analysis from treating every informational difference as a
one-directional advantage.

17.7.2 Interpretive Asymmetry

Interpretive asymmetry concerns the unequal capacity to make epistemic material
intelligible, contextually meaningful, and actionable. Two positions can possess
the same document, dataset, model output, legal text, medical record, or historical
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archive while differing sharply in their ability to understand its significance. Inter-
pretation requires vocabularies, background knowledge, comparison classes, causal
expectations, disciplinary conventions, and sometimes familiarity with the lived or
institutional context from which the material emerged.

This asymmetry is economically important because formal access can coexist with
practical opacity. Disclosure of a contract does not equal the capacity to understand
its risk allocation. Publication of a model does not equal the capacity to interpret
its assumptions. Open data do not equal the competence to identify measurement
artifacts. A legal right to inspect records does not by itself supply the conceptual re-
sources needed to contest the classification embedded in them. Section 17.2 therefore
distinguished access from expertise, while the present subsection isolates the inter-
pretive relation that can remain unequal after access has been obtained.

Interpretive asymmetry can arise from specialization, language, education, cul-
tural distance, disciplinary boundaries, organizational role, or unequal participation
in the production of categories. Fricker’s account of testimonial and hermeneutical
injustice is relevant here because it shows how credibility and shared interpretive
resources can be unequally distributed, affecting whether experiences become intel-
ligible and receivable within collective epistemic practice (Fricker 2007). GRE uses
this precedent descriptively before any justice judgment: interpretive asymmetry
can exist wherever positions differ materially in their capacity to articulate, trans-
late, contextualize, or have an interpretation recognized.

Interpretive capacity is also relational. A technical expert can understand a model
while lacking contextual knowledge of the population to which it is applied. Alocal ac-
tor can recognize the meaning of an event while lacking the institutional vocabulary
through which that meaning becomes admissible in a formal process. Productive in-
terpretation often requires combining these partial capacities. Institutions that treat
one vocabulary as exhaustive can therefore convert a complementary difference into
exclusion or dependence.

Classification systems illustrate the mechanism. Categories simplify complex fields
and support coordination, comparison, and administration. Their meaning is rarely
exhausted by their labels. Bowker and Star show how classifications and standards
become infrastructures that organize visibility and interaction (Bowker and Star
1999). Positions capable of interpreting the provenance, exclusions, and operational
effects of a classification can act differently from positions that encounter only the
resulting label. The asymmetry lies partly in access to the interpretive history of the
category.

Interpretive asymmetry can consequently shape agenda formation. A position that
can name a pattern, connect dispersed evidence, and translate it into a recognized
problem can make a claim actionable earlier than a position that experiences the
same pattern without an accepted vocabulary. Section 17.5 treated question forma-
tion as economically conditioned; interpretive asymmetry adds that the ability to for-
mulate a consequential question can itself be unevenly distributed.

Definition 17.96 (Interpretive capability). For a specified epistemic object and practi-
cal field, interpretive capability is the situated capacity to connect available epistemic
material with relevant concepts, context, provenance, comparison, and possible con-



17.7. EPISTEMIC ASYMMETRY 71

sequence in a form that can support understanding, communication, contestation, or
action.

Definition 17.96 treats interpretation as a capability that extends beyond posses-
sion of a vocabulary. It can be individual, collective, or distributed across persons
and artifacts. Its economic formation depends on education, language, participation,
time, institutional memory, and access to communities of practice.

17.7.3 Verification Asymmetry

Verification asymmetry concerns unequal capacity to test whether a claim, record,
model, artifact, or representation deserves reliance. Section 17.3.5 identified verifi-
cation as a scarcity that can become more important when candidate outputs prolif-
erate. The present problem is distributive and relational: some positions possess the
data, expertise, tools, permissions, time, or institutional standing required to check a
claim, while others rely on certification, testimony, reputation, or another position’s
evaluation.

Verification should be understood broadly. Depending on the field, it can include
replication, audit, provenance inspection, authentication, cross-source comparison,
remeasurement, code review, legal discovery, model validation, adversarial testing,
source criticism, maintenance inspection, or the capacity to obtain an independent
second opinion. Different fields therefore generate different verification infrastruc-
tures and costs.

The asymmetry becomes economically salient when reliance is consequential and
independent checking is expensive or impracticable. A consumer may be unable to
inspect the safety of a complex product; an employee may be unable to audit an al-
gorithmic performance score; an investor may rely on audited accounts; a hospital
may depend on certified equipment; a public agency may rely on a vendor model
whose internal behavior is difficult to examine. The practical relation can remain le-
gitimate where verification is delegated to accountable institutions. The asymmetry
itself identifies who can check what, through which means, and at what cost.

Verification capacity can be concentrated through technical complexity, secrecy,
intellectual-property arrangements, data localization, proprietary infrastructure,
specialized instrumentation, or high fixed costs. It can also be widened through open
methods, reproducible workflows, interoperable records, independent auditing,
public testing facilities, shared standards, and preserved provenance. The economic
architecture therefore affects whether verification is a private capability, a public
infrastructure, a professional service, or a distributed collective practice.

Machine-learning systems illustrate why verification asymmetry deserves sepa-
rate treatment. Burrell distinguishes several sources of opacity, including intentional
secrecy, technical-literacy barriers, and opacity arising from model characteristics
and scale (Burrell 2016). Kroll and colleagues likewise show that accountability for
algorithmic decision systems can require technical and institutional mechanisms be-
yond ordinary inspection of a human decision maker (Kroll et al. 2017). These anal-
yses support a GRE distinction between access to an output and capacity to evaluate
the process that produced it.



72 CHAPTER 17. KNOWLEDGE AND EPISTEMIC ECONOMY

Verification asymmetry can recursively affect trust. Where a position repeatedly
cannot inspect a consequential claim, it may rely increasingly on the reputation or in-
stitutional authority of the verifier. That reliance can be efficient when verification
institutions are competent and accountable. It can become a source of vulnerabil-
ity when alternatives are weak and challenge is costly. Section 17.7.7 will treat the
conversion of such dependence into power.

Proposition 17.97 (Verification-dependence condition). Where practicable checking
of an economically consequential claim is unavailable to an affected position within the
relevant horizon, reliance shifts toward external verifiers, credentials, institutions, or
infrastructures; the resulting dependence is shaped by the availability, independence,
accessibility, and contestability of those verification arrangements.

Proposition 17.97 remains compatible with trusted division of verificatory labor
across complex epistemic economies. Direct verification by each participant is only
one possible arrangement. The proposition identifies the institutional conditions that
make delegated verification consequential.

17.7.4 Computational Asymmetry

Computational asymmetry arises when positions differ materially in the capacity to
search, process, simulate, optimize, infer, predict, retrieve, or generate epistemic
outputs through computational systems. The relevant resources include hardware,
cloud access, data pipelines, algorithms, software, technical labor, energy, network-
ing, and the organizational competence required to combine them. Computational
capacity therefore enters the epistemic economy as a composite capability combin-
ing compute with data, software, expertise, energy, networks, and organization.

This asymmetry can alter scale. A position with substantially greater computa-
tional capacity can evaluate more candidate configurations, analyze larger datasets,
perform faster simulations, run more experiments, update models more frequently,
or personalize decisions across a large population. The advantage can concern speed,
breadth, granularity, or the feasible search space. In markets where timing matters,
even a modest improvement in processing speed can change opportunity. In scien-
tific or engineering settings, expanded computation can make questions feasible that
were previously inaccessible.

The relation to knowledge remains mediated. More computation can process poor
data, amplify a mistaken model, or produce outputs that exceed available interpre-
tive and verificatory capacity. Computational asymmetry should therefore remain
analytically separate from knowledge superiority. A smaller organization with better
local data or domain understanding can outperform a larger computational system
on a bounded problem. Conversely, computational scale can compensate for limited
human attention by automating search and comparison. The economically relevant
capability is the configuration of computation with data, models, expertise, and insti-
tutional use.

High fixed costs can produce concentration. Specialized chips, data centers, en-
ergy supply, networking, proprietary software, large-scale datasets, and scarce tech-
nical expertise can be difficult to reproduce independently. Access can nevertheless
be partially diffused through cloud services, shared research infrastructure, open-
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source software, public computing facilities, consortia, and standardized interfaces.
Computational asymmetry is therefore shaped by ownership and control, yet it is
not reducible to either. A position can own little infrastructure while purchasing
large-scale access; another can own infrastructure whose effective use is limited by
software, data, or expertise.

The distribution of computational capacity also affects verification. Large-scale
model auditing, simulation, stress testing, replication, and search for failure cases
can themselves require substantial compute. A system can therefore generate an
epistemic asymmetry twice: first in the capacity to produce an output, and again in
the capacity to challenge it. This second-order asymmetry becomes especially impor-
tant where model scale or complexity raises the cost of independent evaluation.

Computational asymmetry is historically dynamic. Technical improvements can
lower costs and widen access while frontier systems simultaneously increase their
resource requirements. The direction of inequality can therefore differ across layers:
routine computational capability can diffuse even as frontier training, proprietary
data, specialized hardware, or integrated infrastructure remain concentrated. Sec-
tion 17.7.6 develops this layered pattern for Al-mediated systems.

17.7.5 Institutional Asymmetry

Institutional asymmetry concerns unequal epistemic capacity that arises from posi-
tion within organizations, professions, legal systems, standards regimes, archives,
credential structures, or recognized decision processes. Institutions do more than
store knowledge. They authorize some records, stabilize categories, define evidential
thresholds, preserve memory, assign responsibility, and determine which interpreta-
tions can acquire official consequence. Epistemic capability therefore depends partly
on where a position stands within these arrangements.

Several mechanisms are recurrent. An institution can grant privileged access to
records; recognize some credentials and exclude others; authorize particular actors
to certify a claim; preserve some histories more systematically than others; define
the categories through which cases are processed; determine which evidence enters
a hearing; or create professional roles whose judgments carry presumptive weight.
Porter documents how standardized quantitative practices can acquire institutional
authority by supporting impersonal and comparable judgment, while Bowker and
Star show how classifications and standards become embedded in infrastructures
(Porter 1995; Bowker and Star 1999). These precedents illustrate why institutional
asymmetry can persist even when the underlying information is formally public.

Institutional asymmetry can support reliability. Specialized review bodies, sci-
entific communities, courts, professional licensing systems, statistical agencies, and
archival institutions can accumulate competence that dispersed participants would
struggle to reproduce. The relevant economic question concerns the architecture of
recognition and access around that competence. Authority can be made more ac-
countable through reason-giving, appeal, plural expertise, transparent standards, in-
dependent review, public records, and routes for affected positions to introduce coun-
terevidence.

Institutional position can also determine who has continuity. Organizations often
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remember through files, routines, databases, personnel, and standing committees. In-
dividuals outside the institution may encounter the same issue episodically and lack
the resources to reconstruct prior decisions. This creates an asymmetry of historical
memory. Repeated institutional participation can therefore accumulate interpretive
and strategic advantage even without a dramatic difference in factual knowledge at
any single moment.

Another asymmetry concerns agenda access. Institutions possess finite attention,
and formal procedures specify which claims can enter a review process, who can
submit them, what format they must take, and when they can be heard. A position
able to translate a concern into an institutionally legible category can obtain a hearing
that another position cannot. The asymmetry combines interpretive capacity with
procedural standing.

Institutional asymmetries can be nested. A researcher may hold authority within
a laboratory while depending on a journal, funder, data provider, or ethics board. A
regulator can possess legal authority while depending on industry data and technical
expertise. A firm can control internal records while depending on external standards
and certification. Analysis should therefore map institutional relations across levels
because formal authority and epistemic autonomy can diverge.

17.7.6 Al-Mediated Asymmetry

Al-mediated asymmetry arises when artificial systems alter the distribution of epis-
temic capability among positions. The distinctive feature is mediation: AI can simul-
taneously expand access to some forms of generation, translation, search, coding,
analysis, or explanation while concentrating other capacities in the organizations
that control models, data, compute, evaluation infrastructure, interfaces, or deploy-
ment settings. The relevant asymmetry therefore concerns a changing configuration
of human and machine capabilities distributed across users, providers, institutions,
and infrastructures.

Recent evidence already shows one equalizing pathway in bounded tasks. Exper-
imental and workplace studies have found productivity improvements from gener-
ative AI, with larger gains for some less experienced or initially lower-performing
workers in the studied settings (Noy and Zhang 2023; Brynjolfsson et al. 2025). These
findings support a limited but important possibility: Al can diffuse access to rou-
tines, formulations, examples, and task-specific guidance that previously depended
more strongly on accumulated experience. The effect remains task-, system-, and
institution-dependent, and it does not imply equalization across the wider epistemic
economy.

Al can also create new asymmetries in evaluation. A user may generate fluent
outputs without possessing the domain knowledge required to verify them. An orga-
nization may deploy a model while lacking access to its training data, internal design,
or full failure profile. A model provider may possess aggregate usage information
unavailable to users. A downstream institution may rely on Al-generated classifica-
tions whose effective challenge requires technical expertise and records that affected
positions cannot obtain. Generation capacity can therefore diffuse while verification,
provenance, and governance capacity remain concentrated.
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Frontier capability introduces another layer. The Stanford AI Index documents
substantial industry concentration in the production of notable frontier models to-
gether with continuing growth in AI compute and infrastructure (Stanford Institute
for Human-Centered Artificial Intelligence 2026). GRE treats this evidence as a con-
temporary indicator of infrastructural concentration, not as a fixed property of Al
development. Open models, public research, falling inference costs, specialized sys-
tems, and diffusion of tooling can change the configuration over time. The analytical
object is the evolving distribution of capabilities and complements.

Al-mediated asymmetry can also shift the value of human epistemic capacities.
When routine generation becomes inexpensive, contextual judgment, verification,
problem formation, research taste, responsibility, and the ability to integrate out-
puts into institutional practice can become relatively more important. Sections 17.5
and 17.6 developed two of these capacities. The result can be a redistribution of asym-
metry: some production gaps narrow while orientation and validation gaps widen.

A further asymmetry concerns dependence on interface design. Model access is
commonly mediated by APIs, platforms, safety policies, pricing, rate limits, context
windows, retrieval systems, identity controls, and product interfaces. These arrange-
ments influence what users can ask, which tools can be connected, what records are
retained, and how outputs are delivered. Even where model weights or outputs are
widely accessible, practical capability can depend on surrounding services and insti-
tutional permissions.

Definition 17.98 (Al-mediated epistemic asymmetry). An Al-mediated epistemic
asymmetry is a directional difference in epistemic capability that is materially cre-
ated, reduced, redirected, or amplified through unequal access to, control over,
evaluation of, or complementary capacity around artificial-intelligence systems.

Definition 17.98 is intentionally relational. The same Al system can reduce one
asymmetry and enlarge another. Chapter 18 will examine the stronger case of radi-
cal human-AI capability asymmetry; the present section remains focused on the eco-
nomic distribution of epistemic capabilities within human and institutional relations
mediated by Al

17.7.7 Conversion into Power

Epistemic asymmetry becomes a power question when an unequal epistemic posi-
tion is connected to another position’s feasible action or future possibilities through
an effective relational mechanism. Chapter 16 established this conversion disci-
pline through its epistemic-asymmetry-power non-equivalence and its broader
asymmetry-power conversion rule. The present subsection specializes those rules
to the economic architecture developed above.

Several conversion mechanisms recur. Superior knowledge can condition bargain-
ing where the less-informed position cannot estimate quality or risk. Interpretive au-
thority can determine which account of a situation becomes institutionally operative.
Verification capacity can make one position the gatekeeper of reliability. Computa-
tional advantage can shape prices, rankings, forecasts, surveillance, or allocation at a
scale difficult for others to reproduce. Institutional position can determine which evi-
dence is admissible or whose expertise is recognized. Al-mediated capability can con-
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dition access to high-quality generation, prediction, translation, or decision support.
Each mechanism requires a concrete pathway linking epistemic position to practical
consequence.

Dependence is a common intermediate relation. A patient may depend on medical
expertise, a small firm on a cloud provider, a regulator on industry data, a worker on
an opaque evaluation system, or a community on an institution capable of translating
its claims into recognized categories. Dependence can support valuable specializa-
tion and coordination. Power becomes analytically relevant where the epistemically
advantaged position has a practically effective capacity to condition access, standing,
burden, timing, exit, or future options within that dependence.

Conversion can occur without deliberate manipulation. A standardized score can
become powerful because multiple institutions coordinate around it. A classification
can determine eligibility because a legal system recognizes it. A technical interface
can shape action because alternatives are costly. A dominant model can become an
infrastructural reference point because complementary systems accumulate around
it. Intent can matter for normative or legal evaluation, yet the descriptive power
relation can arise from structural dependence even where no actor explicitly aims to
exercise control.

Epistemic asymmetries can also counterbalance one another. Independent expert
review can constrain organizational authority. Local knowledge can correct central-
ized models. Open data can reduce informational advantage. Public-interest comput-
ing can widen computational access. Adversarial testing can reduce verification de-
pendence. Professional pluralism can weaken monopoly over interpretation. These
arrangements change the conversion pathway even when some underlying asymme-
try remains.

Proposition 17.99 (Epistemic-asymmetry conversion condition). Within the epis-
temic economy, an epistemic asymmetry supports a claim of economic power when
an identifiable mechanism converts the relevant epistemic difference into a practically
effective capacity to condition another position’s access, action, standing, burden,
contestability, exit, or feasible trajectory within a specified field and horizon.

Proposition 17.99 restates Chapter 16’s inference rule at the level of the epistemic
economy. Its purpose is to preserve consistency with the power architecture estab-
lished in Chapter 16. The substantive extension lies in the decomposition of the asym-
metry itself: power analysis can now ask whether the operative mechanism depends
principally on knowledge, interpretation, verification, computation, institutional po-
sition, Al mediation, or a combination of these capacities.

Conversion is frequently compositional. A knowledge difference can become pow-
erful because institutional authority recognizes one interpretation, verification re-
mains costly, and computational infrastructure amplifies the resulting classification
across many decisions. Treating the outcome as “information power” would conceal
the chain. Mechanism-based analysis should therefore preserve the intermediate
epistemic capacities that make the final conditioning relation possible.



17.7. EPISTEMIC ASYMMETRY 77

17.7.8 Persistent Asymmetry

Epistemic asymmetry becomes persistent when the conditions that generate or re-
produce the difference extend across repeated interactions, organizational cycles, or
generations. Persistence differs from momentary inequality. A temporary expert
advantage can disappear after training, disclosure, or diffusion. A durable asymme-
try requires some mechanism through which capability, access, authority, or depen-
dence is renewed, accumulated, inherited, or made costly to escape.

Several persistence mechanisms follow from the preceding analysis. Cumulative
learning allows an advantaged position to improve more quickly because present
capability makes later learning cheaper. Exclusive data can improve models, and
improved models can attract further use that generates more data. Institutional au-
thority can create records and categories that strengthen later authority. Computa-
tional scale can support services whose revenues finance additional infrastructure.
Verification dependence can concentrate trust in a small number of certifiers. Edu-
cational and professional pipelines can reproduce unequal access to recognized ex-
pertise. Each mechanism links an earlier epistemic position to the conditions of later
capability.

Persistence can also emerge through switching costs. A user may understand one
software ecosystem, an organization may build workflows around one model or data
standard, a profession may organize training around one classification, or a public
institution may depend on a long-standing vendor. Changing the epistemic infras-
tructure then requires more than purchasing an alternative. Records, routines, skills,
integrations, legal permissions, and institutional expectations can all require conver-
sion. These complementarities can stabilize asymmetry even when competing knowl-
edge or technology exists.

Historical memory is another mechanism. Institutions that preserve records,
provenance, prior decisions, and accumulated interpretive experience can act with
a temporal depth unavailable to positions whose knowledge is repeatedly recon-
structed from the present. Preservation can therefore generate legitimate capability
and durable advantage at the same time. Section 17.13 will return to preservation as
an epistemic good and a governance problem.

Persistent asymmetry can become self-reinforcing through power, yet persistence
of asymmetry and reproduction of power remain distinct. Chapter 16 showed that an
asymmetry may persist after the mechanism that once converted it into power has
weakened, while power can migrate across carriers. The same distinction applies
here. A firm can retain superior data without retaining market gatekeeping power;
an institution can retain recognized expertise while independent review weakens
its unilateral authority; a computational gap can persist while public access arrange-
ments reduce dependence on the advantaged provider.

Countervailing mechanisms can therefore target persistence at different points.
Education and translation can widen interpretive capability. Open standards and in-
teroperability can lower switching costs. Independent audit can reduce verification
dependence. Public archives can distribute historical memory. Shared computing fa-
cilities can widen computational capacity. Contestable procedures can reduce the au-
thority attached to institutional position. Data portability and model documentation
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can improve exit and review. Their effects should be evaluated against the specific
asymmetry, affected capacities, and institutional objectives involved.

Definition 17.100 (Persistent epistemic asymmetry). A persistent epistemic asymme-
try is an epistemic capability difference whose supporting conditions are materially
renewed, accumulated, inherited, institutionally stabilized, or made costly to replace
across the relevant historical horizon.

Proposition 17.101 (Persistence-mechanism condition). A claim that an epistemic
asymmetry is persistent should identify the mechanism that carries the difference
across time, such as cumulative learning, exclusive access, institutional authority,
infrastructural complementarity, switching cost, path-dependent standards, preserved
memory, or recursive data and capability accumulation.

Definition 17.100 and Proposition 17.101 prepare the next section. Once epistemic
advantages can accumulate, reproduce, and alter the cost of generating further ca-
pability, they begin to resemble a capital-like structure. Section 17.8 therefore turns
from comparative asymmetry to knowledge capital: the accumulation, control, access,
infrastructural embedding, rents, and intergenerational consequences of epistemic
capacity.

Epistemic asymmetry thus describes a multidimensional distribution of epistemic
capability with dimensions extending beyond a single informational gap. Knowl-
edge, interpretation, verification, computation, institutional position, and Al medi-
ation can differ across positions and combine in historically specific ways. Some
differences support specialization and productive coordination; others create depen-
dence or constrain contestability. Their economic significance depends on conver-
sion mechanisms, and their historical significance depends on mechanisms of persis-
tence. This decomposition allows GRE to analyze unequal epistemic position before
assigning stronger claims about power, exploitation, justice, or capital.

17.8 Knowledge Capital

Knowledge capital gives Chapter 17 a historical account of accumulated epistemic
capability. Section 17.7 analyzed epistemic asymmetry as a comparative relation
among positions at a specified time or horizon. The present section asks when epis-
temic objects, capacities, relations, and infrastructures acquire a capital-like charac-
ter by persisting across episodes, remaining mobilizable, and altering the cost, scope,
reliability, or generative potential of later activity. Its objective is to connect accu-
mulation with ownership, control, access, infrastructure, expansion, rent, and inter-
generational advantage while preserving these as distinct dimensions. The discus-
sion proceeds through those eight objects in sequence. The method is relational and
historical: knowledge capital is treated as a configuration distributed across persons,
organizations, networks, repositories, institutions, and infrastructures, with homoge-
neous stock representations reserved for cases in which the relevant carrier structure
supports them.

The term capital requires scope discipline. Economic traditions use capital in sev-
eral different senses, and the present chapter uses a bounded working concept that
can coexist with those traditions. Human-capital analysis, for example, represents
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education and training as investments that can affect later productivity and earn-
ings (Becker 1964). Evolutionary economics has emphasized organizational routines,
search, and historically accumulated capabilities (Nelson and Winter 1982). Studies
of innovation have also shown that learning can be distributed across interorganiza-
tional networks and extend beyond single-firm boundaries (Powell et al. 1996). GRE
draws on this cumulative intuition while retaining a broader epistemic object: eco-
nomically consequential knowledge can be embodied, codified, relational, organiza-
tional, institutional, or infrastructural, and several carriers can be required for the
capability to remain effective.

Definition 17.102 (Knowledge capital). For a specified field and historical horizon,
knowledge capital is a persistent and mobilizable configuration of epistemic objects,
capacities, relations, and enabling infrastructures whose accumulated organization
materially affects the range, cost, reliability, productivity, or generative potential of
later economic or epistemic activity.

Definition 17.102 makes persistence, mobilizability, and future consequence cen-
tral. A book stored where nobody can retrieve or interpret it may preserve an epis-
temic trace without functioning as effective knowledge capital in the relevant field.
A skill whose exercise depends on unavailable complementary equipment can re-
main embodied knowledge while yielding little operative capacity. A database can
be valuable to one organization and nearly useless to another lacking the models, le-
gal permissions, contextual understanding, or technical infrastructure required for
use. Capital status is therefore relational to a field of complements and a horizon of
possible mobilization.

Proposition 17.103 (Knowledge-capital status condition). An accumulated epistemic
object or capability warrants treatment as knowledge capital within the present frame-
work when its persistence is carried across time, it remains practically mobilizable un-
der identifiable conditions, and its use or availability changes later productive, epis-
temic, allocative, or generative possibilities in the specified field.

Proposition 17.103 prevents accumulation from becoming synonymous with cap-
ital. Accumulated material can decay, become obsolete, lose interpretability, or re-
main inaccessible. Conversely, capital-like epistemic capability can exist without ex-
clusive ownership. Public libraries, open scientific corpora, shared standards, educa-
tional systems, and professional communities can create durable epistemic capacities
whose benefits are distributed across many users. The relevant questions concern
how the configuration is accumulated, carried, governed, accessed, and reproduced.

Knowledge-capital status is also descriptively separate from epistemic quality, so-
cial value, and justice. A durable epistemic capability can support public health, sci-
entific discovery, coercive surveillance, exclusionary classification, or several conse-
quences at once. The capital concept records persistence and mobilizable future ca-
pability; later sections evaluate exploitation, justice, preservation, participation, and
commons governance through their own criteria.

Table 17.8 summarizes principal carriers of knowledge capital as a selective analyt-
ical map. Empirical configurations commonly span several rows, and their economic
effects depend on the relations among them.

Table 17.8 also shows why knowledge capital is frequently distributed beyond the
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Table 17.8: Principal carriers and dimensions of knowledge capital

Carrier Accumulated epistemic capacity Conditions of effective mobiliza-
tion
Persons Skill, judgment, experience, tacit Time,health, tools, recognition, com-
know-how, language, memory, and plementary expertise, and opportu-
learned methods nities for exercise
Organizations Routines, records, procedures, Continuity, documentation, staffing,
teams, institutional memory, and communication, governance,and re-
coordinated expertise tention of relevant complements
Networks Trusted contacts, collaborative path- Reciprocity, connectivity, transla-
ways, distributed specialization, and tion, participation, and durable
channels of learning relational access
Repositories Archives, datasets, publications, Preservation, indexing, inter-
models, code, standards, and docu- pretability, legal access, technical
mented provenance compatibility, and verification ca-
pacity
Institutions Credentials, classifications, research Legitimacy, contestability, mainte-
systems, legal rights, professional nance, participation, and continued
standards, and recognized authority institutional recognition
Infrastructure Libraries, laboratories, instruments, Investment, maintenance, interoper-

compute, communication systems,
platforms, and preservation systems

ability, energy and material support,
skilled operation, and governed ac-

cess

holder of a legal title. A scientist’s capability can depend on a publicly funded labo-
ratory, a shared disciplinary language, open literature, institutional credentials, col-
laborators, and accumulated instruments. A firm’s proprietary model can depend on
public education, external software, standards, data supplied by users, cloud infras-
tructure, and prior research. Capital analysis therefore requires tracing the relational
configuration that makes accumulated epistemic capacity usable.

17.8.1 Knowledge Accumulation

Knowledge accumulation is the historical process through which epistemic capacity
is retained, combined, revised, and made available for later use. The process can oc-
cur within persons through learning and experience, within organizations through
routines and records, within networks through repeated collaboration, within reposi-
tories through preservation and documentation, and within institutions through stan-
dards, professional practices, and cumulative research. Accumulation therefore con-
cerns more than an increase in the quantity of information. Its economic significance
depends on whether earlier epistemic achievements remain connected to later capa-
bility.

Embodied accumulation provides the most familiar case. Education, training, prac-
tice, and professional experience can create capabilities whose later exercise affects
productivity, judgment, income, or participation. Human-capital theory gives one
established vocabulary for this investment in acquired knowledge and skill (Becker
1964). GRE retains that insight while widening the carrier architecture. Embodied
capability frequently arises through collective conditions alongside individual invest-
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ment: schools, teachers, languages, laboratories, professional communities, archives,
standards, and institutional recognition contribute to what the individual can learn
and later mobilize.

Organizational accumulation has a different form. Repeated activity can gener-
ate routines, shared repertoires, documentation, diagnostic patterns, and division
of epistemic labor. Evolutionary accounts of firms emphasize routines and search
as historically developed components of organizational capability (Nelson and Win-
ter 1982). Such capacity can survive turnover when it is adequately embedded in
records, procedures, teams, and infrastructures, although excessive dependence on
particular individuals can make the apparent organizational stock fragile. Organiza-
tional knowledge capital therefore has a retention problem: the organization must
preserve enough of the relevant relations and context for earlier learning to remain
actionable.

Relational accumulation matters where knowing is distributed. Collaboration can
create channels through which organizations learn from one another, and empiri-
cal work on biotechnology has shown innovation taking place through networks of
interorganizational learning (Powell et al. 1996). A network can therefore carry epis-
temic capacity that is absent from any isolated node. Access to a trusted expert, famil-
iarity with a collaborative protocol, or membership in a community capable of rapid
verification can reduce the cost of solving later problems. The accumulated object is
partly relational because its value depends on continued connectivity and reciprocal
recognition.

Accumulation also contains loss. Skills can decay, archives can become unread-
able, data can lose provenance, software can become incompatible, scientific claims
can be superseded, organizational memory can disappear with personnel, and clas-
sifications can lose adequacy as the object changes. Preservation accompanied by
weak reinterpretive capacity can leave a large symbolic archive with little practi-
cal use. Section 17.13 will examine preservation and re-epistemization directly. For
knowledge-capital analysis, the relevant point is that accumulation is a net histori-
cal process involving acquisition, integration, maintenance, revision, forgetting, and
obsolescence.

A useful empirical analysis should therefore ask what is accumulating, where it is
carried, what preserves its interpretability, what complementary capacities are re-
quired, and what forms of depreciation or loss matter over the selected horizon. A
simple count of documents, patents, credentials, publications, or data points can pro-
vide one indicator in a specific study, yet the capital claim requires evidence that the
measured accumulation remains connected to later capability.

17.8.2 Knowledge Ownership

Ownership concerns legally or institutionally recognized claims over specified epis-
temic objects, carriers, embodiments, or uses. It can shape knowledge capital because
rights over exclusion, licensing, copying, modification, transfer, or commercializa-
tion affect who can mobilize an accumulated capability and on what terms. Own-
ership remains one dimension of the architecture. Section 17.1 already established
that the economic life of knowledge extends beyond property language, especially
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where knowledge is socially produced, non-rival in some uses, historically inherited,
or dependent on shared infrastructures.

The object of ownership should be specified carefully. A legal right can attach to a
physical manuscript, a database, a copyrighted expression, a patentable invention, a
software repository, a trade secret, equipment, or shares in an organization. The asso-
ciated knowledge may also circulate through learning, observation, independent dis-
covery, public disclosure, interoperability, or professional practice. Arrow’s classic
analysis of invention emphasized the unusual economics of information production,
uncertainty, disclosure, and appropriation (Arrow 1962). These properties help ex-
plain why institutions often govern knowledge through layered arrangements whose
structure differs from the straightforward transfer of an exhaustible object.

Ownership can support accumulation. Time-limited exclusion, licensing, confiden-
tiality, or control over research assets can create revenue streams that finance re-
search, curation, preservation, or development. Ownership can also alter diffusion,
follow-on use, interoperability, and entry. The economic analysis therefore concerns
the particular rights, their scope, duration, enforcement, and relation to complemen-
tary infrastructure. A categorical statement that ownership either promotes or in-
hibits knowledge generation would obscure this institutional variation.

Knowledge-commons research provides a complementary perspective by examin-
ing knowledge as a shared resource whose governance involves access, enclosure,
preservation, intellectual property, contribution, and institutional design (Hess and
Ostrom 2007). This perspective is useful for knowledge-capital analysis because a
valuable epistemic configuration can be collectively governed. Shared ownership,
public stewardship, open licensing, membership arrangements, fiduciary control,
or commons institutions can preserve accumulation while distributing rights across
multiple positions.

Definition 17.104 (Knowledge-ownership profile). A knowledge-ownership profile
specifies the legally or institutionally recognized claims over a defined epistemic
object or carrier, including the relevant rights of possession, exclusion, use, copying,
modification, licensing, transfer, or commercialization and the positions to which
those rights attach.

Definition 17.104 keeps ownership analytically separate from capability. An owner
can lack the expertise required to use the asset. A licensee can possess economically
powerful access without owning the underlying right. A public institution can hold
an archive on behalf of a broader community. A worker can carry tacit knowledge
generated through employment while contractual or institutional rules govern as-
pects of its disclosure. The ownership profile is therefore one layer within a wider
relational configuration.

17.8.3 Knowledge Control

Control concerns the practical capacity to condition how an epistemic object, capabil-
ity, or infrastructure is produced, accessed, modified, disclosed, validated, connected,
or withdrawn. Control can arise through ownership, yet it can also arise through tech-
nical architecture, administrative authority, contracts, credentials, secrecy, physical
custody, standards, platform rules, or control of indispensable complements. The
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distinction matters because economic consequence often follows operational control
more directly than formal title.

A cloud provider may control the infrastructure through which a customer uses
models or data that the customer legally owns. A journal editor or standards body
can influence recognized publication or classification without owning the underly-
ing knowledge. A laboratory administrator can control scheduling and instrument
access. A database steward can determine authentication, retention, and export per-
missions. A software maintainer can influence compatibility through updates. These
arrangements distribute control across different interfaces, and one actor can control
an interface while depending on other actors for the epistemic content itself.

Control is also divisible. One position can determine access while another deter-
mines modification. A profession can control certification while a public authority
controls licensing. A platform can control ranking while users retain rights over
some contributed content. Researchers can control interpretation while funders con-
trol continuation of the project. Treating these relations as a single binary variable
would conceal the mechanisms through which knowledge capital becomes usable or
dependent.

Definition 17.105 (Epistemic control profile). An epistemic control profile identifies
the positions with practically effective capacities to condition the generation, preser-
vation, access, modification, validation, disclosure, interoperability, or withdrawal of
a specified epistemic object, capability, or infrastructure.

Definition 17.105 allows a direct comparison with Definition 17.104. Ownership
supplies recognized rights; control describes effective conditioning capacities. The
two can coincide, diverge, or be distributed among several positions. Their diver-
gence becomes especially important in complex digital and institutional systems
where a nominal owner depends on a platform, standard, credential, or technical
operator to make the owned object economically effective.

Control can also contribute to persistence. An organization able to preserve ex-
clusive data, govern an interface, set a standard, or retain institutional memory can
carry an epistemic advantage across repeated interactions. Section 17.7 described
such persistence as a property of asymmetry. Knowledge-capital analysis adds the
accumulation side: control can protect or organize the carriers through which ear-
lier epistemic investments continue to generate later capability.

17.8.4 Knowledge Access

Access concerns the practicable ability to retrieve, interpret, use, combine, verify, or
participate in an accumulated epistemic configuration under the relevant temporal
and institutional conditions. Access is economically important because knowledge
capital can generate capability for positions that neither own nor control its principal
carriers. Education systems, libraries, open-source software, shared research facili-
ties, public data, licensed databases, professional networks, and platform services all
illustrate forms in which access mediates the benefits of accumulated knowledge.

Formal permission is one component. Effective access can also depend on price,
language, credentials, location, time, technical compatibility, compute, disability ac-
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commodation, documentation, legal permission, institutional membership, and the
ability to understand what has been retrieved. Section 17.2 analyzed these conditions
as mechanisms of scarcity. Within knowledge-capital analysis, the emphasis changes:
access determines which positions can draw on accumulated epistemic capacity and
whether that capacity becomes a broad productive base or a narrowly usable asset.

Access can be layered. A public article can be readable while its underlying data
remain restricted. A dataset can be downloadable while the compute required for
analysis remains scarce. A model can be accessible through an interface while its
weights, training data, or evaluation methods remain unavailable. A university can
provide library access to members while outsiders rely on narrower public channels.
A patent can disclose an invention while complementary manufacturing capability
remains concentrated. These layers affect which component of the accumulated con-
figuration becomes mobilizable.

Access can also be temporary or revocable. Subscription termination, account sus-
pension, vendor exit, licensing change, platform closure, model withdrawal, or loss
of professional affiliation can remove capabilities that appeared durable to the user.
Analysis should therefore distinguish episodic access from secure access and iden-
tify the dependence relations attached to each. Durable knowledge capital for one
position can rest on fragile access to another position’s infrastructure.

Proposition 17.106 (Access—capital mobilization condition). Where a position mobi-
lizes a knowledge-capital configuration through access to carriers owned or controlled
by other positions, its effective benefit depends on the stability, terms, complementarity,
and contestability of that access relation.

Proposition 17.106 makes access part of capital analysis without equating access
with ownership. It also identifies a source of hidden fragility. A firm, researcher,
household, or public agency can appear epistemically well endowed because it cur-
rently accesses high-quality infrastructure, while a change in contractual, technical,
political, or institutional conditions can rapidly reduce that capability.

17.8.5 Knowledge Infrastructure

Knowledge infrastructure supplies durable material, technical, organizational, and
institutional conditions through which accumulated epistemic capacity can be gen-
erated, stored, connected, verified, and mobilized. Libraries, archives, laboratories,
instruments, communication networks, schools, universities, standards systems, data
repositories, compute facilities, software ecosystems, preservation systems, and pro-
fessional institutions can each perform infrastructural functions. Section 17.11 will
analyze epistemic infrastructure in its own right. The present subsection isolates its
role within knowledge capital.

Infrastructure can carry knowledge directly. An archive preserves records; a
database preserves structured observations; a software library preserves executable
methods; an instrument embodies accumulated engineering and calibration; a stan-
dard embeds conventions that allow multiple systems to interoperate. Infrastructure
can also act as a multiplier. A trained researcher with access to advanced instru-
mentation can exercise capabilities unavailable through skill alone. A public dataset
connected to documentation, compute, and verification protocols can support more
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extensive inquiry than the same raw records held in an inaccessible format.

Historical studies of technological competition show how firms, scientific knowl-
edge, research institutions, educational systems, and patent arrangements can coe-
volve over long periods (Murmann 2003). This coevolutionary perspective is useful
because knowledge capital often resides in a system of complements. Publication out-
put alone provides an incomplete indicator of a country’s scientific capability, while
patent counts alone provide an incomplete indicator of a firm’s technological capabil-
ity. Educational pipelines, laboratories, suppliers, standards, professional communi-
ties, finance, and legal institutions can jointly shape whether accumulated knowledge
becomes economically productive.

Infrastructure can be shared, privately controlled, publicly funded, cooperatively
governed, or institutionally mixed. Its capital contribution is compatible with public,
private, cooperative, commons-based, and mixed ownership arrangements. A pub-
lic library can raise the epistemic capability of households and firms. Open techni-
cal standards can lower coordination costs across organizations. Publicly supported
universities can generate skills, research, and networks subsequently used in many
sectors. Proprietary compute can create highly concentrated capability. The distribu-
tion of knowledge capital depends partly on how infrastructures connect these forms
of accumulation and access.

Infrastructure also has maintenance and renewal costs. Servers require energy
and replacement; archives require preservation; standards require revision; insti-
tutions require staffing; educational systems require teachers and facilities; instru-
ments require calibration; software requires security and compatibility work. Knowl-
edge capital can therefore depreciate through infrastructural neglect even when the
symbolic content appears preserved. Maintenance is analytically part of the capital
process because it keeps accumulated epistemic capacity mobilizable across time.

17.8.6 Knowledge Capital Expansion

Knowledge capital expansion concerns the recursive process through which exist-
ing epistemic capacity contributes to the generation, acquisition, verification, inte-
gration, or mobilization of further epistemic capacity. The process is central to GRE
because knowledge can function as both an accumulated result of earlier generation
and a condition affecting later generation. The resulting recursion can produce cumu-
lative advantage, broad diffusion, organizational learning, or infrastructural deepen-
ing depending on how access, retention, and reinvestment are organized.

Existing capability can lower the cost of later learning. Prior mathematical train-
ing changes which advanced concepts can be learned; a research laboratory with es-
tablished methods can test new hypotheses more rapidly; an organization with well-
documented data can evaluate new models more effectively; a network of trusted
collaborators can locate expertise quickly; a maintained codebase can support fur-
ther experimentation; a scientific community with shared standards can compare
results at lower coordination cost. Earlier accumulation therefore changes the feasi-
ble epistemic search space.

Expansion can also occur through combination. Two bodies of knowledge can be-
come more useful when a translation, interface, model, or institutional relation al-
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lows them to interact. New capability can arise through interdisciplinary collabora-
tion, integration of datasets, connection of a theoretical framework to an instrument,
or combination of domain expertise with computational tools. The resulting capital is
partly relational because its generative potential depends on the interface that makes
the components mutually usable.

Definition 17.107 (Knowledge-capital expansion). Knowledge-capital expansion is a
historical process in which an existing knowledge-capital configuration contributes
to the generation or acquisition of additional mobilizable epistemic capacity, and
a consequential share of the resulting capacity is retained within, connected to, or
made accessible through the later configuration.

Definition 17.107 requires retention. An episode can generate valuable knowledge
that immediately dissipates through staff turnover, lost records, incompatible sys-
tems, institutional collapse, or inaccessible outputs. Such an episode can produce
knowledge while durable capital expands only where a carrying mechanism pre-
serves practical connection to later capability. Expansion therefore combines gen-
eration with a carrying mechanism.

Proposition 17.108 (Recursive knowledge-capital condition). Knowledge-capital ex-
pansion becomes recursively reinforcing where existing epistemic capacity materially
improves the production, selection, verification, integration, or preservation of later
epistemic capacity and where the later capacity remains sufficiently connected to the
configuration to influence subsequent rounds of generation.

Proposition 17.108 identifies a possible cumulative mechanism while allowing the
magnitude and sign of later returns to vary across fields and historical conditions. Ex-
pansion can encounter congestion, organizational complexity, obsolete paradigms,
coordination cost, talent bottlenecks, infrastructural limits, or declining relevance.
Existing capital can also bias search toward familiar questions and methods, making
some alternatives less visible. Historical success can therefore create both capabil-
ity and path dependence. The relevant empirical question is how the inherited con-
figuration changes later possibility, including which possibilities it makes easier to
pursue and which it leaves difficult to recognize.

The distribution of expansion matters as well. Open publication, education, inter-
operable standards, public infrastructure, and collaborative networks can allow one
episode of accumulation to expand the capabilities of many positions. Exclusive con-
trol, restrictive interfaces, high switching costs, or concentrated infrastructure can
channel expansion toward a narrower set of positions. The same research discovery
can therefore contribute to a broad epistemic base in one institutional arrangement
and to concentrated capital in another.

17.8.7 Knowledge Rents

Knowledge rents connect capital accumulation to economic return. Section 17.2.8
defined a knowledge-scarcity rent as the portion of return attributable, under a spec-
ified counterfactual, to control over a scarce epistemic object, capacity, recognition
position, access pathway, or enabling infrastructure beyond the contemporaneous
costs required to provide the relevant epistemic function. The knowledge-capital per-
spective adds a historical question: how can accumulated epistemic advantage create
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returns that finance, protect, or expand the conditions of further accumulation?

A capital configuration can yield returns through several channels. Proprietary
knowledge can support differentiated products. Specialized expertise can command
high compensation. A certification position can generate fees. A platform can mone-
tize access to accumulated data or an audience. A research infrastructure can license
use. A standard can support complementary services. An organization with superior
institutional memory can make better decisions and reduce costly error. These re-
turns arise through different mechanisms, and only some warrant classification as
rent under the definition established in Section 17.2.8.

The distinction between return and rent is especially important here. Compensa-
tion for research cost, skilled labor, risk, maintenance, preservation, security, and
continuing development can support the reproduction of valuable knowledge cap-
ital. A rent claim requires a counterfactual showing that part of the return arises
from a scarcity or control position beyond those relevant costs. Arrow’s analysis of
knowledge production helps explain why appropriation institutions can serve incen-
tive functions while also shaping diffusion and market structure (Arrow 1962). GRE
therefore treats rent formation as an institutional relation whose normative evalua-
tion depends on its function, incidence, alternatives, and generative consequences.

Rents can become historically consequential when they are reinvested in the car-
riers of epistemic advantage. Revenue can finance additional research, acquire ex-
clusive datasets, attract specialized personnel, build compute, strengthen legal pro-
tection, purchase complementary firms, expand certification networks, or subsidize
services that attract further users. This pathway can connect scarcity, return, accu-
mulation, and renewed scarcity. The feedback can be productive where it sustains
costly research and infrastructure, and it can also deepen dependence where entry,
interoperability, or contestability weakens.

Proposition 17.109 (Rent-capital feedback condition). A knowledge rent contributes
to cumulative knowledge-capital advantage when a consequential share of the return
is converted into epistemic objects, capabilities, control positions, access relations, or
infrastructures that materially strengthen the conditions for later accumulation or rent
generation.

Proposition 17.109 separates the existence of rent from its historical use. A rent
can be consumed without enlarging epistemic capacity. A firm can expand knowl-
edge capital through retained earnings that are not rents. Public revenue can finance
shared research infrastructure without relying on proprietary scarcity. The proposi-
tion identifies only one recursive mechanism through which knowledge capital and
rent can reinforce one another.

This mechanism also prepares Section 17.9. Capital accumulation and rent forma-
tion are analytically prior to and distinct from generative exploitation. Exploitation
analysis requires tracing who contributes generativity, how the contribution is incor-
porated, which position captures the resulting value or capability, and what forms
of compensation, recognition, reciprocity, or exit are available. The present section
therefore stops at the capital architecture and leaves the stronger relational claim to
the next section.
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17.8.8 Intergenerational Knowledge Advantage

Intergenerational knowledge advantage concerns the transmission of epistemic ca-
pacity across cohorts, organizational generations, professional lineages, communi-
ties, and historical periods. Knowledge capital is especially important here because
accumulated capability can outlive the persons who initially generated it. Languages,
archives, schools, institutions, scientific theories, technical standards, libraries, pro-
fessional practices, infrastructure, and cultural repertoires can make earlier learning
available to later participants and allow them to begin from a historically accumu-
lated epistemic platform.

Transmission can occur within households through education, books, language,
expectations, networks, material security, and familiarity with institutions. It can oc-
cur within organizations through documentation, apprenticeship, routines, archives,
succession, and maintained infrastructure. Professions transmit knowledge through
training, journals, standards, licensing, conferences, and supervised practice. Soci-
eties transmit knowledge through schools, universities, public institutions, libraries,
cultural memory, technical systems, and preserved historical traces. Intergenera-
tional advantage therefore spans several scales beyond inheritance within families.

The transmitted object is also heterogeneous. A later position can inherit substan-
tive knowledge, methods for generating knowledge, access to expert networks, rec-
ognized credentials, trusted institutional status, material infrastructure, or the eco-
nomic resources required to sustain learning. Some inheritances widen the general
epistemic base. Public education, open archives, shared standards, and durable sci-
entific institutions can allow large populations to begin from a historically elevated
platform. Other inheritances remain more concentrated because access depends on
wealth, location, membership, language, proprietary systems, or historically accumu-
lated institutional position.

Intergenerational difference and injustice remain distinct analytical objects. Long-

lived knowledge institutions can be socially valuable precisely because they preserve
hard-won capability. Families and communities can reasonably transmit skills, lan-
guage, traditions, and educational support. Normative evaluation depends on the
mechanisms of transmission, the opportunities available to other positions, the pres-
ence of exclusion or domination, the public contribution to the accumulated resource,
and the consequences for later generative participation. Section 17.12 will address
epistemic justice directly.
Definition 17.110 (Intergenerational knowledge advantage). An intergenerational
knowledge advantage is a historically transmitted difference in mobilizable epis-
temic capacity whose carrier connects earlier accumulation to the capabilities,
access, standing, infrastructure, or feasible inquiry trajectories of later positions.

Proposition 17.111 (Intergenerational transmission condition). A claim of intergen-
erational knowledge advantage should identify the transmitting carrier, the earlier
accumulated epistemic resource, the later positions affected, the mechanism through
which the resource remains mobilizable, and the field and horizon over which the
resulting capability difference is consequential.

Definition 17.110 and Proposition 17.111 preserve the historical character of the
concept. The advantage is carried through relations and institutions, so its appear-
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ance in a later cohort reflects identifiable historical carriers. This makes intergener-
ational analysis continuous with Chapter 15’s emphasis on historical trajectories and
with Section 17.7’s analysis of persistent epistemic asymmetry.

Knowledge capital can therefore coexist with shared ownership, with separation
between ownership and effective control, with access-based use by nonowners, and
with both shared and concentrated infrastructures. Its capital-like character arises
from persistent mobilizable capacity and its influence on later possibility. Expansion
can be recursive when accumulated capability contributes to further capability for-
mation, while rents can become one mechanism financing renewed accumulation.
Intergenerational transmission extends these processes beyond a single cohort or or-
ganizational cycle. This architecture supplies the descriptive basis for the next ques-
tion. Section 17.9 examines generative exploitation in epistemic systems, where the
production and expansion of knowledge capital may depend on contributions whose
value, recognition, compensation, or control are distributed asymmetrically.

17.9 Generative Exploitation in Epistemic Systems

Section 17.8 developed knowledge capital as accumulated epistemic capacity whose
persistence and mobilizability can alter later productive and generative possibilities.
Accumulation, however, does not by itself identify the relations through which that
capacity was generated, appropriated, governed, or replenished. The present sec-
tion examines a stronger class of processes in which knowledge, attention, creative
labor, data, interpretive work, or other epistemic contributions are asymmetrically
appropriated in ways that alter the source side’s control, return, options, mainte-
nance capacity, or future generativity. Its objective is to specify when epistemic ex-
traction becomes generative exploitation, while preserving distinctions among con-
tribution, diffusion, uncompensated participation, rent, extraction, depletion, depen-
dency, power, and injustice. The discussion proceeds through knowledge, attention,
creative labor, uncompensated generativity, platform mediation, AI mediation, gen-
erative depletion, and dependency. The method is process-oriented and relational:
each exploitation claim should identify a source position, a contribution or genera-
tive condition, an appropriation interface, the beneficiary or controlling position, the
relevant asymmetry, the return structure, and the historical consequence for later
generation.

Chapter 14 defined extraction as asymmetrical realization, appropriation, or con-
trol of value generated with material contribution from another position or shared
generative configuration, accompanied by materially relevant source-side loss of
control, return, option, maintenance capacity, or future generative capacity (Defi-
nition 14.21). That definition supplies the baseline here. Epistemic systems require
an additional distinction because many of their inputs can be copied, recombined,
or reused without physically removing the source object. Knowledge can diffuse
while control over downstream conversion concentrates; attention can be repeat-
edly solicited while the person remains present; creative work can be reproduced
while attribution, bargaining position, or future opportunity changes. The diagnostic
object is therefore the relation between contribution, appropriation, return, and future
generative conditions, rather than physical subtraction alone.
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Generative justice provides a useful precedent for this focus on the relation be-
tween value generation and the conditions under which generators participate in
benefits, governance, and continuing circulation (Eglash 2016; Eglash et al. 2024).
GRE uses that precedent within the typed value-process architecture developed in
Chapters 14-16. The result is a narrower diagnostic concept. A process can be ex-
tractive without being generatively exploitative when appropriation occurs but the
source’s later generative conditions are sustained or strengthened. A source can ex-
perience generative depletion without an identifiable appropriator. Uncompensated
contribution can support a voluntary commons. Dependency can be mutually pro-
ductive and governed. These possibilities make mechanism-level reconstruction es-
sential.

Definition 17.112 (Generative exploitation in an epistemic system). For a specified
epistemic contribution, relation, and historical horizon, generative exploitation is
an asymmetrical appropriation or control process in which one position materially
realizes or expands epistemic, economic, institutional, or other generative capacity
through contributions or generative conditions supplied by another position or
shared configuration, while the source side experiences materially relevant weak-
ening of control, return, alternatives, maintenance capacity, or future generative
possibility connected to that appropriation process.

Definition 17.112 makes generative exploitation a stronger diagnosis than unequal
benefit. The claim requires a traceable appropriation mechanism and a source-side
generative consequence. A research organization can benefit greatly from a public
dataset without exploiting its producers when access, provenance, governance, and
return arrangements sustain the relevant source conditions. A commercial system
can likewise compensate contributors while remaining extractive if the arrangement
systematically weakens practical exit, control, or future generative capacity. Mone-
tary payment is therefore one possible component of return rather than a sufficient
test.

Proposition 17.113 (Generative-exploitation diagnosis condition). Within the
present framework, a claim of generative exploitation in an epistemic system should
identify the materially relevant contribution or generative condition, the asymmetry
through which appropriation or control becomes effective, the conversion or realiza-
tion pathway benefiting another position, the return and governance structure, and
the connected mechanism through which the source side’s later generative capacity,
options, maintenance, or practical agency are weakened.

Proposition 17.113 also fixes the section’s evidential burden. Similarity between
input and downstream output is insufficient where contribution cannot be recon-
structed. Profitability is insufficient where source-side appropriation and con-
sequence are unclear. Lack of payment is insufficient where contribution was
knowingly organized through a commons or gift relation. Asymmetry is insuffi-
cient without a mechanism of appropriation. Power may facilitate exploitation, but
Chapter 16 requires power claims to identify how feasible action or generative pos-
sibility is conditioned. Normative conclusions about injustice require an additional
evaluative argument. The concepts are connected, yet analytically non-equivalent.

Table 17.9 summarizes the principal diagnostic objects developed in this section.
The rows can coexist within one empirical configuration; for example, a platform-



17.9. GENERATIVE EXPLOITATION IN EPISTEMIC SYSTEMS

91

Table 17.9: Diagnostic architecture of generative exploitation in epistemic systems

Object Source-side contribu- Appropriationor con- Generative conse-
tion version interface quence requiring
investigation
Knowledge Know-how, records, Capture, enclosure, Loss of control, recogni-
situated  knowledge, exclusive downstream tion, access, bargaining
methods, interpreta- control, conversion position, or capacity to
tion, provenance into proprietary or continue generating
institutional assets
Attention Reception, monitor- Interface design, rank- Fragmentation, ex-
ing, engagement, ing, recurrent solic- haustion, displaced
behavioral response, itation, behavioral inquiry, reduced au-
interpretive effort capture, advertising tonomy over attention
or recommendation allocation
systems
Creative labor  Writing, design, code, Contract, platform, Weak return, de-
art, problem solving, repository, organiza- skilling, lost future
curation, critique, tional workflow, model opportunity, attribu-
maintenance or product integration  tion loss, constrained
reuse or exit
Unpaid gener- Contributions whose Commons, volunteer Whether non-payment
ativity value emerges through system, platform, in- is voluntary and sus-
aggregation, reuse, stitution, informal tainable or coupled to

Platform medi-
ation

Al mediation

maintenance, or down-
stream conversion
Data, participation, net-
work formation, con-
tent, reviews, modera-
tion, interaction traces
Training material, feed-
back, prompts, annota-
tions, evaluation, cre-
ative work, domain ex-
pertise

relation

Rules, interfaces, rank-
ing, interoperability,
access control, moneti-
zation, network effects
Data pipelines, model
training, fine-tuning,
evaluation, deploy-
ment, proprietary
interfaces

asymmetric appropria-
tion and depletion

Concentrated control,
lock-in, weakened
portability, opaque

return, or dependency
Attribution and control

changes, substitution
pressure, verification
burdens, dependency,

recursive source deple-
tion

mediated system can appropriate attention, creative labor, and data while simulta-
neously generating dependency and source-side depletion.

17.9.1 Extraction of Knowledge

Knowledge extraction is the most direct epistemic case. Section 17.1 established that
knowledge can function as resource, capability, relation, infrastructure, and genera-
tive condition. Chapter 14 then treated epistemic extraction as asymmetrical appro-
priation of knowledge, data, attention, interpretation, experience, credibility, or re-
lated contributions under materially consequential changes in control, return, recog-
nition, access, or future capacity. The present subsection narrows the object to knowl-
edge itself and asks how an epistemic contribution can become detached from the
governance conditions under which it was generated.

Information differs from many ordinary commodities because disclosure can per-
mit repeated use while leaving the original representation physically intact, and be-
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cause its economic value is often uncertain before acquisition (Arrow 1962). These
properties make knowledge diffusion socially productive in many settings. They also
make extraction difficult to diagnose through physical possession. A laboratory pro-
tocol can be copied. A community’s ecological knowledge can be translated into a
database. A worker’s tacit workaround can be standardized into organizational pro-
cedure. A user’s accumulated behavioral history can be transformed into a predic-
tive feature. In each case, the source may retain some form of the original knowledge
while downstream control, scale of application, convertibility, and return change sub-
stantially.

The first diagnostic task is provenance. A knowledge claim should identify who
or what materially contributed to the resulting epistemic object and through which
process. Provenance can be individual, collective, institutional, historical, infrastruc-
tural, or mixed. Many epistemic products depend on inherited public knowledge,
prior scholarship, shared language, education, standards, software, instruments, lo-
cal experience, and current labor. A complete provenance account is often impossi-
ble, but the relevant material contributors should be represented to the level required
by the research problem. Otherwise, a downstream holder can appear to be the sole
generator of a capacity whose actual production was distributed across a wider field.

The second task concerns appropriation. Appropriation can operate through exclu-
sive legal rights, secrecy, organizational control, contractual restrictions, database en-
closure, technical incompatibility, platform rules, credentialing, or practical control
over the interface through which knowledge becomes economically actionable. The
existence of one of these mechanisms does not establish exploitation. The analysis
asks whether the mechanism enables one position to realize value from materially
contributed knowledge while altering the source position’s return, options, mainte-
nance conditions, or later capacity.

The third task concerns conversion. Epistemic contributions can be converted
into financial revenue, institutional authority, reputation, proprietary capability, ad-
ministrative control, predictive capacity, or access to other resources. Typed conver-
sion matters because the contribution and the realized return may occur in different
value forms. A community can contribute ecological knowledge while an external
organization receives regulatory authority or commercial revenue. Employees can
contribute process knowledge while the organization accumulates durable routines.
Researchers can produce open findings that later become components of privately
controlled products. These patterns are not automatically exploitative, but the con-
version interface can concentrate control over downstream realization even when
source knowledge remains available.

Return should therefore be interpreted broadly. It can include payment, attribu-
tion, reciprocal access, licensing rights, shared governance, capacity building, infras-
tructure, data access, improved working conditions, community benefit, or preserva-
tion of future use. A narrow monetary test can miss arrangements in which contrib-
utors prefer recognition, control, access, or continued participation. Conversely, sub-
stantial payment can coexist with generative exploitation when appropriation pro-
duces durable loss of exit, control, or future generative capacity. The relevant crite-
rion is the relationship between realized benefit and the reproduction of the source’s
generative conditions.
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Proposition 17.114 (Knowledge-extraction return condition). Where knowledge gen-
erated through materially relevant contribution is appropriated or converted under
asymmetrical control, assessment of generative exploitation should include the source
position’s effective return in the value forms material to continued generation, includ-
ing access, attribution, governance, capability, maintenance, and future options where
these are relevant to the case.

Proposition 17.114 keeps open knowledge and collaborative science within the
analysis without presumptively classifying them as extractive. Knowledge commons
can deliberately permit broad reuse and can generate further value precisely be-
cause exclusion is limited (Hess and Ostrom 2007; Benkler 2002). Their sustainability
depends on governance, contribution, maintenance, recognition, and continued ac-
cess rather than on exclusive ownership alone. Generative exploitation becomes a
stronger possibility when reuse is coupled to asymmetrical enclosure or control that
weakens the contributors or the shared conditions on which future knowledge gen-
eration depends.

17.9.2 Extraction of Attention

Attention extraction concerns the appropriation of scarce receptive, interpretive,
and behavioral capacity. Section 17.4 treated attention as a finite economic capacity
whose allocation is shaped by institutions, algorithms, visibility structures, and
capture mechanisms. The present question concerns a narrower relation: when
the recurrent capture or redirection of attention becomes part of an appropriation
process that expands another position’s generative capacity while weakening the
source’s ability to allocate, restore, or use attention for its own purposes.

Simon observed that information abundance produces scarcity of the attention re-
quired to receive it (Simon 1971). In contemporary epistemic systems, attention can
be economically valuable because it enables advertising exposure, behavioral learn-
ing, network participation, sales conversion, recommendation feedback, reputation,
and further data generation. The attention itself is rarely transferred like a durable
object. Its economic effects arise through episodes of orientation, reception, interpre-
tation, response, and repeated return.

A distinction is needed between attracting attention and extracting it. A lecture,
book, conversation, performance, or public message can invite attention and create
substantial reciprocal value. An interface can make valuable information easier to
find. A platform can coordinate discovery among participants. Extraction becomes
analytically salient when asymmetrical control over the conditions of attention cap-
ture systematically converts the source’s receptive or behavioral capacity into down-
stream value while materially weakening the source’s control over allocation, restora-
tion, or future epistemic possibilities.

Several mechanisms can contribute. Recurrent notification and ranking systems
can shape what becomes salient. Personalization can increase switching costs by
making one interface progressively better adapted to a user’s history. Social depen-
dence can make withdrawal costly when professional or communal participation is
concentrated on one platform. Behavioral data generated by attention episodes can
improve future targeting, producing a recursive relation in which prior attention



94 CHAPTER 17. KNOWLEDGE AND EPISTEMIC ECONOMY

helps engineer later capture. These mechanisms can be economically productive and
desired by participants, so their presence alone does not establish exploitation. The
stronger diagnosis requires the source-side generative consequence specified in Def-
inition 17.112.

The source-side consequence can take several forms. Attention can become frag-
mented across recurrent solicitations. Long-horizon inquiry can be displaced by
short-cycle responsiveness. Restorative time can be reduced. The person can lose
practical visibility into why some objects repeatedly appear and others disappear.
Professional or social dependency can constrain exit. These effects are empirical
questions and can vary across users, institutions, and contexts. GRE therefore avoids
treating measured engagement as a direct measure of extraction or harm.

Attention return is also heterogeneous. A person can receive entertainment, infor-
mation, community, status, convenience, discovery, or income in exchange for atten-
tive participation. A defensible analysis should represent these benefits alongside the
appropriation mechanism. Generative exploitation concerns the historical relation
between these returns and the person’s future generative conditions. A system that
provides immediate benefit while progressively narrowing practical alternatives or
depleting sustained attention can differ materially from one that increases access,
capability, and autonomous orientation over time.

Proposition 17.115 (Attention-extraction scope condition). A claim of generative ex-
ploitation through attention requires more than evidence of high engagement or persua-
sive design. The analysis should identify how attention is appropriated or converted,
which asymmetry makes the conversion effective, what return the source receives, and
how the process is connected to materially relevant change in the source’s later atten-
tion capacity, allocation control, alternatives, or generative possibilities.

Proposition 17.115 links attention extraction to the wider chapter without reducing
all attention economies to exploitation. The next subsection applies the same disci-
pline to creative labor, where the source contribution is often more visible but the
boundary between ordinary exchange and generative exploitation remains equally
dependent on governance, return, and historical consequence.

17.9.3 Extraction of Creative Labor

Creative labor includes the production and maintenance of symbols, designs, argu-
ments, code, artistic forms, classifications, models, questions, explanations, evalua-
tions, and other epistemically consequential artifacts. Its economic significance ex-
ceeds the final artifact because creative production can also generate skills, reputa-
tions, communities, methods, datasets, styles, and future lines of inquiry. Extraction
of creative labor therefore concerns more than the transfer of a completed work. It
concerns the relation between the producer’s generativity and the organizational or
technical system that captures and converts its outputs.

Ordinary labor exchange already involves appropriation of outputs under contrac-
tual and institutional rules. GRE does not classify employment, commissioning, licens-
ing, or publication as generative exploitation merely because another party receives
value from creative work. The diagnostic question is whether asymmetrical appropri-
ation or control of the contribution is connected to a materially relevant weakening
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of the creator’s later capacity, alternatives, maintenance, control, or return. Contract
terms, bargaining position, attribution, portability, ownership, access to tools, career
effects, and the ability to reuse or build on prior work can all matter.

Creative production is often cumulative and relational. A writer depends on lan-
guage, education, editors, archives, readers, and prior texts. A software developer
depends on libraries, standards, hardware, documentation, and collaborative com-
munities. A scientist depends on institutions, instruments, colleagues, prior research,
and verification systems. A designer or artist can depend on cultural repertoires and
communities of practice. The resulting artifact can therefore condense a wider gen-
erative field. Exploitation analysis should avoid assigning total provenance to the
most visible individual while also avoiding the opposite error of erasing identifiable
creative contribution because every work has antecedents.

Maintenance work is particularly easy to underrepresent. Curation, documenta-
tion, moderation, editing, reviewing, debugging, replication, preservation, and qual-
ity control can contribute little visible novelty while sustaining the conditions un-
der which visible creative output becomes reliable and reusable. If reward systems
systematically privilege final artifacts while shifting maintenance burdens to weakly
recognized contributors, generative capacity can become unevenly reproduced. This
pattern can amount to exploitation when the contribution, appropriation, asymme-
try, and source-side consequence are established; the existence of unequal recogni-
tion by itself remains an incomplete diagnosis.

Creative extraction can also occur through induced de-skilling. An organization
can capture workers’ procedures into standardized systems that later reduce the
workers’ discretion, bargaining position, or access to the accumulated organizational
knowledge. Such standardization can simultaneously improve quality, safety, coor-
dination, or accessibility. The evaluative result therefore depends on the full config-
uration. GRE’s concern is the historical distribution of generative capacity: who re-
tains the ability to understand, modify, contest, and extend the system after creative
knowledge has been formalized.

Definition 17.116 (Creative-generativity appropriation). Creative-generativity appro-
priation is a process in which the outputs, procedures, styles, judgments, or accumu-
lated know-how of creative activity are incorporated into another position’s durable
productive or epistemic capacity under a governance arrangement that materially
changes the creator’s control, return, reuse rights, alternatives, or future capacity to
generate.

Definition 17.116 is descriptively broader than exploitation. Appropriation can be
consensual, reciprocal, well-compensated, and capacity-enhancing. It becomes gen-
erative exploitation only when the stronger conditions in Definition 17.112 are met.
This distinction is especially important for voluntary collaboration and open produc-
tion, where sharing outputs can increase the generative capabilities of contributors
and users simultaneously.

17.9.4 Uncompensated Generativity

Some of the most consequential epistemic contributions are unpaid or only indirectly
compensated. Open-source maintenance, peer review, community moderation, pub-
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lic scholarship, volunteer translation, citizen science, informal mentoring, knowl-
edge sharing within families and communities, and contributions to knowledge com-
mons can generate substantial value without a conventional wage or price. Uncom-
pensated generativity names this descriptive condition without presuming exploita-
tion.

That distinction is necessary because payment is neither the only form of return
nor the only reason to contribute. Participants can seek learning, reputation, reci-
procity, public benefit, community membership, enjoyment, moral purpose, future
opportunity, or access to a shared resource. Commons-based peer production demon-
strates that large-scale productive coordination can occur through arrangements that
differ from conventional market pricing and managerial hierarchy (Benkler 2002).
Generative-justice work likewise emphasizes the importance of circulation and par-
ticipation in value flows rather than reducing justice to monetary compensation
alone (Eglash 2016; Eglash et al. 2024).

The economic problem emerges when uncompensated contribution becomes a sys-
tematically relied-upon input to another position’s accumulation while contributors
have weak visibility into downstream use, little influence over governance, limited
reciprocal access, or deteriorating capacity to continue contributing. A volunteer
knowledge community can support a commercial service that returns infrastructure
and improvements to the commons; another arrangement can appropriate the same
commons while withholding interoperability, improvements, or meaningful return.
Both involve uncompensated input, but their generative structures differ.

Within institutions, the distinction remains important. Academics may review
manuscripts without direct payment because reciprocal reviewing supports a schol-
arly community from which they also benefit. The arrangement can become strained
if review burdens expand, recognition declines, access becomes restricted, or com-
mercial conversion grows while the conditions supporting reviewers deteriorate.
Careful empirical analysis is required because individual motives and institutional
returns vary, and the existence of uncompensated labor alone does not establish a
single economic interpretation.

A useful diagnostic therefore asks whether the contribution remains reproductively
sustainable. Sustainability here refers to the capacity of contributors and the sup-
porting community to continue generating under the prevailing arrangement. Time,
health, recognition, infrastructure, learning, governance voice, social reproduction,
and practical alternatives can all be relevant. A system can appear efficient by treat-
ing these inputs as costless even while consuming the conditions that make them
available.

Proposition 17.117 (Uncompensated-generativity distinction). Uncompensated epis-
temic contribution should be treated as generative exploitation only where the contri-
bution is materially appropriated under asymmetrical conditions and the associated re-
turn and governance structure is connected to weakening of the contributors’ or source
community’s later generative conditions. The absence of monetary payment alone does
not establish that diagnosis.

Proposition 17.117 preserves room for gifts, commons, voluntary association, and
public-service arrangements while making their maintenance conditions visible. It
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also prepares the platform case, where unpaid contribution can be aggregated at
scale and converted through infrastructural control.

17.9.5 Platform-Mediated Extraction

Platforms can mediate epistemic extraction because they organize interaction, access,
ranking, data capture, standards, and exchange among multiple participant groups.
Platform-capitalism analysis emphasizes platforms as infrastructural business forms
that intermediate between users while accumulating data and benefiting from net-
work effects (Srnicek 2016). Within GRE, the important addition is to ask how plat-
form architecture distributes generative capacity across the positions that create con-
tent, attention, data, reputation, software, moderation, social connection, and down-
stream economic opportunity.

A platform can generate genuine reciprocal capacity. It can reduce search costs,
connect previously separated participants, make publication easier, provide infras-
tructure, create markets, distribute creative work, preserve records, or support com-
munities. These benefits can be substantial. Platform mediation becomes extractive
when the interface gives one position asymmetrical control over contribution, vis-
ibility, conversion, access, or return in ways meeting the extraction criteria from
Chapter 14. It becomes generatively exploitative when those mechanisms addition-
ally weaken source-side future generativity.

Several architectural mechanisms deserve separate attention. Rule control deter-
mines participation, moderation, admissibility, and monetization. Ranking control
affects visibility and therefore the practical convertibility of creative or commercial
contributions. Data control affects who can aggregate interaction histories and con-
vert them into predictive or strategic capacity. Interoperability control affects porta-
bility and switching. Interface control shapes how participants can reach one another
and what actions are easy or difficult. Revenue control determines which conversions
of attention or participation into financial return are available to whom. These mech-
anisms can coexist and need not be concentrated in one legal entity, but their config-
uration determines how contribution becomes appropriable.

Network effects can intensify the historical dimension. As participation grows, the
platform can become more useful, which can draw further participation and accu-
mulate more data, reputation, and complementary services. This recursive expan-
sion can also raise exit costs when a participant’s audience, social graph, reputation,
archives, workflow, or customers are difficult to transfer. Section 17.8 described re-
cursive knowledge-capital expansion; platform mediation can couple that expansion
to asymmetric dependency when accumulated value is technically or institutionally
non-portable.

A generative-exploitation analysis should therefore examine the counterfactual op-
tion structure available to contributors. Can they retrieve their work and records?
Can they reach collaborators or audiences elsewhere? Can they understand and con-
test significant ranking or moderation decisions? Can downstream innovations in-
teroperate with the accumulated knowledge base? Are changes to platform rules
foreseeable and governable by affected participants? Practical answers may vary by
platform and jurisdiction, so GRE treats these as empirical governance dimensions
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rather than universal platform properties.

Definition 17.118 (Platform-mediated generative extraction). Platform-mediated
generative extraction is an appropriation process in which platform-controlled rules,
interfaces, rankings, data infrastructures, access conditions, or conversion channels
enable value realization from participant-generated epistemic or relational contri-
butions while materially weakening the contributors’ control, return, portability,
maintenance conditions, or future generative alternatives.

Definition 17.118 emphasizes architecture rather than firm type. A public, coop-
erative, nonprofit, or decentralized platform can also create extractive relations if
its governance produces the relevant asymmetry and source-side consequence. Con-
versely, a commercial platform can provide extensive return, portability, governance,
and capacity enhancement. Ownership form can affect the mechanism, but it does
not substitute for tracing it.

17.9.6 AI-Mediated Extraction

Al-mediated epistemic systems intensify several issues already identified: large-scale
aggregation of prior knowledge, conversion of human contributions into durable
computational capability, opacity of some model processes, rapid reuse across do-
mains, and changing relations between generation, verification, and attribution. Sec-
tion 17.7 treated Al-mediated asymmetry as a multidimensional difference in access
to models, compute, data, interpretation, verification, and institutional capacity. The
present subsection asks when such asymmetries support extraction and generative
exploitation.

Al systems can depend on heterogeneous human contributions across their life-
cycle. These can include published texts, images, code, recorded behavior, domain
expertise, annotations, preference judgments, safety evaluations, error reports,
prompts, usage traces, post-deployment feedback, and maintenance labor. Some
contributions are purchased under explicit contracts; some are licensed or openly
shared; some arise through ordinary use of a service; some are embedded in pub-
lic or institutional repositories; and some have contested or unclear governance
conditions. Because these sources differ, a general claim that AI training or use is
inherently extractive would exceed the framework’s evidence requirements.

The first analytical task is to identify the contribution pathway. A model’s output
can reflect aggregate statistical learning from very large corpora, fine-tuning from
narrower datasets, retrieval from external repositories, current user input, or com-
binations of these. Fluent symbolic output also does not by itself establish under-
standing, warranted knowledge, or provenance of the underlying sources (Bender
et al. 2021). Generative-exploitation analysis should therefore avoid inferring direct
appropriation of a particular contributor merely from apparent stylistic or semantic
resemblance when the causal and provenance record is insufficient.

The second task is governance of conversion. Human-created epistemic mate-
rial can be converted into model capability, organizational productivity, revenue,
market position, or institutional authority. Contributors can simultaneously receive
new capabilities from the resulting system: translation, coding assistance, discov-
ery, drafting, accessibility, analysis, or lower-cost expertise. The economic relation
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can therefore contain reciprocal generation alongside appropriation. The relevant
question is how control over the conversion interface and the resulting capabilities
is distributed.

The third task is recursive effect on source generativity. AI-mediated systems can
complement creators and researchers by expanding their productive frontier. They
can also alter demand for particular skills, change expectations of output volume,
shift verification burdens, standardize styles, concentrate access to high-capability
infrastructure, or make contributors dependent on interfaces they cannot inspect or
modify. Machine-learning opacity can arise through different mechanisms, including
secrecy, technical-literacy barriers, and characteristics of model scale or structure
(Burrell 2016). Such opacity can matter economically when contributors or users
cannot evaluate how their inputs influence downstream systems, how decisions are
produced, or what alternatives remain available.

An exploitation claim therefore requires more than evidence that human-created
material contributed to model capability. It should reconstruct the relation among
contribution, authorization or governance where relevant, downstream appropri-
ation, return, practical alternatives, and the source’s future generative conditions.
Open licensing can authorize broad reuse while leaving questions about infras-
tructure concentration or reciprocal return. Payment can compensate labor while
leaving dependency or de-skilling unresolved. Attribution can preserve provenance
while offering little governance. Each dimension should be evaluated in its own
value form.

Generative-justice analysis is especially relevant when computational systems de-
pend on distributed human and community contributions while control over the re-
sulting infrastructure becomes concentrated. Work on computational reparations
proposes circular value-flow arrangements in which value generators retain greater
participation in production conditions and downstream benefits (Eglash et al. 2024).
GRE interprets such proposals as one family of governance responses rather than as
a universal institutional template. The underlying diagnostic question is whether the
system replenishes the human and communal conditions from which its generative
capacity is drawn.

Proposition 17.119 (Al-mediated exploitation condition). AI mediation supports a di-
agnosis of generative exploitation when materially relevant human or shared epistemic
contributions are converted into durable model, organizational, or economic capability
under an asymmetry of control and the associated governance and return structure is
connected to weakening of the source positions’ later generative capacity, practical al-
ternatives, maintenance, or agency. Model use, training on prior material, or capability
asymmetry alone is insufficient for the stronger diagnosis.

Proposition 17.119 also limits the scope of this subsection. Chapter 18 will exam-
ine radical human-AI asymmetry, labor substitution, abundance, distribution, and
human developmental questions at greater depth. The present section remains fo-
cused on epistemic contribution and appropriation mechanisms within the knowl-
edge economy.
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17.9.7 Generative Depletion

Generative depletion concerns reduction in the conditions that support later genera-
tion. Chapter 14 already distinguished depletion from extraction: a system can lose
future generative capacity through neglect, ecological damage, institutional decay,
demographic change, or technological obsolescence without any identifiable bene-
ficiary. In epistemic systems, depletion can affect skills, curiosity, attention, insti-
tutional memory, trust, interpretive plurality, verification capability, linguistic re-
sources, archives, research communities, educational capacity, or the material infras-
tructure of inquiry.

The concept becomes central to generative exploitation because an appropriation
process can look productive in the short run while consuming the source conditions
required for future production. An organization can increase current output while
exhausting expert workers. A platform can increase engagement while degrading
contributors’ capacity for sustained attention. A research system can maximize pub-
lication counts while weakening replication, mentoring, or long-horizon inquiry. An
Al-assisted workflow can accelerate immediate production while reducing opportu-
nities for novices to develop the tacit judgment required for later independent exper-
tise. These are hypotheses about possible mechanisms rather than universal conse-
quences; empirical cases can also show reinforcement, learning, and capacity expan-
sion.

Depletion should therefore be measured relative to a specified generative function
and horizon. Reduced performance on one task can coexist with expanded capabil-
ity elsewhere. Automation can displace a routine skill while freeing time for higher-
order work. Standardization can narrow local discretion while improving reliability
and transmissibility. A community can allow some traditions to recede while gener-
ating new forms of knowledge. The evaluative question concerns which capacities
matter, to whom, over what horizon, and whether substitution or regeneration is
practically available.

Maintenance is the bridge between present appropriation and future capac-
ity. Epistemic systems depend on education, mentorship, archival preservation,
software maintenance, verification, peer review, community care, instrument cali-
bration, documentation, and opportunities for exploratory learning. These functions
can be underprovided when returns accrue primarily to visible outputs or down-
stream appropriators while maintenance costs remain with source communities or
institutions. The resulting depletion can remain hidden until replacement becomes
difficult or expensive.

Definition 17.120 (Epistemic generative depletion). For a specified epistemic field
and historical horizon, epistemic generative depletion is a materially relevant reduc-
tion in the capacities, relations, infrastructures, diversity, maintenance conditions,
or practical options required for later knowledge generation, interpretation, verifica-
tion, preservation, or inquiry.

Definition 17.120 does not require an extractor. It becomes part of a generative-
exploitation diagnosis when the depletion is connected to the appropriation process
described in Definition 17.112. This distinction matters for remedy. Depletion caused
by neglect may call for maintenance investment; depletion caused by extractive ap-
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propriation can additionally require changes in rights, return pathways, governance,
bargaining conditions, or control over conversion interfaces.

Proposition 17.121 (Source-reproduction condition). Where an epistemic system re-
peatedly relies on a source of knowledge, attention, creative labor; verification, or main-
tenance, assessment of long-horizon generative performance should include whether
the institutional arrangement reproduces, substitutes, or depletes the source conditions
required for continued generation.

Proposition 17.121 turns source reproduction into an economic object without as-
suming that every source must remain unchanged. Historical systems transform.
The analytical requirement is to make the transformation visible and to identify who
gains new generative capacity, who loses it, whether alternatives arise, and how the
burden of transition is distributed.

17.9.8 Dependency

Dependency closes the section because extraction can alter the source position even
when direct depletion is limited. Chapter 16 treated dependency as a relational con-
dition whose significance depends on the capacity at stake, alternatives, substitutabil-
ity, switching costs, time horizon, and governance. In an epistemic economy, depen-
dence can concern access to data, models, journals, platforms, credentials, languages,
laboratories, proprietary standards, cloud infrastructure, search systems, archives,
or expert intermediaries. Such dependence can support productive specialization
and coordination. The relevant question is when appropriation processes generate
or deepen dependency in ways that reinforce the asymmetry on which further ap-
propriation relies.

Recursive dependency can arise when use of an infrastructure improves the bene-
ficiary’s knowledge capital while making the source increasingly reliant on the same
infrastructure. A creator can accumulate audience and reputation on a platform that
simultaneously becomes harder to leave. An organization can externalize technical
expertise to a vendor and progressively lose internal verification or modification ca-
pacity. Aresearcher canrely on a proprietary database whose classifications and cov-
erage become indispensable to a field. An institution can automate decisions around
a model while reducing the human capability needed to contest or replace it. These
pathways can create genuine efficiencies while changing the practical distribution of
exit and substitution capacity.

Dependency becomes especially important when it changes bargaining over re-
turn. A contributor who can shift to alternative infrastructures can contest unfa-
vorable conditions more effectively than one whose audience, archives, credentials,
workflow, or community are locked into a single interface. The same formal right to
exit can therefore have different practical meaning across positions. Economic analy-
sis should represent the cost of rebuilding accumulated relations and knowledge, not
merely the availability of another nominal provider.

The relation between dependency and exploitation is bidirectional. Extraction can
produce dependency by weakening alternatives or concentrating complementary as-
sets. Dependency can then enable further extraction by reducing the source’s bar-
gaining position or ability to refuse downstream uses. This feedback can stabilize
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an exploitative configuration without requiring continuous direct coercion. Yet de-
pendency alone remains insufficient for the diagnosis: public infrastructure, profes-
sional specialization, shared standards, and trusted institutions can create deep de-
pendence while increasing participants’ generative capacity and practical security.

Definition 17.122 (Exploitative epistemic dependency). Exploitative epistemic depen-
dency is a historically reproduced condition in which a source position’s practical ac-
cess to epistemically consequential capabilities, audiences, infrastructures, or conver-
sion channels becomes materially contingent on a controlling position or interface,
and that dependency sustains an appropriation process that weakens the source’s
return, alternatives, maintenance conditions, or future generative capacity.

Definition 17.122 makes the feedback mechanism explicit. It also allows gover-
nance interventions to be analyzed at several points: portability, interoperability,
shared standards, alternative infrastructures, rights to retrieve records, collective
bargaining, reciprocal access, provenance, benefit sharing, maintenance obligations,
public options, commons governance, and institutional capacity building. The appro-
priate mechanism depends on the source of dependency and the value forms at stake.

The section’s overall architecture can now be stated compactly. Knowledge, at-
tention, creative labor, and other epistemic contributions can enter systems that ex-
pand collective or organizational capability. Some contributions are paid, some recip-
rocated through non-monetary forms, some intentionally shared, and some weakly
governed. Generative exploitation arises only when asymmetrical appropriation or
control is connected to source-side weakening of return, alternatives, maintenance,
or future generativity. Generative depletion records one possible consequence; de-
pendency records one possible relational stabilization mechanism; neither is syn-
onymous with exploitation. This preserves the diagnostic discipline established in
Proposition 14.23 while extending it to the recursive epistemic economies developed
in this chapter.

The transition to Section 17.10 follows from that distinction. Exploitation mecha-
nisms operate through concrete organizational and institutional arrangements, but
a diagnosis of exploitation does not by itself explain why particular schools, universi-
ties, research institutes, libraries, publishers, platforms, funding bodies, or standards
systems take the forms they do. Section 17.10 therefore turns from appropriation
mechanisms to the institutional architectures through which knowledge is generated,
certified, preserved, distributed, financed, and transformed.

17.10 Knowledge Institutions

Section 17.9 examined epistemic systems at the level of appropriation, depletion, and
dependency. The present section shifts the analytical level from particular extraction
mechanisms to the durable institutional configurations through which epistemic ac-
tivity is organized across time. Its objective is to specify how schools, universities, re-
search institutes, libraries and archives, publishers, platforms, funding bodies, and
evaluation systems organize the generation, transmission, preservation, validation,
circulation, and allocation of knowledge-related capacities. The discussion treats
these institutions as heterogeneous arrangements of roles, rules, routines, resources,
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infrastructures, interfaces, and legitimating practices. The method is relational and
functional: each institution is considered through the epistemic functions it stabilizes,
the selection mechanisms it creates, the resources on which it depends, the relations
through which it coordinates participants, and the consequences those arrangements
can have for later generative possibilities.

The term institution is used here more broadly than a formally incorporated orga-
nization. A university can be an organization, yet the institution of peer review ex-
tends across publishers, disciplines, professional associations, funders, and research
communities. Schooling likewise involves organizations while also depending on cre-
dentialing rules, curricular conventions, professional roles, public finance, family re-
lations, and labor-market recognition. Chapter 12 treated institutions as economic
structures that condition positions, relations, feasible actions, and value processes.
The epistemic case adds an important temporal dimension: institutions can retain
practices and capacities beyond the participation of particular persons, thereby sta-
bilizing intergenerational transmission and historically extended inquiry.

Definition 17.123 (Knowledge institution). A knowledge institution is a sufficiently
durable configuration of roles, rules, routines, resources, infrastructures, and recog-
nition relations that organizes one or more epistemic functions, including generation,
learning, interpretation, preservation, validation, circulation, access, evaluation, or
the allocation of epistemic opportunity.

Definition 17.123 is intentionally functional and relational. It permits schools and
archives to count as knowledge institutions without requiring them to perform the
same tasks, and it permits a single organization to contain several institutional log-
ics. Durability also remains scalar. A temporary research consortium can develop
institutional features when rules, roles, repositories, evaluation procedures, and con-
tinuing expectations persist long enough to condition later participation. Conversely,
alegally permanent organization can lose epistemic institutional capacity if routines,
personnel, access arrangements, or infrastructures cease to support its stated func-
tions.

A knowledge institution can support generativity while also creating exclusion, de-
pendence, inertia, or capture. Institutional function and institutional quality there-
fore require separate evaluation. Schools can expand literacy while reproducing
unequal access to advanced learning. Universities can protect long-horizon inquiry
while concentrating credentialing authority. Archives can preserve traces while his-
torical selection shapes what remains reconstructible. Funding systems can make dif-
ficult inquiry possible while narrowing the range of questions considered fundable.
Standards can improve comparability while encouraging reactive adaptation to in-
dicators. Institutional analysis consequently requires both a function profile and a
mechanism profile.

Proposition 17.124 (Institutional function multiplicity). Within an epistemic econ-
omy, the consequences of a knowledge institution should be evaluated through the con-
figuration of functions, selection rules, resource dependencies, access conditions, and
historical effects it sustains; institutional type alone does not determine epistemic or
generative performance.

Table 17.10 summarizes the principal institutional configurations considered be-
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Table 17.10: Functional architecture of selected knowledge institutions

Institutional Dominant epistemic Principalselectionin- Generative issue for

configura- functions terfaces investigation

tion

Schools Foundational learning, Curriculum, admission, Distribution of durable
capability formation, tracking, assessment, learning capacity and
socialization, orien- language, teacher allo- later inquiry opportu-
tation, credential cation nity
preparation

Universities Advanced learning, re- Admission, hiring, pro- Coupling among teach-
search, credentialing, motion, curriculum, ing, inquiry, recogni-
disciplinary repro- peer recognition, de- tion, autonomy, and
duction, preservation, gree rules long-horizon genera-
public engagement tion

Research insti- Concentrated inquiry, Programme design, Continuity of diffi-

tutes mission-oriented  re- recruitment, portfolio cult inquiry under
search, laboratory choice, project review, resource and mission
continuity, specialized external sponsorship dependence
expertise

Libraries and Preservation, descrip- Acquisition, appraisal, Which traces and

archives tion, retrieval, access, cataloguing, retention, resources remain
provenance, intertem- access policy, metadata discoverable and re-
poral memory constructible through

time

Publishers Selection, certification, Editorial screening, Conversion of research
editing, dissemination, peer review, publica- into visible and citable
attention  allocation, tion format, pricing, records and associated
record stabilization indexing selection effects

Platforms Search, ranking, recom- Interface design, algo- Mediation of visibility,

Funding insti-
tutions

Standards and
evaluation

mendation, hosting, in-
teraction, coordination,
distribution

Resource  allocation,
agenda support, portfo-
lio formation, temporal
protection, legitimacy
Comparability, verifi-
cation, accountability,
certification,  quality
signaling

rithms, moderation, in-
teroperability, data ac-
cess

Eligibility, calls, review
criteria, budgets, re-
porting, renewal

Metrics, rankings,
accreditation, bench-
marks, review proto-
cols

participation, depen-
dence, and epistemic
reach

Upstream shaping
of feasible questions,
time horizons, and in-
stitutional dependence
Behavioral adaptation
to evaluative cate-
gories and preserva-
tion of plural epistemic
aims

low. The categories overlap. Universities contain libraries and publishing functions;
platforms can host archives; funding organizations can operate research institutes;
schools can become sites of research and community knowledge production. The
table therefore identifies dominant functions rather than mutually exclusive organi-
zational classes.

17.10.1 Schools

Schools occupy an early and recurrent position in the epistemic economy because
they organize the formation of capacities through which later knowledge can be
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accessed, interpreted, questioned, and used. Economic analysis of education has
long examined schooling as investment in acquired productive capacities, including
knowledge and skill (Becker 1964). GRE retains that insight while broadening the
analytical object. Schooling can also alter linguistic access, interpretive repertoires,
confidence in inquiry, familiarity with institutions, capacity to verify claims, and the
ability to participate in later epistemic relations. These effects connect directly to the
multidimensional scarcity described in Section 17.2.

The economic role of a school therefore exceeds the transfer of a predetermined
stock of information. A school organizes repeated relations among learners, teachers,
curricula, assessment systems, peer groups, families, public authorities, technologies,
and future credentialing institutions. Through these relations, it can influence which
kinds of questions become intelligible, which forms of evidence become familiar,
which languages or symbolic systems become usable, and which trajectories appear
realistically available. Some effects are immediately measurable through learning
outcomes or credentials; others emerge over longer horizons through later inquiry,
occupational mobility, civic participation, or the capacity to learn again under chang-
ing conditions.

A generative analysis should distinguish at least three educational functions. The
first is transmission: access to accumulated knowledge, techniques, languages, and
practices. The second is capacity formation: development of abilities that permit
later interpretation, verification, problem formation, communication, and further
learning. The third is orientation: formation of expectations about what deserves at-
tention, what counts as a legitimate question, and which domains appear available
for participation. These functions can reinforce one another, yet their distributions
need not coincide. A system can transmit extensive curricular content while leaving
weak capacity for independent inquiry, or cultivate strong inquiry capacity while
providing uneven access to inherited bodies of knowledge.

Definition 17.125 (Educational epistemic capacity). Educational epistemic capacity
is the historically accumulated capability, supported through educational relations
and institutions, to access, interpret, evaluate, generate, communicate, and continue
learning from epistemic objects and practices across relevant contexts.

This concept preserves heterogeneity. Literacy, mathematical reasoning, exper-
imental practice, historical interpretation, linguistic competence, craft knowledge,
collaborative inquiry, and judgment can contribute in different combinations. Ed-
ucational capacity is also relational: its practical realization depends on libraries,
teachers, digital systems, communities, workplaces, research institutions, and oppor-
tunities for continued use. Treating schooling as a knowledge institution therefore
directs attention to the downstream environments in which educational capacities
remain active, decay, or acquire new functions.

Selection is equally important. Admission, tracking, curriculum differentiation,
assessment, teacher allocation, language policy, disability accommodation, geo-
graphic access, and household resources can change who encounters which bodies
of knowledge and with what continuity. The resulting inequalities can become
cumulative because later opportunities often presuppose earlier capacities. Sec-
tion 17.8 described this phenomenon as intergenerational knowledge advantage at a
broader scale. Schools are one institutional site through which such advantage can
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be reduced, reproduced, or transformed.

17.10.2 Universities

Universities combine several epistemic functions within a single institutional config-
uration: advanced education, research, credentialing, professional formation, disci-
plinary reproduction, preservation, scholarly communication, and forms of public
engagement. This multiplicity distinguishes the university from a simple teaching or-
ganization or research producer. Its economic significance lies partly in the coupling
among these functions. Students can enter research environments; researchers can
transmit frontier knowledge through teaching; libraries and laboratories can support
both inquiry and education; disciplinary communities can reproduce methods and
standards while also contesting them.

The coupling is historically variable. Some universities emphasize undergradu-
ate teaching, others research, professional education, regional service, or particular
disciplinary missions. Institutional analysis therefore benefits from treating the uni-
versity as a family of configurations rather than a singular organizational form. Mur-
mann’s historical analysis of knowledge, industrial development, educational insti-
tutions, and national institutional conditions illustrates how knowledge-producing
organizations can coevolve with technological and economic structures rather than
operate as isolated sources of ideas (Murmann 2003). Collaborative research can like-
wise locate consequential learning across organizational networks rather than within
a single institution (Powell et al. 1996).

University autonomy deserves particular care. Long-horizon inquiry often re-
quires temporal protection from immediate commercial, political, or administrative
demands. University autonomy remains relational: universities depend on public
budgets, tuition, philanthropy, grants, labor markets, professional recognition, in-
frastructure, regulation, and social legitimacy. The analytical question concerns
the configuration of dependencies and the mechanisms through which they affect
feasible inquiry. Section 17.10.7 returns to this issue from the perspective of funding
institutions.

Credentialing creates another layer. Degrees can signal acquired capacities and
authorize entry into occupations or further study. They can also concentrate gate-
keeping authority when access to valued positions becomes strongly coupled to in-
stitutional credentials. GRE therefore distinguishes the university’s contribution to
capability formation from the conversion of credentials into social or economic stand-
ing. The two can be connected while remaining analytically separate.

Proposition 17.126 (University function-coupling condition). The generative con-
sequences of a university depend partly on how its teaching, research, credentialing,
preservation, recognition, and public-facing functions are coupled; strengthening
one function can support, leave unchanged, or constrain another according to the
institutional mechanisms connecting them.

Proposition 17.126 cautions against using a single output indicator as a proxy for
institutional generativity. Publication volume, graduate earnings, citation impact,
patenting, student numbers, selectivity, or reputation can each describe a dimension.
Their relation to broad epistemic capacity depends on what activities they induce,
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what they omit, and how they interact with institutional time horizons. The later
discussion of standards and evaluation formalizes this concern.

17.10.3 Research Institutes

Research institutes organize concentrated inquiry around fields, missions, infrastruc-
tures, populations, technologies, or long-horizon programmes. Their forms range
from public laboratories and mission agencies to independent institutes, corporate
research organizations, hospital-based centres, observatories, and international re-
search facilities. The common epistemic feature is the stabilization of specialized
inquiry beyond the duration of a single project or individual researcher.

This stabilization can occur through laboratories, datasets, experimental organ-
isms, instruments, technical staff, tacit routines, field sites, longitudinal cohorts, soft-
ware, archives, or accumulated problem histories. Section 17.8 treated these durable
arrangements as possible components of knowledge capital. The institutional per-
spective adds governance: who determines research portfolios, how continuity is fi-
nanced, which risks are acceptable, what evidence counts as progress, and how accu-
mulated capacities remain accessible to later researchers.

Research institutes are especially important where the minimum viable scale of in-
quiry exceeds the resources of an individual investigator. Particle accelerators, long-
term ecological observations, population cohorts, astronomical observatories, high-
containment laboratories, language corpora, or large computational systems require
coordination and maintenance across time. Their generativity can therefore depend
on preserving organizational memory and technical capability even during periods
when immediate results are uncertain.

Public research funding acquired a particularly visible institutional role in the
twentieth century. Vannevar Bush’s 1945 report Science: The Endless Frontier argued
for continuing public support of basic research and for an institutional structure ca-
pable of supporting research and scientific training beyond wartime mobilization
(Bush 1945). The historical model has since diversified considerably, yet it illustrates
the broader point: research capability can be produced through institutions that pool
resources and protect inquiry horizons unavailable through isolated market transac-
tions.

Mission concentration also creates trade-offs. A sharply defined institute can accu-
mulate deep expertise and infrastructure, while its agenda may become dependent
on sponsor priorities or inherited programme categories. Interorganizational collab-
oration can mitigate some limits by linking complementary knowledge and capabili-
ties (Powell et al. 1996). It can also create new coordination costs and dependencies.
Research-institute analysis should therefore reconstruct both internal continuity and
external resource relations.

Definition 17.127 (Institutional inquiry continuity). Institutional inquiry continuity
is the capacity of an organization or institutional configuration to preserve and renew
the personnel, practices, infrastructures, records, and problem histories required
for a line of inquiry to remain viable across changes in individual membership and
project cycles.
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Institutional inquiry continuity differs from preservation of a fixed research
agenda. A generative institute may retain enough memory and capability to revise
its questions, methods, and boundaries. Continuity supplies a temporal substrate for
transformation rather than requiring intellectual stasis.

17.10.4 Libraries and Archives

Libraries and archives organize the intertemporal availability of epistemic resources.
Their importance becomes clearest when knowledge is treated as historically situated
rather than instantaneously accessible. Discovery depends on acquisition, appraisal,
description, preservation, cataloguing, indexing, metadata, legal access, physical or
digital storage, and continuing institutional maintenance. A document that once ex-
isted can become practically absent when these relations fail.

Libraries and archives perform related but non-identical functions. Libraries com-
monly organize access to published or otherwise collected resources across users and
domains. Archives place stronger emphasis on records, provenance, evidential con-
text, appraisal, and the preservation of traces generated through particular activities
or institutions. The distinction varies across settings, and many contemporary sys-
tems combine functions. For GRE, the central point is that preservation and access
are active institutional processes rather than passive storage.

Schwartz and Cook emphasize the role of archival selection, description, preserva-
tion, and communication in shaping social memory (Schwartz and Cook 2002). This
observation is directly relevant to historical re-epistemization in Section 17.11 and
Section 17.12. What future investigators can reconstruct depends partly on earlier
decisions about what was retained, how it was described, and under what conditions
it can be accessed. Absence from an archive can consequently reflect historical selec-
tion as well as absence from the underlying social world.

Libraries also possess infrastructural characteristics. Shared collections, cata-
logues, repositories, reading spaces, authentication systems, preservation services,
and professional expertise can support heterogeneous downstream uses that the
institution cannot fully specify in advance. Frischmann’s demand-side account of
infrastructure is useful here because shared inputs can enable diverse productive
and social activities whose value emerges through later use (Frischmann 2012).
Open-science policy similarly emphasizes accessible scientific knowledge and open
infrastructures as components of a broader epistemic system (UNESCO 2021).

Proposition 17.128 (Intertemporal epistemic continuity condition). The future usabil-
ity of inherited knowledge depends on more than physical persistence of records; it also
depends on preservation, provenance, description, discoverability, interpretive context,
access arrangements, and the institutional capacity to maintain or reconstruct those
relations through time.

This proposition explains why digitization alone does not settle preservation. File
formats, metadata, authentication, legal rights, storage integrity, software dependen-
cies, language, cataloguing, and institutional memory can each affect whether a dig-
ital object remains intelligible and usable. Section 17.11 develops these underlying
systems as epistemic infrastructure, while Section 17.12 returns to preservation and
re-epistemization directly.
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17.10.5 Publishers

Publishers organize a consequential interface between knowledge generation and
public or disciplinary visibility. In scholarly settings, publishing can combine edito-
rial selection, peer review coordination, formatting, dissemination, indexing, version
stabilization, archiving, rights management, and reputation. These functions trans-
form manuscripts and other research outputs into durable and discoverable records.
The transformation is institutionally important because later research, evaluation,
hiring, funding, and public debate often operate through published representations
rather than direct access to the full generative process that produced them.

Finite publication capacity generally requires some form of selection, and its mech-
anisms matter. Editorial scope, reviewer availability, novelty criteria, language, for-
mat, business models, disciplinary expectations, and perceived audience can shape
what enters the visible record. Franco, Malhotra, and Simonovits found substantial
publication differences between strong and null results in a known population of
social-science experiments, illustrating how research outcomes can become differ-
entially visible before they enter the published literature (Franco et al. 2014). The
example does not imply a universal publication mechanism; it demonstrates that the
published record can reflect selection processes in addition to the underlying distri-
bution of research findings.

Publisher institutions also influence access. Subscription models, publication
charges, licensing, repository permissions, and indexing arrangements affect who
can retrieve published work and under what conditions. These access relations
connect publishers to the knowledge-scarcity analysis of Section 17.2 and to the com-
mons analysis of Section 17.15. Open-science frameworks seek to expand availability
and reuse while preserving legitimate requirements for quality, privacy, attribution,
and sustainable infrastructure (UNESCO 2021).

Peer review is usefully treated as an institutionalized evaluation relation with a dif-
ferent analytical role from a truth criterion. It can expose errors, improve argumenta-
tion, and coordinate disciplinary judgment. It also operates under finite reviewer at-
tention, uneven expertise, conflicts of interest, and field-specific conventions. Nosek
and colleagues’ Transparency and Openness Promotion framework illustrates one
institutional strategy for aligning journal policies with reproducibility and openness
goals through explicit standards (Nosek et al. 2015). The broader lesson is that publi-
cation practices can be redesigned through coordinated rules rather than treated as
fixed properties of scholarship.

Proposition 17.129 (Publication-record mediation). A published literature is an insti-
tutionally mediated record of epistemic activity whose composition reflects generation,
submission, selection, review, revision, access, indexing, and preservation processes;
evidential use of that record should therefore distinguish underlying inquiry from the
mechanisms governing its visibility and durability.

17.10.6 Platforms

Digital platforms have become major knowledge institutions because they increas-
ingly mediate search, discovery, publication, discussion, collaboration, recommen-
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dation, reputation, and access. Their epistemic role extends beyond hosting content.
Interfaces and ranking systems help determine which objects become visible, which
contributors encounter one another, how quickly materials circulate, what interac-
tion data are retained, and which forms of participation are legible to evaluation
systems.

Platform economics emphasizes coordination across participant groups and the
importance of cross-side relations (Rochet and Tirole 2003). Contemporary platform
analysis also draws attention to data extraction, network effects, and infrastructural
control (Srnicek 2016). In an epistemic setting, these properties can affect more than
commercial exchange. A search platform can influence discoverability; a scholarly
network can affect reputation and collaboration; a repository platform can deter-
mine interoperability; a learning platform can structure sequence and feedback; a
generative-Al interface can mediate access to accumulated knowledge while simulta-
neously introducing new verification dependencies.

Section 17.4 distinguished algorithmic attention from attention itself. The same
discipline applies here. Platform mediation can alter visibility while leaving belief
and action underdetermined. Users, institutions, professional norms, external search
tools, direct communication, and alternative repositories can modify or counter plat-
form effects. The strength of a platform’s epistemic influence therefore depends on
mechanisms such as default settings, switching costs, network concentration, inter-
operability, ranking opacity, data access, and the availability of credible alternatives.

Definition 17.130 (Epistemic platform). An epistemic platform is a digital or hybrid
institutional configuration that mediates interactions among multiple participant po-
sitions and epistemic objects through shared interfaces, rules, data structures, or
ranking mechanisms, thereby conditioning discovery, participation, circulation, eval-
uation, or access.

The definition includes commercial and non-commercial systems. A public repos-
itory can function as an epistemic platform when it coordinates depositors, users,
metadata, preservation, and access. A commercial service can perform similar coor-
dination under different governance and revenue structures. The institutional ques-
tion concerns how control rights, interoperability, funding, moderation, ranking, and
data relations shape downstream epistemic possibilities.

17.10.7 Funding Institutions

Funding institutions operate upstream in the epistemic economy by converting finan-
cial and political resources into feasible inquiry. Public research councils, ministries,
philanthropic foundations, universities, firms, international organizations, mission
agencies, and community funds can all perform this role. Their significance arises
because many questions require protected time, equipment, personnel, travel, data,
participant compensation, long-term maintenance, or organizational continuity be-
fore knowledge can be generated at all.

Funding therefore does more than reward completed knowledge. Calls for pro-
posals, eligibility rules, review criteria, allowable costs, duration limits, matching re-
quirements, reporting systems, renewal procedures, and portfolio priorities can in-
fluence which questions become practicable. Bush’s postwar proposal for organized
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public support of basic research is historically important precisely because it treated
funding architecture as a condition for sustained scientific capability rather than as
a sequence of purchases of already-defined outputs (Bush 1945). Contemporary fund-
ing systems are more diverse, yet the upstream logic remains relevant.

Resource dependence introduces a second dimension. Organizations depend on
external environments for consequential resources, and those dependencies can
shape organizational behavior and interorganizational relations (Pfeffer and Salan-
cik 1978). Applied to epistemic institutions, the central analytical concern is how
external funding dependence is structured. A diversified funding portfolio, stable
core support, short project grants, contract research, philanthropic endowment, and
single-sponsor dependence create different time horizons and bargaining positions.

Definition 17.131 (Funding-induced epistemic orientation). Funding-induced epis-
temic orientation is the change in feasible inquiry, attention, timing, organizational
capacity, or problem selection produced through the eligibility rules, resource alloca-
tions, review procedures, duration structures, and renewal expectations of a funding
configuration.

The definition remains descriptive. Funding-induced orientation can support ne-
glected problems, long-horizon research, replication, infrastructure, or high-risk in-
quiry. It can also narrow portfolios through synchronized priorities or administra-
tive burdens. The evaluative question depends on the relevant goals, alternative
funding arrangements, distribution of opportunity, and the consequences for epis-
temic diversity and continuity.

Portfolio design is therefore a generative problem. A funding institution allocates
scarce resources under uncertainty about future results. Immediate expected output
is one consideration, alongside option creation, capability maintenance, diversity of
approaches, public need, neglected domains, infrastructure, and the possibility that
valuable questions have weak short-term signals. Section 17.5 showed why question
formation itself can require protected conditions; funding institutions are one mech-
anism through which such protection can become economically real.

17.10.8 Standards and Evaluation

Standards and evaluation systems coordinate knowledge institutions by making
heterogeneous activities more comparable, reviewable, and governable. Accredi-
tation rules, citation indicators, rankings, peer-review procedures, reproducibility
standards, research ethics requirements, data-management protocols, curricular
benchmarks, and professional certifications can each reduce uncertainty for partic-
ular purposes. They can also redistribute attention and resources because evaluated
actors adapt to the categories through which they are observed.

The value of standardization depends on the object and purpose. Common meta-
data can improve interoperability. Shared reporting rules can make resource use
auditable. Reproducibility standards can make research materials more inspectable.
Ethical protocols can protect participants and clarify responsibilities. At the same
time, a standardized measure can omit dimensions that remain important for gen-
erativity, especially where quality is multidimensional or effects emerge over long
horizons.
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Espeland and Sauder’s analysis of rankings demonstrates the reactivity of pub-
lic measures: evaluated organizations can change behavior in response to the mea-
sures themselves, and commensuration can reorganize expectations and practices
(Espeland and Sauder 2007). The result is analytically significant even when no ma-
nipulation occurs. Once a measure influences resource allocation, status, or organi-
zational strategy, it becomes part of the system it describes. Chapter 5’s discussion
of performative representation provides the broader epistemic background for this
mechanism.

Open-research standards illustrate a potentially constructive form of reactivity.
The framework proposed by Nosek and colleagues uses journal and organizational
policies to create explicit levels of transparency and openness (Nosek et al. 2015). The
aim is to alter incentives and practices so that materials, data, procedures, and repli-
cation become more visible. This example shows why evaluation cannot be assessed
only through measurement accuracy: standards can be designed to generate prac-
tices as well as record them.

Proposition 17.132 (Evaluation-reactivity condition). When an evaluative standard
Is connected to consequential recognition, resources, access, or organizational deci-
sions, the standard can become a generative condition of the behavior it measures; eval-
uation should therefore be analyzed jointly as representation, selection mechanism, and
possible source of institutional adaptation.

A plural evaluation architecture can reduce dependence on any single proxy, al-
though plurality alone does not guarantee adequacy. Multiple indicators can repro-
duce a shared blind spot or create larger administrative burdens. The relevant design
question concerns whether the evaluation portfolio preserves visibility of important
but heterogeneous functions, including teaching, maintenance, replication, preserva-
tion, public engagement, infrastructure, and long-horizon inquiry.

17.10.9 Institutional Transformation

Knowledge institutions change as technologies, social expectations, economic struc-
tures, legal regimes, and epistemic practices change. Institutional transformation can
be incremental, as when libraries revise metadata standards, or discontinuous, as
when a new communications infrastructure reorganizes publication and access. It
can involve changes in organizational boundaries, professional roles, funding rela-
tions, evaluation practices, ownership, or the distribution of tasks between humans
and machines.

A generative perspective treats institutional change through its consequences for
future capacity as well as its immediate efficiency. Digitization can expand access
while creating software and preservation dependencies. Platformization can reduce
coordination costs while concentrating interface control. Al systems can accelerate
search, drafting, coding, translation, and analysis while shifting verification burdens
and changing demand for particular forms of expertise. Open-science reforms can ex-
pand reuse and collaboration while requiring sustainable repositories, governance,
privacy protections, and new forms of recognition. UNESCO’s open-science frame-
work is instructive because it treats accessible knowledge, infrastructures, collabora-
tion, and engagement as interconnected institutional components rather than a single
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publication rule (UNESCO 2021).

Institutional transformation is also path dependent. Existing buildings, reposi-
tories, professions, legal rules, funding commitments, disciplinary identities, and
technical standards shape which reforms are feasible and which costs are displaced
onto participants. Coevolutionary analysis is therefore useful: technologies, organi-
zations, and supporting institutions can change together, with reciprocal influence
rather than one-way technological determination (Nelson 1994). This point becomes
especially important in Chapter 18, where AI capabilities interact with education,
research, evaluation, and organizational structures.

Definition 17.133 (Generative institutional transformation). A generative institu-
tional transformation is a change in roles, rules, resources, infrastructures, inter-
faces, or governance that materially alters an institution’s capacity to support later
learning, inquiry, preservation, verification, participation, or the creation of further
epistemic possibilities.

The definition remains descriptive with respect to desirability. A transformed insti-
tution can become more generative for one position while reducing autonomy, access,
diversity, or maintenance capacity elsewhere. Evaluation therefore requires typed
effects and specified positions. Relevant questions include which capacities expand,
which dependencies deepen, who gains access, what becomes easier to preserve or
verify, which forms of work disappear, and whether the transformed arrangement
can reproduce the conditions on which its generativity depends.

The institutional analysis developed in this section also reveals a deeper substrate.
Schools depend on classrooms, languages, networks, devices, curricula, and records.
Universities depend on laboratories, repositories, computing systems, standards, and
communication networks. Archives depend on preservation technologies and meta-
data. Publishers and platforms depend on indexing, identity systems, file formats,
protocols, and storage. Funders depend on application, review, accounting, and re-
porting systems. These cross-cutting arrangements are not reducible to the organi-
zations that use them. Section 17.11 therefore turns from knowledge institutions to
epistemic infrastructure: the shared technical, informational, organizational, and re-
lational substrates through which epistemic activity becomes possible across institu-
tional boundaries.

17.11 Epistemic Infrastructure

Section 17.10 examined knowledge institutions as durable configurations of roles,
rules, routines, resources, and recognition relations. The present section moves one
analytical layer downward to the shared substrates on which many such institutions
and practices depend. Its objective is to specify the economic organization of data,
archives, compute, communication networks, language, standards, verification sys-
tems, preservation systems, access arrangements, and observation systems insofar as
these substrates support repeated epistemic activity across heterogeneous users and
organizations. The method is functional and relational. Each infrastructural form
is analyzed through the epistemic operations it makes possible, the complements re-
quired for effective use, the maintenance and interoperability relations on which
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continuity depends, and the governance mechanisms through which access, revision,
and failure are distributed.

Infrastructure is especially important for GRE because its value frequently arises
through downstream uses that remain partly unspecified when the infrastructure
is created. Frischmann’s demand-side account emphasizes that infrastructure re-
sources can support a wide range of productive and social activities whose value
emerges through later use (Frischmann 2012). The epistemic case adds further com-
plications. A database supports research through connected identifiers, metadata,
provenance, software, permissions, and interpretive competence. A standard’s co-
ordinating effect depends on implementation and revision capacities. A computa-
tional facility can expand analytical capacity while concentrating dependence on
hardware, energy, expertise, and institutional access. Epistemic infrastructure is
therefore treated here as a configuration of enabling relations in which equipment is
one component among several.

Definition 17.134 (Epistemic infrastructure). Epistemic infrastructure is a compar-
atively durable configuration of material, technical, informational, organizational,
linguistic, and relational components whose recurrent use supports the generation,
interpretation, verification, transmission, coordination, preservation, or reconstruc-
tion of knowledge across more than one immediate epistemic task.

Definition 17.134 extends the infrastructural role introduced in Section 17.1.4. The
emphasis here is on the configuration required to keep that role operative. A dataset
alone can be a resource. A maintained system of identifiers, schemas, documenta-
tion, repositories, permissions, software, and institutional responsibilities can make
successive datasets comparable and reusable. A language can be a medium of im-
mediate communication, while shared terminology, translation practices, reference
works, educational systems, and professional conventions can function infrastruc-
turally across generations of inquiry. The same object can therefore occupy resource,
capital, institutional, and infrastructural roles at different scales.

Infrastructure also differs from institution. An institution organizes roles and au-
thoritative expectations; infrastructure supplies recurrent capacities and interfaces
on which many institutional arrangements may depend. The distinction is relational
rather than absolute. A library is a knowledge institution, while its catalogues, reposi-
tories, authentication systems, preservation services, metadata standards, networks,
and professional routines can also operate as infrastructure for universities, firms,
public agencies, and independent researchers. Some infrastructures are governed
by institutions, and some institutions become infrastructural because other actors
build recurrent practices around them.

Table 17.11 summarizes the principal infrastructural forms considered below. The
rows identify dominant functions rather than mutually exclusive systems. A contem-
porary archive depends on data formats, networks, standards, language, compute,
preservation, and access governance; a verification system can depend on all of them
simultaneously.

Proposition 17.135 (Infrastructure complementarity condition). The epistemic ca-

pacity supplied by an infrastructure depends on the configuration of complementary
components that make its outputs interpretable, accessible, maintainable, and usable;
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Table 17.11: Functional dimensions of epistemic infrastructure

Infrastructural Principal epistemic function Central economic and governance is-
form sue
Data Structured retention and linkage of ob- Legibility, provenance, quality, reuse,
servations or traces and control over data-generation condi-
tions
Archives Intertemporal preservation of records Appraisal, description, reconstructibil-
and contexts ity, retention, and historical visibility
Compute Execution of analytical, simulation, Capacity, complementarity, cost, con-
search, and generative procedures centration, energy, and technical de-
pendence
Networks Communication, discovery, coordina- Connectivity, interoperability, bottle-
tion, and distributed access necks, resilience, and positional in-
equality
Language Shared representation, interpretation, Inclusion, translation cost, standardiza-
translation, and conceptual transmis- tion, semantic loss, and linguistic au-
sion thority
Standards Comparability, compatibility, measure- Revision authority, lock-in, boundary
ment, classification, and coordination effects, and distribution of compliance
costs
Verification Checking, replication, audit, prove- Independence, capacity, transparency,
infrastructure nance, and contestation incentives, and corrective pathways
Preservation Long-term continuity of records, soft- Maintenance, migration, redundancy,
infrastructure ware, metadata, and context custody, and future intelligibility
Access Allocation of rights and practical entry Eligibility, pricing, permissions, inter-
governance to shared epistemic systems operability, accountability, and repair
Observation Production of recurrent records about Observability, category construction,
infrastructure ongoing activity surveillance, reactivity, and performa-

tive feedback

expansion of one component can therefore yield limited generative benefit when com-
plementary capacities remain absent or inaccessible.

Proposition 17.135 provides a discipline for the subsections that follow. More data
can have little value without documentation or verification. More compute can have
limited research effect without suitable data, models, skills, and access. More connec-
tivity can intensify noise or dependency when discovery and trust mechanisms are
weak. Preservation can retain files while losing the software or language required to
interpret them. Infrastructure should therefore be evaluated through the relations
that keep a capability usable rather than through a single capacity indicator.

17.11.1 Data

Data infrastructure organizes the production, retention, description, linkage, trans-
formation, and retrieval of observations or traces. Contemporary economies gen-
erate data through censuses, surveys, administrative systems, transactions, sensors,
scientific instruments, platforms, machines, and ordinary digital activity. The World
Bank’s data framework treats public-intent data as a heterogeneous ecosystem that
includes administrative, survey, census, citizen-generated, and machine-generated
sources, while emphasizing governance and reuse alongside collection (World Bank
2021). OECD work on data-driven public sectors similarly emphasizes institutional
capacities that allow data to inform policy, service delivery, management, and inno-
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vation (Ooijen et al. 2019). These accounts support a central GRE point: data acquire
infrastructural significance when recurrent arrangements make them usable across
activities and time.

A data record is produced through a chain of decisions. Someone or some system
determines what counts as an observation, which entities receive identifiers, how
events are timestamped, what categories are available, how missingness is encoded,
which transformations are permitted, and how provenance is retained. These choices
influence later analytical possibility. A relation that lacks a stable identifier can be
difficult to follow longitudinally. A category that changes definition without docu-
mented versioning can create false continuity. A dataset stripped of contextual meta-
data can remain technically accessible while becoming difficult to interpret respon-
sibly.

The FAIR principles provide one influential formulation of data stewardship
through findability, accessibility, interoperability, and reusability (Wilkinson et al.
2016). GRE treats these qualities as economically consequential because they affect
the conversion of recorded traces into later epistemic capacity. Interoperability can
allow multiple organizations to connect observations; reusable metadata can reduce
repeated interpretation costs; persistent identifiers can support provenance and
citation; access arrangements can widen or restrict who can participate in down-
stream inquiry. FAIRness, however, does not settle substantive questions of privacy,
representativeness, ownership, justice, or appropriate use. It describes important
infrastructural properties while leaving broader governance questions open.

Documentation is therefore part of data infrastructure. Datasheets for datasets
were proposed as a way to document motivation, composition, collection processes,
preprocessing, uses, distribution, and maintenance of datasets, especially in machine
learning (Gebru et al. 2021). The broader principle applies beyond machine learning:
data become more epistemically usable when their production history remains in-
spectable. Documentation can reveal boundary conditions and known limitations,
support later verification, and reduce the risk that an operational record is mistaken
for a neutral observation of the underlying world.

Definition 17.136 (Data legibility chain). A data legibility chain is the connected set of
classifications, identifiers, collection procedures, metadata, transformations, prove-
nance records, and interpretive conventions through which recorded traces become
usable as evidence for a later epistemic task.

The definition emphasizes that data value depends on continuity across several
transformations. Breakage at one point can reduce the usefulness of the whole chain.
A well-measured observation can become difficult to reuse if provenance is missing;
excellent metadata can have limited effect when access is revoked; broad access can
still produce misleading inference when the underlying sampling frame excludes rel-
evant populations. Data abundance therefore remains compatible with infrastruc-
tural scarcity.

Data infrastructure can also concentrate control. Organizations that operate large
data-generating systems may possess access unavailable to researchers, public au-
thorities, communities, or affected persons. This can create the epistemic asymme-
tries analyzed in Section 17.7. The relevant economic issue concerns more than pos-
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session of records. It includes control over collection interfaces, schemas, identifiers,
retention, linkage, querying, export, and the terms under which alternative actors
can verify or contest a data-based representation.

17.11.2 Archives

Archives provide infrastructure for intertemporal reconstruction. Section 17.10.4
considered archives as institutions; the present subsection isolates the infrastructural
relations that make archival records usable across time. These include appraisal,
provenance, description, arrangement, storage, cataloguing, digitization, access con-
trols, conservation, format migration, contextual documentation, and professional
expertise. The archived object is therefore only one component of a larger recon-
struction system.

Archival infrastructure is selective because preservation begins before storage.
Records are generated unevenly across organizations and populations; some are
destroyed or never collected; appraisal determines what enters custody; description
shapes discovery; access rules condition later visibility. Schwartz and Cook empha-
size that archives participate in the making of social memory through such processes
(Schwartz and Cook 2002). Bowker and Star likewise show how classification infras-
tructures organize what becomes visible and actionable within information systems
(Bowker and Star 1999). The epistemic consequence is that absence from an archive
can have several meanings, including nonoccurrence, nonrecording, destruction,
exclusion, failed preservation, or failed discovery.

Historical reconstructibility depends on preserving relations around the record.
A memorandum without date or author, a dataset without codebook, a photograph
without location, a model without version history, or an administrative record with-
out the governing classification may retain content while losing a substantial part
of its evidential context. Archival infrastructure therefore supports future inference
partly by preserving provenance and relational position. This becomes especially im-
portant when later investigators use categories different from those of the original
institution.

Definition 17.137 (Archival reconstructibility). Archival reconstructibility is the de-
gree to which preserved records, provenance, descriptive context, relationships, and
access conditions allow later investigators to reconstruct the conditions under which
a record was generated and to evaluate its relevance under changed questions or
interpretive frameworks.

Archival reconstructibility is compatible with interpretive plurality. Preserved
context can support several later interpretations, and richer provenance and alterna-
tive descriptions can support future re-epistemization by allowing later investigators
to revisit earlier classifications. This prepares the more direct treatment of preserva-
tion and re-epistemization in Section 17.13.

Archives also face economic trade-offs. Preservation consumes space, labor, en-
ergy, storage, conservation expertise, migration effort, legal review, and security. Se-
lection can therefore reflect finite capacity as well as political and institutional pri-
orities. Digitization can widen access while creating new dependencies on software,
vendors, file formats, authentication, and network continuity. A robust archival econ-
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omy requires attention to both the value of retained traces and the continuing cost of
keeping them intelligible.

17.11.3 Compute

Compute becomes epistemic infrastructure when recurrent computational capacity
supports analysis, simulation, search, storage, inference, model training, visualiza-
tion, verification, and machine-assisted generation across multiple tasks. Its eco-
nomic significance has expanded with the historical growth of computing capacity
and with the increasing role of computational methods in science, administration,
and production. Computer simulation, for example, can mediate relations among the-
ory, models, data, experiment, and evidential judgment in ways that differ from both
analytical derivation and direct experimentation (Winsberg 2010). Contemporary Al
intensifies this dependence because frontier model development and deployment can
require highly concentrated combinations of specialized hardware, data centers, en-
ergy, software, technical labor, and capital (Stanford Institute for Human-Centered
Artificial Intelligence 2026).

Effective computational capacity extends beyond processor count and depends on
hardware, memory, storage, network bandwidth, software stacks, libraries, model
architectures, data pipelines, security, energy supply, cooling, technical support,
scheduling systems, and user competence. A research group can possess theoret-
ical expertise yet remain unable to execute a computational programme because
the complementary infrastructure is unavailable. Conversely, abundant compute
can produce little epistemic value when the problem formulation, data, models, or
verification procedures are weak.

The distribution of compute changes the feasible set of inquiry. Larger or faster
systems can allow higher-resolution simulation, larger search spaces, more extensive
model ensembles, repeated robustness checks, or the training of computational mod-
els inaccessible at smaller scale. These possibilities create an economic distinction
between ideas that are intellectually conceivable and inquiries that are operationally
executable. The resulting asymmetry can matter for publication, commercial devel-
opment, policy analysis, and the ability to verify claims produced by better-resourced
actors.

Definition 17.138 (Compute-mediated epistemic capacity). Compute-mediated epis-
temic capacity is the practically available ability to execute computational operations
relevant to an epistemic task, given the joint configuration of hardware, software,
data, energy, networks, technical competence, scheduling access, and institutional
permission.

This definition separates nominal computational resources from usable capacity.
A supercomputer can exist while access queues, software incompatibility, data-
transfer limits, export controls, organizational rules, or missing expertise prevent
effective use. Cloud services can lower entry costs for some users while generating
dependency on proprietary interfaces, pricing, geographic availability, or contrac-
tual conditions. Public or shared facilities can broaden access while still requiring
allocation rules under scarcity.

Compute also raises verification problems. A result can become difficult to re-
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produce when the required hardware, proprietary model, software environment, or
training data are unavailable. Computational opacity can arise from model complex-
ity as well as from institutional secrecy. Section 17.11.7 therefore treats verification
capacity as a distinct infrastructure whose quality must be assessed separately from
computational scale.

17.11.4 Networks

Networks connect dispersed epistemic actors, resources, instruments, repositories,
and institutions. Their infrastructural functions include communication, discovery,
authentication, data transfer, remote access, collaboration, citation, coordination,
and distributed computation. Network infrastructure is partly technical, including
internet connectivity, protocols, addressing systems, identity services, and data
links, and partly organizational, including professional communities, collaborative
arrangements, and trusted channels through which knowledge moves.

The economic value of connectivity depends on the structure of connection. A re-
searcher connected to a high-speed network but excluded from relevant repositories
can remain epistemically isolated. A laboratory with rich local capacity can lose ac-
cess to collaborators when identity or interoperability systems fail. A professional
network can transmit tacit knowledge and opportunities unavailable through formal
publications. Studies of interorganizational collaboration show that innovation can
be distributed across networks of learning and extend across organizational bound-
aries (Powell et al. 1996). The infrastructural implication is that some epistemic capa-
bility resides in patterned access to others rather than within a single node.

Networks can reduce distance while creating bottlenecks. Search engines, index-
ing services, identity providers, domain registries, scholarly databases, cloud plat-
forms, and communication services can become high-centrality interfaces through
which many downstream interactions pass. Their failure or policy change can there-
fore propagate widely. Technical redundancy and organizational plurality can in-
crease resilience, while fragmented standards can reduce interoperability. Network
design consequently involves trade-offs among efficiency, openness, security, decen-
tralization, and continuity.

Proposition 17.139 (Epistemic connectivity condition). The epistemic value of a net-
work connection depends on the resources, permissions, protocols, trust relations, and
complementary capacities reachable through that connection; connection count alone
provides an incomplete measure of usable epistemic reach.

Proposition 17.139 matters for economic analysis because apparent digital inclu-
sion can coexist with large differences in effective participation. Bandwidth, lan-
guage, institutional credentials, subscription rights, computational compatibility, ac-
cessibility design, and social recognition can each shape what a connection makes
possible. Network infrastructure should therefore be evaluated through reachable
capabilities and dependencies together with physical connectivity.
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17.11.5 Language

Language functions as epistemic infrastructure when shared vocabularies, gram-
mars, terminologies, translation practices, reference systems, and educational
conventions support recurrent interpretation across persons and institutions. Sec-
tion 17.2.5 treated linguistic access as one dimension of knowledge scarcity. The
infrastructural perspective asks how languages and specialized symbolic systems
organize the field through which knowledge can be expressed, searched, compared,
transmitted, and recognized.

A shared language can reduce coordination costs by stabilizing terms and enabling
participation in distributed inquiry. Scientific nomenclatures, legal vocabularies,
statistical classifications, programming languages, controlled vocabularies, and
disciplinary concepts provide more specialized infrastructures. They allow highly
compressed communication once participants acquire the relevant competence. The
same compression can create entry barriers because the meaning of a term depends
on histories of use, tacit distinctions, genre conventions, and institutional training.

Language also carries power. Bourdieu’s account of language and symbolic power
emphasizes that linguistic exchanges occur within social relations that confer un-
equal legitimacy on speakers and forms of expression (Bourdieu 1991). GRE there-
fore distinguishes communicative possibility from recognized epistemic standing. A
person may possess relevant knowledge yet face translation costs, accent discrimi-
nation, limited publication access, or disciplinary conventions that make the contri-
bution difficult to recognize. Conversely, a standardized professional language can
facilitate international collaboration while narrowing the range of locally embedded
concepts that travel easily.

Translation is an infrastructural operation involving more than lexical substitu-
tion. Concepts can have partial equivalents, historically specific connotations, or
domain-specific meanings. Translation systems, bilingual corpora, dictionaries, ter-
minological databases, interpreters, and multilingual education can widen epistemic
access, but translation can also produce semantic compression or false equivalence.
Chapter 7’s methodological caution concerning translation between representations
applies here at institutional scale: successful coordination may require preserving
remainders that resist complete translation.

Definition 17.140 (Linguistic epistemic infrastructure). Linguistic epistemic infras-
tructure is the historically maintained configuration of languages, terminologies,
translation practices, reference resources, educational capacities, and recognition
conventions through which epistemic content becomes expressible, interpretable,
searchable, and socially receivable across positions.

This definition helps explain how multilingualism can function as an economic
capability within knowledge systems. It can enlarge the set of accessible archives,
communities, conceptual traditions, legal materials, and collaborative relations. The
generative effect depends on actual translation and interpretive capacity, however,
rather than the nominal presence of several languages in an institution.
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17.11.6 Standards

Standards stabilize interfaces. Measurement units, metadata schemas, accounting
conventions, taxonomies, citation formats, identifiers, calibration procedures, file
formats, quality protocols, and technical specifications can allow heterogeneous ac-
tors to compare, combine, exchange, and verify epistemic objects. Their infrastruc-
tural value is often greatest when they recede into the background and become part
of ordinary coordination. Bowker and Star show how classifications and standards
become embedded in information infrastructures while carrying social and historical
consequences (Bowker and Star 1999). Porter’s history of quantitative objectivity sim-
ilarly demonstrates how standardized procedures can support forms of impersonal
trust and administrative comparability (Porter 1995).

Standards can lower repeated negotiation costs. Shared identifiers allow records
to be linked; common units allow measurements to be compared; metadata schemas
allow repositories to exchange records; calibration standards allow instruments to
produce commensurable observations. The resulting interoperability can expand the
generative use of existing resources because combinations become feasible that were
previously costly or unreliable.

Standardization also redistributes adaptation costs. Existing practices that fit the
standard can become easier to scale, while alternative practices may need translation
or redesign. Early adoption can create path dependence when organizations invest
in compatible systems. Revision can then become expensive even when a superior
technical arrangement becomes available. The economic analysis of standards there-
fore concerns the distribution of benefits, switching costs, revision authority, and the
treatment of cases that fit poorly.

Definition 17.141 (Epistemic interoperability). Epistemic interoperability is the prac-
tical capacity of heterogeneous records, instruments, models, systems, or institutions
to exchange and combine epistemic objects while preserving enough semantic, pro-
cedural, and provenance information for the resulting use to remain interpretable.

Interoperability is stronger than technical compatibility. Two datasets can share
a file format while using incompatible concepts. Two institutions can use the same
indicator while deriving it through different populations or procedures. Two models
can exchange outputs while assigning different meanings to the underlying variables.
Standards therefore support epistemic coordination only when syntactic compatibil-
ity is accompanied by adequate semantic and procedural alignment.

Standards are also revisable institutions embedded in infrastructure. Governance
matters because revision determines which users bear migration costs, whose use
cases are represented, how backward compatibility is handled, and whether alterna-
tive implementations remain feasible. The design of revision procedures can there-
fore affect both resilience and concentration of infrastructural authority.

17.11.7 Verification Infrastructure

Verification infrastructure supplies recurrent capacities for checking epistemic
claims, processes, and artifacts. It includes replication procedures, audit trails,
provenance systems, peer review, calibration, benchmark datasets, test suites, sta-
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tistical diagnostics, preregistration, version control, code review, model evaluation,
data documentation, and institutional pathways for correction. Section 17.3.5 iden-
tified verification as a scarcity under epistemic abundance. The present subsection
asks what material and organizational arrangements expand that scarce capacity.

Open-research initiatives illustrate the infrastructural dimension. The Trans-
parency and Openness Promotion guidelines propose standards for data, code,
research materials, design, preregistration, and replication in scholarly communica-
tion (Nosek et al. 2015). Large replication projects have also treated reproducibility
as an empirical property subject to investigation (Open Science Collaboration 2015).
These efforts do not create a single universal verification method. They show that
verification can require shared protocols, repositories, documentation, incentives,
and labor beyond the original production of a result.

Verification capacity is domain-specific. Experimental replication, archival source
criticism, mathematical proof checking, software testing, qualitative triangulation,
model auditing, and administrative review rely on different evidential practices.
Methodological pluralism therefore applies to verification infrastructure. The com-
mon feature is the presence of pathways through which claims can be examined by
actors other than the original producer or by the producer under conditions that
expose relevant error.

Definition 17.142 (Verification infrastructure). Verification infrastructure is the
maintained configuration of records, protocols, tools, expertise, access arrange-
ments, and corrective procedures through which epistemic claims or artifacts can
be independently or comparatively examined relative to the standards appropriate
to their domain.

Independence should be interpreted carefully. Complete social or technical inde-
pendence is often unavailable because verifiers may share instruments, datasets, soft-
ware, classifications, or professional assumptions. A useful verification pathway in-
troduces enough procedural, evidential, or analytical variation to expose relevant
failure modes in the original production process. A software test generated from the
same erroneous specification can reproduce the error consistently. A second statisti-
cal analysis using the same biased administrative data can confirm the same artifact.
Verification infrastructure therefore benefits from pathway diversity where the rele-
vant risk justifies it.

Computational systems make this issue especially visible. Consequential algo-
rithms can require technical and institutional procedures for accountability that
ordinary inspection of a human decision would not provide (Kroll et al. 2017). Ac-
cess to logs, model versions, documentation, test environments, or audit interfaces
can determine whether scrutiny is practically possible. Verification thus connects
directly to access governance and epistemic power.

17.11.8 Preservation Infrastructure

Preservation infrastructure maintains epistemic usability across time. It includes
storage, redundancy, checksums, conservation, migration, emulation, format doc-
umentation, metadata, version histories, repositories, backup systems, custody ar-
rangements, legal permissions, and the labor required to keep these components
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connected. Preservation differs from immediate archiving because the relevant time
horizon extends beyond current software, institutions, personnel, and interpretive
conventions.

Digital abundance can obscure preservation fragility. Copying a file is inexpensive
relative to preserving its future intelligibility. A model may depend on libraries that
cease to run; a database may rely on proprietary software; an interactive visualiza-
tion may require a discontinued browser environment; a corpus may lose its license
documentation; an encrypted archive may outlive the keys required for access. Phys-
ical media also degrade, and organizational custody can disappear through merger,
insolvency, conflict, or institutional reorganization.

Open-science policy recognizes preservation and stewardship as components of
sustainable epistemic systems (UNESCO 2021). FAIR principles similarly connect
reuse to metadata and stewardship rather than storage alone (Wilkinson et al. 2016).
GRE extends this concern by treating preservation as a generative investment in
future option space. Preserved records can support questions that were not antici-
pated when the material was created. Their future value therefore cannot always he
estimated from present demand.

Definition 17.143 (Preservation continuity). Preservation continuity is the main-
tained capacity to keep epistemic objects sufficiently authentic, interpretable, dis-
coverable, and accessible across changes in media, software, institutions, personnel,
and interpretive context.

Preservation continuity is a process rather than a one-time act. It can require peri-
odic migration, repair, documentation, re-description, rights review, and reconstruc-
tion of obsolete environments. These activities consume resources without necessar-
ily generating visible new outputs. Evaluation systems focused on immediate publi-
cation or innovation can therefore underweight preservation labor even when later
inquiry depends on it.

Redundancy can improve resilience, but preservation design also involves gover-
nance. Multiple copies under one legal or technical authority can remain vulnerable
to a common failure. Geographic, institutional, technological, and custodial diversity
can reduce some correlated risks while increasing coordination cost. Section 17.13
will examine preservation choices more directly through provenance, alternative in-
terpretations, negative results, historical context, and preservation cost.

17.11.9 Access Governance

Infrastructure becomes epistemically consequential through rules of practical access.
Access governance determines who can enter, query, download, modify, contribute
to, audit, interconnect with, or revise a shared epistemic system and under what con-
ditions. These rules can be legal, contractual, technical, financial, organizational, pro-
fessional, or social. A repository can be publicly funded yet require institutional cre-
dentials. A dataset can be nominally open while demanding specialized compute. A
standard can be publicly documented while implementation depends on proprietary
components. Effective access is therefore a layered capability.

Access governance differs from ownership. Section 17.8 distinguished ownership,
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control, and access within knowledge capital. Infrastructure adds a recurrent and
collective dimension. One actor can own a component while another operates it, a
standards body governs interoperability, public agencies fund maintenance, and dis-
persed users create much of the downstream value. Commons scholarship is useful
because shared knowledge resources can involve differentiated bundles of partici-
pation, contribution, exclusion, and governance across public, private, cooperative,
and mixed arrangements (Hess and Ostrom 2007; Schlager and Ostrom 1992).

Pricing is one among several access mechanisms. Eligibility rules, identity veri-
fication, geographic restrictions, export controls, institutional affiliation, licensing,
rate limits, interface design, disability access, language, data-use agreements, secu-
rity clearance, and review procedures can each shape participation. These mecha-
nisms can protect privacy, safety, sustainability, or scarce capacity. They can also
reproduce asymmetry when affected positions lack alternative routes or meaningful
contestation.

Definition 17.144 (Epistemic access-governance profile). An epistemic access-
governance profile specifies the rights, permissions, prices, eligibility conditions,
technical interfaces, contribution rules, revision powers, appeal pathways, and con-
tinuity guarantees through which positions can use or influence a shared epistemic
infrastructure.

The profile makes visible a distinction between use access and governance access.
A person may be allowed to read a database while having no ability to correct an error
concerning them. Researchers may query a platform through a restricted interface
while lacking access to sampling logic or historical versions. Developers may imple-
ment a standard while having little influence over its revision. These arrangements
distribute epistemic agency differently even when nominal access appears broad.

Access governance also concerns failure and repair. Infrastructure users can
become dependent on interfaces whose withdrawal would interrupt research, ed-
ucation, business, or public services. Notice periods, portability, interoperability,
archival export, service-level commitments, and appeal procedures can therefore
affect exit capacity and resilience. The economic question concerns how access
conditions, legitimate constraints, maintenance obligations, and dependency are or-
ganized across affected positions, including the circumstances under which broader
access, restricted access, or differentiated access is justified.

17.11.10 Observation Infrastructure and Performative Recording

Observation infrastructure produces recurrent records about ongoing activity. Cen-
suses, surveys, administrative databases, accounting systems, sensors, transaction
logs, scientific instruments, platform telemetry, monitoring dashboards, audits, and
reporting requirements can make processes visible that would otherwise be difficult
to reconstruct. Chapter 1 showed how contemporary data infrastructures expand
relational observability while embedding classifications, measurement conventions,
permissions, and institutional incentives in the production of evidence. The present
subsection adds a further point: observation systems can participate in the processes
they record.

Observation begins with selective inscription. A reporting system decides which
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events count, which categories are available, how frequently values are recorded,
and which deviations trigger review. Desrosieres’s history of statistical reasoning
and Porter’s analysis of quantitative objectivity both illustrate how statistical and nu-
merical practices depend on conventions that make heterogeneous situations compa-
rable (Desrosieres 1998; Porter 1995). The resulting record can be highly useful while
remaining a product of an organized observation regime.

Recording becomes performative when the existence or anticipated use of the
record changes behavior, institutions, or the phenomenon’s later trajectory. Rank-
ings can alter organizational behavior because actors respond to publicly conse-
quential measures (Espeland and Sauder 2007). Financial models can become
incorporated into market practices and thereby contribute to reshaping the markets
they represent (MacKenzie 2006). Administrative indicators can change incentives
when eligibility, budgets, sanctions, or public reputation depend on recorded values.
These mechanisms differ, yet each demonstrates that observation can become an
epistemic event with causal consequences.

Definition 17.145 (Performative recording). Performative recording occurs when a
system for recording, classifying, measuring, ranking, or reporting activity becomes
part of the causal field of that activity because actors or institutions adjust behavior
in response to the record, its anticipated production, or the consequences attached to
it.

Performative recording is neither inherently beneficial nor inherently distortive.
Public reporting can improve accountability, safety, comparability, and learning.
Measurement can also produce gaming, category fixation, strategic concealment, or
displacement toward what is easier to record. The appropriate analysis identifies
the feedback mechanism, the affected positions, the time horizon, and the relation
between the recorded variable and the substantive object of concern.

This feedback creates an important distinction between observation error and
observation-induced change. An indicator can mismeasure a stable phenomenon, or
the indicator can measure accurately at one moment and then contribute to changing
the phenomenon once actors respond. These cases require different remedies. Bet-
ter calibration may address measurement error. Performative change may require
redesigning incentives, diversifying indicators, separating learning from sanction,
or revising the governance of the recording system.

Proposition 17.146 (Observation-feedback condition). When records influence deci-
sions, rewards, sanctions, recognition, or expectations, analysis of an observation in-
frastructure should include the pathway through which recording and subsequent up-
take can alter later behavior;, data generation, and observability.

Proposition 17.146 connects epistemic infrastructure to the broader GRE architec-
ture. Observation can become internal to generative history when it changes later
possibilities. A classification entered into an administrative system can influence eli-
gibility; a citation metric can redirect research effort; a risk score can alter treatment
and thereby the data later used to update the score; a preservation decision can de-
termine which future interpretations remain feasible. Epistemic infrastructure there-
fore participates in the economy through both enabling capacity and historically con-
sequential feedback.
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The section as a whole establishes a substrate-level account of epistemic economy.
Data, archives, compute, networks, language, standards, verification, preservation,
access governance, and observation systems provide recurrent conditions for know-
ing without collapsing into one institutional form. Their economic significance lies
in the downstream capabilities they enable, the dependencies they create, the main-
tenance they require, the histories they preserve, and the authority they distribute
over access and revision. Section 17.12 turns from these infrastructural conditions
to epistemic justice, where visibility, voice, classification, evidential resources, inter-
pretive authority, contestability, preservation, and future re-recognizability become
explicit normative objects.

17.12 Epistemic Justice

Sections 17.1-17.11 described how knowledge can function as resource, capacity, re-
lation, infrastructure, capital, and generative condition; how epistemic abundance
can coexist with verification, attention, orientation, and trust scarcity; how curiosity
and aesthetic judgment orient inquiry; how epistemic asymmetries can be converted
into power; how epistemic capacities accumulate; how generative exploitation can
arise; and how institutions and infrastructures organize recurrent epistemic activ-
ity. The present section introduces the normative specialization required once these
descriptive architectures affect economic standing, participation, burden, opportu-
nity, and future possibility. Its objective is to identify the justice-relevant properties
of epistemic relations without treating difference, expertise, scarcity, institutional
authority, or unequal outcomes as sufficient evidence of injustice. The discussion
proceeds through visibility, voice, classification, evidential resources, interpretive au-
thority, contestability, preservation, and future re-recognizability. The method is re-
lational, mechanism-sensitive, and theory-plural: GRE specifies the epistemic objects
and pathways that require normative evaluation while leaving room for different
moral and political theories to justify, prioritize, or contest particular standards.

Epistemic justice has an established philosophical lineage. Fricker’s account distin-
guishes testimonial injustice, in which prejudice can distort the credibility granted to
a speaker, from hermeneutical injustice, in which unequal participation in shared
interpretive resources can disadvantage people in making significant experiences in-
telligible (Fricker 2007). Longino’s contextual empiricism emphasizes the epistemic
importance of critical interaction, uptake, and plural perspectives in scientific inquiry
(Longino 1990). Relational theories of justice likewise direct attention toward stand-
ing, domination, participation, and institutional relations in addition to distributions
of goods (Young 1990; Anderson 1999). GRE draws on these precedents while nar-
rowing the present task to the economic organization of epistemic possibility. The
concern is how epistemic arrangements shape who can become visible, articulate rel-
evant knowledge, produce accepted evidence, participate in interpretation, challenge
classifications or conclusions, preserve consequential records, and remain recogniz-
able to future inquiry.

Definition 17.147 (Epistemic justice in GRE). Epistemic justice in GRE is the norma-
tive assessment of the terms through which economically consequential epistemic
standing, visibility, voice, classification, evidential capacity, interpretive authority,
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contestability, preservation, and future re-recognizability are generated, distributed,
exercised, revised, and transmitted across affected positions.

Definition 17.147 is deliberately broader than a distribution of information. A per-
son can possess information while lacking credibility, interpretive standing, eviden-
tial resources, access to a review pathway, or the institutional capacity to preserve
a record. An institution can provide open data while maintaining opaque classifica-
tions or high burdens of proof. A platform can widen visibility while exposing some
positions to surveillance or reducing their control over context. Epistemic justice
therefore concerns the organization of epistemic relations and capabilities, includ-
ing the conditions under which knowledge can become consequential.

The definition is also narrower than a complete theory of justice. Epistemic justice
can conflict with privacy, safety, confidentiality, professional responsibility, due pro-
cess, resource constraints, or other legitimate values. Equal epistemic influence is not
an automatic requirement. Specialized expertise can justify differentiated authority;
confidentiality can justify restricted access; evidential standards can appropriately
exclude weak claims; and preservation can be limited by privacy or safety. The nor-
mative question concerns whether the terms of differentiation are justified relative
to their purposes, burdens, effects, alternatives, accountability, and revisability.

Table 17.12 summarizes the eight dimensions developed below. The dimensions
overlap without becoming interchangeable. Visibility can enable voice while also
increasing exposure. Classification can structure evidential requirements. Interpre-
tive authority can shape which evidence counts as relevant. Contestability can revise
classifications or evidential judgments. Preservation and future re-recognizability ex-
tend these relations across time.

Proposition 17.148 (Epistemic asymmetry—justice non-equivalence). An epistemic
asymmetry does not by itself establish epistemic injustice. A justice claim requires ad-
ditional analysis of the asymmetry’s origin, purpose, scope, conversion mechanisms,
affected interests, burdens, alternatives, accountability, contestability, historical for-
mation, and consequences for present or future epistemic agency.

Proposition 17.148 specializes the broader asymmetry—justice discipline estab-
lished in Chapter 16. The distinction is especially important in epistemic systems
because unequal competence can be appropriate and socially valuable. A surgeon,
archivist, engineer, statistician, translator, or domain researcher can possess spe-
cialized expertise that warrants differentiated epistemic authority within a bounded
task. The justice problem arises when such differentiation is unjustifiably widened,
insulated from correction, converted into status subordination, or combined with
resource and institutional arrangements that prevent affected positions from con-
tributing relevant knowledge or challenging consequential errors.

17.12.1 Visibility

Visibility is a precondition for many forms of epistemic participation, yet visibility it-
self is ambivalent. Section 17.4.6 treated unequal visibility as an attention-allocation
problem. The present subsection asks when the terms of becoming visible are justice-
relevant. An economically consequential position can be absent from administrative
data, organizational dashboards, research agendas, historical records, model cate-
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Table 17.12: Dimensions of epistemic justice in the epistemic economy

Dimension Epistemic object Principal justice question

Visibility Entry into attention, Which positions, experiences, contributions, and
records, models, and harms become legible, and under what protections
decision-relevant against excessive exposure?
representation

Voice Articulation, reception, Which positions can contribute relevant knowledge
credibility, uptake, and or dissent through pathways capable of consequential
response consideration?

Classification Categories, boundaries, How are classificatory burdens, errors, revision rights,
identifiers, labels, and and consequences distributed across affected posi-
eligibility rules tions?

Evidential Data, records, expertise, Which positions can produce, access, challenge, and

resources methods, time, tools, and  interpret evidence under the applicable standards and
verification capacity burdens of proof?

Interpretive Capacity and standing to ~ How are expertise, situated knowledge, institutional

authority assign meaning, mandate, affected experience, and revision obliga-
relevance, uncertainty, tions related?
and implication

Contestability Challenge, review, Which claims, classifications, models, or evidential
rebuttal, correction, and  judgments can be challenged through usable and re-
reopening of epistemic sponsive pathways?
claims

Preservation Retention, stewardship, Which knowledge and records persist, who governs
contextualization, access, their survival, and how are preservation benefits and
and deletion of epistemic  risks allocated?
traces

Future re- Later capacity to Can future inquiry revisit present classifications and

recognizability reconstruct previously judgments with enough trace, context, and prove-

obscured positions,
contributions, harms,
and interpretations

nance to recognize what earlier systems missed?

gories, publication systems, or institutional attention. It can also become intensely
visible through monitoring, profiling, ranking, or surveillance. Epistemic justice
therefore concerns both under-visibility and overexposure.

Honneth’s analysis of social invisibility distinguishes physical perception from so-
cially meaningful recognition (Honneth 2001). This distinction is useful for GRE be-
cause a subject or activity can be recorded without being recognized in a form that
affects claims, resources, or institutional response. Care work can appear in time-use
data while remaining weakly represented in compensation or organizational design.
A community can be extensively measured while its interpretation of the measure-
ments carries little authority. A worker can be highly visible to productivity monitor-
ing while invisible in the categories through which maintenance burden, stress, or
tacit contribution are assessed.

Visibility is therefore relational and purpose-dependent. The relevant questions in-
clude what becomes observable, by whom, through which categories, with what res-
olution, under whose control, and with what consequences. A visibility arrangement
can support justice when it makes previously obscured burdens, harms, contribu-
tions, or needs actionable. It can undermine justice when exposure is imposed asym-
metrically, when contextual information is stripped away, when visibility increases
vulnerability, or when visibility serves control without corresponding avenues for
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explanation and challenge.

Definition 17.149 (Epistemic visibility profile). An epistemic visibility profile records,
for a specified object and institutional setting, which positions, events, contributions,
burdens, and claims can become observable and representable; the categories and
infrastructures through which visibility is produced; the authorities able to access or
act on the resulting representation; and the protections, omissions, exposures, and
response pathways attached to that visibility.

Definition 17.149 prevents visibility from being treated as a scalar good. More vis-
ibility can improve recognition in one relation while increasing exposure in another.
Epistemic justice can therefore support selective legibility: enough visibility for rel-
evant claims and harms to become actionable, combined with governance over pur-
pose, access, contextual integrity, retention, and downstream use.

17.12.2 Voice

Voice concerns the capacity to contribute experience, observation, interpretation,
warning, criticism, proposal, or dissent to an epistemic process that can receive and
consider it. Chapter 16 analyzed voice as a governance function connected to partic-
ipation and contestability. The present subsection narrows the object to epistemic
standing and uptake. A person can possess a formal opportunity to speak while
lacking credibility, translation support, conceptual vocabulary, evidential access,
or a channel through which the contribution can alter the epistemic state of the
institution.

Fricker’s concept of testimonial injustice provides a specific model of how credibil-
ity can be distorted by identity prejudice (Fricker 2007). GRE retains the mechanism
while widening the economic setting. Credibility can also be shaped by occupational
status, institutional affiliation, educational credentials, platform ranking, language,
technical format, organizational hierarchy, or access to recognized evidential forms.
These factors are not inherently illegitimate. Credentials can communicate compe-
tence and institutional roles can allocate responsibility. Justice analysis asks whether
credibility structures track relevant reasons with sufficient openness to correction,
or whether they systematically discount some positions beyond what the epistemic
purpose justifies.

Voice also has a resource dimension. Articulating a consequential claim can re-
quire time, language proficiency, documentation, legal or technical assistance, emo-
tional safety, access to data, and persistence through repeated procedures. Equal
formal speaking rights can therefore coexist with sharply unequal epistemic voice.
Conversely, specialized channels can increase effective voice by providing transla-
tion, representation, protected reporting, expert mediation, or formats adapted to
different forms of knowledge.

Definition 17.150 (Epistemic voice capacity). Epistemic voice capacity is the situated
practical capacity of a position to formulate a relevant epistemic contribution, trans-
mit it through an accessible and sufficiently protected channel, receive epistemically
appropriate consideration, and obtain a response or revision pathway proportionate
to the significance of the contribution.
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The definition does not require acceptance of the contribution. A just epistemic
process can reject testimony, evidence, or interpretation when reasons support re-
jection. The relevant distinction is between reasoned non-acceptance and systematic
inability to enter the process on usable terms. Epistemic voice concerns the condi-
tions under which contribution can become a candidate for responsible uptake.

17.12.3 Classification

Classification converts heterogeneous situations into categories that can be stored,
compared, governed, funded, insured, researched, ranked, or made eligible for in-
stitutional action. Section 17.11.6 treated standards and classifications as infrastruc-
tural coordinators. The justice question concerns the incidence of their boundaries
and the institutional consequences attached to them. Bowker and Star show how
classifications and standards organize information infrastructures while carrying so-
cial and practical consequences that can become difficult to see once categories are
embedded in routine systems (Bowker and Star 1999).

Economic classifications can determine whether work counts as employment,
whether a condition meets an eligibility threshold, whether an activity appears in
national accounts, whether a research output is legible to an evaluation system,
whether a household fits an administrative category, or whether a platform account
isidentified as risky. These classifications can perform necessary coordination. Their
justice profile depends on how boundary cases are treated, what errors cost, which
positions bear documentation burdens, whether categories encode historically sed-
imented assumptions, and how revision occurs when categories cease to fit their
objects.

Classification also shapes epistemic possibility upstream. If a data system lacks
a category for a phenomenon, later analysis can have difficulty detecting it. If cate-
gories are imposed before affected positions can articulate their experience, the re-
sulting records can reproduce the initial conceptual limitation. Fricker’s account of
hermeneutical injustice is relevant here because unequal participation in shared in-
terpretive resources can make some experiences difficult to render intelligible in so-
cially recognized terms (Fricker 2007). GRE extends the concern to the infrastructures
through which classifications become economically operative.

Proposition 17.151 (Classification-justice condition). Where a classification materi-
ally affects access, recognition, burden, evidence, opportunity, or institutional response,
its epistemic-justice profile should include the basis of the categories, the treatment of
boundary and uncertain cases, the distribution of documentation and error costs, the
participation of affected knowledge, and the availability of revision when the classifica-
tion becomes misleading or harmful.

Proposition 17.151 is compatible with specialized criteria in taxonomy, diagnosis,
scientific measurement, accounting, regulation, and other institutional domains. Its
requirement is that consequential classification be analyzed as a governed epistemic
act whose criteria, boundaries, incidence, and revision pathways can be examined.
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17.12.4 Evidential Resources

Epistemic participation depends on resources for producing, accessing, evaluating,
and challenging evidence. These resources include records, data, instruments, doc-
umentation, archives, computational capacity, methodological expertise, time, fund-
ing, translation, legal discovery, verification systems, and access to relevant witnesses
or sites. Section 17.11 analyzed many of these as infrastructure. Epistemic justice asks
how their distribution interacts with evidential standards and burdens of proof.

An evidential standard can be reasonable while remaining practically inaccessible
to some positions. A worker may be asked to document a harm using records con-
trolled by the employer. A community may be required to demonstrate environmen-
tal exposure using monitoring systems it does not possess. A small research group
may face replication or documentation requirements that are appropriate in prin-
ciple while lacking the infrastructure available to a large institution. These cases
should not be collapsed into one conclusion. Sometimes the standard should remain
and access to evidential resources should improve. In other cases the standard itself
may require revision because it privileges evidence generated by one institutional
position while discounting other reliable forms of knowledge.

The economic importance of evidential resources also extends to verification
scarcity. Section 17.3.5 showed that abundant claims can increase the relative impor-
tance of checking capacity. When verification tools, provenance systems, experts, or
data access are concentrated, some positions can bear far higher costs in establishing
a claim or contesting an error. Evidential inequality can therefore become a pathway
through which formal rights or nominal access lose practical value.

Definition 17.152 (Evidential-resource capability). Evidential-resource capability is
the practical capacity of a position to obtain, generate, preserve, interpret, verify, and
present evidence of the types reasonably relevant to a consequential epistemic or
institutional claim, taking account of the applicable standards, burdens, time horizon,
infrastructure, and access conditions.

Definition 17.152 treats practical conversion capacity as its central object. Two po-
sitions can nominally access the same database while differing greatly in compute,
language, expertise, legal permission, time, or capacity to interpret it. Epistemic jus-
tice therefore requires attention to the conditions that convert formal availability into
usable evidential capacity.

17.12.5 Interpretive Authority

Evidence does not determine its own significance. Interpretation assigns relevance,
context, uncertainty, causal implication, normative salience, and relation to compet-
ing explanations. Section 17.7.2 described interpretive asymmetry as a descriptive
difference in the capacity to make sense of information. The present subsection asks
when the allocation and exercise of interpretive authority become justice-relevant.

Interpretive authority can arise from expertise, professional responsibility, insti-
tutional mandate, lived experience, local knowledge, custodial relation, historical
position, or control over a recognized interpretive forum. These sources of stand-
ing can overlap while pointing in different directions. Technical experts can un-
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derstand model behavior that affected users cannot inspect. Affected users can un-
derstand contextual consequences that model designers cannot observe from aggre-
gate data. Archivists can understand provenance structures unfamiliar to later re-
searchers. Community members can possess historically situated meanings that ex-
ternal analysts would reconstruct poorly. A just epistemic arrangement need not flat-
ten these forms of knowledge into equal authority; it should specify which type of
interpretation is relevant to which object and how disagreements can be examined.

Longino’s account of critical interaction is useful because it treats objectivity as
supported by social conditions under which assumptions and interpretations can en-
counter criticism (Longino 1990). GRE uses this insight institutionally. Interpretive
authority becomes more robust when the scope of authority is explicit, alternative
perspectives can enter where they possess relevant knowledge, reasons can be artic-
ulated, and revision remains possible when evidence or context changes.

Proposition 17.153 (Interpretive authority—-competence non-equivalence). Epis-
temic competence can justify differentiated interpretive standing within a bounded
domain. Authority extending to consequential meanings, affected experiences, in-
stitutional classifications, or downstream normative judgments requires additional
justification appropriate to those objects.

Proposition 17.153 protects specialization without granting epistemic jurisdiction
by extension. A statistician’s competence regarding estimation does not automati-
cally settle the social meaning of a category. A physician’s diagnostic expertise does
not exhaust a patient’s knowledge of lived effects. A community’s experience does
not automatically settle technical causal questions. Justice-sensitive interpretation
therefore requires a mapping between epistemic competence, affected position, in-
stitutional mandate, and the specific question being interpreted.

17.12.6 Contestability

Contestability is the capacity to challenge consequential epistemic acts and obtain a
process capable of reconsidering them. Chapter 16 analyzed contestability broadly
as a governance function. Epistemic contestability focuses on claims, categories, mea-
surements, models, evidential judgments, interpretations, and records. Its object is
the revisability of the epistemic basis on which consequential decisions or institu-
tional understandings depend.

A complaint channel provides weak epistemic contestability when the challenged
evidence cannot be inspected, the classification cannot be reopened, the reviewing
body lacks relevant competence, or the institution can respond without giving rea-
sons. Effective contestability can require access to the relevant record, an intelligible
explanation of how a judgment was produced, an opportunity to introduce counterev-
idence, an authority capable of correcting the epistemic object, and a pathway for
the correction to propagate into downstream decisions. These conditions can be es-
pecially demanding in automated or model-mediated systems where the epistemic
object is distributed across data, code, model versions, thresholds, institutional rules,
and human interpretation.

Contestability can also support epistemic quality beyond individual remedy.
Longino’s account of critical interaction suggests that sustained criticism can expose
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background assumptions and improve collective inquiry (Longino 1990). In GRE, con-
testability can operate as an institutional learning mechanism when challenges are
recorded, patterns are analyzed, and repeated errors trigger revision of categories,
evidence standards, or infrastructures.

Definition 17.154 (Epistemic contestability). Epistemic contestability is the practical
capacity of an affected or relevantly situated position to challenge a consequential
epistemic claim, classification, record, model, evidential judgment, or interpretation
through a pathway that permits intelligible access to the contested basis, submission
of relevant counterevidence or reasons, competent review, and correction or rea-
soned confirmation where warranted.

The definition distinguishes contestability from guaranteed success. A challenge
can be rejected after adequate review. It also distinguishes epistemic contestability
from general political participation. The same institution can provide extensive pub-
lic consultation while maintaining weak mechanisms for correcting a specific record
or model, or it can provide strong technical appeal while offering little participation
in rule formation. These are different governance objects.

17.12.7 Preservation

Preservation determines which epistemic traces remain available across time.
Archives, repositories, institutional records, publications, model documentation,
oral histories, datasets, correspondence, and material artifacts can later support
verification, reinterpretation, accountability, or recovery of neglected knowledge.
Section 17.11.8 analyzed preservation as infrastructure. The present subsection asks
how selective survival becomes a justice issue.

Preservation is selective by necessity. Storage, curation, migration, documenta-
tion, and stewardship require resources. Privacy, security, dignity, confidentiality,
intellectual property, and legal obligations can also justify restricted retention or
deletion. Epistemic justice therefore does not require maximal preservation. It asks
whose traces are preserved, which categories organize them, which contexts remain
attached, who controls access, which knowledge disappears through underfunding
or institutional neglect, and how preservation choices affect future capacities to ver-
ify or reinterpret consequential histories.

The historical literature on archives makes this selectivity analytically visible.
Trouillot analyzes how silences can enter the production of history at several stages,
including source creation, archival assembly, narrative production, and retrospec-
tive significance (Trouillot 1995). Schwartz and Cook likewise emphasize that
archives participate actively in the shaping of social memory through appraisal,
selection, description, preservation, and access (Schwartz and Cook 2002). These
arguments support a GRE treatment of preservation as a generative institutional
process: preservation influences which later questions can be asked and which
claims can be reconstructed.

Proposition 17.155 (Selective-preservation justice condition). Where preservation
choices can materially affect later recognition, verification, accountability, historical re-
construction, or access to accumulated knowledge, their epistemic-justice profile should
include the basis of selection, stewardship responsibilities, contextual preservation, ac-
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cess conditions, deletion and privacy risks, maintenance burdens, and the distribution
of consequences created by survival or loss.

Proposition 17.155 leaves room for justified forgetting. Retaining a harmful la-
bel indefinitely can reproduce stigma. Persistent personal data can create surveil-
lance and security risks. Sensitive testimony can require restricted custody. Justice
can therefore require differentiated retention, controlled access, anonymization, dis-
tributed stewardship, or deletion as well as preservation. The normative object is the
governed relation between epistemic continuity and the risks carried by continued
trace.

17.12.8 Future Re-Recognizability

Future re-recognizability extends preservation beyond survival of records. Chap-
ter 16 introduced future recognizability within historical justice as the practical ca-
pacity of later inquiry to reconstruct justice-relevant economic histories from pre-
served and interpretable traces. The epistemic-economy formulation developed here
emphasizes a further possibility: future inquiry may possess categories, methods,
computational capacities, evidence, or normative concepts that are unavailable in
the present. A just epistemic arrangement can therefore preserve sufficient trace and
provenance for later agents to re-recognize positions, contributions, harms, relations,
or interpretations that current systems fail to identify adequately.

This capacity matters because epistemic systems are historically limited. Present
categories can omit phenomena that later become salient. Current evidence stan-
dards can underrepresent forms of knowledge that later methods can evaluate more
effectively. Model outputs can become interpretable only after later access to train-
ing data, documentation, or version history. A community’s contribution can become
recognizable after provenance is reconstructed. Future re-recognizability therefore
concerns preservation of conditions for later epistemic revision while acknowledging
the historically bounded categories available to present institutions.

The distinction from preservation is important. A record can survive while becom-
ing uninterpretable because metadata, context, language, software, provenance, or
institutional memory have disappeared. Conversely, future recognition can some-
times be reconstructed from partial traces when later inquiry connects archives, tes-
timony, material evidence, and alternative classifications. The relevant capacity is
therefore relational: it depends on the preserved trace and on the future possibility
of reconnecting that trace to context and meaning.

Definition 17.156 (Future re-recognizability). Future epistemic re-recognizability is
the practical capacity of later inquiry to identify, reconstruct, and responsibly rein-
terpret economically or justice-relevant positions, contributions, harms, relations,
and epistemic claims that earlier systems recorded incompletely, classified inade-
quately, interpreted differently, or failed to recognize, using sufficiently preserved
trace, provenance, contextual information, and revisable access arrangements.

Proposition 17.157 (Future re-recognizability condition). Where present epistemic
classifications or decisions can generate durable consequences and later reassessment
is reasonably foreseeable, epistemic justice provides a reason to preserve proportion-
ate reconstructive capacity while governing privacy, security, cost, stewardship, access,
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and the possibility that preservation itself creates harm.

Definition 17.156 and Proposition 17.157 make future revision part of the epistemic-
justice horizon without treating indefinite data retention as a default. The appro-
priate degree of reconstructive capacity depends on stakes, reversibility, historical
significance, expected learning value, affected interests, and the risks of continued
storage. High-stakes institutional decisions may justify stronger provenance and ver-
sion retention than routine low-stakes interactions. Some personal information may
warrant deletion even when retention would improve later reconstructability.

The eight dimensions developed in this section form a relational sequence with-
out implying a fixed order. Visibility can precede voice, while voice can create new
visibility. Classification can determine which evidence becomes collectible, while ev-
idential challenge can revise classification. Interpretive authority can support coor-
dination, while contestability can correct its overreach. Preservation can sustain in-
stitutional memory, while selective loss can render some positions historically weak.
Future re-recognizability extends the justice problem across time by asking whether
later inquiry retains a practical capacity to revisit present limits.

Epistemic justice in GRE therefore concerns the terms under which epistemic par-
ticipation and epistemic consequence are organized. Informational differences and
differentiated authority acquire a justice profile through their purposes, mechanisms,
burdens, protections, consequences, and conditions of revision. GRE’s distinctive con-
tribution is to connect that normative evaluation to the mechanisms already devel-
oped in this chapter: attention, question formation, orientation, asymmetry, knowl-
edge capital, generative exploitation, institutions, and infrastructure. The justice
question becomes more precise when the analyst can identify which epistemic ca-
pability is differentiated, how that difference is converted into consequence, whose
agency or standing is affected, which review and preservation pathways exist, and
how the arrangement shapes later generative possibilities.

Section 17.13 continues from this normative architecture to the temporal mechan-
ics of knowledge preservation and re-epistemization. The next task is descriptive and
process-oriented: to examine how records, provenance, alternative interpretations,
negative results, historical context, future reanalysis, future reinterpretation, and
preservation cost condition what can actually remain available for later epistemic
revision.

17.13 Knowledge Preservation and Re-Epistemization

This section develops the temporal continuity problem of the epistemic economy.
Section 17.12 established preservation and future re-recognizability as possible ob-
jects of epistemic justice; the present section asks how epistemic systems can retain
enough structured trace for later inquiry to verify, recombine, reanalyze, reinter-
pret, or contest earlier knowledge under changed conditions. The objective is to
distinguish physical or digital survival of records from preservation of their future
epistemic usability, and to show how that usability depends on provenance, inter-
pretive plurality, negative-result memory, historical context, and continuing stew-
ardship. The discussion proceeds through record preservation, provenance, alterna-
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tive interpretations, negative results, historical context, future reanalysis, future rein-
terpretation, and preservation cost. The method is temporal and resource-sensitive:
preservation is treated as an economic allocation across present and future epistemic
possibilities, with retained volume evaluated through future usability, cost, risk, and
stewardship.

The problem extends earlier book-wide treatments of evidence preservation in
research praxis and historical re-epistemization. Those treatments established that
later inquiry can revise the warranted representation of an earlier object when evi-
dence, categories, methods, models, or evaluative standpoints change. The epistemic-
economy problem is broader. Records are produced and maintained by households,
firms, states, universities, archives, communities, platforms, laboratories, publishers,
professional associations, and computational systems. Their preservation affects fu-
ture verification, attribution, organizational memory, policy learning, historical re-
construction, intellectual inheritance, and the possibility of recovering knowledge
whose relevance was not visible when the record was created.

Preservation therefore has a generative dimension. A record can support uses
that its creator did not anticipate; a later method can extract structure that an ear-
lier method could not; a new question can reconnect previously separate archives;
and a later normative vocabulary can reveal consequences that earlier classifications
obscured. At the same time, preservation consumes storage, labor, compute, docu-
mentation, legal review, security, migration, and attention. Some records also carry
privacy, dignity, safety, or misuse risks. The economic object is consequently a gov-
erned portfolio of future epistemic options under finite resources and heterogeneous
obligations.

Definition 17.158 (Epistemic preservation configuration). An epistemic preservation
configuration is a temporally extended arrangement of records, provenance, contex-
tual information, interpretive documentation, access conditions, technical dependen-
cies, stewardship responsibilities, and preservation resources that maintains a spec-
ified range of future epistemic uses.

Definition 17.158 makes the target of preservation relational. A file can survive
while the software required to read it disappears. A dataset can remain download-
able while its variables lose historical meaning. A model can remain executable while
its training data, parameter history, or decision context becomes inaccessible. Con-
versely, a partial record can retain substantial epistemic value when its provenance,
context, and relation to complementary sources remain reconstructible. Preserva-
tion quality therefore concerns the future relation between trace and use as well as
material survival.

Table 17.13 summarizes the eight dimensions developed in this section.

17.13.1 Record Preservation

Record preservation provides a material and organizational basis for later epistemic
revision. Relevant records include primary observations, correspondence, fieldnotes,
administrative traces, datasets, code, model states, version histories, publications,
peer-review records, decisions, classifications, oral histories, images, sensor outputs,
legal documents, institutional minutes, and records of failed or abandoned work.
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Table 17.13: Dimensions of knowledge preservation and re-epistemization in the epis-

temic economy

Dimension Preserved relation Future epistemic function
Record Source traces, Reconstruction, verification, recombination,
preservation representations, and recovery
versions, and
dependencies
Provenance Origin, custody, Attribution, audit, interpretation, rights
selection, analysis, and error localization
transformation, and
version history
Alternative Plausible competing Reopening inquiry when assumptions,
interpretations  explanations, categories, evidence, or concepts change

Negative results

and models

Failed tests, null
findings, rejected
specifications, and
unsuccessful pathways

Avoidance of repeated search cost and
correction of selective epistemic memory

Historical Categories, institutions,  Historically situated interpretation and
context incentives, technologies, reduced presentist reconstruction
and meanings
surrounding a record
Future Reusable records and New analysis under changed questions,
reanalysis methodological evidence, methods, or computational
dependencies capacity
Future Preserved meanings, Revision of significance, explanation,
reinterpretation disputes, concepts, and attribution, or normative appraisal
contextual relations
Preservation Storage, curation, Selection among preservation portfolios
cost migration, security, under finite resources and heterogeneous

governance, and risks

attention burdens

Their epistemic roles differ. Some permit verification of a published claim; others pre-
serve context that was never encoded in the final representation; still others support
later questions that could not have been formulated when the record was created.

The epistemic-economy perspective therefore distinguishes retention volume from
reconstructive capacity. Retaining more bytes, pages, objects, or messages can in-
crease reconstructive capacity, yet the relation is conditional. A vast repository with
weak indexing, absent metadata, inaccessible formats, or uncertain custody can pro-
vide less usable future knowledge than a smaller collection whose records remain
connected to their origins, meanings, dependencies, and access rules. Section 17.11
developed preservation infrastructure as one component of epistemic infrastructure.
The present analysis focuses on the temporal option that such infrastructure can
maintain.

Archival scholarship makes the selectivity of survival visible. Schwartz and Cook
emphasize that appraisal, description, preservation, and access participate in the con-
struction of social memory rather than merely storing an already complete historical
world (Schwartz and Cook 2002). Trouillot similarly analyzes how silences can en-
ter historical production through source creation, archival assembly, narrative con-
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struction, and retrospective significance (Trouillot 1995). These observations imply
that preservation decisions participate in future epistemic possibility. What remains
available influences which later questions can be investigated, which contributions
can be attributed, and which institutional histories can be reconstructed.

A record’s future value can also be highly option-like. The present institution may
be unable to specify the later question, method, or comparison that makes a record
valuable. Unique or difficult-to-regenerate traces can therefore carry value partly be-
cause they keep future analytical pathways open. This option value is especially im-
portant for transient observations, disappearing languages, institutional states that
cannot be recreated, historical datasets, extinct software environments, and records
produced during one-time crises or transitions.

Proposition 17.159 (Reconstructive sufficiency condition). An epistemic preserva-
tion configuration supports future re-epistemization only to the extent that the retained
records and their dependencies remain sufficiently connected for the intended class of
later inquiry to reconstruct the evidential or interpretive relation at issue.

Proposition 17.159 permits selective retention. The relevant bundle is purpose-
relative. A computational result may require code, data versions, parameters, and
environment information. A historical claim may require source documents, cata-
loguing context, provenance, and records of known gaps. A qualitative interpretation
may require more contextual trace than the selected quotations appearing in publi-
cation. The economic question is which reconstructive relations justify preservation
relative to cost, risk, irrecoverability, and expected future use.

Record preservation also creates temporal asymmetry. Institutions with durable
repositories, stable funding, interoperable systems, and professional stewardship
can transmit accumulated epistemic capacity across generations more effectively
than actors whose records depend on fragile devices, proprietary services, short-term
contracts, or informal memory. Preservation capacity can therefore become one
mechanism through which knowledge capital and institutional advantage persist.
Durable preservation can serve legitimate continuity while its unequal distribution
remains an economically consequential feature of the epistemic field.

17.13.2 Provenance

Provenance preserves the history through which an epistemic object acquired its
present form. For data, provenance can include collection conditions, inclusion rules,
transformations, merges, missingness decisions, coding changes, model-generated
additions, and version history. For documents and archives, it can include origin,
custody, selection, digitization, cataloguing, known omissions, and access restrictions.
For computational outputs, it can include software versions, model versions, prompts
or parameter configurations where materially relevant, training or reference cor-
pora, execution environments, and consequential human interventions.

The analytical role of provenance is broader than reproducibility. It helps later
inquiry identify where a property entered an epistemic chain. A discontinuity might
originate in the observed object, the sampling procedure, the classification system,
the translation, the cleaning process, the model, or a later aggregation. Without
provenance, those possibilities can become difficult to distinguish. Documentary
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methodology therefore treats origin, authenticity, production conditions, and institu-
tional purpose as part of evidential evaluation (Scott 1990). Contemporary data stew-
ardship similarly emphasizes metadata, provenance, interoperability, and reusabil-
ity as conditions of future use (Wilkinson et al. 2016; Gebru et al. 2021).

Provenance also has economic functions of attribution and governance. When a
later product or model incorporates accumulated contributions from many sources,
preserved lineage can affect whether contributions are recognizable, whether licens-
ing or access conditions can be evaluated, whether errors can be traced, and whether
benefit-sharing or responsibility claims can be assessed. The relevant provenance
need not be perfectly complete to be useful. Its adequacy depends on the stakes and
the causal or normative question being asked.

Definition 17.160 (Epistemic provenance chain). An epistemic provenance chain is
a documented sequence of materially relevant origins, custodial states, selections,
transformations, versions, and uses through which a record, representation, model,
or knowledge object reaches its current form.

The chain metaphor permits branching and converging histories because many
epistemic objects are assembled from multiple sources. A dataset can merge adminis-
trative systems; a model can depend on several corpora and software libraries; an his-
torical reconstruction can connect archives produced by different institutions. Prove-
nance can therefore be represented as a graph or other relational structure where
that representation improves reconstructability. The essential requirement is trace-
able dependence, not a particular data model.

Proposition 17.161 (Provenance-option condition). Preserved provenance increases
future epistemic option value when later inquiry can use the lineage information to
distinguish source properties from transformation effects, reconnect separated contri-
butions, localize error, or reassess attribution and governance relations.

Proposition 17.161 also identifies a reason that provenance can itself require
preservation investment. A repository that stores source material while discarding
transformation history can preserve evidence yet lose much of its future auditability.
Conversely, exhaustive event logging can create costs and privacy risks that exceed
likely reconstructive value. Provenance design therefore requires materiality judg-
ments about which transformations, versions, and dependencies are consequential
enough to retain.

17.13.3 Alternative Interpretations

Epistemic systems often preserve conclusions more reliably than the space of plausi-
ble interpretations from which those conclusions emerged. Publications, policy doc-
uments, databases, and institutional records tend to stabilize one representation, cat-
egory, or explanatory account. Competing interpretations can disappear even when
their rejection depended on assumptions, limited evidence, disciplinary convention,
or temporary practical constraints. Future inquiry then inherits an apparently settled
object while losing part of the reasoning history through which settlement occurred.

Preserving alternative interpretations can reduce this form of path dependence.
The relevant object is a selective record of materially plausible alternatives whose



140 CHAPTER 17. KNOWLEDGE AND EPISTEMIC ECONOMY

evidential basis, assumptions, unresolved issues, or reasons for rejection could mat-
ter under later evidence or conceptual change. Longino’s account of scientific objec-
tivity emphasizes the epistemic importance of critical interaction and the exposure
of background assumptions to challenge (Longino 1990). Preservation extends that
critical relation through time by allowing later inquiry to recover alternatives that
earlier communities considered but did not adopt.

Definition 17.162 (Interpretive plurality record). An interpretive plurality record is
a preserved account of materially relevant alternative explanations, classifications,
representations, or evaluative readings together with enough evidence, assumptions,
and decision history to reconstruct why each alternative was considered, retained,
modified, or rejected.

Such a record can serve several economic functions. It can lower the cost of re-
opening an inquiry after new evidence appears. It can reveal which assumptions
drove an earlier choice. It can prevent a later organization from treating a histori-
cally contingent standard as the only conceivable representation. It can also support
institutional learning when repeated disputes concern the same hidden assumption.
The value lies in preserving branching points in the epistemic trajectory together with
the reasons that made those alternatives consequential.

Alternative interpretations require status labels. A rejected hypothesis that failed
a decisive test should not later appear equivalent to an interpretation that remained
plausible but underdetermined. A speculative interpretation should remain distin-
guishable from one supported by substantial evidence. Preservation should there-
fore include the epistemic standing and reasons available at the time, while leaving
room for later revision. The result is historical openness with provenance, rather
than retrospective flattening of earlier debate.

This practice also limits presentism. A later vocabulary can make an earlier inter-
pretation appear obviously inadequate even when the later categories were unavail-
able to the original community. Conversely, reverence for historical categories can
conceal how later evidence changes what can responsibly be claimed. Preserving al-
ternative interpretations allows both judgments to be made with greater temporal
precision: what was supportable then, what became supportable later, and which
assumptions account for the change.

17.13.4 Negative Results

Negative results are a special case of epistemic memory because the incentives
governing their visibility can differ from the incentives governing positive or novel
results. Null findings, failed replications, unsuccessful interventions, rejected model
specifications, abandoned technical pathways, and hypotheses unsupported by avail-
able evidence can carry information about the boundaries of a phenomenon or the
productivity of a search direction. Their disappearance can make the preserved
record systematically more optimistic, more decisive, or more successful than the
underlying inquiry process.

Empirical work on publication patterns provides a concrete illustration. Franco,
Malhotra, and Simonovits found, in a known population of social-science experi-
ments, that null results were substantially less likely to be written up and published
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than strong results (Franco et al. 2014). Fanelli documents a broader decline in
the reported proportion of negative results across many disciplines and countries
(Fanelli 2012). These findings support a narrower inference: selective visibility can
alter the epistemic memory from which later actors infer what has already been
tried and what the evidential field looks like.

Negative-result preservation has an economic function through avoided repetition.
When unsuccessful but informative attempts vanish, later researchers, firms, public
agencies, or technical teams may pay again for substantially similar exploration. The
loss can be especially costly when the original failure depended on hidden implemen-
tation conditions, boundary assumptions, or contextual constraints that are likely to
recur. Preserving an interpretable negative result can therefore reduce future search
cost even when the result never becomes part of a canonical positive theory.

Proposition 17.163 (Negative-result memory condition). Preserving a negative result
has epistemic-economic value when the record can materially reduce repeated search
cost, delimit the conditions of a claim, reveal implementation or measurement con-
Straints, support later synthesis, or correct a systematically selective representation
of the evidential field.

The proposition remains selective. Trivial failures, irreproducible mistakes with-
out diagnostic value, and enormous volumes of exploratory output can impose cura-
tion costs larger than their foreseeable future value. A useful negative-result record
should therefore preserve enough context to distinguish an informative failure from
an uninterpretable absence of success. At minimum, this can include the question,
design, relevant conditions, result, uncertainty, and known reasons why the attempt
may have failed.

Negative results can also become positive generative resources after technologi-
cal or conceptual change. A failed experiment may contain data relevant to a later
question. An abandoned model can expose a structural constraint that later theory
incorporates. A discontinued intervention can show which institutional dependen-
cies were underestimated. The generative significance of the record therefore need
not equal the significance assigned at the time of its creation.

17.13.5 Historical Context

Historical context preserves the relation between an epistemic object and the config-
uration within which it was produced. Categories, measurement standards, institu-
tional purposes, legal rules, available technologies, disciplinary conventions, incen-
tives, languages, and political conditions can all affect what was recorded and how it
was interpreted. When these relations disappear, later inquiry can mistake a histori-
cally situated representation for a timeless description of its object.

Historical re-epistemization earlier in the book distinguished changes in evidence,
categories, models, and evaluative standpoints from changes in the underlying past
process. The epistemic-economy extension developed here asks what must survive
for that distinction to remain reconstructible. A historical dataset can require infor-
mation about changing classifications; an institutional metric can require documen-
tation of the incentives it created; a legal category can require contemporaneous doc-
trine and administrative practice; an Al-generated record can require model/version
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context; and an archive can require knowledge of why particular documents entered
or failed to enter the collection.

Conceptual history provides one reason for this care. Koselleck analyzes histor-
ical concepts as situated within changing structures of experience and expectation
rather than as invariant labels (Koselleck 2004). Classification studies similarly show
that categories and standards can become infrastructural and consequential while
remaining historically produced (Bowker and Star 1999). Preserving historical con-
text therefore supports more than antiquarian detail. It helps later inquiry recover
the conditions under which a category, claim, or record could have the meaning and
practical effects that it had.

Definition 17.164 (Historical-context envelope). A historical-context envelope is the
bounded set of contemporaneous classificatory, institutional, linguistic, technologi-
cal, methodological, normative, and practical conditions required to interpret a pre-
served epistemic object without projecting materially different later conditions onto
its production or use.

The envelope is deliberately bounded. Complete reconstruction of a historical
world is usually infeasible. The relevant context is the subset whose absence would
materially alter interpretation, attribution, or assessment. For a price series, cur-
rency regime and measurement conventions may matter more than unrelated insti-
tutional details. For a classification system, administrative purpose and eligibility
consequences may be central. For a model used in a high-stakes decision, available
alternatives, data access, institutional authority, and known uncertainty may be nec-
essary to evaluate responsibility.

Historical context also protects against a converse error: allowing historical situat-
edness to immunize earlier claims from later criticism. Preserved context can show
why a claim was reasonable under one information set while later evidence justifies
revision. It can also show when evidence available at the time was ignored or when
institutional incentives shaped what became visible. Context is therefore a resource
for more discriminating evaluation across historically situated information sets and
responsibilities.

17.13.6 Future Reanalysis

Future reanalysis occurs when later inquiry applies changed questions, evidence,
methods, computational capacities, comparison sets, or classifications to preserved
epistemic material. The object can be a dataset, archive, corpus, model, qualitative
record, institutional history, administrative trace, or mixed collection. Reanalysis
differs from exact reproduction because the later inquiry may intentionally alter the
analytical frame. It uses preservation to ask something that the original analysis did
not or could not ask.

Definition 17.165 (Future epistemic reanalysis). Future epistemic reanalysis is a
later analytical operation that re-examines preserved records or representations
under materially changed questions, evidence, methods, computational capacities,
categories, comparison structures, or evaluative criteria while retaining sufficient
provenance to distinguish the later operation from the earlier one.
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Reanalysis is economically significant because it can extend the productive life of
accumulated epistemic resources. A costly dataset can support questions beyond its
original project. Archival digitization can enable comparisons previously impractica-
ble. Improved computational tools can identify patterns in preserved material that
earlier researchers could not process. Newly linked records can change the granular-
ity of analysis. In this sense, preservation can raise the option value of prior epistemic
investment by making recombination possible across time.

The possibility of future reanalysis also changes how present infrastructure should
be evaluated. Systems optimized only for present publication can discard informa-
tion required for later reuse. Conversely, preserving full raw data, every intermedi-
ate state, and every software dependency indefinitely can be wasteful or unsafe. Re-
analysis capacity therefore depends on an anticipated class of future uses and on the
degree of irrecoverability. The more unique the underlying observation, the stronger
the case can become for preserving source-level trace and transformation history.

Reanalysis remains an inquiry whose warrant requires assessment. Later methods
can introduce new biases; larger computational capacity can amplify poorly speci-
fied categories; and linkage can create false confidence when identifiers or classifica-
tions are unstable. Its distinctive value lies in reopening an object under materially
changed conditions while preserving comparison with the original analysis.

17.13.7 Future Reinterpretation

Future reinterpretation concerns change in the meaning, significance, explana-
tion, attribution, or normative appraisal assigned to preserved epistemic material.
The same records can support a different interpretation when concepts change,
previously marginalized testimony becomes legible, institutional histories are recon-
structed, new comparative cases alter salience, or normative vocabularies develop.
Reinterpretation can occur with little change in quantitative processing, and it can
transform the object of inquiry more substantially than a technically sophisticated
reanalysis.

Definition 17.166 (Future epistemic reinterpretation). Future epistemic reinterpreta-
tion is a later revision of the meaning, explanatory significance, attribution, classifi-
cation, or evaluative understanding of preserved epistemic material under changed
conceptual, historical, relational, or normative conditions.

The distinction between reanalysis and reinterpretation is analytically useful be-
cause the two can move independently. A historical dataset can be reanalyzed with a
new statistical method while retaining essentially the same interpretation of the phe-
nomenon. A legal archive can be reinterpreted after a conceptual change without
any new computation. A corpus can undergo both: new text-analysis tools can iden-
tify a pattern, and a new historical framework can alter what that pattern means.
Preservation architecture should therefore support both analytical recomputation
and contextual reconstruction when the expected future use warrants them.

Proposition 17.167 (Reanalysis-reinterpretation distinction). Future reanalysis
and future reinterpretation should be treated as distinct re-epistemization pathways
because changes in analytical operation do not by themselves determine changes in
meaning, while changes in meaning can occur without materially different analytical
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operations.

Future reinterpretation also depends strongly on preservation of plurality and con-
text. If only the final institutional interpretation survives, later inquiry can struggle
to reconstruct excluded voices or alternative meanings. If categories survive with-
out their historical consequences, later analysts can underestimate how classifica-
tion shaped action. If testimony survives without language, translation, or relational
context, meaning can be flattened. Preservation therefore supports reinterpretation
through connections among records rather than through isolated survival.

This temporal openness has limits. Later interpreters can overproject present cat-
egories, selectively mobilize fragments, or erase the constraints faced by earlier ac-
tors. Responsible reinterpretation should preserve the distinction between the later
standpoint and the historical standpoint. Re-epistemization changes what later in-
quiry can responsibly claim about the past; it does not imply retroactive alteration of
the underlying historical process.

17.13.8 Preservation Cost

Preservation is an economic activity with continuing costs. Storage and physical con-
servation are only the visible components. Long-horizon preservation can require
metadata creation, format migration, integrity checks, cybersecurity, privacy review,
legal compliance, cataloguing, software maintenance, access governance, documen-
tation, translation, curatorial judgment, community consultation, and institutional
succession. It also consumes attention. Simon’s analysis of information-rich envi-
ronments is relevant here: abundant information can shift scarcity toward the at-
tention required to select and process it (Simon 1971). A repository that preserves
enormous volume without adequate discoverability or curation can therefore accu-
mulate records while weakening practical epistemic access.

Costs are distributed across positions and time. Record creators may externalize
curation burdens onto repositories. Institutions can preserve material while trans-
ferring privacy or security risks to represented persons. Future users can inherit
obsolete formats or undocumented dependencies. Small organizations and commu-
nities can face proportionally larger compliance and migration burdens than well-
funded institutions. Preservation policy should therefore ask who pays, who carries
risk, who retains access, and who gains future option value.

Definition 17.168 (Epistemic preservation cost profile). An epistemic preservation
cost profile is the temporally distributed configuration of financial, material, compu-
tational, organizational, documentary, legal, ethical, security, and attention costs re-
quired to keep an epistemic preservation configuration usable for its intended future
functions.

The cost profile includes opportunity cost. Resources committed to indefinite re-
tention of easily regenerable or low-dependency material can reduce capacity to pre-
serve unique archives, vulnerable records, minority-language materials, transient
observations, or high-dependency datasets. Selection therefore occurs in practice
even when institutions do not articulate a preservation policy. Unmanaged selection
can arise through format decay, service closure, staff turnover, proprietary lock-in,
funding discontinuity, and unequal visibility. Explicit selection can at least make the
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governing criteria contestable.

One useful object of analysis is a preservation portfolio rather than an isolated
record. Different records can justify different retention horizons, redundancy lev-
els, access controls, documentation effort, and migration schedules. Some materials
can be regenerated cheaply; others are unique. Some require open access to retain
value; others require restricted custody. Some are valuable mainly as provenance
for a high-stakes decision; others derive value from broad recombination. Portfolio
design can therefore allocate resources according to irrecoverability, dependency, fu-
ture reconstructive value, generative option value, risk, and continuing cost.

Proposition 17.169 (Preservation-portfolio condition). Under finite preservation re-
sources, an epistemic system can improve future re-epistemization capacity by differ-
entiating preservation effort according to the irrecoverability, dependency structure,
reconstructive value, generative option value, access obligations, risk profile, and con-
tinuing cost of the records concerned.

Proposition 17.169 is a scoped design principle for heterogeneous preservation de-
cisions. The dimensions are heterogeneous and can conflict. A unique record can
carry severe privacy risk. A low-cost dataset can have little future value. A culturally
significant archive can warrant stewardship for reasons that are poorly represented
by expected commercial reuse. The appropriate portfolio therefore depends on insti-
tutional purpose, affected positions, ethical and legal obligations, and the uncertainty
surrounding future uses.

Definition 17.170 (Re-epistemization capacity). Re-epistemization capacity is the
practical ability of a later epistemic configuration to reconstruct, verify, reanalyze,
reinterpret, reconnect, or contest earlier knowledge claims and records under
changed evidential, methodological, conceptual, technological, institutional, or
normative conditions.

Re-epistemization capacity provides the integrative concept for this section.
Record preservation supplies trace; provenance supplies lineage; alternative inter-
pretations preserve branching possibilities; negative results preserve unsuccessful
but informative search; historical context preserves situated meaning; reanalysis re-
opens analytical operations; reinterpretation reopens significance; and preservation-
cost analysis governs which of these capacities can be sustained. The resulting ar-
chitecture treats epistemic memory as active infrastructure that can support future
inquiry, verification, and reinterpretation.

This perspective also clarifies the relation between preservation and generativity.
Preservation can conserve accumulated knowledge, but its more distinctive contri-
bution lies in maintaining the possibility that future agents form new relations with
inherited epistemic material. A preserved archive can become newly salient; an ob-
solete dataset can support a new comparison; a rejected interpretation can become
relevant under changed evidence; a negative result can prevent repeated expendi-
ture; and provenance can reconnect a contribution to persons or communities whose
role was previously obscured. Preservation therefore helps transmit possibilities for
future knowing, while selection, decay, enclosure, and loss alter those possibilities.

The section also establishes a boundary for the chapter’s next movement. Preser-
vation and re-epistemization explain how epistemic objects can remain available and
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revisable across time. The next analytical object is the transformation of the knower
through participation in knowledge practices. Section 17.14 therefore turns to know-
ing as relational participation, examining learning, transformation of the knower,
human-object and human-human relations, human-AI learning relations, knowl-
edge beyond immediate instrumental utility, subjective continuity, and the transfor-
mation of future possibility through knowing.

17.14 Knowing as Relational Participation

This section develops the participatory dimension of the epistemic economy. Sec-
tions 17.1-17.13 have analyzed knowledge as an economic object, the infrastructures
and institutions that organize it, the asymmetries and justice questions that arise
around it, and the conditions under which epistemic material remains available
across time. The present section changes analytical level. Its objective is to examine
how participation in knowing can transform the knower, relations with epistemic
objects and other persons, and the range of later questions, interpretations, judg-
ments, and actions that become feasible. The discussion proceeds through learning,
transformation of the knower, human-object relations, human-human learning
relations, human-AI learning relations, knowledge beyond immediate instrumental
utility, subjective continuity through knowing, and transformation of future possi-
bility. The method is relational and capability-oriented. Knowing is treated as a
temporally extended participation process whose economic significance depends
on changes in capacities and possibilities, with information transfer treated as one
possible component.

This formulation is compatible with multiple psychologies of learning. Learning
can occur through instruction, practice, imitation, experimentation, reading, dia-
logue, observation, error correction, participation in a community, interaction with
tools, or repeated engagement with an object. Dewey’s account of reflective inquiry
emphasizes the educational cultivation of inquiry and the movement through per-
plexity, observation, suggestion, and inference (Dewey 1910). Lave and Wenger
develop situated learning through legitimate peripheral participation, locating learn-
ing within changing participation in communities of practice (Lave and Wenger
1991). Wenger later makes the relation among learning, practice, meaning, com-
munity, and identity explicit in a social theory of learning (Wenger 1998). These
traditions differ in object and method, yet they support a shared caution against
representing learning only as the transfer of a detachable stock into an otherwise
unchanged individual.

Within GRE, the economic issue is therefore broader than acquisition. A learning
process can change what a subject notices, which distinctions are intelligible, what
evidence can be evaluated, which tools can be used, whose testimony can be assessed,
what collaborations become possible, and which future questions can be formulated.
These changes can affect employment and productivity, as human-capital approaches
emphasize (Becker 1964), while also affecting capabilities whose significance appears
through research, civic participation, cultural practice, personal orientation, or later
unforeseen use. The present section retains these heterogeneous consequences and
their potentially different measures.
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Table 17.14: Dimensions of knowing as relational participation in the epistemic econ-

omy

Dimension Relational Economic relevance
transformation

Learning Change in later epistemic  Alters feasible tasks, inquiry, verification,
capability through communication, and adaptation
participation

Transformation Reorganization of Changes later orientation, conversion

of the knower

Human-object
relations

Human-human

attention, habits,
categories, confidence,
standards, or identity
relations

Repeated engagement
with texts, instruments,
data, environments,
artifacts, or phenomena
Teaching, testimony,

capacity, and participation

Conditions perception, skill, interpretation,
and object-specific competence

Distributes capability, authority, tacit

learning apprenticeship, practice, and access to communities
mentoring, collaboration,
disagreement, and peer
practice
Human-AI Interaction with Can complement, substitute for, or
learning generative, analytic, reorganize human epistemic capability
retrieval, feedback, or
tutoring systems
Knowledge Inquiry whose value is Creates long-horizon option value and
beyond aesthetic, cultural, civic, preserves plural orientations of inquiry
instrumental existential, exploratory, or
utility retrospectively recognized
Subjective Connection of prior Supports accumulated capability, agency,
continuity learning and memory, and long-horizon projects
commitments with
present and future
epistemic orientation
Future Expansion, redirection, or = Makes knowing itself part of the
possibility closure of later questions, generation of later economic possibility

relations, practices, and
actions

Definition 17.171 (Relational epistemic participation). Relational epistemic partici-
pation is a temporally extended involvement in practices, objects, persons, tools, in-
stitutions, or computational systems through which a subject’s epistemic capacities,
orientations, relations, or feasible future inquiries can be modified.

Definition 17.171 places transformation rather than mere contact at the center of
the concept. Reading a text, attending a lecture, consulting a model, or interacting
with an Al system can create an opportunity for learning without guaranteeing that
learning occurs. The analytical question concerns what changes in the subject’s later

epistemic capability and how that change depends on the relation in which partici-
pation occurred.

Table 17.14 summarizes the eight dimensions developed in this section.
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17.14.1 Learning

Learning is economically consequential when participation changes what a subject
can subsequently do epistemically. This change can involve recall, conceptual dis-
crimination, procedural skill, model use, interpretation, verification, explanation,
translation, communication, question formation, or the ability to enter a more de-
manding practice. The relevant change can be narrow and task-specific or broad
and reorganizing. It can also decay when practice stops, institutions disappear; tools
become unavailable, or the learned capacity depended heavily on a context that is
no longer present.

A capability-based definition helps distinguish learning from exposure. A learner
can receive the same information repeatedly without acquiring the ability to use it.
Conversely, a person can acquire a durable practical capacity through participation
even when the resulting knowledge is difficult to state propositionally. Lave and
Wenger’s account of legitimate peripheral participation is especially useful here be-
cause it treats access to practice, relations with established participants, use of arti-
facts, and changing participation as constitutive conditions of learning within social
practice (Lave and Wenger 1991). This perspective is compatible with GRE’s interest
in the economic organization of learning opportunity: who can enter the relevant
practice, remain long enough to develop competence, gain access to its tools and lan-
guage, and receive recognition as participation changes.

Definition 17.172 (Epistemic learning change). An epistemic learning change is a suf-
ficiently persistent modification of a subject’s capacity to perceive, distinguish, un-
derstand, inquire, verify, communicate, or act with respect to a specified epistemic
domain after participation in a learning relation.

Persistence in Definition 17.172 is purpose-relative. A short-lived correction can
matter in a one-time task; professional competence requires more durable capability;
language acquisition, research judgment, or craft skill can require repeated participa-
tion over long periods. The temporal threshold is therefore purpose-relative across
learning domains.

Human-capital analysis captures one important economic pathway: education
and training can increase productive capability and affect earnings and employment
(Becker 1964). GRE retains that pathway while distinguishing it from the full epis-
temic effect of learning. A course can increase employability, enable participation in
a scientific field, change the questions a learner recognizes as meaningful, expand
access to a linguistic community, and alter confidence in dealing with institutions.
These outcomes can overlap without becoming reducible to a single productivity
increment.

Proposition 17.173 (Learning-capability condition). Participation counts as econom-
ically consequential learning within the epistemic economy when it produces a suffi-
ciently persistent change in later epistemic capability that alters feasible participation,
inquiry, verification, communication, production, or adaptation in the domain under
analysis.

Proposition 17.173 also clarifies evaluation. Immediate task success is evidence
about performance under the conditions of the task. It is incomplete evidence about
learning when assistance, prompts, external memory, collaborators, or computa-
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tional systems carry part of the capability. Evaluation should therefore distinguish
assisted performance from changes that remain available to the subject across later
situations.

17.14.2 Transformation of the Knower

Learning can modify the knower more broadly than a discrete skill or proposition.
Repeated participation can reorganize habits of attention, categories of interpreta-
tion, standards of evidence, confidence in particular practices, relations of trust, ex-
pectations about what questions are legitimate, and the identities through which a
person locates themselves in an epistemic field. Such transformations can be gradual
and partly reversible. They can also be heterogeneous: a subject may become more
capable in one domain while becoming more dependent on a particular institution,
language, interface, or community.

Dewey’s treatment of habit provides one precedent for understanding learned dis-
positions as relations between organism and environment rather than as isolated
internal possessions (Dewey 1922). Mead’s social account of the self likewise em-
phasizes that self-formation occurs through socially organized interaction and role-
taking (Mead 1934). Wenger’s theory of communities of practice connects learning
with identity formation through changing participation in shared practice (Wenger
1998). GRE retains the theoretical distinctness of these traditions. Their relevance
lies in showing different mechanisms through which knowing can alter the subject’s
later relations to practices, persons, and possibilities.

Definition 17.174 (Knower-transformation profile). A knower-transformation profile
describes the changes in epistemic capacity, attention, interpretive categories, habits,
confidence, standards, relational position, and identity-relevant orientation associ-
ated with a specified history of knowing.

This profile prevents the language of transformation from becoming totalizing.
Learning a statistical method may leave the learner’s broader identity largely un-
changed. Becoming a physician, historian, engineer, archivist, lawyer, craft worker,
or member of a research community can nevertheless involve transformations that
extend beyond task competence because the practice changes what counts as rele-
vant evidence, acceptable explanation, responsible judgment, or recognizable partic-
ipation. The empirical scope of the transformation should be established rather than
assumed from the importance of the practice.

Transformation also has economic path dependence. A prior learning history can
reduce the cost of entering some later practices while raising the cost of changing
orientation. Specialized vocabulary can make a field intelligible while making com-
munication across fields more demanding. Professional formation can create access
to institutions and networks while binding recognition to credentials or norms. The
resulting path dependence is neither inherently beneficial nor inherently restrictive.
Its evaluation depends on later capabilities, alternatives, dependencies, and the val-
ues at stake.

Proposition 17.175 (Epistemic path-formation condition). A history of knowing be-
comes path-forming when the capacities, habits, categories, relations, or recognitions
generated through earlier participation materially alter the cost, intelligibility, feasibil-



150 CHAPTER 17. KNOWLEDGE AND EPISTEMIC ECONOMY

ity, or attractiveness of later epistemic pathways.

Proposition 17.175 makes learning history part of economic history. Educational
access, mentorship, professional formation, language learning, platform dependence,
and disciplinary specialization can influence later opportunity because they change
the subject that encounters later choices.

17.14.3 Human-Object Relations

Knowing commonly develops through repeated relations with objects of inquiry. The
relevant object can be a text, dataset, instrument, archive, proof, machine, organism,
landscape, artwork, legal record, chemical material, software system, historical trace,
or other phenomenon. The term object names the pole of an epistemic relation while
leaving open whether the object is a commodity, material artifact, living system, rep-
resentation, or another analytically relevant configuration. Ontological suspension
remains in force. The analytical concern is how a subject’s capacities change through
situated engagement with something that resists, affords, surprises, constrains, or
supports particular forms of inquiry.

Phenomenological and ecological traditions supply useful precedents for this rela-
tional emphasis. Merleau-Ponty treats perception as embodied and situated rather
than as the accumulation of detached sensations (Merleau-Ponty 2012). Gibson’s eco-
logical approach analyzes affordances through organism-environment complemen-
tarity, making possible actions relational to both environmental properties and the
capabilities of the perceiver (Gibson 1979). GRE uses these traditions cautiously. They
show why epistemic competence can depend on cultivated relations with an object or
environment, without establishing one universal theory of perception or knowledge.

Definition 17.176 (Epistemic object relation). An epistemic object relation is a sit-
uated and temporally extended relation in which engagement with an object, phe-
nomenon, representation, or environment modifies a subject’s capacity to perceive,
interpret, manipulate, verify, explain, or inquire concerning that object or related
objects.

Object-specific competence often depends on repeated encounter. A clinician
learns to distinguish patterns that a novice may not notice. An archivist learns how
material form, provenance, and cataloguing history affect interpretation. A program-
mer learns a codebase partly through its failures and dependencies. A naturalist
develops perceptual discriminations through sustained contact with organisms and
environments. In each case, access to the object, time for repeated engagement, suit-
able tools, feedback, and opportunities to compare cases contribute to the learning
relation.

The economic organization of objects therefore matters. Paywalls, proprietary in-
struments, restricted archives, scarce laboratory time, geographic distance, safety
rules, linguistic barriers, interface design, or ownership of technical systems can con-
dition which epistemic object relations can form. Open access can widen encounter
while leaving expertise or equipment scarce. Formal access can coexist with weak
learning when a user cannot manipulate, compare, revisit, or contextualize the ob-
ject. Section 17.11 analyzed these issues as infrastructure; the present subsection
emphasizes their effects on the formation of knower—object relations.
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Proposition 17.177 (Object-relation learning condition). Where competence depends
on repeated, feedback-bearing engagement with an epistemic object, access to repre-
sentations alone provides an incomplete substitute for the object relation unless the
representation preserves the relevant opportunities for discrimination, manipulation,
comparison, or response.

This condition is domain-specific. A high-quality digital reproduction can preserve
much of what one inquiry requires and very little of what another requires. The rel-
evant question is which relation carries the epistemic work in the specified practice.

17.14.4 Human-Human Learning Relations

Human learning is frequently mediated by other persons. Teaching, testimony, ap-
prenticeship, mentoring, collaboration, peer review, demonstration, disagreement,
imitation, correction, and shared problem solving distribute epistemic capacity
through relations that differ in authority and reciprocity. These relations can
transmit explicit knowledge, practical judgment, tacit routines, norms of evidence,
professional language, and access to communities whose resources are difficult to
obtain individually.

Lave and Wenger’s analysis is again useful because it relocates apprenticeship
from a simple dyad between master and novice to a wider structure of participation,
artifacts, established participants, and changing identity (Lave and Wenger 1991).
Wenger’s later account similarly treats learning as participation in practices through
which meaning and identity are jointly organized (Wenger 1998). This perspective
fits the epistemic economy because the capacity to learn depends partly on member-
ship, legitimacy, time, access to experienced participants, visibility of practice, and
the distribution of opportunities to undertake increasingly consequential work.
Definition 17.178 (Human learning relation). A human learning relation is an inter-
personal or collective relation in which testimony, demonstration, dialogue, correc-
tion, collaboration, evaluation, or shared practice contributes to a change in one or
more participants’ epistemic capabilities or orientations.

Asymmetry can be productive within such relations. A teacher can know more
than a student about the subject being taught; a supervisor can possess greater in-
stitutional experience; a craft worker can possess practical judgment unavailable to
a newcomer. Section 17.7 established that epistemic asymmetry and power should
remain analytically distinct, while Section 17.12 established that asymmetry and in-
justice are non-equivalent. The present implication is that learning relations should
be evaluated through their mechanisms: whether authority supports capability for-
mation, whether participants can question and contest, whether dependence dimin-
ishes as competence grows, and whether recognition and access are distributed in
defensible ways.

Human-human learning can also be reciprocal without being symmetrical. A re-
searcher may contribute formal methods while a community participant contributes
contextual knowledge. Interdisciplinary collaborators may possess different forms of
expertise. Amentor canlearn from a novice’s questions because unfamiliar questions
reveal assumptions that established practice no longer notices. Reciprocity therefore
concerns the possibility of consequential contribution and transformation across po-
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sitions even when prior knowledge differs across domains.

Proposition 17.179 (Relational learning complementarity). Human learning rela-
tions can generate epistemic capacity through complementarity when differentiated
knowledge, experience, perspective, or practice becomes mutually accessible through
interaction without requiring identical competence across participants.

The economic conditions of such complementarity include time, trust, language, in-
stitutional protection, recognition, manageable hierarchy, and repeated interaction.
Short contracts, extreme workload, exclusionary credential structures, or highly com-
petitive evaluation can weaken knowledge transmission even when knowledgeable
persons occupy the same organization.

17.14.5 Human-AI Learning Relations

Artificial intelligence adds a distinctive learning relation because a computational
system can participate in search, explanation, example generation, feedback, trans-
lation, simulation, coding, drafting, diagnosis, and problem decomposition at low
marginal response cost. The relation can be interactive and adaptive at the level
of the user’s session, while human social participation remains analytically distinct.
GRE therefore treats human-AI learning as a mediated epistemic relation and re-
mains agnostic about machine personhood or subjective experience.

Al assistance can alter learning through several mechanisms. It can reduce the cost
of receiving explanations, generate additional practice material, translate across lan-
guages or representations, expose a learner to alternative approaches, provide rapid
feedback, and make specialized symbolic work accessible to persons with less prior
experience. Workplace evidence on generative Al is consistent with some forms of
capability diffusion: Brynjolfsson, Li, and Raymond report larger productivity gains
among less experienced and lower-skilled customer-support workers and evidence
consistent with diffusion of more effective practices (Brynjolfsson et al. 2025). The em-
pirical result concerns a particular work setting and supports only a setting-bounded
inference about learning and knowledge diffusion.

The central analytical distinction is between assisted performance and human
learning. An Al system can raise current performance because part of the relevant
capability remains external to the user. Learning is stronger when the relation
changes what the person can later perceive, explain, verify, generate, or do across
relevant situations. The two can coincide. They can also diverge.

Definition 17.180 (Human-AI epistemic learning relation). A human-AI epistemic
learning relation is a recurrent interaction in which an Al system supplies generation,
retrieval, transformation, feedback, simulation, or evaluative support and in which
the relevant analytical question is how that interaction changes the human partici-
pant’s later epistemic capabilities, dependencies, orientations, or feasible actions.

Proposition 17.181 (Assisted-performance-learning distinction). An improvement in
task performance under Al assistance provides incomplete evidence of human learning
unless the analysis also establishes a relevant change in the human participant’s later
epistemic capability, including where appropriate performance with reduced or differ-
ently structured assistance.
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Proposition 17.181 has implications for education and work design. If an Al sys-
tem performs the diagnostic, interpretive, or generative operations that a learner is
expected to acquire, repeated successful completion can coexist with weak capability
formation. Conversely, carefully structured use can expose reasoning, provide varied
practice, support metacognitive comparison, and free attention for higher-level judg-
ment. The outcome depends on task design, feedback, learner activity, verification
requirements, prior knowledge, interface design, and the distribution of responsibil-
ity between human and system.

Human-AI learning can also generate new dependencies. A learner may become
able to undertake more complex projects only while a particular model, platform, or
interface remains available. Such dependence can be productive when it functions
like dependence on other legitimate infrastructure, including libraries, calculators,
statistical software, or laboratory instruments. It becomes analytically concerning
when capability, verification, autonomy, or exit options become fragile under con-
centrated control, opacity, or discontinuity. Chapter 18 will treat these asymmetries
at greater depth.

17.14.6 Knowledge beyond Instrumental Utility

The economic organization of knowing also includes inquiry whose significance is
weakly represented by immediate instrumental output. People learn languages, his-
tory, mathematics, philosophy, music, natural history, craft, religious traditions, lit-
erature, and scientific subjects for combinations of practical, cultural, aesthetic, civic,
intellectual, relational, and existential reasons. Some of these activities later produce
measurable economic returns. Others contribute to judgment, identity, participation,
curiosity, cultural continuity, or the capacity to recognize possibilities that were not
specified in advance.

Dewey’s aesthetics is relevant because it treats aesthetic experience as a tempo-
rally organized interaction between a living subject and an environment, preserving
a domain of value that exceeds a solely external-utility representation (Dewey 1934).
Sen’s capability approach likewise directs attention toward substantive opportunities
and forms of being and doing alongside resources and income (Sen 1999). GRE draws
a narrower conclusion: epistemic-economic analysis can investigate the conditions
that support heterogeneous forms of knowing while leaving their value plural and
only partly represented by immediate productivity or monetary return.

Definition 17.182 (Open-horizon epistemic value). Open-horizon epistemic value is
the value associated with knowing whose later significance remains partly unspeci-
fied at the time of learning and may emerge through future inquiry, judgment, rela-
tion, cultural participation, personal orientation, or unforeseen recombination.

Open-horizon value differs from a claim that every inquiry will eventually be-
come useful. Many inquiries produce little later consequence; some consume re-
sources that could have supported more urgent purposes. The concept identifies
uncertainty about future significance rather than guaranteeing future payoff. It is
therefore compatible with economic questions about opportunity cost, portfolio de-
sign, institutional mission, and plural values.

Long-horizon inquiry is especially exposed to evaluation systems that demand
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early specification of output. Section 17.5 showed that questions can require pro-
tected time before their significance becomes clear, while Section 17.6 analyzed
aesthetic and epistemic orientation under incomplete criteria. The present argu-
ment adds the knower: exploratory learning can change the subject who later
recognizes a problem. A future application may become visible only because earlier
non-instrumental learning created the categories, sensitivities, or relations through
which the later situation becomes intelligible.

Proposition 17.183 (Delayed recognizability of epistemic value). The economic value
of alearning process can remain partly unrecognizable at the time of participation when
its later consequence depends on future questions, relations, institutions, technologies,
or transformations of the knower that have not yet been specified.

This proposition supports neither unlimited funding nor a hierarchy in which non-
instrumental inquiry is superior to applied work. It identifies one reason why eval-
uation based exclusively on near-term output can systematically undervalue some
epistemic trajectories.

17.14.7 Subjective Continuity through Knowing

Knowing can also participate in the temporal continuity through which a subject re-
lates prior experience, present orientation, and future projects. A person can remem-
ber what they once learned, revise an earlier belief, recognize how a professional
practice changed their standards, reconnect with a language or tradition, or integrate
knowledge acquired in one domain into a later role. These processes give accumu-
lated learning a biographical structure. They also make epistemic loss potentially
more than loss of usable information when the lost practice, language, archive, or
community helped organize the subject’s relation to their own history.

The analysis requires ontological restraint. GRE brackets the metaphysical con-
ditions of personal identity. Archer’s account of human agency distinguishes self-
hood, personal identity, social identity, and role occupancy and provides one social-
theoretical precedent for treating personal continuity as related to, yet not exhausted
by, social roles (Archer 2000). Mead’s social theory of the self provides another mech-
anism through which socially organized interaction participates in self-formation
(Mead 1934). The present argument is narrower: epistemic histories can become
resources through which subjects maintain, revise, or reconnect their orientations
across time.

Definition 17.184 (Subjective epistemic continuity). Subjective epistemic continuity
is the practical capacity of a subject to connect prior learning, experiences, commit-
ments, and interpretive resources with present understanding and future epistemic
projects while allowing revision of those earlier states.

Continuity therefore differs from rigidity. A scientist can preserve continuity with
earlier research while rejecting an old model. A migrant can maintain a language
while acquiring another. A professional can reinterpret prior training after entering
a different institution. Revision can strengthen continuity when it enables a subject
to understand how earlier and later positions are related.

The economic conditions of continuity include time, access to records and com-
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munities, linguistic opportunity, educational pathways, institutional memory, porta-
bility of credentials, and the ability to re-enter practices after interruption. Forced
displacement, exclusion from professional communities, loss of archives, prolonged
deskilling, language suppression, or abrupt technological change can weaken conti-
nuity by severing relations through which earlier capacities remain usable or intel-
ligible. These mechanisms should be studied empirically rather than inferred from
disruption alone.

Proposition 17.185 (Epistemic continuity condition). Subjective epistemic continuity
is strengthened when prior learning remains practically reconnectable to present in-
terpretation and future projects through usable memory, records, language, relations,
practices, or institutions, while preserving the subject’s capacity to revise earlier under-
standing.

This condition links the present section to Section 17.13. Preservation concerns
continuity of epistemic traces across time; subjective continuity concerns the sub-
ject’s capacity to form a living relation with inherited or remembered epistemic ma-
terial. One can exist without the other. An archive can survive without being inte-
grated into anyone’s present practice, while a subject can preserve practical knowl-
edge through embodied or social continuity even where formal records are sparse.

17.14.8 Knowing as Transformation of Future Possibility

The preceding dimensions converge on a generative claim. Knowing can transform
future possibility because learning changes the subject who encounters later situa-
tions. A new capacity can make a previously inaccessible object manipulable, a new
language can open a community and archive, a new concept can make a pattern rec-
ognizable, a new relation can provide entry to a practice, and a revised standard of
evidence can alter which claims become credible. These transformations can expand
possibilities, redirect them, or close some pathways as specialization, dependency,
commitment, or institutional recognition develops.

The generative effect should therefore be stated conditionally. Knowledge can ex-
pand, redirect, or contract later freedom and social value depending on its mecha-
nisms and consequences. Expertise can entrench narrow categories; institutional
learning can reproduce exclusion; training can bind a worker to proprietary infras-
tructure; persuasive falsehoods can also transform later behavior. Generativity de-
scribes a change in subsequent possibility, while normative evaluation asks which
transformations should be supported, constrained, repaired, or contested.

Definition 17.186 (Epistemic generative transformation). An epistemic generative
transformation is a change produced through knowing that materially alters the sub-
ject’s or group’s later feasible questions, interpretations, relations, practices, deci-
sions, or capacities for further learning.

The definition places learning inside the wider GR vocabulary of generated pos-
sibility without treating knowledge as a homogeneous causal substance. The trans-
formation can arise through explicit instruction, repeated practice, participation in a
community, encounter with an object, preservation of a trace, dialogue with another
person, or human-Al interaction. Its mechanism should be identified at the level rel-
evant to the case.
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Proposition 17.187 (Future-possibility condition). Knowing becomes generatively
consequential within GRE when the change in epistemic participation can be linked
to a later change in the feasible set, accessibility, cost, intelligibility, or orientation of
subsequent epistemic or economic possibilities.

Proposition 17.187 provides a bridge between the epistemic economy and the
book’s broader substantive architecture. Educational investment can matter be-
cause it changes later capability. Research participation can matter because it
changes what questions a community can pursue. Language learning can matter be-
cause it changes accessible relations and records. Human-AI interaction can matter
because it changes the division of epistemic labor and the user’s later capacities or
dependencies. Cultural and exploratory learning can matter because it preserves
orientations and possibilities whose later use was not predetermined.

The distribution of these transformations is an economic and political question.
Subjects differ in time, security, prior education, language, access to objects, men-
torship, institutional recognition, computational support, and opportunities for
sustained practice. A society can therefore distribute formal information widely
while distributing the capacity to become a transformed knower very unevenly.
Section 17.12 identified the justice dimensions of such arrangements; the present
section identifies the participatory mechanism through which unequal epistemic
conditions can become unequal future capability.

Knowing as relational participation also clarifies the chapter’s movement toward
knowledge commons. If learning depends partly on access to practices, objects, lan-
guages, repositories, infrastructures, and other participants, then the governance of
shared epistemic resources affects more than information distribution. It affects who
can enter learning relations, who can contribute to them, whose contributions re-
main attributable, whether shared infrastructures persist, and whether participation
reproduces or expands generative capacity. Section 17.15 therefore turns to knowl-
edge commons and open epistemic systems as institutional arrangements for govern-
ing these shared conditions of knowing.

17.15 Knowledge Commons and Open Epistemic Systems

This section develops the commons dimension of the epistemic economy. Sec-
tion 17.14 treated knowing as relational participation and showed that learning
depends partly on access to practices, objects, people, repositories, languages, in-
frastructures, and computational systems. The present section asks how some of
these shared conditions can be organized so that knowledge remains accessible,
contributable, revisable, attributable, and maintainable across heterogeneous par-
ticipants and over time. Its objective is to distinguish open access from shared
infrastructure, commons governance, attribution, reciprocity, sustainability, protec-
tion against generative exploitation, and plural knowledge systems. The discussion
proceeds through these eight dimensions. The method is institutional and relational:
openness is analyzed through concrete access conditions, governance relations,
maintenance burdens, contribution pathways, and downstream conversions rather
than treated as an undifferentiated property of information.
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Knowledge commons have an established institutional literature. Hess and Ostrom
extend commons analysis to knowledge and emphasize that access, enclosure, intel-
lectual property, preservation, technological change, and collective governance can
be studied without assuming that knowledge behaves exactly like a natural-resource
common pool (Hess and Ostrom 2007). Benkler’s analysis of commons-based peer
production shows that distributed contributors can coordinate productive activity
through arrangements that differ from both conventional market exchange and man-
agerial hierarchy (Benkler 2002). Frischmann, from an infrastructure perspective,
emphasizes the social value of shared resources whose downstream uses are het-
erogeneous and partly unpredictable (Frischmann 2012). UNESCO’s Recommenda-
tion on Open Science similarly treats openness as a wider institutional architecture
involving accessible knowledge, infrastructures, collaboration, participation, and re-
spect for diverse knowledge systems rather than as a publication rule alone (UNESCO
2021).

GRE uses these resources while preserving several distinctions developed earlier
in the chapter. Open access can expand availability without creating practical capa-
bility. Shared infrastructure can widen participation while remaining dependent on
concentrated control. Attribution can protect provenance while leaving economic
return unresolved. Reciprocity can support reproduction without requiring symmet-
rical exchange in every transaction. Sustainability concerns the reproduction of the
commons itself and therefore includes maintenance labor, financing, preservation,
governance, and succession. Finally, openness can coexist with generative exploita-
tion when actors with stronger conversion capacity appropriate shared contributions
in ways that weaken the conditions of continued generation. A knowledge commons
is consequently analyzed here as a governed generative arrangement rather than as
knowledge with restrictions removed.

Definition 17.188 (Knowledge commons). A knowledge commons is a governed re-
lational configuration in which specified epistemic resources, practices, infrastruc-
tures, or capabilities are shared among a constituency through arrangements that
organize access, contribution, use, attribution, maintenance, revision, and contesta-
tion across time.

Definition 17.188 is intentionally broader than a repository and narrower than
knowledge in general. The shared object can include data, texts, software, mod-
els, standards, archives, educational materials, research instruments, linguistic
resources, verification procedures, community practices, or combinations of these.
The relevant constituency can be public, professional, local, disciplinary, organiza-
tional, or transnational. Different commons can therefore adopt different access and
governance rules while remaining comparable through the functions those rules
perform.

Table 17.15 summarizes the eight dimensions developed in this section.

17.15.1 Open Access

Open access concerns the conditions under which epistemic material can be discov-
ered, reached, understood, and used by a relevant position. The term often refers
to scholarly publications, yet the economic object is wider. Access can concern arti-
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Table 17.15: Dimensions of knowledge commons and open epistemic systems

Dimension

Principal governance
object

Generative relevance

Open access

Shared
infrastructure

Commons
governance

Attribution

Reciprocity

Sustainability

Openness and
exploitation

Plural
knowledge
systems

Effective conditions of
discovery, retrieval,
intelligibility, and
permitted use
Repositories, networks,
standards, software,
compute, preservation, and
verification facilities

Rules for membership,
access, contribution,
modification, decision,
monitoring, and dispute
Provenance, credit,
responsibility, and
contribution lineage
Direct, indirect,
generalized, or structural
forms of return
Maintenance labor, finance,
preservation, succession,
moderation, and security
Conversion of open
contributions under
asymmetric capability or
control

Relations among
heterogeneous languages,
practices, evidential
traditions, institutions, and
communities

Expands the positions from which
epistemic participation can begin

Supplies reusable inputs for
heterogeneous downstream inquiry and
learning

Coordinates shared use while preserving
maintenance and revisability

Connects reuse to contributors and
preserves reconstructible generative
histories

Helps reproduce contributor capability
and shared conditions of generation

Determines whether openness can persist
beyond an initial release or contribution
wave

Identifies when openness supports broad
generation and when it can facilitate
one-sided appropriation

Preserves multiple sources of inquiry
while enabling bounded translation and
contestation

cles, books, datasets, code, models, standards, educational materials, archives, instru-
ments, metadata, public records, languages, or participation in a practice. A resource
can be legally available while remaining practically inaccessible because it is difficult
to discover, costly to retrieve, technically unusable, linguistically opaque, inaccessi-
ble to assistive technologies, or dependent on unavailable complementary infrastruc-
ture. Section 17.2 developed these access bottlenecks as forms of epistemic scarcity.
The present subsection asks how openness changes them.

UNESCO’s open-science framework is useful because it treats access to scientific
knowledge together with infrastructures, engagement, collaboration, and diversity
of knowledge systems (UNESCO 2021). The FAIR principles make a related infrastruc-
tural point for research data: findability, accessibility, interoperability, and reusabil-
ity depend on metadata, persistent identification, protocols, licensing, and commu-
nity standards rather than on nominal release alone (Wilkinson et al. 2016). GRE
therefore treats openness as a profile with several components whose practical ef-
fects can diverge.

Definition 17.189 (Epistemic openness profile). An epistemic openness profile is the
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configuration of legal, financial, technical, linguistic, discoverability, interoperability,
accessibility, and reuse conditions that shape whether a specified constituency can
practically reach and employ an epistemic resource or infrastructure.

This profile allows degrees and differentiated arrangements. A publication can be
free to read while its underlying data remain controlled. A dataset can be download-
able while its documentation makes meaningful reuse difficult. An archive can pro-
vide public catalogues while restricting sensitive records through supervised access.
A community can share knowledge internally while limiting external reuse because
disclosure would create legal, cultural, ecological, or security risks. These arrange-
ments differ in openness without requiring a single scalar ranking.

Open access also has an intertemporal dimension. Access at one moment can disap-
pear when a platform closes, a file format becomes unreadable, a license changes, a
repository loses funding, or links decay. Durable openness therefore depends partly
on the preservation architecture developed in Section 17.13. Access that cannot sur-
vive foreseeable infrastructural change provides a weaker basis for cumulative in-
quiry than access supported by preservation, provenance, portability, and institu-
tional continuity.

Proposition 17.190 (Effective openness condition). An epistemic resource is effec-
tively open for a specified constituency only to the extent that the relevant members
can discover, access, interpret, and use it under the technical, linguistic, institutional,
and legal conditions material to the intended epistemic function.

Proposition 17.190 does not require unrestricted access. Privacy, confidentiality,
safety, stewardship obligations, contractual commitments, community governance,
and risks of harmful reuse can justify differentiated access. The analytical require-
ment is to identify which constituency, which function, and which restrictions are
being evaluated. Openness becomes economically meaningful through the practical
capabilities it creates or withholds.

17.15.2 Shared Infrastructure

Knowledge commons depend on infrastructures that can be used by multiple par-
ticipants across multiple downstream purposes. Repositories, archives, networks,
persistent identifiers, open standards, shared software, reference corpora, public
databases, translation systems, compute facilities, verification services, and educa-
tional resources can all function as epistemic infrastructure when they support re-
current activity beyond a single transaction. Frischmann’s infrastructure analysis
is relevant because shared infrastructural resources can generate substantial social
value precisely when downstream uses are heterogeneous and cannot be fully speci-
fied in advance (Frischmann 2012).

The economic significance of shared infrastructure lies partly in option creation.
A well-maintained repository can support questions that its creators did not antici-
pate. An interoperable standard can permit coordination among organizations that
were not originally connected. Publicly accessible software can allow small research
groups to perform analyses that would otherwise require proprietary systems. A mul-
tilingual terminology resource can connect communities that previously lacked a us-
able translation interface. These effects need empirical demonstration in particular
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cases, yet the general mechanism is consistent with the chapter’s account of genera-
tive infrastructure: shared inputs can alter later feasible sets.

Definition 17.191 (Shared epistemic infrastructure). Shared epistemic infrastructure
is an infrastructural resource or coordinated set of resources whose recurrent use by
multiple participants supports the generation, interpretation, verification, preserva-
tion, communication, or reuse of knowledge across more than one immediate activ-
ity.

Shared infrastructure differs from simply common ownership. A privately owned
indexing service can function as widely shared infrastructure; a publicly owned
repository can be difficult for relevant users to access; a community-maintained
software project can be shared while relying on privately controlled hosting. Owner-
ship, control, access, maintenance, and infrastructural function should therefore be
represented separately, consistent with Sections 17.8 and 17.11.

Infrastructure sharing also creates dependencies. Participants can become reliant
on a standard, repository, software library, compute service, or identity system
whose governance they do not control. A change in terms of use, technical architec-
ture, pricing, or access policy can then propagate across many downstream practices.
Shared infrastructure consequently creates both economies of reuse and possible
concentration of infrastructural power. Commons governance becomes relevant
because the question is not simply whether many people can use an infrastructure,
but how its rules, maintenance, revision, and exit conditions are organized.

Proposition 17.192 (Shared-infrastructure generativity condition). Shared epistemic
infrastructure becomes generatively consequential when recurrent access to the infras-
tructure materially changes the cost, accessibility, interoperability, or feasible range of
downstream epistemic activities for multiple participants.

The condition in Proposition 17.192 remains complement-dependent. Open soft-
ware has limited effect without usable hardware and skills. A public dataset has
limited effect without metadata, verification, or interpretive capacity. Shared com-
pute has limited scientific value when data access or methodological competence is
absent. Infrastructure should therefore be evaluated as a connected configuration
rather than through the availability of one component alone.

17.15.3 Commons Governance

Commons governance organizes the relations through which shared epistemic re-
sources are accessed, contributed to, modified, maintained, and contested. The
commons literature is useful here because it directs attention away from a simple
market-state opposition and toward institutional diversity, rules in use, monitoring,
collective choice, and polycentric arrangements (Ostrom 2010; Hess and Ostrom
2007). Knowledge commons differ from many natural-resource commons because
use of information is often less directly subtractive. Yet congestion, attention
burdens, verification costs, maintenance labor, privacy risks, contributor exhaus-
tion, infrastructure capacity, and appropriation of shared outputs can still create
collective-action problems.

Governance can operate at several layers. Entry rules determine who can read,
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contribute, modify, review, or administer. Contribution rules determine acceptable
formats, evidence, provenance, licensing, or community standards. Decision rules de-
termine how categories, interfaces, priorities, and policies change. Monitoring and
moderation rules respond to vandalism, low-quality contribution, abuse, or security
problems. Conflict procedures organize appeals and disagreements. Maintenance
rules allocate routine work that may be less visible than high-status contribution. Fed-
eration rules determine how one commons connects to others.

Definition 17.193 (Knowledge-commons governance). Knowledge-commons gover-
nance is the arrangement of decision rights, access rules, contribution procedures,
maintenance responsibilities, monitoring practices, conflict-resolution pathways,
and revision mechanisms through which a shared epistemic configuration is repro-
duced and changed.

The definition permits both formal and informal governance. An open-source
project can have maintainers, contribution protocols, review norms, release pro-
cesses, and informal authority even when it is not governed through a conventional
corporation. A local knowledge archive can operate through community steward-
ship and permission practices. A research consortium can use formal contracts
and shared committees. A public repository can combine statutory mandates with
technical rules embedded in software. Governance is therefore distributed across
legal, institutional, technical, and relational layers.

A generative perspective also asks whether governance preserves the commons’
capacity to receive new participants and adapt to changing conditions. Rules that
stabilize quality can become barriers when they assume resources, credentials, lan-
guages, or technologies unavailable to potential contributors. Conversely, extremely
low contribution thresholds can overwhelm review and maintenance capacity. Gov-
ernance adequacy therefore depends on the relation among the object, constituency,
risks, contribution structure, maintenance burden, and desired degree of openness.

Proposition 17.194 (Commons-governance fit condition). The adequacy of a
knowledge-commons governance arrangement depends on how its access, contri-
bution, decision, maintenance, monitoring, and revision rules fit the characteristics of
the shared epistemic objects, the participating constituency, the material risks, and the
temporal requirements of continued generation.

Proposition 17.194 resists a universal institutional template. A biomedical data
commons, a mathematical software project, a public library, a language archive, and
a community-governed ecological knowledge repository can require materially dif-
ferent access and stewardship arrangements. Comparison remains possible at the
level of governance functions without presuming identical rules.

17.15.4 Attribution

Openness increases the importance of attribution because reuse can separate an epis-
temic contribution from the social and historical setting in which it was generated.
Attribution connects a claim, dataset, method, software component, translation, in-
terpretation, or other contribution to its relevant sources and contributors. It can
support credit, responsibility, provenance, auditability, and later reconstruction. Sec-
tion 17.13 treated provenance as a preservation relation; the present subsection em-
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phasizes the distributive and governance role of attribution inside open system:s.

Attribution is multidimensional. Authorship credits intellectual contribution un-
der disciplinary conventions. Citation links later claims to earlier sources. Version
histories record modification. Data provenance tracks collection, transformation,
and stewardship. Contributor records can recognize software maintenance, trans-
lation, moderation, documentation, curation, community liaison, or negative-result
reporting that conventional authorship systems may underrepresent. Responsibility
attribution can also identify who approved, reviewed, transformed, or released ma-
terial. These functions overlap but should not be collapsed.

Definition 17.195 (Epistemic attribution architecture). An epistemic attribution ar-
chitecture is the set of practices and records through which contributions, transforma-
tions, responsibilities, and source relations remain identifiable across the production,
reuse, revision, and circulation of epistemic material.

Attribution does not imply exclusive ownership. Material can remain openly
reusable while preserving contributor lineage. Attribution also does not settle com-
pensation or authority. A named contributor can still receive little material return,
and a heavily cited source can remain excluded from downstream governance. Con-
versely, anonymity or collective attribution can be appropriate where privacy, safety,
community norms, or the character of collective production makes individual nam-
ing undesirable. The relevant principle is preservation of the form of recognition
and responsibility appropriate to the epistemic relation.

Attribution is especially important where generative contributions are easy to
aggregate and difficult to reconstruct after aggregation. Training corpora, large
databases, collaborative software, encyclopedic platforms, and derivative datasets
can contain many layers of prior contribution. Once provenance disappears, later
participants may be unable to distinguish original observation from transformation,
identify affected communities, evaluate quality, locate errors, or direct return. Attri-
bution architecture therefore participates in both epistemic quality and relational
justice.

Proposition 17.196 (Attribution-reuse condition). Open reuse remains more compat-
ible with contributor recognition and epistemic reconstructibility when the attribution
architecture preserves the contribution and transformation relations material to credit,
responsibility, provenance, and later evaluation.

The proposition is intentionally scoped. Complete lineage can be technically costly
or ethically inappropriate. An attribution architecture should therefore preserve the
relations material to the purpose of the commons while respecting privacy, safety,
collective authorship, and legitimate restrictions on disclosure.

17.15.5 Reciprocity

Knowledge commons frequently depend on contribution without immediate bilat-
eral exchange. A researcher deposits data that later benefit unknown users. A soft-
ware maintainer fixes a library used by organizations that never communicate with
the maintainer. A translator makes an archive accessible to a future audience. A com-
munity contributes local observations to a shared monitoring system. Reciprocity in
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such systems therefore cannot be represented only as direct repayment between two
parties.

Theories of gift exchange show that reciprocity can be embedded in social obli-
gations and durable relations rather than confined to spot exchange (Mauss 1990).
Commons-based peer production likewise demonstrates that participants can con-
tribute for heterogeneous reasons, including use value, reputation, learning, enjoy-
ment, community membership, public benefit, and the improvement of a resource
they themselves depend on (Benkler 2002). GRE treats these motivations as empiri-
cally variable and concentrates on the relational question of how returns circulate
and whether the generative conditions of contributors and the commons are repro-
duced.

Definition 17.197 (Commons reciprocity). Commons reciprocity is the organization
of direct, indirect, generalized, or structural returns through which contributors,
users, stewards, or affected communities receive benefits, capabilities, recogni-
tion, access, governance standing, maintenance, or other value forms relevant to
continued participation in a shared epistemic configuration.

Direct reciprocity can involve a contributor receiving a specific return from a user.
Indirect reciprocity can occur when contributions are repaid through other mem-
bers of the network. Generalized reciprocity can operate through expectations that
participants contribute when able to a common resource from which many benefit.
Structural reciprocity concerns the design of the system itself: open downstream im-
provements, contributor governance rights, shared infrastructure, capacity building,
community benefit, or maintenance funding can return value without matching each
contribution to a corresponding payment.

Reciprocity should remain distinct from equality of exchange. Knowledge contri-
butions differ in effort, scarcity, risk, visibility, and social significance. Some contrib-
utors prefer public benefit to individualized return; others depend materially on com-
pensation. A commons can therefore support heterogeneous return relations. The
relevant question is whether the arrangement systematically relies on one group’s
generativity while directing recognition, control, or material benefit elsewhere in
ways that undermine continued participation. Section 17.9 provides the stronger ex-
ploitation test for such cases.

Proposition 17.198 (Reciprocity—-payment non-equivalence). Reciprocity in a knowl-
edge commons can be sustained through multiple value forms, so monetary payment is
neither a necessary nor a sufficient indicator of whether contributors receive returns
adequate to the continued reproduction of the relevant generative relations.

The proposition leaves compensation questions open to the context. Some labor
requires wages or fees for sustainable participation. Some commons depend on vol-
unteer contribution that remains viable because participants receive use value, learn-
ing, status, community, or reciprocal maintenance. Evaluation should therefore iden-
tify which return forms matter to the contributors and which burdens are being ex-
ternalized.
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17.15.6 Sustainability

An epistemic resource can be openly released while the system that makes it usable
deteriorates. Repositories require storage, migration, metadata, security, user sup-
port, and institutional continuity. Software requires maintenance, testing, documen-
tation, dependency management, and succession. Collaborative platforms require
moderation, governance, conflict resolution, and abuse prevention. Standards re-
quire revision. Community archives require stewardship relationships and often
long-term trust. Sustainability therefore concerns the reproduction of the conditions
that keep openness practically meaningful.

This problem is partly hidden by the low marginal cost of copying many digi-
tal objects. Copying a file can be cheap while producing, verifying, documenting,
preserving, hosting, indexing, updating, and governing the resource remain costly.
Hess and Ostrom’s knowledge-commons framework is useful precisely because it
directs attention to the institutional conditions surrounding knowledge resources
rather than treating non-rivalry as sufficient for stable sharing (Hess and Ostrom
2007). Frischmann’s analysis similarly emphasizes that shared infrastructure gen-
erates value through downstream use and therefore raises questions about how its
maintenance is financed and governed (Frischmann 2012).

Definition 17.199 (Reproductive sustainability of an epistemic commons). The repro-
ductive sustainability of an epistemic commons is its capacity to maintain the material,
technical, institutional, relational, and human conditions required for continued ac-
cess, contribution, verification, preservation, governance, and revision across the rel-
evant temporal horizon.

Sustainability can fail through several mechanisms. Funding can disappear. Main-
tenance labor can become concentrated in a few exhausted contributors. A project
canlack succession when key maintainersleave. Technical dependencies can become
obsolete. Governance conflict can drive contributors away. Security incidents can
make openness too costly to maintain. A platform can grow faster than its modera-
tion capacity. A repository can preserve files while losing the expertise required to
interpret them. These are economic failures of reproduction even when the nominal
content remains available.

Sustainability also has distributive implications. Open resources can shift costs
from users to maintainers, public institutions, volunteers, donors, or communities
whose contributions are less visible than downstream benefits. A sustainability anal-
ysis should therefore ask who bears maintenance costs, who controls priorities, who
receives downstream value, and whether contributors possess exit, voice, succession,
and support mechanisms. Long-run openness depends on how these burdens and re-
turns are organized.

Proposition 17.200 (Commons-sustainability condition). An open epistemic arrange-
ment is reproductively sustainable only to the extent that the resources, labor, gover-
nance, preservation, and succession conditions material to its continued operation are
regenerated across time at a level adequate to its intended functions.

The proposition does not imply indefinite preservation of every commons. Some
projects are intentionally temporary; some should close when their purpose ends;
others should be merged, archived, or replaced. Sustainability is evaluated relative
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to the intended temporal horizon and function. The relevant failure arises when an
arrangement depends on future continuity while its mode of openness systematically
erodes the conditions required for that continuity.

17.15.7 Openness and Exploitation

Openness can broaden generative participation while also lowering the cost of ap-
propriation by actors with greater compute, capital, distribution, legal capacity, or
market access. This dual possibility is central to an epistemic economy. A shared
dataset can enable distributed research and also support concentrated commercial
products. Open-source software can reduce entry barriers and also become a critical
dependency for organizations that return little maintenance capacity. Publicly acces-
sible cultural or linguistic material can support education, preservation, and transla-
tion while also being aggregated into systems whose governance is distant from the
contributing communities. The relevant analysis concerns the conversion pathways
through which open contributions become downstream capability.

Section 17.9 defined generative exploitation through a stronger mechanism than
unequal benefit alone. The same discipline applies here. Open reuse, commercial
reuse, large-scale reuse, or asymmetric benefit does not by itself establish exploita-
tion. A stronger diagnosis requires an appropriation or control mechanism together
with a connected weakening of the source side’s future generative capacity, alterna-
tives, maintenance conditions, control, or practically relevant return.

Definition 17.201 (Openness-enabled generative appropriation). Openness-enabled
generative appropriation is the conversion of contributions available through an open
epistemic arrangement into downstream capability, value, or control by a position
whose access to those contributions is materially enabled by the openness of the
source arrangement.

Definition 17.201 is descriptive. It covers beneficial and problematic reuse. A
public-health researcher can use open data to produce socially valuable analysis. A
small firm can build on open software. A language community can reuse an open
corpus for education. An organization can also aggregate open contributions at scale
and create a proprietary service. Normative evaluation depends on the rights, expec-
tations, governance, returns, source-side effects, and relevant justice claims in the
case.

The most difficult cases arise when the source system is open partly because
contributors or public institutions absorb production and maintenance costs, while
downstream actors possess much stronger conversion capabilities. This can produce
a pattern in which the commons supplies low-cost generative inputs to concentrated
systems without receiving maintenance, attribution, governance, or capacity in re-
turn. Such a pattern can remain stable for a time because the commons is supported
by public funds, volunteer labor, professional norms, or mission-driven institu-
tions. Its apparent abundance can therefore conceal depletion of the conditions that
generate the inputs.

Proposition 17.202 (Openness—exploitation non-equivalence). Openness neither es-
tablishes nor excludes generative exploitation. An exploitation claim requires evidence
that openness participates in an appropriation or control mechanism connected to a
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materially relevant weakening of the source configuration’s continued generative con-
ditions, alternatives, control, or return.

This proposition permits governance responses more differentiated than closing
the commons. Attribution requirements, reciprocal licensing, public funding, main-
tenance obligations, benefit sharing, contributor governance, portability, public-
interest access conditions, community stewardship, or differentiated permissions
can address different mechanisms. The appropriate response depends on what is
being shared, which contributors or communities are affected, how downstream
value is created, and which form of source-side reproduction is at risk.

Al-mediated reuse makes these questions more salient because computational sys-
tems can aggregate large quantities of openly accessible material, compress prior con-
tributions into reusable capability, and deploy that capability across domains. The
present section establishes the commons-side diagnostic vocabulary. Section 17.16
and Chapter 18 examine the capability asymmetries and human-AI dependencies
through which these conversion relations can become more consequential.

17.15.8 Plural Knowledge Systems

Open epistemic systems can connect heterogeneous knowledge traditions, languages,
methods, evidential practices, institutions, and communities. Openness therefore
raises a problem of plurality as well as access. A system that makes material widely
available while requiring every contribution to pass through one dominant language,
ontology, classification scheme, evidential convention, or institutional credential can
remain formally open while narrowing the forms in which knowledge is recogniz-
able. UNESCO’s open-science framework explicitly includes respect for diversity of
cultures and knowledge systems within the broader architecture of openness (UN-
ESCO 2021). GRE treats this plurality as an institutional and translational problem
rather than as evidence that standards of warrant are irrelevant.

The phrase knowledge system is used here operationally. It refers to a histori-
cally organized configuration of language, practices, categories, evidential resources,
transmission relations, validation procedures, institutions, and repositories through
which a community or field produces, preserves, interprets, and revises knowledge.
Such systems can overlap substantially. Scientific disciplines, professional commu-
nities, local ecological practices, craft traditions, linguistic communities, public agen-
cies, and Indigenous knowledge communities can each contain internally heteroge-
neous practices and can interact through multiple interfaces. The concept therefore
does not require sealed or mutually incommensurable epistemic worlds.

Plurality creates both generative opportunity and translation risk. Different sys-
tems can preserve observations, distinctions, histories, or practical competencies
that are absent elsewhere. Interaction can generate new questions, comparisons,
methods, and interpretations. At the same time, translation can strip context, force
categories into an unsuitable schema, detach claims from stewardship obligations, or
convert local authority into external data without preserving the relations through
which the knowledge acquired meaning. Section 17.13 showed why provenance
and historical context matter for later re-epistemization; plural systems add the re-
quirement that translation preserve the relevant epistemic and governance relations
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across boundaries.

Definition 17.203 (Plural epistemic interoperability). Plural epistemic interoper-
ability is the capacity of heterogeneous knowledge systems to exchange, compare,
translate, contest, or combine epistemic material while preserving the distinctions in
meaning, provenance, authority, uncertainty, stewardship, and validation that are
material to responsible use.

Interoperability in Definition 17.203 is therefore stronger than technical compat-
ibility and weaker than full conceptual unification. Two systems can exchange se-
lected observations while retaining different categories. A scientific database can
include community-governed fields whose use requires additional context. Multilin-
gual resources can preserve source-language terms where translation would collapse
distinctions. Cross-disciplinary projects can maintain separate evidential standards
while defining explicit interfaces for comparison. These arrangements make plural-
ity operational without assuming that every difference should disappear.

Epistemic plurality also requires contestability. Longino’s account of social knowl-
edge emphasizes critical interaction and the importance of multiple perspectives for
identifying background assumptions in inquiry (Longino 1990). Within an open epis-
temic system, plurality becomes generative when participants can make differences
visible, challenge translations, revise shared categories, and preserve unresolved dis-
agreement where available evidence does not support convergence. Plurality does
not imply that every claim has equal warrant. Claims remain answerable to the evi-
dential, interpretive, practical, and normative standards appropriate to the domain,
together with the cross-system procedures through which disagreement is evaluated.

Proposition 17.204 (Plurality-preservation condition). An open epistemic system pre-
serves generative plurality when its translation, interoperability, and governance ar-
rangements permit heterogeneous epistemic contributions to remain recognizable and
contestable without requiring premature reduction to a single language, category sys-
tem, institutional authority, or evaluative metric.

The condition is demanding because openness and standardization often interact.
Shared standards can be essential for interoperability, yet they can also make some
categories easy to record and others difficult to express. Common languages can
widen communication while increasing the translation burden borne by minority-
language contributors. Open repositories can preserve diverse materials while
search and ranking systems make only a subset visible. A plural system therefore
requires attention to the interfaces where openness is converted into visibility,
legibility, and authority.

A final distinction concerns the relation between a knowledge commons and an
open epistemic system. A commons has a sufficiently identifiable shared object or
configuration together with governance relations through which access, contribution,
maintenance, and revision are organized. An open epistemic system can be more dis-
tributed. It can connect several commons, public institutions, scholarly communities,
private services, standards bodies, archives, educational organizations, and informal
contributor networks without placing the entire configuration under one governance
regime. Openness at the system level therefore concerns the permeability and revis-
ability of interfaces among partially autonomous components.
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Definition 17.205 (Open epistemic system). An open epistemic system is a relational
configuration of epistemic resources, participants, institutions, infrastructures, and
interfaces in which multiple positions can enter, contribute, retrieve, translate, verify,
revise, or recombine epistemic material across organizational or community bound-
aries under an identifiable profile of access and governance conditions.

Definition 17.205 allows selective closure within a broadly open system. A repos-
itory can protect sensitive data while publishing metadata and aggregate results. A
community can govern culturally consequential material through differentiated per-
missions while participating in wider scientific or educational exchange. A platform
can expose interoperable standards while retaining some operational components
under centralized control. The analytical task is to locate the interfaces through
which participation is enabled, restricted, or converted rather than assigning a single
open/closed label to the whole configuration.

System-level openness also depends on capability distribution. Formally available
interfaces can remain functionally closed to participants who lack language, compute,
verification resources, legal capacity, credentials, or time. Conversely, a system with
differentiated permissions can support broad generative participation when the re-
strictions are matched to stewardship responsibilities and usable pathways remain
available for relevant participants. The openness profile from Definition 17.189 there-
fore applies across system interfaces as well as individual resources.

Proposition 17.206 (Open-system capability condition). The generative openness of
an epistemic system depends on the practical capability of relevant positions to traverse
its material interfaces for contribution, access, verification, revision, or recombination,
together with governance arrangements that keep those pathways sufficiently maintain-
able and contestable for the system’s intended purposes.

Knowledge commons and open epistemic systems can now be placed within the
wider chapter architecture. Open access expands the positions from which partic-
ipation can begin. Shared infrastructure supplies reusable generative conditions.
Commons governance organizes contribution and revision. Attribution preserves
contribution histories. Reciprocity concerns the circulation of return. Sustainabil-
ity concerns reproduction of the commons itself. Exploitation analysis asks whether
openness is converted into one-sided appropriation that weakens continued gener-
ation. Plural interoperability preserves heterogeneous epistemic sources while en-
abling bounded translation and contestation.

These dimensions also expose the limit of treating openness as a complete answer
to epistemic inequality. Participants can face radically different capacities to search,
verify, compute, aggregate, translate, finance, and commercialize the same open re-
source. The economic consequences of openness therefore depend on the capability
distribution surrounding the commons. This point provides the immediate interface
to artificial intelligence. Machine systems can expand access, translation, search, syn-
thesis, and generative production while also increasing the scale at which open ma-
terial is aggregated and converted into concentrated capability. Section 17.16 turns
to that interface by examining machine knowledge generation, symbolic abundance,
capability concentration, human-Al asymmetry, and epistemic dependence.
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17.16 Artificial Intelligence within the Epistemic Economy

This section closes Chapter 17 by locating contemporary artificial intelligence within
the epistemic economy developed across Sections 17.1-17.15. The objective is
bounded. Artificial-intelligence systems already alter the cost, speed, scale, acces-
sibility, and institutional organization of epistemic production, yet the resulting
changes cannot be understood through output volume alone. They interact with
verification, attention, orientation, infrastructure, knowledge capital, exploitation,
justice, preservation, learning, and commons governance. The present section there-
fore examines six interfaces: machine knowledge generation, symbolic abundance,
capability concentration, human-AI asymmetry, epistemic dependence, and the
conditions under which these epistemic differences become relevant to the more
extensive analysis of radical capability asymmetry in Chapter 18. The method is
relational and mechanism-sensitive. Al is treated as a heterogeneous set of com-
putational systems embedded in organizational, infrastructural, legal, and human
relations rather than as an autonomous economic force with a single effect.

The terminology requires an initial qualification. The phrase machine knowledge
generation is used operationally to describe artificial systems that generate outputs
capable of entering processes of inquiry, learning, decision, design, interpretation,
or verification. It does not establish that the system possesses knowledge in the same
sense as a human knower, nor does it infer understanding, subjecthood, responsibil-
ity, or epistemic authority from fluent output. Section 17.3.3 already distinguished AI-
generated symbolic artifacts from warranted knowledge, and Bender and colleagues
provide an important linguistic caution against equating fluent language-model out-
put with grounded understanding (Bender et al. 2021). The present section retains
that distinction while asking what changes economically when such output becomes
cheap, scalable, and institutionally integrated.

Contemporary evidence makes the issue more than speculative. The 2026 Stan-
ford AI Index documents continuing gains in frontier-system performance across
several benchmarked domains while also emphasizing concentration of frontier de-
velopment and computational infrastructure among a relatively small set of organi-
zations (Stanford Institute for Human-Centered Artificial Intelligence 2026). Experi-
mental and workplace studies have also found productivity gains from generative-Al
assistance in selected writing and customer-support tasks, with heterogeneous effects
across workers and evidence consistent with knowledge diffusion in some settings
(Noy and Zhang 2023; Brynjolfsson et al. 2025). These findings support neither a gen-
eral claim of human replacement nor a uniform productivity effect. They establish
that Al-mediated capability can already alter the organization of epistemic work in
some domains, making the distribution and governance of complementary capacities
an economic question.

Table 17.16 summarizes the six interfaces developed in this section.

17.16.1 Machine Knowledge Generation

Artificial-intelligence systems can participate in epistemic production through more
than direct answer generation. They can retrieve and reorganize information, sum-
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Table 17.16: Artificial intelligence within the epistemic economy
Interface Al-mediated change Economic and epistemic question
Machine Rapid production, Which outputs become warranted,
knowledge transformation, retrieval, attributable, reusable, and
generation synthesis, and exploration responsibility-bearing within a specified
of candidate epistemic practice?
material
Symbolic Lower cost of producing Which complementary capacities
abundance persuasive text, images, become scarce as symbolic production
code, classifications, expands?
summaries, and other
representations
Capability Unequal control of models, = Where does concentrated capability
concentration compute, data, specialized create durable advantage, dependence,
labor, distribution or gatekeeping capacity?
interfaces, evaluation, and
supporting infrastructure
Human-AI Task-relative differencesin =~ Which asymmetries are consequential
asymmetry speed, scale, memory, for participation, verification, delegation,
computation, generation, and institutional authority?
context, judgment,
embodiment, and
responsibility
Epistemic Reliance on Al-mediated When does useful specialization become
dependence generation, retrieval, difficult-to-contest or difficult-to-exit
interpretation, classification, dependence?
or decision support
Radical Persistence and coupling of = When does an epistemic difference
capability epistemic asymmetries with  require analysis as a wider economic
interface broader productive and capability asymmetry?

institutional capabilities

marize documents, translate across languages, generate code, propose classifications,
produce synthetic examples, identify patterns, construct candidate explanations, as-
sist search, and support iterative exploration. Some systems can also invoke tools,
execute multi-step procedures, or interact with software environments. These activi-
ties can reduce the cost of producing intermediate epistemic objects even where final
judgment remains human or institutionally governed.

The economic significance lies partly in the change to the production function of
inquiry. A researcher can examine more candidate formulations before committing
to one. A learner can request multiple explanations. A firm can generate alterna-
tive drafts or analyses at low marginal cost. A public institution can use automated
systems to process large document collections. These changes can expand search
breadth, reduce some entry costs, or redistribute labor from initial production to-
ward specification, selection, checking, and integration. Their value remains field-
dependent because the relevant error costs, verification requirements, and institu-
tional responsibilities differ substantially across uses.

Definition 17.207 (Machine-mediated epistemic generation). Machine-mediated epis-
temic generation is a process in which an artificial computational system produces,
transforms, retrieves, organizes, or proposes candidate epistemic material that en-
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ters a human, organizational, or collective pathway of inquiry, learning, interpreta-
tion, verification, design, or decision.

Definition 17.207 locates the system inside a wider pathway. The generated ma-
terial can be useful without independently carrying the status of warranted knowl-
edge. A translation may widen access even when it requires domain review. A model-
generated hypothesis may redirect experimentation even when it is eventually re-
jected. Code can serve as a prototype before audit. A synthetic example can support
pedagogy without functioning as empirical evidence. Economic value can therefore
arise at intermediate stages of epistemic production.

This pathway perspective also clarifies responsibility. When an Al-generated arti-
fact is incorporated into a consequential decision, its practical standing depends on
the institutions and persons that select, verify, authorize, communicate, or act upon
it. The presence of machine generation does not erase those relations. It can, how-
ever, make them harder to see when the artifact arrives in polished form or when
production is distributed across model providers, application developers, organiza-
tional procedures, and end users.

Proposition 17.208 (Epistemic incorporation condition). A machine-generated arti-
fact becomes part of a warranted epistemic process only to the extent that the relevant
practice supplies the evidential, interpretive, verificatory, provenance, authorization,
and responsibility conditions appropriate to the artifact’s intended function.

Proposition 17.208 extends the output-knowledge distinction from Section 17.3.3.
It also explains why the same model output can have different epistemic standing
across contexts. A speculative research prompt, a classroom explanation, an internal
draft, an engineering calculation, and a medical recommendation occupy different re-
sponsibility and verification architectures. The economic analysis should therefore
follow how an output is incorporated rather than infer its standing from the generat-
ing technology alone.

Machine-mediated generation can also change who is able to participate. Lower-
cost translation, explanation, coding assistance, and document synthesis can reduce
some technical or linguistic barriers. The workplace evidence discussed above sug-
gests that assistance can sometimes produce larger measured gains among initially
lower-performing or less experienced workers (Noy and Zhang 2023; Brynjolfsson
et al. 2025). Section 17.14.5 nevertheless established that assisted performance and
learning remain distinct. A system can increase immediate output while leaving the
user’s later independent capability largely unchanged, or it can participate in a learn-
ing relation that changes future human capability. This distinction becomes central
once Al-mediated generation is used continuously rather than episodically.

17.16.2 Symbolic Abundance

Artificial intelligence intensifies the symbolic-abundance problem developed in Sec-
tion 17.3. Text, images, audio, video, code, diagrams, summaries, classifications, and
polished explanations can be produced at scales and speeds that weaken older in-
ferences from production cost to credibility, expertise, originality, or organizational
investment. The resulting abundance can broaden expression and experimentation
while increasing the amount of material through which people and institutions must
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search.

The relevant scarcity shift is therefore relational. When initial production becomes
inexpensive, the scarce complements can move toward source evaluation, verifica-
tion, provenance, attention, orientation, integration, long-horizon observation, and
accountable judgment. This shift does not imply that total verification expenditure
must rise in every setting. Automation can also reduce checking costs through con-
sistency tests, retrieval, comparison, or anomaly detection. The analytical question
is whether verification and selection capacity expand at a rate and quality sufficient
for the uses created by the increased supply of symbolic output.

Definition 17.209 (AlI-mediated symbolic multiplication). AI-mediated symbolic mul-
tiplication is the expansion in the volume, variety, speed, or replicability of sym-
bolic representations made feasible by artificial systems, together with the result-
ing change in the relative scarcity of the capacities needed to authenticate, interpret,
rank, verify, preserve, and responsibly use those representations.

The definition emphasizes relative scarcity rather than output volume alone. In
one domain, abundance may make search and curation the main bottlenecks. In
another, verification may dominate because errors are costly. In a third, provenance
may become critical because synthetic and human-produced materials are difficult
to distinguish by surface form. In a fourth, abundance may increase accessibility
enough that the net effect is strongly positive despite higher filtering demands.

Provenance illustrates the institutional response. The C2PA specification pro-
vides one contemporary architecture for attaching cryptographically verifiable
provenance assertions and content bindings to digital assets (Coalition for Content
Provenance and Authenticity 2026). Such mechanisms can support reconstruction of
production history, but provenance does not by itself establish that the represented
claim is true, valuable, or normatively acceptable. Section 17.13 developed the same
distinction more generally: reconstructible lineage is a condition for some forms
of re-epistemization, while warrant requires additional evidential and interpretive
work.

Proposition 17.210 (Abundance-bottleneck relocation). When artificial systems re-
duce the cost of producing a class of epistemic or symbolic artifacts more rapidly than
the cost of evaluating, integrating, verifying, or governing them, the principal bottle-
neck in that pathway can shift from production toward one or more complementary
capacities.

This proposition is conditional because Al can improve complements as well as
production. A system that generates code can also test it; a retrieval system can both
expand candidate sources and rank them; an automated translation system can in-
crease both output and access. The economic problem concerns the configuration
of the whole pathway and the distribution of the complementary capacities, not a
presumed one-directional effect of abundance.

Symbolic abundance also interacts with attention and orientation. Section 17.4
showed that attention allocation concerns selection among candidate objects, while
Sections 17.5 and 17.6 treated question formation and epistemic orientation. Al can
participate in all three layers: it can enlarge the candidate set, rank or recommend
what becomes visible, and generate suggestions about what questions appear worth
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asking. This combination gives systems that mediate generation and selection a dif-
ferent institutional significance from tools that merely accelerate a fixed task.

17.16.3 Capability Concentration

The diffusion of Al-enabled services can coexist with concentration in the infrastruc-
tures that make those services possible. A large number of users can access similar
interfaces while the underlying frontier models, computational facilities, specialized
chips, training pipelines, datasets, distribution platforms, and technical expertise re-
main concentrated among fewer organizations. The Stanford Al Index reports that
industry produced more than ninety percent of notable AI models in 2025 and doc-
uments continuing growth and concentration in the computational resources sup-
porting frontier development (Stanford Institute for Human-Centered Artificial Intel-
ligence 2026). The economic significance of this concentration depends on the re-
lations through which infrastructural control becomes advantage, dependency, or
power.

Capability concentration should therefore be decomposed. Control of compute dif-
fers from control of a model. Model control differs from control of a distribution in-
terface. Access to large datasets differs from the ability to curate, clean, evaluate, or
legally use them. Specialized research labor, capital, energy supply, cloud infrastruc-
ture, safety and evaluation capacity, and customer access can each become comple-
mentary bottlenecks. A firm can possess a strong model while depending on another
organization for cloud infrastructure; a public institution can possess data while lack-
ing compute and technical staff; an open model can reduce one access barrier while
still requiring expensive deployment infrastructure.

Definition 17.211 (Al epistemic capability stack). An Al epistemic capability stack is
the configuration of models, compute, data, software, specialized labor, evaluation
capacity, distribution interfaces, organizational routines, legal permissions, and sup-
porting infrastructures through which an Al-mediated epistemic function is made
practically available and maintainable.

Definition 17.211 makes concentration multidimensional. A capability can be dis-
tributed at one layer and concentrated at another. Open weights can coexist with
concentrated chip supply. Broad user access can coexist with proprietary training
data. Multiple model providers can coexist with concentration in cloud or distribu-
tion infrastructure. The relevant economic object is therefore the architecture of com-
plements and control across the stack.

Definition 17.212 (Capability-concentration profile). An AI capability-concentration
profile records the distribution of ownership, control, access, substitution possibili-
ties, and practical decision rights across the material layers of an Al epistemic capa-
bility stack for a specified field or function.

A profile supports more precise comparison than a general statement that “Al
is concentrated.” The same ecosystem can display concentration in frontier train-
ing, competition in application services, public provision of selected datasets, open
technical standards, and distributed downstream innovation. These dimensions
can change at different rates and can have different effects on entry, bargaining,
verification, and institutional autonomy.
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Concentration does not establish power by itself. Chapter 16 and Section 17.7.7 re-
quire an identifiable conversion mechanism. Control of compute can become power
when another position’s feasible action depends on access that can be conditioned or
withdrawn. Control of a model can become power when switching costs, integration
costs, data lock-in, or performance differences make alternatives materially weaker.
Distribution control can become power when visibility or market access depends on a
gatekeeping interface. Conversely, concentration can sometimes support high fixed-
cost activities, shared reliability, or coordination without producing a corresponding
relation of domination.

Proposition 17.213 (Stack-concentration conversion condition). Concentration in an
Al capability stack becomes power-relevant when control over a consequential and
weakly substitutable layer can condition another position’s access, alternatives, veri-
fication capacity, participation, or future generative possibilities.

The proposition links Al to the infrastructure and power analysis already devel-
oped without resolving the broader distributive questions of model ownership, com-
pute ownership, or Al-generated surplus. Those objects belong to Chapter 18, where
capability concentration is analyzed together with production, labor, distribution,
and participation.

17.16.4 Human-AI Asymmetry

Human-AI comparison is easily distorted when many dimensions are compressed
into a single ranking. Artificial systems can exceed individual humans on some mea-
sures of computational speed, storage, search breadth, symbolic generation, or stan-
dardized task performance, while remaining unreliable or weak in other tasks and de-
pending on human-designed infrastructures, training processes, institutional goals,
and deployment contexts. The 2026 Al Index documents both substantial capability
gains and continuing unevenness across tasks and evaluations (Stanford Institute for
Human-Centered Artificial Intelligence 2026). GRE therefore treats human-AI asym-
metry as task-relative, dimension-specific, and historically changing.

Relevant dimensions include generation speed, volume of retrievable material,
computational throughput, reproducibility, memory architecture, multimodal trans-
formation, tool use, and coordination across machine instances. Human positions
can differ along other dimensions including embodied access to local environments,
biographical continuity, social membership, practical responsibility, normative ac-
countability, situated interpretation, care relations, and the ability to bear conse-
quences within institutions. These categories should not be converted into a univer-
sal hierarchy. Their economic relevance depends on the function under analysis.

Definition 17.214 (Task-relative human-AI capability asymmetry). A task-relative
human-AI capability asymmetry is a directional difference between a human posi-
tion and an Al-mediated position in one or more capabilities material to a specified
epistemic task, evaluated under stated conditions of access, tools, time, verification,
and institutional support.

The phrase AI-mediated position is deliberate. A deployed system normally in-
cludes more than a model. It can include retrieval systems, external tools, databases,
interfaces, monitoring procedures, human operators, and organizational support.
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Comparing an unaided person with a fully provisioned machine service can answer
some questions, while comparing a human team using Al with a team lacking it can
answer others. The unit of comparison should match the decision being studied.

Proposition 17.215 (Asymmetry non-totalization). Capability advantage on one or
several specified epistemic dimensions does not by itself establish general superiority,
epistemic authority, decision legitimacy, or substitution across other dimensions whose
requirements differ.

Proposition 17.215 is important for both analysis and governance. High perfor-
mance on standardized tests can be economically consequential without proving re-
liability in an open environment. Rapid generation can increase productive capac-
ity without transferring responsibility. Broad retrieval can widen the evidence base
while still requiring contextual interpretation. A system that supports one user’s
learning can weaken another user’s independent practice if it substitutes for activ-
ities through which capability was previously formed. These possibilities require
mechanism-specific study.

Human-AI asymmetry is also relational because access is unequally distributed.
A person with high-quality models, compute, domain data, integration support, and
evaluation expertise can occupy a very different epistemic position from a person
using a weaker public interface. The comparison therefore includes asymmetries
among humans that are mediated by Al Section 17.7 already defined Al-mediated
epistemic asymmetry in this broader sense. The present subsection adds the machine
relation while preserving the wider institutional distribution around it.

17.16.5 Epistemic Dependence

Al-mediated capability can become economically significant through dependence.
Dependence appears when a person, organization, or institution relies on an Al-
mediated system for an epistemic function whose interruption, degradation, manip-
ulation, or withdrawal would materially affect its capacity to act. Such reliance can
be productive. Division of epistemic labor already characterizes medicine, engineer-
ing, law, science, accounting, public administration, and complex production. AI
can extend that division by providing translation, search, synthesis, classification,
coding, prediction, or decision support at lower cost or greater scale.

The governance problem begins where dependence becomes difficult to verify,
contest, substitute, or exit. A professional can become reliant on a proprietary sys-
tem whose internal changes are difficult to observe. An organization can redesign
workflows around an external model provider and then face high switching costs.
Students can rely on generated explanations without acquiring complementary ver-
ification skills. Public agencies can depend on vendor-controlled tools for classifi-
cation or prioritization while lacking internal capacity to audit outputs. Researchers
can become dependent on computational services whose pricing or access conditions
determine which analyses remain feasible.

Definition 17.216 (Al-mediated epistemic dependence). AI-mediated epistemic depen-
dence is a condition in which a position’s ability to perform an economically conse-
quential epistemic function materially relies on an artificial-intelligence system or
its supporting infrastructure and the relevant function cannot be replaced, verified,
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contested, or reconstructed at acceptable cost within the decision horizon.

The definition specializes the broader analysis of epistemic dependence in Chap-
ter 16. It includes dependence on model access, compute, proprietary retrieval sys-
tems, vendor-maintained classifications, generated code, synthetic data pipelines, or
Al-mediated organizational routines. It does not classify ordinary tool use as depen-
dence whenever the tool is easily replaceable or the relevant function remains inde-
pendently reconstructible.

Dependence also interacts with learning. Section 17.14.5 distinguished assistance
from transformation of the learner. When AI repeatedly carries a capability exter-
nally, an organization can increase current performance while its internal human
capability stagnates or declines. In other cases, assistance can accelerate learning
and make users more capable of independent verification or problem solving. The
direction depends on task design, feedback, transparency, deliberate practice, orga-
nizational incentives, and opportunities to perform the relevant work without assis-
tance.

Proposition 17.217 (Al-dependence vulnerability condition). AI-mediated epistemic
dependence becomes a source of vulnerability when consequential functions rely on a
narrow or weakly substitutable support while internal verification, contestation, porta-
bility, recovery, or exit capacities remain inadequate for plausible failures or changes
in access.

The proposition does not imply that autonomy requires self-sufficiency. Collec-
tive epistemic systems depend on specialization precisely because reproducing ev-
ery capability locally would be wasteful or impossible. The relevant design question
concerns the distribution of fallback capacity, auditability, substitution, institutional
memory, and decision rights. Some organizations may need independent verifica-
tion capacity without independent model-development capacity. Others may require
portable data and interoperable interfaces more urgently than full technical trans-
parency. Dependence should therefore be governed in relation to consequence and
plausible failure modes.

Al-mediated dependence also creates a temporal issue. Once records, workflows,
educational practices, and institutional expectations are reorganized around Al sys-
tems, reversal can become costly even when an alternative technology exists. His-
torical dependence can therefore be deeper than contractual dependence at a single
moment. The chapter’s earlier analyses of knowledge capital, infrastructure, preser-
vation, and generative transformation provide the relevant vocabulary: Al systems
can become part of the conditions through which later epistemic possibility is gener-
ated.

17.16.6 Artificial Intelligence and Radical Capability Asymmetry

The five interfaces developed above identify the point at which an epistemic-
economy analysis begins to require a broader account of artificial intelligence.
Machine-mediated generation changes the production of candidate epistemic mate-
rial. Symbolic multiplication can relocate bottlenecks toward verification, attention,
orientation, and provenance. Capability stacks can become concentrated at differ-
ent infrastructural layers. Human-AI capability differences are multidimensional
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and task-relative. Dependence can become productive specialization or a source of
vulnerability depending on substitution, verification, contestability, and exit.

These phenomena remain epistemic while their consequences increasingly extend
beyond epistemic production. A system that generates knowledge-related outputs
can alter labor demand, organizational design, investment, education, distribution,
institutional authority, and access to productive capacity. Control of models or com-
pute can affect entry and bargaining. Al-mediated decision support can influence
allocation. Persistent capability differences can affect participation and social posi-
tion. At this point the relevant object is wider than the epistemic economy considered
in isolation.

Chapter 18 uses the term radical capability asymmetry for that wider problem. The
present chapter does not define the concept exhaustively because its economic mean-
ing depends on productive, distributive, institutional, labor;, and participatory rela-
tions developed there. It can nevertheless specify the interface conditions that make
such analysis necessary.

Definition 17.218 (Al capability-asymmetry escalation profile). An AI capability-
asymmetry escalation profile records the extent to which Al-mediated capability dif-
ferences are multidimensional, persistent, cumulatively reinforced, infrastructure-
supported, weakly substitutable, institutionally embedded, and consequential for
economic action beyond the immediate epistemic task.

The profile is diagnostic rather than predictive. A large benchmark gap can co-
exist with easy substitution and limited economic consequence. A modest technical
difference can become structurally important when it controls a widely used infras-
tructure. Rapid diffusion can reduce one asymmetry while creating another around
verification or coordination. Open systems can broaden access while still depending
on concentrated compute. The profile therefore asks how differences are reproduced
and converted rather than treating technological performance as a direct measure of
social consequence.

Proposition 17.219 (Epistemic-economy escalation condition). An AI-mediated epis-
temic asymmetry becomes a candidate for analysis as radical capability asymmetry
when its persistence and conversion mechanisms materially alter access to productive
capacity, institutional participation, bargaining, decision influence, or future genera-
tive possibilities beyond the epistemic function in which the asymmetry first appears.

Proposition 17.219 establishes the chapter boundary. It prevents every Al advan-
tage from being labeled radical while also avoiding an artificial separation between
knowledge and the broader economy. Some Al systems may remain specialized tools
whose effects are local. Others may become infrastructures through which multiple
sectors organize production, learning, coordination, and decision. The distinction
should be established through observed relations, persistence, dependence, substitu-
tion, and conversion mechanismes.

The architecture of Chapter 17 can now be closed. Knowledge operates econom-
ically as resource, capability, relation, infrastructure, power-relevant position, and
generative condition. Scarcity can persist under abundance because verification, at-
tention, orientation, trust, interpretation, and access remain limited. Curiosity and
aesthetic judgment help form the directions of inquiry. Epistemic asymmetry can
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become power through identifiable conversion mechanisms. Knowledge capital can
accumulate, while generative exploitation can appropriate and weaken the condi-
tions of future generation. Institutions and infrastructures stabilize epistemic activ-
ity across time. Justice concerns visibility, voice, classification, evidential resources,
interpretive authority, contestability, preservation, and future re-recognizability. Re-
epistemization preserves the possibility that inherited records can be reconstructed
and reinterpreted. Knowing can transform the knower, and commons can organize
shared epistemic resources under plural governance.

Artificial intelligence changes the scale and coupling of these relations. Its signif-
icance within GRE therefore cannot be reduced to a question of whether machines
“know.” The economic question is how artificial capability enters generative rela-
tions: who can access it, who controls its infrastructure, which human capabilities
it complements or displaces, how dependence forms, where verification and respon-
sibility reside, which returns are concentrated or shared, and how participation re-
mains possible under widening capability differences. Chapter 18 takes these ques-
tions as its primary object by analyzing artificial productive capacity and radical
capability asymmetry across labor, ownership, surplus, redistribution, subjecthood,
human-AI relations, governance, and long-horizon economic order.
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