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Abstract

International observation systems reveal a consequential possibility: scientific information can
be generated, validated, and circulated across institutional and political boundaries without requir-
ing a single authority over all observations or a uniform distribution of capacities. Yet the existence
of data-sharing protocols does not by itself establish shared understanding, mutual trust, legitimate
reuse, or equitable participation in the production of knowledge. This discussion paper investigates
the technical, epistemic, and institutional conditions under which global observation and knowledge
infrastructures might be constructed and sustained. Drawing on meteorological and oceanographic
cooperation, it distinguishes observational coverage, data availability, interoperability, interpretation,
and collective authority. It proposes a preliminary federated research architecture connecting situ-
ated observation nodes, provenance and quality records, semantic and model translation, distributed
computation, access governance, correction, and contestation. It treats mathematical, physical, so-
cial, and normative languages as historically formed manifestations and practices within generative-
relational systems, distinguishing their conditional formal invariance from claims to universally iden-
tical representation. It further investigates why actors situated in different generative and institutional
histories may interpret shared evidence differently, and proposes a bounded research vocabulary for
mutually workable norms, continued disagreement, and rule revision without assuming epistemic
consensus. The paper conceptualizes trust as a historically constituted relation supported in part
by verifiable commitments, reciprocal inquiry, accountable institutions, and effective remedy rather
than as a property supplied by cryptography or open data alone. It further specifies prospective
services for common knowledge creation and circulation, generalized translation of heterogeneous
generative-relational contexts, and traceable transformations of distinct forms of value. A staged
validation design differentiates synthetic policy gates, cross-node scientific comparison, productive-
capacity trials, and site-dependent ecological and institutional review. A cross-layer assessment pro-
file separates technical interchange, scientific warrant, claimed competent authority, and effective
contestation, without deriving legal or ethical legitimacy from technical success. It also examines
epistemic and infrastructural asymmetries, the sensitivity of ecological and community data, the in-
completeness of model-based assimilation, and the risks of concentrating interpretive authority in
highly capable AI systems. Global weather and ocean observation provide instructive but bounded
cases, not evidence that all knowledge should be made public or placed under centralized control. The
proposed programme remains exploratory and separates conceptual architecture from implemented
infrastructure, independent empirical assessment, and normative justification.

Keywords: global observation; knowledge infrastructure; epistemic interoperability; federated systems;
data provenance; data assimilation; international cooperation; epistemic bias; common knowledge cre-
ation; generalized translation; heterogeneous value circulation; generalized language; reality registers;
normative coordination; trust; governance; ocean observation.


mailto:huangwanhong@serendip.ngo

10

12

Discussion Paper Note

This independent research discussion paper investigates conditions for constructing global observation
and knowledge infrastructures through federated scientific capacities, common knowledge creation and
circulation, and generalized mediation among heterogeneous relational systems. The manuscript con-
tains fourteen main sections and seven appendices; its architectural profiles, translation models, math-
ematical statements, and proposed evaluation protocols have undergone five bounded internal revision
stages. They remain research constructions rather than implemented or independently validated interna-
tional services. In particular, technical compatibility, epistemic warrant, claimed competent authority,
and opportunities for contestation are separate assessments. Neither authenticated records, participant
agreement, formal notation, nor synthetic tests alone establish legal validity, effective remedy, environ-
mental benefit, or field performance. The paper reports no original worldwide observation campaign, de-
ployed global federation, binding legal determination, marine ecological impact assessment, or assessed
multinational implementation. Existing scientific programmes are discussed as bounded precedents and
are not presented as endorsing this proposal.

Notices

Publication status. Independent preliminary discussion-paper draft v2.9. All five planned internal re-
vision stages are complete, including a selected source-to-claim review, formal and architectural checks,
synthetic test cases, and an editorial preflight. Completion of that internal process does not amount
to peer review, full-text verification of all cited research, independent mathematical proof checking,
domain-engineering certification, legal advice, ecological assessment, or participation and consent by
potentially affected communities. These matters remain subject to appropriately scoped independent
investigation.

Licence. Except where otherwise indicated, copyright © 2026 Wanhong Huang. Original material
is licensed under Creative Commons Attribution—-NonCommercial 4.0 International (CC BY-NC 4.0):
https://creativecommons.org/licenses/by-nc/4.0/. The rights of third-party materials
remain with their holders.

Al-assisted preparation. OpenAlI’s ChatGPT assisted with dialogue, initial drafting, reference dis-
covery, and LaTeX preparation. The human author directs the research and assumes responsibility for
factual verification, interpretation, and dissemination.

Scope. Descriptions of public scientific and institutional programmes are distinguished from hypo-
thetical architecture and simulated exercises. Proposed decision gates and legal-source profiles are not
authorization instruments, and no causal policy impacts or worldwide deployments are claimed.

1 Introduction

The construction of a global scientific infrastructure is frequently described as a problem of connecting
data. Sensors acquire measurements, organizations publish records, repositories distribute files, models
assimilate observations, and users transform model outputs into practical decisions. This description
captures genuine engineering achievements, but it leaves open a more demanding question: under what
technical, epistemic, and institutional conditions can geographically and politically distributed partici-
pants jointly produce credible knowledge without surrendering their capacity to observe, interpret, con-
test, and govern what is known? The present inquiry investigates this question through the prospective
formation of global observation and knowledge infrastructures. Its principal object is the architecture
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of cooperation among heterogeneous observational systems, interpretive practices, computational facili-
ties, institutions, and affected communities. It examines the enabling conditions of reliable information
exchange while resisting the assumption that more extensive connectivity by itself produces a common
understanding of the world.

The question begins with a practical tension. Some phenomena can be investigated only through
observations collected across extensive and differently governed regions. Atmospheric transport, large-
scale ocean circulation, earthquakes, disease ecology, and many climate processes are not contained
within the jurisdictions that finance their measurement. Oceanographic profiles gathered in one region
can inform inferences about conditions elsewhere; data from one national weather service can improve
the predictive basis of another. At the same time, the technical means of observation are distributed
unevenly. States and research institutions differ in sensor coverage, calibration laboratories, staffing,
access to ships and satellites, computing resources, and the ability to establish the categories through
which observations will be interpreted. A common dataset may consequently carry a history of unequal
capacities and contributions even when all its fields are technically accessible. A theory of global infras-
tructure has to account both for the benefits of shared inquiry and for the power associated with defining
what counts as an observation, a legitimate interpretation, or a valid use.

Contemporary meteorological cooperation provides a substantial point of departure. The World Me-
teorological Organization’s Information System 2.0 (WIS2) entered its operational phase in January 2025.
Its design makes use of open standards and Internet-based exchange, including a publish—subscribe model
and distributed WIS2 nodes, rather than requiring every observation to be managed by a single central
database [66, 68]. This arrangement is embedded in a longer history of meteorological coordination
and a particular international institutional framework. The WMO Unified Data Policy, adopted in 2021,
distinguishes Core data, which members shall exchange, from Recommended data, which they should
exchange, and describes terms for international Earth-system information sharing [63]. The policy is in-
structive precisely because it does not establish that every observational asset or record is subject to iden-
tical access conditions. The case suggests a broader possibility: international scientific interdependence
can motivate a common exchange system even when national responsibilities, ownership arrangements,
and levels of willingness to share remain differentiated.

The ocean offers related but distinct lessons. The international Argo programme distributes obser-
vations from autonomous profiling floats through global data-management arrangements. Users can
access real-time data and later, more extensively quality-controlled versions; corrections and revised
records form part of the ongoing scientific process rather than evidence that an observation has acquired
an immutable truth at the moment of collection [55]. The Global Ocean Observing System (GOQOS),
with supporting coordination such as OceanOPS, connects observing requirements, platform operations,
common practices, metadata, and the flow of information among scientific and operational communities
[58, 30]. The significance of these systems extends beyond the accumulation of measurements. They
illustrate repeated cooperation in maintaining the conditions of observation: instrumentation, calibration,
common metadata, quality assurance, data publication, and expert correction. At the same time, their
differing mandates caution against treating meteorological exchange, float-data processing, and ocean-
observing coordination as institutionally identical instances of a single global mechanism.

Other initiatives extend observation toward model integration and decision support. The European
Digital Twin Ocean, supported by EDITO, seeks to bring observations, models, computational resources,
and usable applications into a progressively integrated public knowledge environment. Official project
material describes a continuing development programme and an ambition for a sustained, more fully op-
erational infrastructure by 2030 [20]. It is therefore a relevant design trajectory, not proof that a complete
digital representation of the ocean already exists. Likewise, the United Nations’ Early Warnings for All
initiative explicitly distinguishes risk knowledge, observation and forecasting, warning communication,
and preparedness and response. The resulting four-pillar account shows that globally shared observations
have public value only through additional operational, communicative, institutional, and social arrange-
ments [59]. An early warning can be physically accurate yet fail to reach the affected population, fail
to be understood, or fail to prompt feasible protective action. In such circumstances the obstacle is not
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simply an absent data point.

These experiences challenge one prevalent objection to global scientific infrastructure: that political
competition and persistent distrust render broad cooperation impossible. The objection captures genuine
difficulties, including strategic restrictions, uneven capabilities, conflicting interpretations, and contested
authority. Yet existing Earth-system arrangements demonstrate that repeated cross-border contributions
and common technical standards are possible without any general elimination of interstate competition.
This observation does not imply that the same degree of cooperation can simply be extended to every
scientific or commercial dataset. Meteorological and oceanographic networks have specific mandates,
long-developed professional communities, defined types of public benefit, and operational conventions.
Their relevance to other domains must be assessed through mechanisms rather than analogy alone. A
programme for global knowledge infrastructure should therefore inquire how particular interests in re-
ciprocal information, credible prediction, operational continuity, and shared public goods can support
cooperation, and under what conditions these interests fail to overcome asymmetry or conflict.

It is useful at the outset to distinguish five related but non-equivalent achievements: observational
coverage, data availability, syntactic interoperability, epistemic interoperability, and legitimate coordi-
nation. Coverage concerns what phenomena are sampled, where and under which observational lim-
itations. Availability concerns whether records can be discovered, obtained, and used by specified
participants under stated rules. Syntactic interoperability concerns formats, protocols, identifiers, and
machine-readable conventions. Epistemic interoperability concerns whether heterogeneous records and
models can be interpreted, compared, challenged, and translated without concealing their originating as-
sumptions or uncertainty. Legitimate coordination concerns who authorizes uses, whose interests count,
which disagreements can be raised, and what can be done after error or injury. Success on one dimen-
sion does not entail success on another. A shared file standard may carry incompatible measurements; a
technically sound model may embed disputed normative classifications; a high-quality public prediction
may depend upon proprietary computational facilities that other participating regions cannot meaning-
fully use.

The distinctions also expose a limitation in equating a global knowledge commons with the unre-
stricted release of all available records. Some Earth-system data are widely recognized as requiring
international exchange because rapid availability supports public forecasting and disaster preparedness.
Other information may identify individuals, reveal sensitive ecological sites, concern communities hold-
ing legitimate interests in interpretation and reuse, or be affected by public safety and security obligations.
The Findable, Accessible, Interoperable, and Reusable (FAIR) principles articulate important dimensions
of data stewardship and machine-actionable discovery [61]. The Collective Benefit, Authority to Control,
Responsibility, and Ethics (CARE) principles for Indigenous data governance emphasize complementary
questions about collective interests, control, accountability, and ethical use [6]. The intersection of these
approaches is not resolved by declaring a universal priority for access or restriction. Global cooperation
requires differentiated arrangements that make the purposes, permissions, boundaries, and consequences
of sharing visible and contestable. Otherwise, a purportedly public infrastructure can become an instru-
ment through which epistemic resources are extracted from poorly represented communities while the
capacity to interpret or benefit from them remains elsewhere.

The proposed research object is therefore broader than a global data catalogue. Observational records
participate in chains of calibration, correction, assimilation, modeling, interpretation, communication,
and institutional response. At each stage, additional assumptions become operative. A sensor returns a
signal under a particular configuration and set of environmental conditions. A preprocessing procedure
rejects some measurements, adjusts others, and attaches a quality category. An assimilation scheme com-
bines observations with a model and a representation of uncertainty; its output depends on the structure
and assumptions of the model as well as on the measurements. A downstream Al system may produce
a coherent linguistic or graphical interpretation, but coherence is not an independent validation of its
claims. For this reason, a knowledge infrastructure must preserve enough of the generative conditions
of its outputs for relevant users to identify, reproduce where feasible, and contest the transformations
involved. Reliable provenance is not a mere attribution field; it is part of the capacity to reconstruct why
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a claim was formed.

The paper adopts a relational understanding of knowledge production.

In particular, the inquiry does not infer from the success of contemporary mathematical notation or
scientific practice that every conceivable observer must employ the same language. Mathematical struc-
tures and physical laws may nevertheless possess ontological reality independent of particular observers;
their ultimate status is an open question rather than something this paper denies. The present inquiry
concerns especially the relational generation of knowledge, proof practices, and scientific institutions,
and the manifold ways in which they become manifest. Their capacity for repeatable computation and
cross-institutional measurement is sustained in human settings by historically developed definitions, in-
struments, proofs, conventions, pedagogies, and cooperative practice. A formally specified identity such
as 14+ 1 = 2 holds under the stated arithmetic interpretation; its warrant should be distinguished from the
physical or symbolic medium in which it is communicated and from an unsupported claim that all possi-
ble generative-relational systems must adopt the same representation. Another possible observer might
coordinate chemical or embodied signs around comparable regularities. This is a conceptual possibility,
not empirical evidence about extraterrestrial cognition. Section 2.4 develops the associated distinctions
among bracketed ontology, relational efficacy, and manifestation, and Section 6.2 examines their con-
sequences for translation. Observing institutions are coupled through data exchanges, shared facilities,
professional conventions, cross-border dependencies, and judgments of credibility. Scientific records
and classifications acquire practical standing through historically situated processes of use, evaluation,
correction, and institutional recognition. This orientation is in dialogue with work on the co-production
of knowledge and social order, which examines how practices of knowing and forms of public authority
interact [43]. It also draws cautiously on earlier exploratory inquiries into generative representations and
relational infrastructures [35, 37]. The latter provide a conceptual research trajectory rather than exter-
nally validated foundations. The present paper does not adopt a universal ontology of time or a single
formal representation of all institutions; histories, event orderings, and changes of permission should be
modeled explicitly where their analytical use can be justified.

Consider, for example, two observation networks that publish measurements of a nominally common
physical quantity. Their instruments may operate at different depths or altitudes, use different calibra-
tion procedures, report different uncertainty estimates, and define their sampling windows differently.
The same numerical value can therefore represent different observational circumstances. Translation be-
tween the records requires more than renaming columns or converting units. It may require a mapping
between their observational models, including the conditions under which comparison is meaningful and
the circumstances in which no defensible equivalence exists. When generative models are involved, the
task is even more demanding: records are outputs of systems with their own dynamics, assumptions, and
inferential practices. A future interoperable infrastructure ought to enable cautious translation among
such structures while preserving the possibility that some interpretations cannot be collapsed into a sin-
gle common schema. This is especially important where model-assisted decisions affect geographically
distant participants who did not select the model, its training data, or its thresholds.

A preliminary architecture can be described without assuming its immediate feasibility. Situated
institutions maintain observational nodes and retain documented responsibilities for measurements, cal-
ibration, permissible access, and local uses. Common discovery services index versioned metadata and
declared usage conditions. Provenance and quality layers record measurement contexts, processing his-
tories, uncertainty, and corrections. Translation services connect semantic descriptions, model assump-
tions, and task-dependent representational mappings. Distributed computational resources enable model
comparison, assimilation, and authorized analysis where data movement is restricted. Governance pro-
cesses specify admission, publication, consultation, claims of authority, independent checking, correc-
tion, dispute, and, where warranted, redress. The architecture is federated insofar as operational respon-
sibility and certain decision rights remain distributed; this does not preclude shared central services for
discovery or coordination. The decisive question is whether any such shared service silently becomes a
point of unreviewable control over the entire network.

We can express the architectural object provisionally as a family of typed, institutionally situated
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relations, rather than as one global repository. Let A/ designate participating observational and computa-
tional nodes, O the set of versioned observation records, M an associated family of inferential models,
and G the rules through which access, translation, corrections, and decisions acquire institutional effect.
A candidate federation can then be represented as

R=WN,0,M,G; P,UT), 1)

where P contains provenance relations, {/ records relevant uncertainty and interpretive limitations, and
T contains typed mappings among records, concepts, or models. This is an analytical specification, not
a completed data standard. Equation (1) deliberately leaves open the formal semantics of each compo-
nent, since different scientific domains and political arrangements may require different realizations. In
particular, a mapping in 7 should not be assumed reversible, information-preserving, or globally valid.
Institutional admissibility is not a numerical property inferred solely from interoperability metadata.

Trust becomes especially significant when observation and interpretation are distributed. A partic-
ipating institution may be willing to use another’s records when calibration histories, quality-control
procedures, revisions, and records of previous commitments make the information suitable for a particu-
lar task. Yet technical verifiability and relational trust are not interchangeable. A cryptographic signature
can support a claim about a file’s integrity or origin; it does not establish that the producing institution
applied an appropriate method, that the variable means what the receiving institution assumes, or that
affected communities consented to the use. The design of credible cross-border cooperation therefore
requires an account of what participants have reason to rely upon, how reliance changes through repeated
interaction, how failures become visible, and how an injured or excluded party can challenge a decision.
Trust may be supported by technical evidence, but its formation also involves authority, commitments,
communication, resources, contestability, and effective remedies. A subsequent companion paper will
investigate these relational and institutional mechanisms in greater depth; the present inquiry treats them
as design constraints and research objects of infrastructure engineering.

Moreover, an apparently federated system may reproduce centralization through less visible mech-
anisms. A common metadata standard can be established in ways that some scientific traditions or lan-
guages are better equipped to satisfy than others. A model registry can place practical interpretive author-
ity with institutions possessing the computational resources to train, benchmark, and deploy influential
models. An access regime may permit data download while effectively excluding regions unable to
afford the processing or network costs. Dependency on a single technical supplier or authentication ser-
vice may compromise resilience and institutional autonomy. The presence of multiple nodes does not
therefore establish a fair distribution of productive capacity. Analyses of commons governance show the
importance of rules suited to participants, meaningful monitoring, and credible processes for resolving
conflict; these insights motivate questions about institutional plurality without mechanically transferring
the governance design of one resource system to another [51].

This difficulty becomes acute in the presence of powerful Al systems. More capable models may
improve automated quality control, assist with sensor anomaly detection, compare incompatible datasets,
infer model relationships, or help coordinate complex research workflows. They may also amplify errors
through repeated reuse of a flawed record, obscure provenance behind fluent explanations, or concentrate
interpretive authority in the owners of computational infrastructure. If Al becomes a productive and
operational participant in knowledge systems, the governance problem concerns both what it can infer
and who can authorize, inspect, reproduce, and contest its inferences. The prospect of highly autonomous
computation does not eliminate the situated material conditions of observation: instruments still require
energy, maintenance, access to physical environments, calibration, and independent engagement with
the phenomena to which their representations refer. Nor does Al autonomy supply a legitimate political
mandate. It is essential to distinguish algorithmic performance, technical agency, legal responsibility,
and the social authority to make binding decisions.

The preceding monetary-dissolution inquiry provides one motivation for studying these infrastruc-
tures, but the present paper has independent aims [37]. Advanced coordination might reduce reliance
on monetary mediation in certain production relationships if participants can recognize reciprocal com-
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mitments, compare claims, and sustain material reproduction. Such possibilities presuppose robust epis-
temic and institutional arrangements, including the ability to understand productive capabilities and ex-
ternal dependencies. Nevertheless, a global observational commons is valuable whether or not a future
economy becomes less monetary. Weather warnings, ocean health assessment, independent scientific
discovery, the evaluation of environmental harm, and public accountability justify attention to shared
knowledge on their own terms. Likewise, the public value of observation should not be collapsed into
the productive requirements of Al systems. People, communities, scientific institutions, and affected
ecosystems remain among the primary reasons to construct observation infrastructures in the first place.

Environmental observation poses a further ethical and epistemic challenge. Some ecosystems are
poorly sampled or are represented primarily by indirect measurements and models; new robotic and
remote-sensing technologies can expand the range of accessible observations, yet they can also disturb
habitats or create new asymmetries in who collects and interprets data. The sea is particularly instructive
because its environmental processes are geographically extensive, unevenly observed, and technologi-
cally demanding to investigate. The expansion of ocean knowledge depends on vessels, floats, gliders,
autonomous underwater vehicles, satellites, long-term monitoring, and expertise grounded in local con-
ditions. A future infrastructure should make it possible to compare measurements, maintain accessible
accounts of uncertainty, and evaluate the ecological consequences of observational activity. But the
design and deployment of underwater robotics, the science of unexplored environments, and the engi-
neering of subsea facilities are independent research questions reserved for the marine companion paper.
They should not be treated as mere applications of a universal data architecture.

A further possibility is that shared observations can intensify disagreement when they enter distinct
historical and generative systems of interpretation. The same ecological record may support a public-
science argument, a community claim about protected knowledge, and a warning agency’s request for
timely disclosure. A common procedure for research or warning may nevertheless be acceptable for dif-
ferent reasons, without producing one common explanatory model or eliminating disagreement. Diplo-
macy, political philosophy and jurisprudence have long investigated such cooperation under difference;
this paper does not claim that a common nomos is new. It asks a narrower infrastructure question: how
could a federation keep distinct interpretations, reasons, commitments, rights to challenge, and histories
of rule revision inspectable, so that a shared practical norm can be evaluated without mistaking assent for
legal validity or ethical legitimacy? Sections 6.7 and 8.7 develop this question provisionally; its wider
generative and trust-related theory belongs to the companion study [53, 60, 40].

Governance questions accompany every part of the proposed system. Who determines which obser-
vations qualify as a core shared public resource? Under what conditions may a receiving party reuse
a record for model training or a decision affecting another population? Can a contributing institution
correct an error after a model trained on the original record has already been distributed? How are
disagreements between scientific methods, measurements, or local knowledge practices recorded with-
out forcibly resolving them through the vocabulary of one dominant standard? What happens when a
provider withdraws from a federation, or when a participant’s trust in a shared service is disrupted? How
are the costs of sensors, data stewardship, computation, and long-term archives shared? These are ques-
tions of technical design, but also of law, ethical justification, political economy, organizational capacity,
and the conditions for credible global cooperation. Their answers may legitimately differ across juris-
dictions and research purposes; a global infrastructure need not erase such differences in order to make
joint inquiry possible.

For methodological clarity, this study distinguishes three forms of evidence. First, public documenta-
tion of existing institutions supports bounded descriptive claims about particular protocols, policies, and
programme aims. It cannot by itself demonstrate implementation success or establish the legitimacy of a
proposed extension. Second, architectural analysis can make dependencies and possible failure modes ex-
plicit, but does not prove that a full-scale deployment would be secure, equitable, scientifically accurate,
or economically sustainable. Third, hypothetical institutional comparisons can clarify the consequences
of different permissions or resource distributions while remaining distinct from observed causal effects.
These evidential levels will be kept separate throughout the analysis. Where infrastructure projects re-
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main under development, their projected capabilities are not represented as accomplished deployments.
Where a legal or governance question is unsettled, it is presented as an open question rather than resolved
through technological vocabulary.

The paper’s contributions are intended to be specific and provisional. It begins by recasting interna-
tional scientific observation as a continuing set of relationships and infrastructures of knowledge forma-
tion, rather than a passive global pool of information. It then distinguishes interoperability at the level of
data transport, interpretation, and institutionally recognized use. It proposes a federated architecture in
which provenance, uncertainty, semantic and model translation, computational access, and governance
remain explicit, independently assessable components. It introduces a relational account of trustworthy
cooperation that includes verification and material access but also recognizes the irreducible roles of
accountable institutions, contestation, and remedy. Finally, it identifies forms of power concentration,
unequal scientific capacity, privacy and community-data obligations, and ecological dependence that
can survive or be intensified by nominally open platforms. It also specifies prospective services for com-
mon knowledge production and circulation, partial generalized translation across generative-relational
contexts, heterogeneous value-transformation records, and their legal and material operation, distinguish-
ing a research architecture from a demonstrated international facility. These contributions formulate a
research programme and a set of evaluative criteria, not a claim to have implemented a universal system.

The remaining sections examine the epistemology of observation, the institutional specificity of me-
teorological and oceanographic cooperation, and the structure of a candidate federated architecture. They
investigate translation between heterogeneous data and model systems, data assimilation and uncertainty,
trust and governance under strategic asymmetry, common knowledge-producing capacities and general-
ized mediation, and concrete design scenarios that could expose failures of interoperability and institu-
tional legitimacy. The conclusion will articulate the limits of the proposal and the open questions that
link this research to separate studies of ocean exploration, ecologically compatible autonomous Al infras-
tructure, and the historical formation and repair of transnational trust. The central aspiration is modest in
one sense and demanding in another: to determine how shared inquiry can expand across heterogeneous
systems while preserving the conditions for correction, disagreement, accountability, and participation
in the making of knowledge.

2 Philosophical and Epistemic Foundations

This section specifies the epistemic commitments that a global observation and knowledge infrastructure
would have to express in its technical architecture and institutional procedures. Its central question con-
cerns the conditions under which observations made from different locations, instruments, conceptual
schemes, and organizational histories can become available for joint inquiry while retaining the infor-
mation needed to assess their meaning and credibility. An infrastructure can improve access to records
while leaving important interpretive disagreements unresolved. It can also increase interpretive agree-
ment through central standardization while reducing the capacity of contributors to challenge errors or
represent local conditions. The present inquiry therefore treats scientific interoperability as a problem of
warranted translation, accountable coordination, and historically revisable judgment. The ensuing sub-
sections develop observation and measurement, situated credibility, relational epistemic histories, three
coupled reality registers and generalized language, collective scientific production, asymmetric authority,
and the ethics of contributed knowledge.

2.1 Observation, Measurement, and Scientific Representation

Scientific observation has an irreducibly material and representational character. A sensor produces sig-
nals through particular physical interactions; an observational programme decides which interactions are
relevant, how they are sampled, which variables are recorded, and how apparent anomalies should be
distinguished from instrument faults. Calibration procedures relate signal values to measurement stan-
dards, while quality-control rules identify records that may require reconsideration. These activities are
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themselves objects of scientific inquiry, institutional maintenance, and possible dispute. In the philoso-
phy of science, the distinction between experimental data and the phenomena inferred from them offers
one account of why records are not straightforward copies of natural states [4]. Likewise, scholarship
on classification infrastructures demonstrates that categories and standards shape the practical visibility
and circulation of phenomena [5].

For the purposes of this paper, an observation event is a situated interaction in which a designated
process produces a record under specified measurement and interpretation conditions. The designation is
methodological: it does not require the event to be assigned an absolute position in a universal temporal
order. We write a schematic record as

O = (yea"fevﬂ'e,)‘eyveaae)a @3]

where 3. denotes reported observations; . specifies instruments, calibration, and measurement conven-
tions; 7, is a provenance record; \. contains spatial, temporal, or relational reference information as
applicable; v documents uncertainty and quality status; and «. records applicable access and use condi-
tions. Equation (2) is a proposed research vocabulary, not an existing universal metadata standard. The
components may be distributed among linked records, incomplete, or governed by different institutions.
A value of y. alone is inadequate for several forms of reliable reuse precisely because changes in the
other components may change which inferences it can support.

Consider a hypothetical ocean-temperature observation. Its numeric value may have been generated
by a drifting platform, validated through delayed-mode expert review, mapped onto a reference depth,
and subsequently interpolated onto a numerical model grid. The raw signal, quality-controlled profile,
interpolation, and model-derived analysis are different epistemic products. Their relation should be trace-
able without collapsing them into a single unqualified “observation.” Existing Argo data-management
practices illustrate why initial availability and later expert quality control are different stages of the same
scientific record [55]; the detailed technical process will be examined in Section 3.

Measurements may also remain comparable only within a restricted scope. Two stations using a
common unit can have different sampling designs, maintenance regimes, detection thresholds, and en-
vironmental exposures. Replacing a thermometer, revising a satellite retrieval algorithm, or moving an
observing station can create discontinuities whose causes are partly instrumental. Conversely, differ-
ent measurements may support a common higher-level inference once their calibration, error structures,
and purposes are explicitly represented. These cases motivate a distinction among syntactic compati-
bility, measurement comparability, and inferential interoperability. The detailed translation problem is
reserved for Section 6; here the point is that interoperability should describe what has been made com-
parable, for which purposes, and with which known limits.

The authority of a measurement does not arise solely from its numerical precision. It also depends
on the evidence supporting its production, the appropriateness of the instrument to the research question,
and the availability of critical scrutiny. Provenance is consequently more than a chain of file transfers.
It should include, where relevant and permitted, the processes that established a claim’s evidential stand-
ing, transformations that changed its interpretation, and the reasons why competing descriptions were
accepted, suspended, or revised. The possible inability to share a protected calibration record or a sensi-
tive location should itself be represented as a limitation on independent assessment rather than silently
erased.

2.2 Situated Knowledge and the Conditions of Credibility

A global observing network does not eliminate the situations from which knowledge is produced. Ob-
servers differ in institutional resources, physical access, local experience, experimental practice, compu-
tational facilities, and the problems they consider worth investigating. These differences affect both what
can be noticed and what counts as an adequate account of it. Work on situated knowledge and the social
conditions of objectivity is relevant here because it foregrounds accountability for a claim’s conditions of
production and the importance of critical encounter among differently positioned inquirers [32, 46, 47].
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The present analysis adopts neither the conclusion that situatedness makes objective inquiry impossible
nor the presumption that a single central viewpoint can remove all epistemic limitations. It asks which
procedures make claims assessable across the situations in which they were formed.

Credibility can be considered as a structured set of questions. Was the record produced by a com-
petent method? Are uncertainties and exclusions adequately reported? Is the inference suitable for the
scale of the decision? Can relevant participants identify and challenge errors? Does the institution re-
spond when contrary evidence appears? These questions concern different kinds of warrant. A globally
accessible archive may satisfy the first condition for discoverability while failing to supply the contex-
tual description required for comparison. A technically correct analysis may be unsuitable for the policy
use proposed for it. A well-maintained dataset can remain controversial when people affected by its
collection or interpretation cannot examine or question the uses being made of it.

For an epistemic claim ¢ evaluated for a purpose p under an institutional setting g, we therefore use
the schematic profile

W(C ‘ b, g) = (Ma P, Ue, Cc,pv Dc,g)a 3

where M, denotes methodological support, P, provenance adequacy, U, uncertainty disclosure, C.,
contextual suitability, and D, , opportunities for criticism and correction. Equation (3) is a checklist
of dimensions rather than a scalar probability, a claim that all dimensions can be precisely quantified,
or an authorized ranking of scientific institutions. A particular scientific domain may require additional
dimensions. What matters is that a high score on one dimension cannot simply be assumed to compensate
for the absence of another.

The infrastructure implications are specific. Records should distinguish asserted measurements from
interpretations, observational gaps from zero values, and source uncertainty from disagreement among
models. Scientific users should be able to inspect enough information about methods, transformations,
and provenance to evaluate an output’s suitability. The system should permit versioned correction, doc-
umentation of unresolved disagreements, and qualified statements that an assessment was performed
under particular data-access constraints. Where publication exposes persons, protected species, or com-
munities to identifiable harms, the rationale for withholding information should coexist with a way of
evaluating the credibility of the resulting scientific claim. These are architectural requirements for re-
search rather than guarantees of objectivity furnished by software.

Objectivity also requires avoiding an inverse romanticization of situated knowledge. Proximity to
an event, longstanding experience, or membership in a community may provide information that remote
instruments and analysts lack, while leaving particular claims open to error or disagreement. The point
is to prevent location, professional status, or computational resources from determining credibility au-
tomatically. The epistemic quality of joint inquiry grows through meaningful opportunities to compare
methods, criticize interpretations, and modify conclusions. Specific rules for balancing these consid-
erations are contestable and require institutional processes, some of which will differ among scientific
domains.

2.3 Relational Histories and Epistemic Dependence

Knowledge records are produced and used within evolving networks of dependence. A measurement
may rely on prior calibration, a laboratory reference, a software library, a satellite clock, an interpretive
classification, a colleague’s review, or authorization from a community governing a data resource. Such
relationships can change as instruments are replaced, vocabularies are revised, and earlier records are
reinterpreted. In a global infrastructure, the epistemically significant unit is therefore not always an iso-
lated dataset. It may be a trajectory of observations, revisions, dependencies, translations, and challenges
whose structure helps determine what can responsibly be inferred.

We represent one finite, documented portion of this history by a typed directed graph H = (E, R, 7),
in which E denotes recorded events, R denotes typed dependencies, and 7 identifies their kinds. A de-
pendency might express calibration, derivation, attribution, institutional authorization, or acknowledged
criticism. Some dependencies give a partial order, while others describe reciprocal, contemporaneous,
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or institutionally coupled relationships that cannot be captured by a simple chronological sequence. An
admissible historical representation should make these distinctions explicit. In particular, a record’s
timestamp is evidence about a particular ordering convention, not a justification for treating all epis-
temic processes as unfolding along a single external clock. This relational vocabulary resonates with the
author’s prior exploratory investigations of knowledge pressing and heterogeneous representation [35,
34], but the present paper must independently justify each architectural use it makes of that vocabulary.

A practical representation may employ a provenance directed acyclic graph when the selected depen-
dency relation is well founded and the graph has no cycles. This is an engineering choice for a specified
relation, rather than a claim that all research collaboration lacks feedback loops. In collaborative inquiry,
arevised model may prompt reconsideration of the observational categories that shaped the model, while
the resulting data reinterpretation alters subsequent modelling choices. An appropriate system can use
typed relations or versioned objects to represent such feedback without misrepresenting it as a causal
paradox. Historical continuity becomes an explicit subject of inquiry: which dependencies persist under
a revision, which are withdrawn, and which newly recognized relations change the inferential signifi-
cance of the record?

This viewpoint sharpens the difference between preservation and reproducibility. Retaining an old
file may preserve a piece of evidence but not the executable environment, proprietary reference data,
tacit instrument knowledge, or institutional permissions necessary to reproduce an analysis. Conversely,
recording every computational dependency may be impossible, costly, or ethically inappropriate. A
workable infrastructure should therefore support declared provenance boundaries and levels of repro-
ducibility, with explicit statements of what was independently replicated, reanalysed under a changed
configuration, or reconstructed from incomplete materials. A claim of reproducibility must be indexed
to the object reproduced and to the relevant availability conditions.

Relational dependence also creates distributed epistemic vulnerability. Loss of a single essential data
custodian, failure of a calibration service, removal of a model licence, or disagreement over an author-
itative ontology may disrupt many otherwise separate research products. Redundant storage addresses
some failure modes while doing little to solve semantic or legal dependencies. The architecture should
accordingly distinguish technical continuity, epistemic continuity, and institutional continuity. These are
possible dimensions of resilience, not interchangeable proxies for a single measure of global reliability.

A further implication is that the history of participation matters to trust. A scientific organization can
make dependable contributions while its partners remain uncertain about its commitments under future
political or operational conditions. Previous corrections, responsiveness to challenge, stable documen-
tation, and remedy after error can provide grounds for differentiated practical reliance. Such history-
informed assessments should not harden into irreversible reputational categories: correction and the
ability to contest an erroneous judgment are integral to the same relational account. The independent
development of trust and governance theory is reserved for the companion study; this section establishes
only why a data infrastructure cannot avoid these relations.

2.4 Reality Registers and the Emergence of Generalized Languages

The term language in the present inquiry has a generalized meaning. It may encompass mathematical
notation, measurement operations, legal classifications, cultural distinctions, embodied routines, non-
verbal signals, institutional norms, and practices that make further observations and actions possible.
A generalized language is therefore more than a lexicon or a set of symbols. It includes historically ac-
quired distinctions, admissible operations, modes of inference, and practices through which a generative-
relational system produces and revises meaning. Two institutions can share English terms and numerical
codes while differing substantially in what they recognize as evidence, authority, injury, or an adequate
scientific explanation. Equally, systems using very different expressive media may coordinate certain
tasks. The broader question concerns the emergence, persistence, practical efficacy, and transformation
of the systems that render such practices possible.

The author’s earlier exploratory Generative Relational (GR) investigation distinguishes three coupled
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registers of reality: ontological, relational, and manifestational [36]. They are analytic registers speci-
fying different conditions for a claim of reality, not three substances, a hierarchy of existential worth,
or consecutive developmental phases. Ontological reality marks the status of claims about what exists
ultimately or independently of a particular mode of presentation; the stronger commitment is suspended
or explicitly declared rather than inferred from successful modeling. Physical laws and mathematical
structures may be ontologically real independently of how particular GR systems understand or repre-
sent them. The paper neither denies that possibility nor deduces it from the apparent universality of
one familiar notation. What remains suspended is the stronger metaphysical determination of such laws
and structures, including the question whether a given symbolic theory identifies them completely. By
contrast, this paper directly investigates relationally emergent scientific practices and their manifesta-
tions, which may differ even when some ontological constraints are shared. Relational reality concerns
what emerges and is maintained in a generative-relational configuration with sufficient persistence and
actual or dispositional causal efficacy at a specified scale. Manifestational reality concerns the context-
dependent forms in which objects, structures, distinctions, or effects become perceptible, symbolized,
measured, named, materially embodied, or otherwise available to a receiving system.

These registers are coupled in several directions. Relationally consequential structures can form
prior to being consciously noticed or symbolically expressed. A later mathematical inscription, legal
document, ritual, accounting entry, machine-generated signal, or material token can in turn help stabi-
lize, transform, or dissolve the relations it manifests. Consequently no fixed sequence from ontology
to relational reality to manifestation is stipulated. Nor is manifestation confined to verbal language or
human consciousness. For example, a monetary unit can obtain stable effects through exchange, credit,
institutions, and expectations, while banknotes, digital balances, and accounting inscriptions are among
its contextually available forms. A concept of the self, or a socially efficacious religious figure, can like-
wise participate in identities, practices, and institutions without this inquiry thereby deciding the figure’s
independent metaphysical existence. An isolated random fluctuation does not by itself establish a persis-
tent relational object; conversely, probabilistic processes may be relationally real when their regularities
and effects meet the specified criteria. Persistence, causal efficacy, and ontological truth are separate
judgments.

Mathematical and physical languages require the same analytic discipline across the three registers.
The equation 1+ 1 = 2 is stable under the definitions and inference rules of standard arithmetic; it is not
an empirical report whose truth changes with calendar date or national affiliation. This formally estab-
lished result is compatible with the possibility of mathematical structures having independent ontological
reality. What is historically and relationally constituted is a GR system’s acquisition and use of mathe-
matical concepts, its proof and measurement practices, and the ways in which any such relations become
manifest through notation, diagrams, instruments or other media. The emergence of these second- and
third-register structures does not entail that their putative ontological referents emerge solely through
those practices. The distinction between formal validity within an interpretation and the emergence of
that interpretation avoids both unwarranted universalization and the reduction of mathematics to arbitrary
opinion. Physical measurements add a further layer: reference frames, instruments, calibration chains,
dynamical models, and uncertainty conventions mediate any proposed relation between expressions and
observed phenomena. Their successful interoperability can reveal stable cross-system constraints with-
out proving that every conceivable observer possesses identical concepts or manifestations.

A hypothetical nonhuman or extraterrestrial GR system illustrates the logical limit, not an empirical
case. Humans and such a system could inhabit or be constrained by the same ontologically real physical or
mathematical structures, if those exist, without sharing the same relationally developed concepts or man-
ifestational media. That system might register and reproduce regularities through chemical exchanges,
spatial patterns, bodily coordination, or signals unlike familiar mathematical inscriptions. It might also
construct inferential practices that preserve some of the relations expressed by our equations while differ-
ing in classification, proof practice, or explanatory interpretation. This difference would concern second-
and third-register realities; it would not by itself establish different ontological laws. No inference about
actual extraterrestrial cognition follows. The example serves only to block an unwarranted implication
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from the success of contemporary human science to the necessity of one human representational lan-
guage. Work on ethnomathematics and historically constituted scientific trading zones has already made
aspects of culturally situated mathematical practices and localized scientific interlanguages explicit [11,
24]. The present paper does not claim that symbolic or cultural emergence is a new discovery.

For the proposed infrastructure, these distinctions suggest an identifiable research object: which task-
relative invariants can be maintained across differently generated manifestations and inference practices?
A federation can record that two systems agree on a selected quantity under stated calibration and trans-
lation assumptions while preserving the possibility that their conceptual objects, relational histories, or
institutional meanings are not equivalent. Such agreement supports particular joint operations, not an
unqualified equation of the systems’ relational realities, and still less an ontological identity. When an
apparent common language is generated through cooperation, its rules, exclusions, changes, and distri-
bution of authority should themselves be documented. The translation and governance consequences are
developed in Sections 6 and 8; formal limitations are illustrated in Appendix C.

2.5 Scientific Cooperation, Collective Knowledge, and Commons

Science depends on cooperation across heterogeneous competencies. Field technicians maintain instru-
ments; national agencies organize observation programmes; researchers develop models and interpreta-
tions; repositories preserve records; communities contribute place-based knowledge; and public institu-
tions support long-term infrastructure. Contributions may be separated by disciplinary and jurisdictional
boundaries while remaining jointly necessary for a scientific claim. The problem is how these contribu-
tions can support shared inquiry without requiring that every participant adopt an identical interpretation
or surrender authority over the resources for which it is responsible.

The literature on boundary objects provides one important insight: cooperation can develop through
objects sufficiently stable for coordination yet adaptable to different local practices [54]. A shared sta-
tion identifier, observation format, calibration reference, or quality-control flag may support coordinated
workflows while retaining different uses among operators, researchers, and policymakers. This does not
make semantic differences trivial. A common label may conceal disagreement about sampling popula-
tions, the operational definition of a variable, or the validity of extrapolation. A global infrastructure
should enable translation and communication while documenting the domains in which shared objects
genuinely sustain coordinated inference.

The commons literature offers a second, distinguishable set of resources for analysis. Research on
collective-action institutions shows that shared-resource governance involves rule formation, monitor-
ing, participation, and arrangements adapted to the properties of the resource and community [51]. This
does not entail that all scientific data constitute a single undifferentiated commons. Environmental ob-
servations with public-benefit uses, privately collected measurements, sensitive ecological coordinates,
personal information, and collectively governed cultural knowledge may require different rights and
obligations. Scientific cooperation may be organized through open data, reciprocal exchange, federated
access, joint computation without transfer of source records, or negotiated access for specified purposes.
Which arrangement is appropriate depends in part on the resource, affected parties, scientific aims, and
applicable rights.

The present paper uses knowledge commons as a provisional institutional object: an arrangement in
which designated communities can participate in maintaining, interpreting, and accessing defined epis-
temic resources under articulated rules. This definition emphasizes governance and joint work rather
than asserting unrestricted publication. Interoperability may improve such a commons, but cannot sub-
stitute for rules determining contributions, benefits, monitoring, withdrawal, and dispute resolution. A
federation may provide a common discovery layer while data remain stewarded by distinct custodians.
Such distributed custody can limit certain concentrations of authority, although it may also create uneven
access and fragmented obligations.

The distinction between shared data and shared knowledge becomes especially important at this
point. Two institutions may have access to the same observation files but lack the models, calibration
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expertise, language resources, or computing capacity needed to evaluate them on comparable terms.
Conversely, different repositories may maintain separate records yet cooperate effectively through veri-
fied derived products and accountable translation. An assessment of global cooperation must therefore
include capacity to use and contest knowledge, not solely the number of files downloaded or the geo-
graphic scope of a catalogue.

A useful comparison of the paper’s analytical levels is given in Table 1. The table does not impose
a necessary historical sequence. Each level can develop unevenly, and progress at one level may expose
failures at another.

Table 1: Analytical distinctions in shared scientific infrastructure.

Level Hlustrative question Possible failure despite data access
Observation Was the signal produced and Instrument drift or missing context
qualified reliably?
Representation What does a record refer to? Mismatched units, categories, or sampling
Inference What conclusions are supported? Unreported model assumptions or disagreement
Participation Who can evaluate and challenge Unequal expertise, language, or computation
claims?
Authority Who authorizes uses and remedies?  Inadequate consent, correction, or accountability

The institutional aspiration emerging from these distinctions is not frictionless consensus. It is contin-
ued cooperation under manageable disagreement: shared procedures for examining evidence, disclosing
interpretive differences, proposing corrections, and deciding which uses can proceed under uncertainty.
A federated technical system should preserve space for these practices rather than convert every dispute
into a configuration parameter determined by its most powerful operator.

2.6 Epistemic Asymmetry, Power, and Institutional Authority

International knowledge production occurs amid significant asymmetries. Some institutions own global
observing platforms, cloud computing facilities, and model-development pipelines. Others contribute
observations from geographically indispensable locations but have limited influence over subsequent
interpretation. A community may supply knowledge of a changing environment while having little access
to resulting datasets or decisions. A shared repository can improve discovery and scientific reuse while
leaving these distributions of capability and authority substantially unchanged.

The philosophical issue concerns the relation between a claim’s evidential merits and the social ar-
rangements under which it is heard, translated, or disregarded. Research on epistemic injustice distin-
guishes harms arising when a contributor is improperly discounted as a knower and when shared inter-
pretive resources inadequately represent important experiences [23]. These categories were developed
within a specific philosophical setting; their application to scientific data infrastructure requires care. A
data contributor’s loss of interpretive influence, for example, may involve technical translation failures,
unequal funding, discriminatory assumptions, or lawful restrictions whose justification must be sepa-
rately evaluated. The categories do not permit the analyst to infer motives simply from unequal results.

Consider a hypothetical coastal monitoring federation. Researchers at a well-resourced centre pub-
lish forecasts based on observations from several smaller regional agencies. The centre’s computational
capacity enables useful scientific analysis. Yet if local contributors cannot inspect model assumptions,
challenge changes to their observation records, or participate in consequential interpretations, the federa-
tion may amplify a narrower view of the coastal system. Returning derived predictions without access to
the interpretive process may satisfy some operational needs but leave an epistemic asymmetry unresolved.
Conversely, requiring every participant to maintain identical computing resources would be impractical
and might divert scarce capacity from field observation. The design problem is to build meaningful
routes for scrutiny, participation, and capacity development under unequal material circumstances.

We distinguish three forms of authority that can coincide but should be analysed separately. Method-
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ological authority arises from warranted competence concerning particular measurements and inferen-
tial practices. Institutional authority concerns a body’s recognized power to administer rules, authorize
access, or adjudicate disputes. Infrastructural power concerns practical control over essential storage,
computation, standards, identity services, or communication channels. None of these automatically en-
tails the others. A technically superior model may have no legitimate authority to reuse restricted records.
A legally authorized body may lack the scientific expertise needed to resolve a model disagreement. A
dominant cloud operator may shape feasible research practices without formally setting scientific norms.

Al systems introduce a further concentration risk. A model used across a federation may harmonize
vocabularies, infer missing metadata, and summarize competing scientific arguments, thereby lowering
some costs of cooperation. The same system may make one representational framework unusually influ-
ential, hide uncertainty through fluent answers, or reproduce training-data asymmetries. Model outputs
should be attributable to their input versions, methods, and declared limitations where feasible. Their
scientific status must remain distinct from the authority to govern human institutions or override rights.
Model performance on a benchmark is evidence about a specified task, not proof of general epistemic
legitimacy.

Because power enters through many mechanisms, this paper does not assume that decentralization
alone secures equitable cooperation. A nominally federated architecture can rely on one indispensable
ontology, a single proprietary verification service, or a small number of computational providers. Simi-
larly, technical openness can benefit participants unevenly when translation, computation, and long-term
stewardship are costly. Later sections must therefore examine concentration and dependency alongside
access, and make explicit which remedies are available when institutional commitments are breached.

A further philosophical question concerns how cooperation can proceed when the same evidence ac-
quires different significance within different systems of inquiry. The relation between interpretation and
normative judgment should not be collapsed. An ocean observation can be interpreted as evidence of a
scientifically important site, as a potential disclosure risk for a community, and as a warning of ecological
harm, without any participant necessarily misreading the original record. Bias must be investigated at
the level of measurement, representational selection, interpretation, standing, and authority, rather than
imputed to an entire participant group. The response may require a common practice rule that leaves
substantive interpretive disagreement visible.

There is extensive prior scholarship on this issue. Rawls’s account of overlapping consensus de-
scribes agreement on some political principles for different underlying reasons; work on legal pluralism
investigates the coexistence and interaction of multiple normative orders; and norm-contestation theory
examines how the meaning and authority of norms are disputed in practice [53, 48, 60]. The diplomatic
expression seeking common ground while reserving differences (qgiutong cunyi, 3K [F]{75) provides an
accessible comparison, but is not proposed as a new jurisprudential principle. These traditions are re-
sources for critical comparison, not proof that a global scientific federation can derive legitimate rules
algorithmically.

An additional legal analogy calls for precision. Article 38(1) of the Statute of the International Court
of Justice identifies international conventions, international custom, and general principles of law as law
applied by the Court, with judicial decisions and scholarly teachings as subsidiary means for determin-
ing rules [40]. Its legal functions depend on the Court’s competence and applicable law; the provision
does not furnish a universal procedure by which any heterogeneous knowledge systems can manufacture
shared nomos. The International Law Commission’s 2026 draft conclusions on general principles of
law supply a contemporary institutional discussion of legal identification, rather than a theorem about
generative-relational coordination [42]. Natural-law traditions pose further distinct questions concern-
ing normative justification; they cannot be equated with Article 38 or with observed agreement. The
present paper borrows no legal authority from these analogies. It asks instead which records, participa-
tion rights, conflict rules, and revision pathways would make a bounded cooperative protocol intelligible
and contestable across scientific institutions.
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2.7 Data Rights, Ethics, and Recognition of Contributors

A global knowledge infrastructure will encounter data whose legitimate use depends on the interests of
people and communities, the vulnerability of environments, intellectual contributions, and institutional
obligations. The ethical problem extends beyond preventing unauthorized disclosure. Records can be
technically public while their extraction, aggregation, or reinterpretation produces consequences that
their original contributors could not reasonably assess. In some settings, linking public observations
can expose previously concealed locations or persons. In others, restrictive access may deprive local
researchers or affected communities of information needed for public safety or participation in environ-
mental decisions. General commitments to openness therefore require differentiated governance.

The FAIR principles provide widely used guidance for making research data findable, accessible,
interoperable, and reusable [61]. Their attention to access protocols and metadata need not entail indis-
criminate public release. The CARE principles emphasize collective benefit, authority to control, respon-
sibility, and ethics in Indigenous data governance [6]. These frameworks address different requirements
and are useful together without assuming that one supplies a complete legal or ethical settlement for
every observing programme. They also require attention to actual jurisdictional arrangements and to the
authority of the communities whose data and knowledge are involved.

Recognition of contributors has several dimensions. Accurate attribution matters for research in-
tegrity, credit for scientific labour, and correction of errors. But attribution alone may leave a contribu-
tor unable to influence a data product’s uses, obtain the computational resources necessary to evaluate
derived claims, or secure remedy when reuse causes harm. Likewise, monetary compensation does not
necessarily resolve a dispute about interpretive control or collective authority. This concern intersects
with the paper’s preceding investigation of productive infrastructures and heterogeneous value [37], but
a detailed account of remuneration or distributive allocation falls outside the present paper’s primary
epistemic inquiry.

A minimal research framework can distinguish permission, representation, participation, and rem-
edy. Permission concerns who may perform an operation on a resource for a specified purpose. Rep-
resentation concerns how contributors and affected subjects are described in records and outputs. Par-
ticipation concerns whether relevant parties can meaningfully influence standards, interpretation, and
governance. Remedy concerns procedures for correction, contestation, restrictions, or redress following
error or wrongful use. These dimensions should be considered separately. A federation can satisfy a
licence while failing to represent a community’s preferred description accurately, or conduct extensive
consultation without providing an effective means to correct misuse.

Ecological observations raise distinctive questions. High-resolution information about nesting sites
or threatened marine species may create conservation risks when released without adequate safeguards.
Offshore sensing can impose environmental burdens through hardware deployment, maintenance, and
disposal. Long-lived archives and computationally expensive analysis consume material and energy
resources. These effects should be studied rather than inferred from a general claim that data-intensive
environmental science is inherently beneficial or harmful. The independent ocean and ecological-
infrastructure paper will require domain-specific investigation; the present section establishes the need
for transparent evidence and an articulated responsibility for evaluating harms.

Ethical obligations can also change as a record’s uses evolve. A dataset collected to characterize
ocean currents might later become useful for commercial site selection or automated resource manage-
ment, introducing new questions about legitimate reuse. A permission granted for one observational
purpose does not necessarily settle authorization for a materially different use. A practical architecture
should make use conditions, modification histories, and relevant institutional contacts discoverable when
lawful and appropriate, and should provide ways to revisit disputed interpretations or downstream uses.
Where records cannot be removed from trained systems by ordinary dataset deletion, the difficulty of im-
plementing withdrawal or correction must be described transparently rather than hidden under the word
“provenance.”

The cumulative position of this section is methodological and institutional. Shared scientific inquiry
benefits from interoperable records, but its credibility depends on the histories, interpretive practices,
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and authorities through which records become claims. An accountable infrastructure must preserve the
capacity to examine those conditions, including when stakeholders disagree about what the data mean or
how they may be used. Sections 3-9 will translate these philosophical requirements into the analysis of
existing observation programmes, candidate federated components, epistemic translation, model uncer-
tainty, and governance. The goal is to make contestable choices explicit and testable, while maintaining
a distinction between the scientific merits of a claim, permissions to act on it, and the ethical justification
of its consequences.

3 International Observation Infrastructures and Institutional Histories

This section examines existing international observation programmes as historically constituted arrange-
ments for producing, exchanging, assessing, and using scientific records. The cases matter because
they show that cooperation can be organized among institutions with distinct funding sources, jurisdic-
tions, observing capacities, and scientific priorities. Their institutional histories also reveal limits: an
agreement to exchange records does not entail identical standards of interpretation, equal access to com-
putational facilities, or shared authority over the purposes for which derived knowledge is used. The
analytical task is to identify the mechanisms that make cooperation possible, the forms of dependence
those mechanisms create, and the conditions under which their lessons can be carried into a wider knowl-
edge infrastructure. Weather observation, WMO data policy and WIS2, Argo, GOOS and OceanOPS,
multi-hazard early warnings, and the European Digital Twin Ocean provide distinct cases rather than
instances of one completed global system.

The comparison uses a deliberately constrained vocabulary. An observation network coordinates the
creation of measurements; an exchange infrastructure enables records or notifications to move among
participants; a knowledge infrastructure additionally sustains the contextual materials, methodological
checks, revisions, and forms of criticism through which records support warranted claims. An action
infrastructure links assessments to authorized decisions and practical response. A programme may per-
form several of these functions, but its success in one does not demonstrate success in the others. The
institutional mechanisms described below are evidenced principally by programme publications. Such
sources support claims about declared policies, architectures, and activities; their self-descriptions alone
do not establish comparative causal effectiveness, universal geographic coverage, or the fairness of re-
sulting decisions.

Two conditions help frame the following case comparison. Participating institutions often recognize
substantial, though not perfectly aligned, benefits from timely weather and ocean information; the same
information may also have strategic or restricted uses. Moreover, the programmes operate with compar-
atively well-developed mathematical, physical, measurement, calibration, and communication practices.
These practices form a relatively stabilized common language for specified scientific tasks, rather than a
naturally universal representation of reality. Their historical institutionalization helps explain why coop-
eration can proceed across other political and interpretive differences. The analysis must still ask whose
variables, standards, interpretations, and access rules are recognized, and why similar cooperation may
be harder to achieve where the underlying generalized languages of social practice and normative author-
ity differ. The contrast is conditional and should not be mistaken for the claim that physics is culturally
ungenerated or that social inquiry lacks rigorous shared methods.

3.1 Weather Observation and Transnational Exchange

Weather observation supplies a long-running example of knowledge production for which observations
from one jurisdiction can be indispensable to another. Atmospheric phenomena cross borders, while
numerical prediction depends on combining heterogeneous observations into analyses of an evolving
physical system. National meteorological and hydrological services maintain instruments and profes-
sional expertise for their own responsibilities, yet their observations can have value far beyond the ju-
risdictions in which they were produced. A locality may benefit from observations made upstream in
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the movement of an air mass or across an ocean where it has limited observing capacity. This gives par-
ticipating services a practical reason to collaborate even where wider political agreement is incomplete.
That interdependence can help sustain an exchange regime; it is not itself proof that participants possess
comparable bargaining power or that every participating society receives equal practical benefit.

The history of meteorological cooperation joins scientific coordination to formal organizational re-
sponsibilities. WMO’s contemporary data policy builds upon earlier resolutions concerning weather,
hydrology, and climate, rather than originating as an unrestricted release of all Earth-system information
[63]. These cumulative arrangements are significant because they establish publicly articulated cate-
gories, channels for updating technical obligations, and recognized national counterparts. Their durabil-
ity depends on continued instrumentation, maintenance, telecommunications, institutional staffing, and
compliance. It would be misleading to describe international weather exchange as a spontaneous global
commons operating without institutions or political choices.

Scientific dependence is also asymmetric. An institution capable of running high-resolution numeri-
cal forecasts may derive greater immediate modelling benefit from distributed observations than a small
service with limited computing capacity. The latter may nevertheless contribute critical observations
from sparsely sampled regions and may depend on global forecast products for public warning duties.
This asymmetry motivates attention to reciprocal products, training, financing, and access to usable fore-
casts, rather than treating the amount of raw data uploaded as a sufficient measure of reciprocity. It also
suggests that technical participation and effective epistemic participation are separable variables.

Global atmospheric analysis illustrates why a common data stream should not be confused with a
common epistemic account. Instruments use diverse observing principles, station exposures, and sam-
pling frequencies. Data assimilation combines observations with model dynamics, observation operators,
and assumptions about uncertainty. An analysed atmospheric field is therefore an inferential product
generated by both measurements and computational models, not an unmediated collection of measure-
ments. Models can disagree, calibration errors can be discovered after distribution, and the suitability
of an analysis depends on its purpose. For a general knowledge infrastructure, the transferable lesson
is that exchange requires standard formats and stable channels, whereas credible interpretation addition-
ally requires the methods, uncertainties, version histories, and opportunities for independent criticism
developed in Section 2.

3.2 WMO Unified Data Policy and WIS2

The WMO Unified Data Policy, adopted through Resolution 1 of the 2021 extraordinary World Meteo-
rological Congress, offers a particularly instructive combination of shared obligation and differentiated
access. Its scope encompasses Earth-system domains including weather, climate, hydrology, and related
observations. It distinguishes Core data, for which exchange is expected as standard practice, from Rec-
ommended data, for which broader exchange is encouraged and conditions of use may differ [63]. The
distinction matters analytically: a global cooperative infrastructure can establish a public baseline with-
out treating every dataset as equivalent or assuming that every use must be freely authorized. Detailed
classifications and implementation obligations require reference to WMO technical regulations and the
applicable institutional context; the policy should not be read as a universal license overriding other legal
rights.

The WMO Information System 2.0 (WIS2) became operational on 1 January 2025, following de-
velopment around open Web technologies and common technical interfaces [66]. Its basic publication
model relies on participating centres operating WIS2 nodes that expose data and metadata services. The
official overview describes MQTT-based notifications, HTTP access to resources, a topic hierarchy, and
different handling for Core and Recommended data [68]. Supporting global services provide discovery
and distribution functions, while participating centres remain identified contributors rather than disap-
pearing into a single anonymous repository [64]. The operational architecture makes a useful distinction
between discovering that a resource exists, learning of its availability, retrieving it, and obtaining per-
mission for a particular use.
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Consider a hypothetical agency publishing a sequence of pressure observations. The measurements
originate in an instrument and quality-management setting. An exchange node can announce records
and provide a way to retrieve them. Other services can discover the dataset, subscribe to relevant notifi-
cations, and ingest new records. These operations can be successful while uncertainty about instrument
siting, observation quality, downstream interpretations, or redistribution rights persists. Conversely, a
scientist may have detailed local knowledge but lack adequate network connectivity to join real-time
exchange. The WIS2 pattern consequently suggests a division of infrastructural responsibilities, rather
than a complete solution to epistemic interoperability.

This division may be expressed schematically as a set of conditions on the use of a record o by a
recipient u for a purpose p:

Use(u,0,p) = Discover(u, o) A Retrieve(u, 0) A Authorize(u, o, p) A Interpret(u, o,p).  (4)

Equation (4) is an analytic decomposition, not a claim that WIS2 itself implements all four tests or that
these are universally necessary software calls. Discovery and retrieval alone do not establish autho-
rized or scientifically appropriate use. Further, an authorized user can still produce a poor inference; the
fourth term concerns the availability of interpretive conditions and justified assessment, rather than an
automated guarantee of epistemic correctness. In some cases a scientist already knows a resource’s loca-
tion, so literal discovery is not an operational prerequisite; the decomposition identifies distinguishable
functions of a general federation.

Two institutional lessons follow. First, a shared vocabulary of exchange classes and technical
messages can enable cross-border cooperation without imposing identical governance on every data-
producing body. Second, such interoperability can transfer power toward entities able to operate central
discovery, cache, compute, or ontology services. A federation should therefore examine the practical
concentration of indispensable services, the costs borne by national and local nodes, and the procedures
by which standards can be revised or challenged. WIS2 demonstrates the feasibility of a particular
international exchange architecture, not the feasibility of universal openness across all scientific and
social information.

3.3 Argo Profiles, Calibration, and Data Revision

The international Argo programme offers a complementary lesson: sustained cooperation requires more
than rapid data transport because scientific records can acquire improved epistemic status through subse-
quent examination. Argo’s autonomous profiling floats observe subsurface ocean conditions, with core
missions emphasizing temperature, salinity, and pressure and expanded missions addressing deeper and
biogeochemical observations [3]. Its global data assembly centres distribute measurements in near real
time and in revised delayed-mode forms [1]. The coexistence of these products is a constructive acknowl-
edgement that immediacy and the most thoroughly assessed available quality are different objectives.
Rapid data support operational forecasts; expert review can address drift and calibration concerns that
require longer observational histories.

Data management is distributed among observing contributors, national data centres, global assem-
bly centres, regional activities, and scientific experts. Argo describes delayed-mode procedures as in-
volving researchers and national centres and notes that identifying certain calibration changes requires
sufficiently long records [2]. The data are thus not best understood as a fixed sequence of immutable
true measurements followed by arbitrary edits. Each release represents a record with a history of instru-
ment behaviour, processing decisions, quality flags, and possible reinterpretation. A later profile version
may supersede an earlier one for particular analyses without making the earlier release irrelevant to the
reconstruction of research decisions made with it.

A minimal knowledge-infrastructure model should accordingly represent observation and revision
as distinct events. If o(*) is a particular version of an observational product, a revision operation can be
written

oVt = R(o(“),c, 77), link(o(v), O(UH)) =p, (5)
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where ¢ denotes additional calibration, observational, or contextual evidence; 7 denotes the declared
review procedure; and p denotes a persistent revision relationship. Equation (5) does not imply that
versions form a universally linear history. Alternative evaluations may coexist, some corrections may
be withdrawn, and a later release need not monotonically increase credibility for every application. The
essential requirement is that a scientifically relevant revision can be inspected and linked to the evidence
and methods motivating it.

Argo suggests practical governance requirements for global epistemic infrastructure. A user should
be able to identify whether a record is preliminary or delayed-mode reviewed, recover the applicable data
and metadata version when reproducibility requires it, and understand which corrections affect derived
products. Providers need sustainable scientific labour and accountable processes for quality control.
Contributors should receive recognition for observing and reviewing work even when the resulting data
are openly distributed. A central catalogue, meanwhile, should avoid flattening multiple validity states
into one undifferentiated notion of “current.”

There are limits to transferring this model wholesale. Argo works within carefully developed dis-
ciplinary conventions, mission-defined observing variables, and a relatively specialized technical com-
munity. Comparable standards for ecological knowledge, social records, culturally governed data, or
Al-generated interpretations may be harder to define and may involve rights that make full publication
inappropriate. The lesson is the value of institutionally supported, revisable knowledge, not a claim that
the Argo workflow universally settles questions of authority or interpretation.

3.4 GOOS, OceanOPS, and Marine Coordination

The Global Ocean Observing System (GOOS) was established by UNESCO’s Intergovernmental
Oceanographic Commission in 1991 and developed as a coordinated response to scientific and societal
needs for ocean information. GOOS is presently led by IOC-UNESCO and co-sponsored by WMO,
the United Nations Environment Programme, and the International Science Council [29, 31]. Its role
differs from that of one autonomous observing array. It coordinates a plural set of instruments, scientific
communities, operational requirements, and regional priorities. This makes GOOS useful for studying
how a system can possess global aims without consisting of a single homogeneous data-producing
organization.

A central coordinating mechanism is the designation of Essential Ocean Variables (EOVs), framed
around observations needed to understand ocean processes and support public applications. GOOS distin-
guishes physical, biogeochemical, and biological or ecosystem-related variables and develops require-
ments connecting phenomena, observations, and uses [28]. This approach has two useful features. It
connects monitoring priorities to research and operational questions, and it can provide continuity while
particular instruments, platforms, and institutions change. At the same time, variable designation is an in-
stitutional and scientific judgment. What counts as essential can require revision as ecological knowledge
develops, social needs change, or previously underrepresented communities identify neglected phenom-
ena.

OceanOPS contributes a more operational form of coordination. The GOOS description identifies
monitoring observing networks, exchanging platform metadata, supporting operations, and assessing
system performance among its functions [30]. UNESCO-IOC also describes OceanOPS as a joint support
capability for oceanography and marine meteorology whose work is sustained through contributions
from participating programmes and states [39]. It helps participants locate operating platforms and gaps
in coverage, while informing deployments and data exchange. These are not the same functions as
making a scientific interpretation of every observed process or adjudicating disputes about commercial
and community uses.

The contrast among GOOS, OceanOPS, and component networks offers a functional layering useful
to later sections of this paper. GOOS supplies broader requirements and coordination; OceanOPS sup-
ports monitoring and operational metadata; component programmes such as Argo produce and review
particular observations; forecasting and other scientific services use these observations in further infer-
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ences. None of the components substitutes for all the others. If a float fails, the network’s metadata may
document a coverage gap. If an observation is corrected, the data stream should preserve the revision. If
a particular ecosystem variable is poorly observed, a coordinating framework may identify the gap but
cannot cure it merely by listing it.

An operational lesson concerns continuity. Data that are easily obtained during a short, well-funded
campaign may be unsuitable for long-term trend estimation if maintenance and calibration end. GOOS
institutional reporting in 2025 described both progress and persistent observational and sustainability
gaps; the cited institutional page could not be directly inspected in the present verification pass, so the
specific scope of its underlying measures remains to be checked against the report itself [38]. The ex-
istence of international coordination thus coexists with infrastructural precarity. Any proposed global
knowledge commons would have to treat recurring maintenance, expert quality control, replacement
equipment, energy, and long-term stewardship as parts of its economic and institutional constitution, not
as marginal expenses after building a technical platform.

Marine observation also makes ecological and rights-related complexity especially visible. Ocean
instruments can affect habitats or shipping and fishing activities; biologically sensitive information can
create conservation risks; and the same observational record can be used for conservation, research, navi-
gation, or commercial development. These uses do not necessarily share identical legitimacy conditions.
A framework for global observing cooperation should therefore record the provenance and scientific
meaning of marine data while specifying differentiated permissions and avenues for affected partici-
pants to raise concerns. A full assessment of marine-robotics ecology belongs to the companion ocean
paper, whereas the present case establishes why environmental consequences belong in the governance
of knowledge infrastructures.

3.5 Early Warning and the Translation of Observations into Action

International early-warning cooperation illustrates a limit of observation-centred institutional design. A
technically credible hazard prediction can fail to protect people if exposure is not understood, a warning
does not reach those at risk, or practical response is unavailable. The United Nations Early Warnings
for All initiative organizes its programme around four linked pillars: disaster-risk knowledge; observa-
tion, monitoring, analysis, and forecasting; dissemination and communication; and preparedness and
response [59]. The initiative describes distinct leads for disaster-risk knowledge (UNDRR), detection
and monitoring (WMO), warning communication (ITU), and preparedness and response (IFRC). These
announced responsibilities illustrate divided institutional functions, while their coordinated effectiveness
in any particular setting requires separate evidence.

The four-pillar model underscores the separation of evidential quality, communicative accessibility,
and legitimate action. An agency might correctly identify a storm trajectory while underestimating the
vulnerability of an informal settlement. A warning might reach a telecommunications network but re-
main linguistically inaccessible or arrive without practical evacuation resources. A well-documented
forecast could also trigger a disproportionate or contested intervention if authorities fail to communicate
uncertainty or consult affected communities. Reliable knowledge is therefore a necessary input for some
protective decisions but not, on its own, proof of an effective or just response.

The 2025 global multi-hazard early-warning report offers a useful empirical boundary to optimism.
According to WMO and UNDRR, 119 countries, about 60% of the reporting global total, stated that they
had a multi-hazard early-warning system; significant gaps persisted, particularly among small-island
developing states [69]. This reports the existence of systems at country level, not the proportion of
individuals effectively protected, the adequacy of local response, or independently verified uniform ser-
vice quality. Consequently, the statement that global warning cooperation is a meaningful achievement
should coexist with the finding that implementation remains uneven. The figures cannot be converted
directly into a causal estimate of global protection without additional designs and evidence.

For a wider knowledge infrastructure, this case suggests a difference among at least four assessments:
whether observations are appropriate; whether risk interpretations are warranted; whether warnings are
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communicated to their intended recipients; and whether responses are feasible and legitimately governed.
Interoperability between the first two does not ensure the last two. Such separation can be represented
by a research-oriented trace from observations to decisions, with records of models, messages, intended
audiences, responsible institutions, and subsequent corrections. A causal claim that one infrastructure re-
duced harms would require outcome evidence and attention to confounding factors; it cannot be inferred
simply from the presence of these trace records.

There is also a constructive model for cooperation under incomplete trust. Actors can rely on spe-
cialized institutions that are accountable for limited tasks, use agreed terminology, and exchange records
through verifiable procedures. Differences in jurisdiction and responsibility remain visible rather than
being erased. Yet emergency coordination creates additional legitimacy questions about exceptional ac-
cess, sensitive location data, responsibility for false alarms, and failures to warn. These questions require
explicit rules, public scrutiny, and remedies; technical notification systems cannot settle them alone. Sec-
tion 8 will examine these governance issues as part of an evolving relationship of reliance, contestation,
and institutional repair.

3.6 The European Digital Twin Ocean and EDITO

The European Digital Twin Ocean brings the preceding infrastructures into conversation with a more
explicitly computational project. The European Digital Twin Ocean is an ongoing initiative to connect
marine data, models, simulations, and applications in support of research and decision-making. EDITO is
its supporting public digital platform, integrating tools and resources drawing particularly on EMODnet
and Copernicus Marine Service [20, 21]. This distinction between a broad knowledge-and-modelling
ambition and its supporting platform matters. Neither the existence of an interface nor the operation of
computational services establishes that the ocean is adequately represented at every location, ecological
scale, or relevant decision context.

As described by the programme, the initial EDITO-Infra and EDITO Model Lab phase ran during
2022-2025, and the subsequent EDITO 2 project runs in 2025-2028. The stated ambition for an ex-
panded, sustained European Digital Twin Ocean extends toward 2030 [20]. Current EDITO materials
identify usable public platform components and services, including dataset and process catalogues and
workflows involving near-data computation. September 2026 technical reporting describes progress in
synchronizing EMODnet content and adapting resources for cloud-oriented access [19]. These are claims
about specific reported components and development activities, not evidence that every proposed future
service is fully operational or that the initiative already achieves comprehensive ecological representa-
tion.

The digital-twin approach adds an explicitly inferential layer. A measured ocean profile, a numerical
circulation model, a satellite-derived surface product, an ecological distribution model, and a scenario
projection are not interchangeable kinds of evidence. Simulations can integrate observations and expose
alternative assumptions, but their outputs depend on model structure, boundary conditions, parameter
choices, and validation. A decision interface might make these products easy to compare while obscuring
their different uncertainties. The epistemic governance of a knowledge platform must therefore represent
the difference between a measured input, an assimilated estimate, and a conditional scenario. It should
also permit disagreement about a model’s purposes and the plausibility of proposed interventions.

The programme is especially useful as a test of what interoperable computation adds beyond inter-
operable datasets. Bringing algorithms toward shared data resources can reduce unnecessary copying
and facilitate reproducible workflows. A federation might provide discoverable computational environ-
ments, versioned models, standard metadata and traceable results while retaining distinct data providers.
However, computational access can introduce new inequalities: participants with expertise or resources
to build and run models may exercise more influence over what counts as actionable knowledge. Public
platform access alone does not guarantee equitable opportunities to create models, interpret outputs, or
contest applications. Technical performance and institutional legitimacy must again be evaluated sepa-
rately.
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Table 2: Different institutional functions of international observation and knowledge programmes. En-
tries describe documented programme roles and analytic limitations, not comparative rankings.

Programme or mechanism

Transferable coordination practice

Main limit of analogy

WMO data policy / WIS2 Shared exchange classes; node publication;  Domain-specific obligations do not authorize unrestricted use of
discovery and notifications all data.
Argo Distributed observation with rapid and de- Common variables and disciplinary review cannot be assumed
layed expert quality control across all domains.
GOOS / OceanOPS Agreed observing priorities; platform meta- Coordinating a network does not repair all coverage and financ-
data; monitoring of network coverage ing gaps.
Early Warnings for All Specialized institutions link risk knowledge, = Warning production is not equivalent to protection or legitimate
forecasts, communication and response action.
European DTO / EDITO Data—model-compute integration and col- An evolving model platform is not a complete or authoritative
laborative simulation services representation of the ocean.
: Exchange Interpretation Authorization
Observation . .
. discovery models and > rights and
situated records .. ioh
i and access revision oversight
|
|
|
| Action
B il warnings and [«
decisions

Figure 1: Analytical layers in a global observation-to-action process. Feedback indicates that practical
outcomes can prompt renewed observation and critique. The ordering is explanatory rather than a single
mandatory historical or operational sequence.

Ocean digital twins also provide an instructive boundary case for Al-assisted scientific inference. Al
tools may suggest parameterizations, summarize observations, and support computationally intensive
analysis. Their outputs can be valuable candidates for further inquiry without acquiring an independent
right to override scientific scrutiny or community authority. If a digital twin informs marine planning,
records of model versions, uncertainty, affected interests, and revision paths become relevant to deci-
sions beyond the computational platform. Consequently, the EDITO case does not justify treating future
globally integrated Al models as universal arbiters of knowledge. It does suggest concrete research tasks
for accountable integration, verification, and collaborative modelling.

3.7 Transferable Mechanisms and Limits of Analogy

The cases above support an institutional comparison rather than a single generalization about global coop-
eration. WMO’s exchange policy and WIS2 articulate rules and interfaces for distributed data movement.
Argo illustrates jointly sustained observation and correction. GOOS and OceanOPS coordinate changing
observing requirements, platforms, and operational metadata. Early-warning partnerships connect scien-
tific assessment to communication and response, while EDITO explores the integration of models, data,
computation, and interactive applications. These capacities overlap, but they are not identical. Table 2
records their principal transferable mechanisms and the limits of using them as precedents.

A minimal comparative design should therefore separate five layers: observation, exchange, inter-
pretation, authorization, and action. An evaluation of one layer cannot stand in for the others. It should
also distinguish programme declarations, evidence of deployed capabilities, independently observed per-
formance, and judgments about governance or ethics. This is especially important when prospective
benefits are used to justify public funding or the creation of indispensable digital services. Figure 1
provides a conceptual diagram of these distinct functions; the arrows denote possible informational de-
pendence rather than an obligatory universal causal sequence.

The strongest transferable result is a possibility claim. Specialized organizations operating within
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different political and scientific contexts can maintain shared observational arrangements when the re-
quired instruments, standards, institutions, and professional practices are sufficiently supported. The
cases do not demonstrate that international rivalry has disappeared, that trust has been perfected, or that
cooperation is equally beneficial for every participant. Indeed, international interdependence may co-
exist with exclusion, unequal computational power, fragile funding, contested ownership, and uneven
capacity to influence standards. These limitations are not incidental anomalies in an otherwise automatic
convergence toward global scientific unity; they are part of the design problem.

A hypothetical global epistemic federation could borrow the modularity of WIS2, the revision his-
tories of Argo, the monitoring coordination of OceanOPS, the action-sensitive accountability of early-
warning systems, and the model-computation links being developed through EDITO. Yet combining
these elements into a general infrastructure introduces new conflicts. Semantic translation across hetero-
geneous scientific and social domains can be noninvertible; access permissions can change; disagreement
may be substantive rather than the result of missing metadata; and a highly influential Al mediation layer
may centralize interpretive authority. These concerns require explicit interfaces among technical stan-
dards and governance procedures instead of the assumption that an inclusive platform architecture will
automatically produce fair institutions.

Finally, international observation cooperation should be treated as a continuing collective practice
whose conditions can be revised. It depends on the maintenance of sensors, archives, scientific labour,
communication infrastructure, accepted standards, and arrangements for criticism. Some components
may be sustainable through public funding; others may depend on research projects, voluntary contribu-
tions, or limited contracts. The observational system is itself environmentally and materially situated, and
its effects on ecosystems and communities merit examination. The present section establishes compara-
tive precedents and limits; Sections 4-10 will develop a candidate relational and federated architecture,
then specify tests for interoperability, credible knowledge, governance, and ecological responsibilities.
No single case above establishes that architecture in advance.

4 QObservation as a Relational Infrastructure

This section specifies the observational layer on which an interoperable knowledge infrastructure would
depend. Its purpose is to explain how scientific records originate in materially situated encounters, how
measurement conditions constrain their interpretation, and how their credibility can be preserved or re-
vised across institutions. The object is broader than a collection of sensors: an observation infrastruc-
ture includes the practices, calibration chains, representations, maintenance arrangements, uncertainty
descriptions, and accountable records through which measurements become usable evidence. The dis-
cussion builds on the epistemic distinctions in Section 2 and the institutional examples in Section 3,
while reserving the detailed federation architecture for Section 5, semantic translation for Section 6, and
assimilation methods for Section 7.

The term relational has two specific roles. First, a datum is intelligible through relations among
what is investigated, the observing arrangement, its reference standards, and the interests and procedures
guiding interpretation. Second, observational records can be linked by derivation, comparison, calibra-
tion, correction, or contestation without presupposing that all participants inhabit a uniform epistemic or
institutional position. Such links can be represented mathematically while leaving open questions about
their actual scientific and social validity. In particular, a globally accessible record may be unusable for
a given question, and an inaccessible or sensitive record may nonetheless be scientifically important.

4.1 Land, Ocean, Atmospheric, and Orbital Observation

Global observation is carried by a heterogeneous ecology of platforms. Land stations can maintain re-
peated measurements at instrumented sites, yet the placement and survival of stations depend on terrain,
institutions, power, and maintenance. Oceanographic profiles and fixed moorings sample volumes and
water columns inaccessible to many land-based methods; they are constrained by deployment logistics,
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sensor drift, and communication intervals. Atmospheric observations include surface stations, radioson-
des, aircraft, and remote measurements, whose effective supports differ in altitude, sampling frequency,
and exposure to local conditions. Orbital sensors extend geographic reach, but typically produce re-
motely sensed radiances or other signals from which desired environmental variables must be retrieved
under assumptions concerning radiative transfer, geometry, clouds, or surface properties.

These platforms need not measure identical objects even when their products share familiar names.
An in-situ water-temperature estimate at a specified depth and a satellite-derived sea-surface-temperature
product may differ in measurement support, retrieval method, reference convention, and uncertainty
structure. Treating them as interchangeable because both contain the word “temperature” would substi-
tute a lexical match for a defensible comparison. The Climate and Forecast (CF) metadata conventions
provide technical mechanisms for recording coordinates, grid mappings, units, and standardized variable
descriptions, but application-specific scientific comparability remains a further inquiry [7]. Observing
requirements developed through the Global Climate Observing System (GCOS) similarly connect envi-
ronmental variables to accuracy, stability, traceability, coverage, and scientific purpose [27].

Table 3: Distinct observational supports and illustrative comparability requirements. The examples de-
scribe potential constraints, not a comprehensive assessment of programme performance.

Platform family =~ Typical represented Necessary interpretive qualifications
support

Terrestrial in-situ ~ Site, depth or height, Exposure, relocation, maintenance, local representativeness
installation and inter-

val

Ocean in-situ Profile, trajectory, Pressure/depth conversion, drift, delayed quality control
mooring or discrete
sample

Atmospheric pro- Moving or ascending Vertical support, changing position, instrument response
file instrument and sam-
pled column
Orbital remote Footprint, scan geome- Retrieval algorithm, viewing conditions, cloud and surface effects
sensing try or gridded retrieval

An expanded network of observations can create complementary evidence without producing com-
plete environmental knowledge. Ecological systems may include unrecorded populations, transient
events, deep environments, and causal processes that the chosen observing variables are poorly suited
to detect. Conversely, numerous measurements of the same easily accessible conditions can enlarge a
database while contributing little to uncertainty in neglected regions. Programme coverage should there-
fore be assessed relative to specified inferential and public purposes, rather than by an unqualified count
of sensors, files, or data volume. The distinction is consequential for later work on ocean exploration
and autonomous observing robots: the object of inquiry is the ocean and its ecological relations, with
infrastructure an instrument of investigation rather than a preselected industrial destination.

4.2 Measurement Events and Representational Boundaries

A measurement is an event in which some aspect of a system is engaged by an observing arrangement
and recorded in an agreed representational form. Its record has multiple dimensions that a numerical
value alone cannot retain. For the present investigation, we propose the following descriptive schema,
whose components are typed placeholders rather than a universal measurement standard:

0; = (tis Yir Si, ki, i, 03, Ug, Py, ). (6)

Here ¢; is an identifier; y; is the recorded signal or measurement representation; S; is the claimed obser-
vational support (including location and any temporal reference when applicable); ; records instrument
and calibration context; ; denotes the observation protocol; v; describes units, coordinate systems, and
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semantic conventions; U, is an uncertainty and quality description; P; links to provenance; and «; records
access and authority conditions. The components of Equation (6) may refer to external governed records
rather than requiring unrestricted publication of all associated metadata.

A simple conditional measurement relation is

yi = Mi(z|s;; ki, mi) + bi + €4, (7)

where = denotes a proposed environmental state or phenomenon of interest, M is an observation opera-
tion, b; represents systematic discrepancy relative to that operation, and €; represents unresolved variation
or error. Equation (7) is a deliberately simplified analytic representation. It does not assert that every
observation has an additive or linear error model, or that the putative state = can be specified without the-
oretical commitments. In practice, the measurand, calibration reference, filtering and processing steps,
and even the relevant system boundary are themselves subject to scientific decisions [4, 67].

The word event must not be conflated with an enduring observer, person, sensor, Al system, or
legal organization. In the related generative-relational programme, vertices can represent events, while
durable agents, apparatuses, and institutions are identified through histories and relations connecting
multiple events [35]. For this paper, a directed observational-dependency relation 0; <4ep 0; means that
the interpretation or production of o; relies on some content or calibration of o;; it does not, by itself,
establish a universal chronological ordering. Data acquisition may be indexed by UTC timestamps, local
clocks, mission cycles, depth coordinates, or geological strata, but time synchronization is a contingent
metrological and infrastructural achievement. When no defensible conversion exists, order may remain
partial or unknown.

These boundaries matter when fusing data from independent programmes. A numerical match ob-
tained after unit conversion can be invalid if the samples refer to different water masses, geographic
supports, or instrument conventions. A record should therefore identify the support and transformations
under which a comparison is claimed to hold, along with unresolved incompatibilities. The schema in
Equation (6) provides a vocabulary for recording such claims; it does not make them true by definition.

4.3 Sensor Calibration, Quality, and Missingness

Observational credibility depends on traceability to relevant reference standards, suitably documented
calibration, and repeated assessment of equipment behaviour. These are active practices: sensors age,
fouling changes instrument response, reference standards are updated, and maintenance events can cre-
ate discontinuities in a time series. WMO’s measurement guidance treats instrument methods and trace-
ability as part of operational meteorology; its October 2026 provisional edition remains subject to a later
approval process [67]. An infrastructure spanning independently operated nodes needs to describe which
calibration claims are accepted, for what quantities and ranges, and under which versions of the relevant
procedures.

We distinguish a raw signal y;, a calibrated representation ;, and a quality description ¢;. A simpli-
fied expression is

vi = Cr, (i), ¢ = QUi ki, i, Ri) ®

where C,, is a stated calibration operation and R; represents available reference or comparison evidence.
Neither mapping in Equation (8) must be invertible, and a quality flag is not automatically a probability
that the data are correct. Calibration uncertainty, instrumental bias, representativeness, and model-form
discrepancy can have different inferential consequences; merging them into one universal scalar obscures
their sources. When assumptions support a covariance approximation, correlated calibration errors across
observations should be recorded rather than silently treated as independent noise.

Argo is instructive because its products distinguish rapidly available profiles from records subjected
to detailed delayed-mode assessment and calibration. Programmatic guidance explicitly warns users
of the importance of quality-control flags and adjusted variables; salinity drift and pressure biases can
matter for analyses requiring high accuracy [55, 62]. The scientific meaning of a revised profile is
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consequently not exhausted by replacing one number with another. Users also need to know the revised
variables, quality reasoning, intended applications, and the identity of the data product version.

Missing observations require separate treatment. For a candidate measurement opportunity i, let
R; = 1 when a usable record enters the chosen analysis and R; = 0 otherwise. Then

Pr(R; = 1| w2, L) = gi(wi, zi, L), )

where x; denotes an unobserved relevant condition, z; observable contextual factors, and Z; the infras-
tructure state. Equation (9) is a warning about selection, not an estimated probability model. Cloud
obstruction, extreme weather, inaccessible waters, data-transfer failure, unstable institutional funding,
or restricted access can systematically shape which records become available. An archive cannot estab-
lish that its unavailable observations are missing at random merely by recording a missing-data marker.

In a hypothetical marine observation network, strong storms may interrupt communication at pre-
cisely the times when extreme ocean processes are of interest. Filling these gaps with smooth model
forecasts may be useful for some operational purposes, but the model-generated values should not be re-
labelled as direct storm-time observations. For a sensitive ecological survey, an absence from the public
dataset might instead reflect legitimate restrictions on publishing a threatened species’ location. Treating
either case as a blank measurement with the same reason code would create both scientific and ethical
problems. A practical system should distinguish non-measurement, failed transmission, unusable qual-
ity, lawful restriction, and deliberate noncollection when this can be done without disclosing protected
information.

4.4 Spatiotemporal Sampling and Model Dependence

Observation infrastructures select where, when, and by what means evidence is acquired. A sampling
design therefore establishes an epistemic footprint: some changes are resolved, others are averaged, and
still others remain invisible. In the simplest discretized setting, let z € R"™ represent an environmental
state under an explicitly selected model, and let H : R® — R™ represent an observing operation. The
resulting observation is written

y=Hx+e. (10)

The relation in Equation (10) is a local linear model suitable for illustrating identifiability; heterogeneous
observations generally require nonlinear operations, coordinate transformations, and richer uncertainty
models.

Proposition 4.1 (Non-identifiability under an observation nullspace). Let H : R — R be linear and
suppose there exists a nonzero v € ker H. Even with noiseless observations y = H x, the observation y
does not uniquely determine x over R".

Proof. For every z, the distinct state 2’ = x + v satisfies H2' = Hx + Hv = Hx. Hence a single
observation record is consistent with at least two modeled states. O

Proposition 4.1 states a limited algebraic fact. Nonlinear noninjectivity yields an analogous ambigu-
ity, but a model’s physical constraints or additional prior information can sometimes rule out the proposed
alternative states. Such constraints must be specified and evaluated; the observation alone does not war-
rant assuming them. The proposition also does not show that an actual environmental system possesses
a finite-dimensional state of the stipulated kind. Its role is to prevent the existence of a shared dataset
from being mistaken for the identification of every process contributing to it.

The problem is pronounced where sensing geometries differ. A point instrument samples conditions
near a place and exposure; a swath sensor integrates or retrieves signals over a footprint; a float pro-
file provides depth-indexed measurements along a trajectory; and a simulation product is conditioned
on model discretization and data inputs. Resampling these products onto a common grid changes their
representations but may leave gaps in scientific comparability. A shared coordinate frame can be nec-
essary for interoperability while remaining insufficient for equivalence of measurement support. The
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GCOS guidance accordingly emphasizes specifying spatial and temporal sampling, accuracy, stability,
and reference observations in relation to monitoring objectives [27].

For purposes of global cooperation, observational sufficiency should be evaluated against declared
questions. An observing system adequate for seasonal ocean heat-content estimation may not resolve
local marine-habitat disturbances. More satellite passes do not necessarily resolve subsurface chemistry.
An Al model trained on extensive historical grids may appear spatially comprehensive while remain-
ing uncertain about poorly represented deep-sea processes. Consequently, the proposed infrastructure
should describe its knowledge limits alongside its coverage maps, reporting questions or scales for which
observations are informative and those for which further measurement or other forms of knowledge are
required.

4.5 Scientific Interpretation and Contextual Uncertainty

The interpretation of an observation proceeds through scientific and practical choices. A value becomes
relevant evidence only in relation to a question, a measurement model, accepted transformations, and
warranted uncertainty claims. Observation sharing can improve collective interpretation by allowing
independent reanalysis and comparison, but it can also transport unexamined assumptions across contexts
where they are poorly suited. This is a reason for preserving interpretive provenance, rather than an
argument for insulating observations from criticism.

For a proposed scientific model M, the likelihood notation

p(y | =, M, K, ) (11)

expresses assumptions about how Equation (7) may produce observations. The expression in Equa-
tion (11) does not supply a posterior distribution, uncertainty calibration, or uniquely preferred interpre-
tation by itself. Any inference also depends on assumptions about the modeled state, priors or constraints,
discrepancy, and the relevant observational selection mechanism. A model ensemble may expose certain
structural disagreements, but cannot guarantee that every relevant interpretation has been represented.

Table 4: Ilustrative uncertainty layers whose evidence and responsibilities may differ.

Layer

Question for interpretation

Possible documentation

Instrument and cali-
bration

Sampling and miss-
ingness

Retrieval and mod-
eling

Semantic and con-
textual

Revision and lin-
eage

Rights and author-
ity

What signal was measured and against
which references?

Which regions or conditions enter the
record?

How was a physical quantity inferred from
a signal?

Do matching fields represent comparable
quantities?

Which records and results depend on a
changed input?

Who can inspect, amend, restrict or contest
an interpretation?

Calibration chain, drift tests, validity ranges

Coverage, exclusion reasons, selection as-
sumptions

Operator version, validation and discrep-
ancy tests

Support, units, definitions, purpose and
known losses
Version identifiers,
products

Custodial roles, access rules, review and
remedy routes

derivations, affected

Table 4 is not a proposal to convert governance disputes into statistical variances. Calibration uncer-

tainty can sometimes be given a probabilistic account; the denial of a community’s authority to describe
its own observations may instead be a matter of participation, interpretation, or rights. A single confi-
dence interval cannot resolve both. Nor does an open file automatically satisfy an affected community’s
concern about how its observations are interpreted or used. These distinctions extend the attention to
situated knowledge, epistemic criticism, and rights developed in Section 2 [32, 47, 6].

A useful boundary test is an apparent disagreement between two ocean-temperature datasets. One
record may represent a calibrated in-situ measurement at depth, another a satellite retrieval over a surface
footprint. The values need not agree even when both systems operate correctly. Resolution could involve
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comparing measurement supports, stratification, sampling times, retrieval assumptions and uncertainties;
selecting a preferred dataset solely by institutional prestige would evade the scientific question. At the
same time, when affected communities identify harms from data publication, purely scientific reconcili-
ation does not exhaust the obligations of custodians and users. The infrastructure should make room for
both epistemic criticism and legitimate claims about use.

4.6 Corrections, Revisions, and Provenance Histories

Science frequently advances through correction: instruments are recalibrated, processing algorithms are
improved, suspect profiles are reclassified, and revised evidence changes earlier results. A distributed
infrastructure therefore needs more than a current-value database. It needs records of how a scientific
claim was generated, what it used, which later version superseded it, and which interpretations remain
affected. The W3C PROV ontology offers an established vocabulary of entities, activities, agents, deriva-
tions, and revisions for provenance representation [71]; here we use it as one conceptual and technical
reference, not as a complete semantics of scientific justification.

Let V denote a set of versioned observational products, and let <, denote an asserted derivation or
revision dependence. One may store a directed revision graph

P= (Va Erev)a Erey = {(’Ui, Uj) DU <rev Uj}- (12)

An append-only implementation can require Equation (12) to be acyclic by assigning a new version iden-
tifier to each revision and disallowing dependencies on versions that are not yet established. This is a
record-management constraint, not an assertion that every scientific discovery occurs in a simple tempo-
ral sequence. Independently produced products may have no ordering relation; competing interpretations
can branch, remain unresolved, or be incorporated into a later synthesis. The archive should preserve
such differences rather than silently replace older claims with a supposedly universal final interpretation.

A compact illustrative history may proceed as follows. Product vy contains an automatically quality-
controlled ocean profile. A laboratory or expert review identifies a possible salinity drift, producing a
documented adjusted product v; with its calibration evidence. One downstream model run mg used vy;
another, m1, uses v;. A later user can distinguish the two inferences and decide whether the difference
is consequential for the declared application. The example corresponds to an established style of staged
Argo quality control, but the version identifiers and downstream models are hypothetical [55, 62].

Provenance is necessary for many forms of accountability, but it cannot independently certify that
a sensor was properly calibrated, a model was valid, or an institution exercised legitimate authority. A
perfectly traceable chain of mistaken assumptions remains mistaken; a chain containing sensitive infor-
mation may also require controlled disclosure. Accordingly, the infrastructure should support both the
availability of appropriate provenance and the capacity to challenge provenance claims. This includes
access to correction mechanisms, explicit reasons for withdrawal or restricted release where disclosure
is permissible, and preservation of audit evidence under suitable institutional controls. FAIR-oriented
discoverability and reuse can be combined with differentiated authority and the CARE principles where
relevant, rather than being interpreted as a mandate to disclose every record [61, 6].

The six dimensions developed in this section lead to a bounded conclusion. Observational inter-
operability requires jointly interpretable records with stated supports, calibration context, missingness,
uncertainty, revision and authorization histories. It does not require that all participating systems agree
on a single model or surrender control of their records to a central institution. The following section will
investigate how federated nodes, registries, access services, and accountable computational interfaces
might preserve these conditions at scale. The independent substantive questions of semantic translation,
assimilation, and transnational governance remain for their dedicated sections and companion research
papers.
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5 Federated Global Observation Architecture

The previous section established why scientific observation requires contextual records, traceable trans-
formations, and the possibility of correction. This section specifies an exploratory infrastructure archi-
tecture in which these requirements might be preserved across independently administered systems. Its
aim is neither to replace existing meteorological and oceanographic arrangements nor to prescribe one
uniform platform. Instead, the proposed federation specifies the minimum interfaces through which insti-
tutions with different instruments, resources, mandates, and rights can publish discoverable descriptions,
negotiate access, conduct limited analyses, and review the resulting knowledge claims. The architec-
ture is a research proposal: no claim is made that its composite design has been deployed, evaluated, or
authorized by the programmes discussed in Section 3.

The distinction between a distributed set of machines and a federation is substantive. Machines can
exchange packets without their operators recognizing any shared commitments. Conversely, institutions
may coordinate standards and responsibilities while maintaining physically separate repositories, com-
puting facilities, and scientific practices. A federation requires specified interfaces and a continuing
practice of resolving incompatible records, operational failures, and claims of authority. We therefore
represent an infrastructure as a configuration of technical functions and governed relations, rather than
as a single repository with geographically dispersed mirrors. WIS2 provides a bounded operational com-
parison through its nodes and global discovery, notification, cache, and monitoring functions [64, 65].
The evolving European Open Science Cloud (EOSC) federation provides a complementary instance of
institutional and service federation, but its participation rules, geographic remit, and maturity do not
warrant extrapolation to all global knowledge domains [14].

monitoring
and corrections
A

Federated discovery ‘ Rights, access, and

and metadata indexes review decisions
A A

‘ Provenance,

Y Y

Y

Observation node A Observation node B :
< - > . . Analysis node C
local records restricted observations [ - p-
models and
and methods .
- computation
=~ - v

Figure 2: Conceptual federation, not a deployed system. Solid connections represent governed discov-
ery, authorization, or notification interfaces; dashed connections denote conditional data or computation
exchanges. Nodes can be institutions, services, or jointly administered facilities, and roles may overlap
without implying shared ownership.

Figure 2 separates publication and discovery, the decision to allow a specified use, and the perfor-
mance and correction of that use. None of these functions alone guarantees scientific validity or insti-
tutional legitimacy. An authorization decision, for instance, may determine whether a researcher can
retrieve a restricted dataset; it cannot determine whether the retrieved variables measure a comparable
phenomenon. Conversely, two measurements can be comparable without their custodians having per-
mission to exchange them. The following subsections develop the resulting interfaces and their failure
conditions.

5.1 Nodes, Participants, Roles, and Responsibilities

A node is a governed point of participation that may expose one or more services: an observing facility, an
archive, a metadata catalogue, a model repository, a computational service, or a coordinating institution.
The entity responsible for a node should be distinguished from the physical machines implementing it.
A university may maintain instruments on behalf of an international programme; a government agency
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may publish records through a contracted cloud operator; a research consortium may jointly govern an
archive while individual investigators retain responsibility for calibration. These different configurations
give rise to different obligations for accuracy, security, service continuity, scientific interpretation, and
remediation.

Let \V denote a set of registered service nodes, Z a set of potentially accountable institutions, and F
a set of functions including observation, custody, discovery, computation, authorization, and correction.
The proposed role assignment is a relation

Riole CZ x N x F x H, (13)

where # denotes represented institutional histories or validity contexts rather than a universal clock. A
tuple in Equation (13) documents that an institution undertakes a function with respect to a node under
stated conditions. It is not an ontological claim that institutions are primitive vertices in a relational
spacetime; their identities and responsibilities can themselves be represented as historically constituted
relations and recognized practices. Role records require versioning as administrators, mandates, contrac-
tors, and permissions change.

At minimum, the architecture should record responsible custodians, scientific stewards, operational
contacts, applicable rules, and mechanisms for disputed decisions. A scientific steward may assess cal-
ibration and model interpretation but have no authority to grant disclosure; a data controller or corre-
sponding lawful decision-maker may authorize specified access without certifying the scientific claim.
Contractual technical operation and public accountability need similarly separate representation. Some
nodes may be small and resource-constrained; membership criteria that demand expensive continuous
service could reproduce epistemic exclusion. A graded participation model, including intermittently con-
nected and community-operated observatories, therefore deserves evaluation alongside high-availability
institutional nodes.

One failure mode arises when institutional relationships are mistaken for infrastructure identities. If
two nodes share an operator or funding source, their failures and decision-making may be correlated
even when they appear as distinct endpoints. A meaningful federation inventory should therefore de-
scribe jurisdiction, governance independence, funding and maintenance dependencies where disclosure
is appropriate, and critical upstream services. Network topology alone cannot establish resilience or
institutional pluralism.

5.2 Discovery Services and Federated Registries

Global observation is not served by a central registry containing every record and measurement. A dis-
covery system can index descriptions of datasets, services, models, versions, and access conditions while
leaving the underlying holdings at institutionally governed sites. OGC API-Records Part 1 establishes
a web-oriented means of exposing searchable metadata collections, and WIS2 provides an operational
example of discovery metadata disseminated across participating nodes [50, 65]. These examples show
particular interfaces; neither establishes that a record located through discovery is scientifically adequate,
legally reusable, or currently obtainable.

Consider a resource d with a description j(d), a declared endpoint or resolver ¢(d), a version identity
v(d), and an access-policy reference a(d). A discovery response may expose

d(d) = (id(d), u(d), £(d), v(d), a(d), o (d)), (14)

where o(d) records a publication, integrity, or freshness status. Equation (14) is an analytical record
proposal, not a new OGC or WMO standard. Discoverability may refer to the existence of an otherwise
protected resource without exposing its contents or sensitive location. In ecological monitoring, even
precise occurrence coordinates or the identities of vulnerable communities may be sensitive; discovery
metadata can therefore require redaction or coarsening.

A federation should distinguish the authority that asserts a record, the service that indexes it, and
the observer who later uses it. Persistent identifiers, as supported through data citation practices and
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the DataCite metadata schema, facilitate attribution and retrieval, but a persistent identifier is neither
an assurance of permanence nor a substitute for scientific content review [12]. Registries must support
invalidation, duplicate reconciliation, changes of custodianship, version redirection, and records that
remain accessible only as withdrawal notices. Delayed synchronisation can be acceptable for stable
metadata yet dangerous for emergency alerts, revoked permissions, or corrected calibration data; those
classes need different update requirements.

A useful discovery contract therefore specifies query semantics, provenance of catalogue assertions,
maximum intended staleness, identifier resolution behaviour, error responses, and a process for chal-
lenging mistaken records. Federation success should be measured not merely by the number of indexed
datasets but by the ability of diverse users to locate relevant, interpretable, appropriately governed re-
sources. Later empirical work should test false negatives, inconsistent indexing, incomplete provenance,
multilingual semantic mismatches, and unequal discoverability between well-funded and small contrib-
utors.

5.3 Metadata, Identity, and Provenance

The observation tuple introduced in Equation (6) distinguishes measured content from the conditions of
its production. Federated metadata must preserve that distinction when a dataset is copied, reformatted,
quality-controlled, or interpreted at another node. In particular, a name or file checksum identifies a
digital object relative to specified conventions; it does not identify the complete physical event, establish
calibration correctness, or reveal every intermediary transformation. The W3C PROV-O recommenda-
tion provides a reusable vocabulary for entities, activities, agents, and relationships among them [71].
We use it as a possible interoperability resource, not as evidence that encoding provenance guarantees
scientific truth.

For a derived record d’, an auditable account should permit inquiry into the source records, trans-
formation operation, software and calibration versions, institutionally accountable actors, and output
uncertainty. We propose a versioned directed graph P = (Vp, Ep) whose vertices include record ver-
sions and activities and whose edges assert typed derivation, usage, generation, or correction relations.
The graph is an epistemic representation and may omit facts that were never observed or are legitimately
restricted. PROV-O agents are modelling categories for attributed responsibility; their use does not im-
ply that an Al service possesses legal personality, moral standing, or an independent right to authorize
access.

Provenance records may themselves create safety, privacy, and governance risks. For example, re-
vealing a detailed instrument-deployment path may reveal the location of endangered species or sensitive
infrastructure. Thus an architecture may expose a public trace of derivation while preserving detailed
audit evidence within an authorized trust domain. A cryptographic digest can help detect unexpected
changes in an accessible byte sequence; it cannot independently certify that the original measurement or
research methodology was sound. Likewise, a digitally signed record attributes a claim to a key under
an identity arrangement, but the validity of its institutional mandate and the quality of its measurements
require other forms of assessment.

Identity must be specified across at least four domains: resources and versions; responsible people or
organizations; technical processes and services; and permitted uses. Conflating these domains permits
a service credential to be mistaken for scientific authorship, or a citation identifier to be mistaken for a
disclosure license. Revision histories should distinguish correction of a faulty record, changed scientific
interpretation, and changed access authority. The resulting account need not force all knowledge histories
into a universal total ordering: dependencies among observation, analysis, and revision can often be
represented as a partial order, together with local timestamps and explicit synchronization evidence when
available.
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5.4 Data Access, Authorization, and Rights Management

A federation cannot infer a universal right to use data from technical reachability. Public environmental
observations, confidential research records, community-controlled knowledge, security-sensitive loca-
tions, and licensed model outputs present different questions. Authorization should be evaluated for a
particular request, declared purpose, applicable rules, claimant, and institutional context. For example,
GA4GH’s Data Use Ontology encodes standardized permitted-use terms in the genomics domain; its
existence demonstrates one method of making use restrictions machine-interpretable, not a universal
solution to environmental or transnational rights [25].

Let p be an authenticated requester, d a governed resource, « a stated use, ¢ an operative institutional
context, and h a represented authorization history. A proposed access decision is

Allow(p, d, u, c, h) € {allow, deny, review}. (15)

The third outcome in Equation (15) represents unresolved cases requiring accountable review, rather
than silently treating legal or ethical uncertainty as permission. The function is a model of a decision
procedure, not an assertion that any automated classifier can substitute for valid consent, law, rights-
holder authority, or democratic governance. Permission to discover that a resource exists, to inspect
its metadata, to compute a protected aggregate, and to download the underlying observations may be
separately granted or prohibited.

Authorization also has lifecycle conditions. Permissions may be limited by purpose, duration, geog-
raphy, contractual constraints, community authority, or emergency exceptions; revocations must reach
caches and delegated processors under stated guarantees. Complete withdrawal may conflict with lawful
retention, independent reproducibility, or downstream publications, and it may be technically impossible
to retract knowledge already inferred from legitimately accessed data. Governance should distinguish
these cases instead of promising perfect deletion. Access logging can improve accountability, but log-
ging itself may expose sensitive activity and therefore requires its own access controls and retention
policy.

Federation members should be able to dispute incorrect classifications, demand explanations appro-
priate to the decision, and obtain review by a responsible authority. Equity also matters: institutions with
little legal or technical capacity may face disproportionate burdens in negotiating permissions. Standard-
izing machine-readable conditions is useful only when coupled with comprehensible processes for con-
tributors and affected communities. The present paper specifies these functions as design requirements
while deferring substantive jurisprudence and cross-border adjudication to the companion governance
investigation.

5.5 Storage, Replication, and Resilience

A distributed system may fail at many levels: the originating sensor can cease to function, the local
archive can lose power, a registry can become unavailable, an international link can fail, or a policy deci-
sion can make a cached copy unusable. Resilience therefore concerns continuity of observing capacity,
preservation of scientific records, reliability of metadata and permissions, and the ability to reconstruct
dependencies following an outage. Replication improves some forms of availability but may simultane-
ously multiply ecological costs, unauthorized disclosures, version inconsistencies, and dependencies on
a small set of cloud providers.

Under a deliberately restrictive toy model of independent replica availability events with probabilities

P1, - - -, Pk, the probability that at least one replica is reachable is
k
Pr(at least one reachable) = 1 — H(l — Di). (16)
i=1

Equation (16) is not a prediction for real scientific infrastructure. Its independence assumption is fre-
quently false when replicas share power grids, legal restrictions, administrative credentials, upstream

33



1434

1435

1436

1437

1438

1439

1440

1441

1442

1443

1444

1445

1446

1447

1448

1449

1450

1451

1456

1457

1458

1459

1460

1461

1462

1463

1464

networks, or environmental hazards. High nominal availability can also conceal a lack of fresh measure-
ments or trustworthy calibration, so reachable bytes should not be equated with usable current evidence.

Table 5: Distinct resilience objectives in federated scientific infrastructure. Each measure requires an

explicitly defined observation window and operational setting.

Function

Failure to evaluate

Mlustrative evidence or mitigation

Observation con-
tinuity

Discovery conti-
nuity

Record integrity

Authorized use

Independent
recovery
Ecological
den

bur-

Instruments remain offline
while servers are available
Metadata becomes stale, un-
reachable, or misleading
Files change without valid
version or correction history
Cached copies bypass
changed access decisions
Common provider failure
disables multiple nodes
More replicas increase ma-
terial and energy impacts

Maintenance logs, redundancy of sampling, coverage gaps
Replica lag, catalogue tests, withdrawal propagation
Checksums, immutable audit records, provenance review
Delegation expiry, cache invalidation, incident response
Dependency maps, restoration exercises, portable formats

Lifecycle inventories, marginal energy and material costs

Table 5 indicates why the appropriate replication strategy depends on scientific criticality, geo-
graphical and institutional independence, data sensitivity, cost, and legitimate retention. A core public
emergency-warning feed may justify rapid redundant distribution; some biodiversity records may
require restricted geographically separated custody; large derived datasets may be reproducible more
efficiently from preserved methods and inputs. All strategies involve maintenance obligations and
should be evaluated against both resilience gains and additional environmental burdens. These are
conditional design possibilities, not claims about universally optimal engineering choices.

5.6 Computational Facilities and Cross-Border Analysis

Cross-border knowledge production may require bringing algorithms to governed data rather than trans-
ferring all records to a common archive. An observation custodian might permit execution of an approved
analysis within its environment, release appropriately checked summary results, or contribute model up-
dates to a distributed computation. Other investigations may require raw records for calibration review,
replication, or the diagnosis of systematic disagreement. Thus data locality is one useful architectural
option, not an ethical guarantee or a universal replacement for transparent scientific access.

We describe a requested computational action by a typed manifest

ji=(0M,CU,Q,0), 17)
where | denotes declared input record versions, M model and software identities, C computing conditions,
U authorized purpose, Q output-review constraints, and O the proposed output representation. A valid
execution requires both technical compatibility and institutionally authorized input and output operations.
Equation (17) supplies a reporting structure for scientific reproducibility; it does not define an executable
universal API. Different nodes may implement distinct secure environments, batch processing, common
scientific workflows, or explicitly negotiated cross-site analysis agreements.

Even when raw data never leaves a custodian, query responses, aggregates, model parameters, timing
information, or repeated interactive requests may disclose sensitive information. Assertions that compu-
tation follows the data must therefore be tested against explicit threat models, output governance, and
methodological needs. Furthermore, unequal computing power can shift interpretive authority toward
those who can run large simulations, maintain models, and publish consequential outputs. A federation’s
equitable participation requires attention to compute allocations, energy access, methodological review,
scientific training, and support for independent replication.
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A scientifically meaningful execution record should preserve input versions and calibration status,
software and model specifications, environment information relevant to reproducibility, output transfor-
mations, stated uncertainties, and reviewers’ correction decisions. Some technical details may be re-
stricted for legitimate safety or privacy reasons; a defensible substitute should explain the limitation and
enable an appropriate controlled audit. Section 7 will investigate assimilation and model discrepancy in
detail. For present purposes, the architecture provides a way to stage, authorize, and critique computation
across institutional boundaries while admitting that independent analysis and computational authority are
distributed unequally.

5.7 Model Registries, Auditability, and Correction

Observation records do not become knowledge simply through aggregation. Scientific claims depend
on models of the measurement process, assumptions about the observed systems, methods of error cor-
rection, and interpretation within a research question. Model registries should therefore be connected
to observation provenance without conflating the two. A registry entry ought to specify model purpose,
version and provenance, inputs and observational supports, calibration or training regime as relevant,
known limitations, evaluation setting, and the institution responsible for reviewing reported defects.

A useful distinction is between artifact identity, epistemic claim, and institutional endorsement. A
model file can be intact while its assumptions are inappropriate for a new ocean basin or climate regime.
A forecast can be produced by an authorized institution yet remain uncertain or later require correction. A
model update can improve performance for one application while reducing it for another. Consequently,
the federation should permit parallel models, competing uncertainty statements, and explicit disagree-
ment about interpretation. It should not silently select one universally privileged world model merely
because one system can compute more outputs.

Proposition 5.1 (Registry agreement does not establish epistemic agreement). Suppose two nodes pub-
lish metadata records that agree on a resource identifier, version, nominal variable name, and access
endpoint. Without further assumptions on observational support, calibration, units, semantics, and in-
ference procedures, this agreement does not imply that their derived scientific claims are equivalent.

Proof. Take a shared, correctly identified satellite radiance record. One node applies a retrieval model
using one set of atmospheric and surface assumptions, while another applies a different defensible model
and obtains a distinct temperature inference. Both nodes can cite the same record identifier, record ver-
sion, and access endpoint. Those shared identifiers do not establish equivalence of the derived scientific
claims. Additional assumptions about their inference procedures and validation domains would be nec-
essary. O

Proposition 5.1 is a counterexample to an overly strong interpretation of federation interoperability.
It does not show that the two observations are necessarily incompatible, only that their compatibility
must be evaluated. Corrections must likewise propagate across levels: a calibration revision can change
dataset versions, invalidate a derived product, or trigger an amended public interpretation. Notification
should carry both machine-readable dependency information and a meaningful route through which af-
fected researchers can contest the proposed correction. A signed provenance graph can document what
happened; the decision whether a revision is scientifically justified remains a substantive inquiry.

A transparent model registry can improve accountability but cannot guarantee the absence of hidden
training data, biased representations, opaque institutional incentives, or undisclosed environmental costs.
For Al systems in particular, a model’s ability to assimilate heterogeneous streams should not be mis-
taken for unlimited knowledge of the underlying world’s generative structures. Section 6 will examine
translation and epistemic non-equivalence; Section 7 will examine model pluralism and propagation of
uncertainty.
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5.8 Cross-Layer Mediation and Review Contracts

The preceding services cannot be joined merely by passing resource identifiers among catalogues, anal-
ysis nodes, translation agents, and institutional decision portals. A federation requires a cross-layer
contract describing what a requested operation consumes, what it may produce, which dependencies
remain inspectable, which reviewers can assess its claims, and which authority, if any, can permit the
proposed use. The contract is a research application profile. It is not an enforceable universal API, nor
does its presence establish shared meanings or governance legitimacy. Its purpose is to prevent an infer-
ence valid in one service layer from silently becoming a purported permission or scientific conclusion in
another.
For a bounded operation z and documented configuration h, define an attributed review profile

9%h(z) = (ptecha Pepistemics Lauthority s Pchallenge 57 P) d (18)

Each p is an independently attributable assessment concerning, respectively, technical interchange, task-
specific scientific or interpretive adequacy, competent permission for the requested operation, and avail-
ability and outcome of relevant contestation. The evidence register £ retains scopes, assumptions, coun-
terexamples, decision sources and assessor identities; P retains versioned provenance and known depen-
dency references. A coordinate may be recorded as supported, refuted, unresolved, or unassessed accord-
ing to a declared assessment procedure. These terms are not interchangeable with the preservation-test
statuses in Equation (48), institutional acceptance in Equation (40), or the policy responses illustrated
in Equation (76). In particular, a positive scientific assessment supplies no inference to permission, and
an authenticated policy assertion supplies no proof of legal competence. For each layer ¢, the assess-
ment should carry a named assessor ay, an operation-specific claim ¢y, an evidence boundary Dy, and
a disposition from ¥ = {supported, refuted, unresolved, unassessed}. Different assessors may issue
incompatible dispositions on the same claim; Equation (18) denotes one attributed profile or collection
of profiles, not a globally authoritative aggregation algorithm. The four status words describe eviden-
tiary dispositions and never silently replace the differently typed policy outcomes permit, deny, and
undetermined.

Table 6: Cross-layer hand-offs and explicit boundaries in a proposed federation. Each output remains
conditional on its own declared review and institutional context.

Hand-off Evidence carried forward Claim that cannot be inferred solely from receipt
Observation to Source/version, calibration Indexed observations constitute validated scientific claims
discovery support, disclosure scope
Discovery to Input support, execution Accessible bytes ensure reproducibility or authorized execution
research envelope, applicable use

conditions
Research to Interpretive question, models, A fluent mapping preserves all relevant distinctions
mediation uncertainty and

counterexamples
Mediation to Bounded candidate, lost Translation approval confers a right to use or publish
governance meanings, participants’

reservations
Decision to Competent review source, One permission covers new purposes, derivatives or jurisdictions
circulation allowed acts and

dependencies
Correction to Revision event, known Notifications erase all copies or settle disputed validity
dependants dependency reach and

recipients

The dependency register needs typed links that distinguish used, derived from, interpreted under,
reviewed by, authorized for, and challenged by. These are statements attributed to identified sources, not
interchangeable causal relations and not the vertices or edges of a presumed ontological two-complex. A
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correction query can follow declared derivation links to identify known affected products; this gives nei-
ther a completeness guarantee for unregistered copies nor an automatic right to cancel a legally preserved
record. If a mediation path passes through two independently reviewed mappings, their scopes, supports
and rights must be rechecked for the composed purpose. A path of individually well-typed mappings is
not by itself a validated composite: the first output must lie within the second mapping’s tested domain,
the two review contexts must justify using comparable target quantities, and a direct mapping, when
supplied, must be compared against the path result. Appendix C provides a conditional composition
bound; Appendix A gives a counterexample to untested path consistency. A failed or unresolved author-
ity assessment should block any claimed authorization by the federation; whether underlying actors may
proceed is a question for applicable competent processes.

The architecture is thus operationally plural. One node can keep protected data local and expose a
bounded, reviewable result; another can publish a conflicting model or withhold a proposed correspon-
dence. Participants may disagree about both a mapping and the forum competent to decide its use. The
federation should preserve such attributed differences without resolving them by a default central asses-
sor. Section 6 examines the limits of the interpretive part of this contract; Section 8 treats its institutional
conditions, and Section 10 extends it to common knowledge creation and value circulation.

5.9 Institutional Interfaces, Exit, and Accountability

Federation is sustained through institutions as well as protocols. Participants must have a way to negoti-
ate standards, revise operational requirements, contest discovery or authorization decisions, investigate
incidents, and exit arrangements that cease to serve their legitimate interests. A node’s technical ca-
pability to disconnect cannot settle how other participants should treat previously exchanged records,
outstanding obligations, emergency warning dependencies, or licensed downstream derivatives. Entry
and exit require public-facing procedures whose consequences can be reviewed, including obligations
that survive withdrawal and the circumstances under which access may be restricted.

Table 7: Proposed architectural responsibilities and minimum accountability questions. These are
research-design commitments, not descriptions of rules already accepted by international organizations.

Interface Responsible  decision

type

Question requiring accountable resolution

Node enrollment

Membership and opera-
tional eligibility

Who may join, on what terms, and with what support?

Discovery and Publication, attribution, Who may challenge misleading or missing metadata?
identity and correction

Access and per- Authorization and re- Whose rights or mandates govern a proposed use?

mitted use view

Cross-border Execution and output re- Who bears responsibility for harmful or invalid outputs?
computation lease

Incident and with- Containment, continuity, Which copies, dependencies, and duties survive a departure?
drawal and exit

Scientific inter- Review, disagreement, How can alternative interpretations and errors be heard?
pretation and correction

Table 7 exposes a limitation of a purely technical federation proposal: every interface presupposes

an allocation of authority that may be disputed. An open technical standard does not dictate whether
admission is equitable; open-source implementation does not decide ownership; distributed storage does
not confer political legitimacy. A workable research design should therefore evaluate responsibility as a
function of specific operations, recorded decisions, applicable rules, and the position of affected parties.
The companion trust and governance paper will investigate how such rules might arise, change, fail, and
be repaired rather than treating institutional trust as a static parameter.

We can express the distinction between formal service ability and legitimate action without collapsing
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them into a single optimization score. For an operation o and governed context ¢, write
Executable(o,c) # Authorized(o,c) # ScientificallySound(o, ¢). (19)

The non-implications in Equation (19) require no universal scoring rule: an operation may execute with-
out permission, and an authorized operation may implement a mistaken model. The converse implica-
tions also fail in general. Institutional arrangements should make these questions independently auditable.
Emerging implementations, such as the EOSC federation of scientific nodes, provide relevant experience
in negotiated interoperability and organizational coordination but are not sufficient evidence of global
participation, equal influence, or universal ethical adequacy [14, 18].

The architecture in Figure 2 is consequently a collection of interfaces open to empirical testing, not
a vision of frictionless unification. Its performance must be examined under network partitions, mis-
matched vocabularies, permission changes, missing provenance, correlated provider failures, disputed
data rights, and divergent institutional interpretations. The next section will turn to epistemic interoper-
ability and generative representation, asking what it would mean for heterogeneous observational systems
and models to translate one another’s claims, and which forms of loss, noninvertibility, and disagreement
remain even when the underlying technical services function as designed.

6 Epistemic Interoperability and Generative Representation

The preceding section specified a federation of observation custodians, registries, computing facilities,
and institutional interfaces. Such an architecture can identify data resources, transport authorized records,
and document the transformations of scientific artifacts. The present section examines a further problem:
what would make observations, claims, and models produced by heterogeneous systems mutually inter-
pretable? An observation system has methods for deciding what counts as an object of measurement,
how a signal becomes a datum, which inferential operations are admissible, and under what conditions a
claim may be revised. Exchanging the resulting data does not necessarily exchange this generative con-
text. Conversely, differences in method do not always prevent useful, explicitly bounded comparison.

We distinguish syntactic exchange, semantic alignment, measurement comparability, inferential
translation, and institutionally authorized interpretation. The inquiry is partly informed by an earlier
exploratory investigation of knowledge pressing, which asks whether one system can infer another’s
generative representation rather than merely translate its outputs [35]. That earlier investigation is an
intellectual precursor, not evidence that such inference can be performed completely or reliably. Here
the narrower research object is the design of interoperable global observation infrastructures, including
a way to represent what translation preserves, loses, or leaves disputed. The account remains provisional
and does not claim to implement a general translation algorithm. Formally, a task-scoped map between
record spaces (Appendix C) is a narrower object than a proposed correspondence between generalized
languages, which may concern operations, interpretive histories and practical authority. Existence of
the first supplies neither existence nor uniqueness of the second. The term translation is accordingly
typed by its source, target, purpose, relation kind, and applicable review context; an exchange success
at one type is not automatically transportable to another.

6.1 Syntactic and Semantic Interoperability

Syntactic interoperability makes independently produced records parseable according to agreed encod-
ings, schemas, data types, interfaces, or validation rules. One service may deliver a time-indexed array;
another may publish geospatial features; a third may expose observations through an API. Successful
parsing guarantees that a recipient can read the stipulated structures. It does not guarantee that the array
elements, feature properties, or model outputs refer to comparable phenomena. Structural conformance,
metadata completeness, and scientific relevance should therefore be evaluated independently.

Semantic interoperability introduces controlled terms and relations for specifying observable proper-
ties, features of interest, sampling procedures, units, and the meaning of transformations. The W3C/OGC
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SOSA-SSN ontology, for example, offers a vocabulary for observations, sensors, observed properties,
and features of interest; the OGC SensorThings API offers an interoperable model and interface for re-
trieving observations and associated descriptions [75, 49]. These standards address important description
and exchange requirements. Neither constitutes a universal theory of the phenomena under observation,
nor does use of a shared label establish measurement equivalence.

An illustrative semantic record can be written as a typed tuple

o(0) = (F,P,U,5,M,K,V), (20)

where F denotes the feature or target, P the property to be represented, U the physical unit and reference
frame where applicable, S the observational support or aggregation domain, M the method and sampling
context, K the calibration and quality information, and V the relevant record version. The tuple is an
analytic proposal, not a claim that all seven fields are encoded in any one existing standard. It can
be linked to the observation and provenance records specified in Section 5 and to the measurement
qualifications introduced in Section 4.

The NetCDF Climate and Forecast metadata conventions exemplify why semantic detail matters:
standard names, canonical units, spatial and temporal coordinates, and cell methods distinguish the phys-
ical quantity and the aggregation it represents [7]. Moreover, term-alignment standards such as SKOS
distinguish close matches, exact matches, broader and narrower concepts, and related concepts [70]. A
machine-readable link between two labels therefore should preserve its asserted kind and scope; it should
not be silently promoted into an assertion of full equivalence. Validation tools such as SHACL may check
structural constraints on knowledge graphs, but passing shape validation alone cannot adjudicate a con-
tested scientific interpretation [72].

A federation should report at least three independent results for a proposed exchange: whether the
records are structurally valid, whether the claimed mappings are semantically warranted for the particular
task, and whether the scientific inference made from translated records remains justified. Failure of any
one stage can be consequential even if the other stages succeed. This is particularly important when an
Al assistant or automated workflow uses a standards-compliant endpoint to produce an apparently fluent
but scientifically misleading synthesis.

6.2 Generative Languages and the Conditional Stability of Scientific Formalisms

Scientific cooperation has often benefited from relatively portable symbols, formal proofs, equations, cal-
ibrated units, and agreed procedures for evaluating observations. Yet portability of a particular language
is a property of selected representations and practices under specified agreements. Their relational emer-
gence and modes of manifestation do not settle whether the mathematical structures or physical laws to
which they refer possess observer-independent ontological reality. The inquiry treats these as analytically
distinct questions. A fixed arithmetic proposition can be valid across places and recorded dates under
one formal interpretation while the formation, inscription, teaching, and application of that interpretation
remain historically situated. A common unit or equation can also mask differences in reference frames,
observational supports, causal models, and research purposes. Mathematical invariance, measurement
comparability, and identity of generative language must therefore be evaluated separately.
Let a task-specific generalized language of system ¢ be described schematically by

LY = (D;,0,,T;, Py), (21)

where D; is a locally individuated domain of distinctions or entities, O; a family of admissible operations,
Z; procedures of inference and assessment, and P; the situated practices and constraints relevant to a
declared task ¢. Equation (21) is an analytic profile, not a claim that a culture or scientific discipline can
be exhaustively encoded as four computable sets. These components can evolve and affect one another;
some practices may not be captured in a common finite vocabulary. Their use depends on an explicit
observational boundary and on who is authorized to characterize the system.
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A proposed partial bridge Ti(f) between available manifestations may be assessed only on a declared
domain D,. For a selected observable or action-relevant quantity ¢, a local preservation condition takes
the form

©; (Ti(jg) (m)) = ¢i(m) for those m € D, where both sides are defined. (22)

Equality in Equation (22) is meaningful only after the chosen comparison has been justified; two domains
lacking such a bridge need not be metrically commensurable. Even when the displayed equality holds,
it does not establish equivalence between the whole generalized languages, the relationally effective
structures they describe, or their ultimate ontologies. Approximate and probabilistic counterparts require
explicit error or uncertainty profiles. Nor must a shared practical interface preserve all aspects of each
system: limited coordination can coexist with significant untranslatable structures.

The nonhuman example clarifies the scope of the proposal. Two GR systems could be responsive
to one ontologically shared regularity, while generating distinct inferential and practical structures at
the relational register and employing very different media at the manifestational register. A possible
observer could manifest a regularity through a patterned chemical process rather than an inscription
in arithmetic or calculus. Such an example shows that a particular symbolic form cannot simply be
assumed necessary for every conceivable representation. It does not establish that such observers exist,
possess a comparable concept of number, or disagree about physical reality. In actual meteorological and
oceanographic cooperation, the empirically relevant question is narrower: when instruments, modelers,
and institutions use different implementations, which calibrated operations and inferential claims are
preserved, under which conditions, with what residual disagreements? Research on culturally situated
mathematics and local scientific interlanguages supplies established points of comparison [11, 24].

The infrastructural implication is to maintain distinct records for a language or model’s manifest form,
the practices and relationships that make it operational, the selected invariants that survive translation,
and remaining failures of interpretation. Where distinct manifestations converge on a shared measured
regularity, the infrastructure may document that task-specific convergence, while leaving its ontological
explanation open. Conversely, lack of a common translation does not prove absence of a shared on-
tological regularity. Such a dossier cannot settle ultimate ontology. It can, however, help participants
decide where joint inference is warranted and where separate descriptions should remain visible. The
analytic registers introduced in Section 2.4 thus deepen epistemic interoperability without granting an
ontologically privileged position to current scientific notation.

6.3 Contextual Meaning and Measurement Equivalence

Measurement equivalence is sensitive to the target property, the instrument or inference procedure, the
observational support, and the question being asked. Two measurements denominated in the same units
may concern different depths, spatial footprints, sampling periods, calibration regimes, or environmen-
tal states. Conversely, different units may describe the same property when a valid conversion is avail-
able. Scientific comparison requires specifying which differences are removable through conversion and
which reflect genuinely different observation operations.

Consider surface-temperature records. A point measurement at a particular coastal location, a
satellite-derived sea-surface-temperature estimate over an area, and the mean temperature of a modeled
grid cell may all be displayed in kelvins. Their common unit permits elementary unit-level operations,
but their supports, error structures, spatial averaging, and relation to the physical target may differ
substantially. A defensible comparison may require co-location, interpolation, uncertainty propagation,
and a model of representativeness. Such operations may introduce additional assumptions that must
be recorded, tested, and revisited. Label agreement should therefore be treated as the beginning of an
evaluation, rather than its completion.

Let X4 and X p denote spaces of admissible observation records in two systems, with partial trans-
lation T4p : X4 — Xp. Let Q4 and Q) g be task-specific operations that extract comparable scientific
claims from each representation. For a declared domain D C dom(74p5), one proposed criterion for
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task-relative translation adequacy is

dy(Qp(Tap(x)),Qa(z)) <e(x),  zeD, (23)

where dy is an explicitly chosen comparison measure and ¢(x) a documented error allowance or uncer-
tainty bound. The expression presupposes that both outputs have first been interpreted in a legitimately
common comparison space ). When such a space cannot be established, Equation (23) is not well formed
and cannot be rescued merely by choosing a permissive numerical tolerance. The paper does not assume
that a unique or universal dy exists.

The domain D matters as much as the error allowance. A unit translation valid for absolute thermo-
dynamic temperature may fail for a coded quality flag, an anomaly with a different reference period, or
a domain-specific categorical variable. An aggregation valid over a shared cell may fail if the sensors
sample substantially different populations or locations. A responsible translation record must therefore
preserve the authorized purpose, the region of validity, the mapping procedure, and the differences it
leaves unresolved. Such qualification serves research comparability and is distinct from a license to
redistribute the underlying data.

Table 8: Levels of interoperability and the kinds of equivalence they can and cannot establish. All entries
refer to task-specific, testable claims rather than universal guarantees.

Level Candidate evidence Important unresolved question

Syntactic Schema conformance, Whether corresponding fields have comparable meaning
parseable type, accessible
interface

Terminological Shared identifier or Whether mapped concepts refer to the same scientific
documented concept mapping  target

Metrological Units, calibration, reference Whether measurements are comparable at required
frame, measurement support accuracy

Inferential Model assumptions, Whether translated records support the same scientific
validation, uncertainty, claim
task-specific tests

Institutional Authorized use, responsible Whether the mapping may be used and contested
custodian, correction legitimately
procedure

Table 8 makes explicit why success at one level does not entail success at the next. In practice these
checks may be revisited rather than performed in a strict linear sequence. Scientific disagreement can
reveal an error in the initial semantic alignment; new calibration data can invalidate a previously adequate
translation; institutional restrictions can change which comparison is authorized. The architecture should
retain these histories instead of exposing a single permanent Boolean field labelled “interoperable.”

6.4 Heterogeneous Generative Models

A generative representation describes how a class of observations or inferences may be produced under
stated conditions. Depending on the domain, the representation may be a stochastic model, physical field
equation, simulation, causal model, statistical observation operator, computational grammar, measure-
ment procedure, or composition of these elements. We use the term generative descriptively: it refers
to an explicitly characterized procedure or set of admissible operations, and carries no assumption that
every generative process is beneficial, autonomous, or fully captured by the selected formalism.

Write a bounded generative description as

G = (2,04, Pi, L Uy), yi = Oi(2;0;) + ni, (24)

where Z; is a stipulated space of latent states or structures, O; an observation or realization operation, P;
a family of admissible dynamics or transition relations, Z; available inference and validation procedures,
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and U4; institutional and technical use conditions. The displayed observation expression applies only
when the relevant quantities admit a suitable numeric representation; categorical, logical, and practice-
based accounts need not admit that equation. A stochastic interpretation, if used, must specify the distri-
bution of 7; and its dependencies. Neither z; nor 6; is presumed directly observable.

This decomposition reveals several different questions commonly obscured by the phrase “model
interoperability.” Two models might describe the same target but employ different latent coordinates.
They might share output types while presupposing incompatible dynamics. A statistical predictor might
reproduce observed values without capturing the mechanisms that would govern a counterfactual inter-
vention. An observation operator may be appropriate within one spatial or institutional boundary and
inappropriate outside it. Formal equivalence of output distributions under a restricted dataset therefore
does not establish equivalence of physical models, causal claims, or warranted applications.

The design implication is to support model plurality with recorded dependence rather than to impose
a single global generative grammar. A shared catalogue can preserve model identities, observational
and training supports, governing assumptions, validation domains, relevant computational environments,
dependence on earlier transformations, and competing explanations. It should represent alternative hy-
potheses, rejected mappings, and unresolved uncertainty. The aim is not to eliminate disagreement but
to make disagreement interpretable and revisable across organizational boundaries.

The same principle applies to Al-assisted discovery of another system’s generative representation.
An Al may infer candidate equations, code, constraints, or grammar-like rules from observed outputs.
Such reconstruction is an inverse problem: different generative representations may produce observa-
tionally indistinguishable outputs within the accessible regime. Its credibility depends on identifiability
assumptions, experimental opportunities, domain expertise, independent validation, and adequate treat-
ment of alternatives. Section 4 already established a related observational non-identifiability result; the
present framework extends that caution to translation among systems of inference.

6.5 Translation between Observational and Inferential Systems

The proposed federation requires two linked but distinct translation operations. An observational trans-
lation maps records, support descriptions, units, or calibration status into another usable representation.
An inferential translation relates the scientific procedures that transform observations into claims. Even
where an observational translation succeeds, an inferential translation may fail because the systems em-
ploy different assumptions, uncertainty models, or validation criteria.

Let D; be the authorized and scientifically valid observation domain for system ¢, and let F; : D; —
K; map admissible records to claims represented in a system-specific claim space K;. A comparison
may involve partial maps 745 : Do — Dp and Syp : K4 — Kp. A bounded translation diagram is
commutative for the selected claim and domain if

Sapo Fa(x) = FpoTap(z), x €D C Dy, (25)

whenever both sides are defined. Equation (25) is a proposed adequacy test, not an assertion that such
maps always exist. Equality may be replaced by an explicitly justified task-specific tolerance as in Equa-
tion (23), and different applications may require different tests. A successful diagram for one property
does not authorize its reuse for another scientific claim.

The notation also separates representations from the persons and institutions entitled to assert or
challenge them. The custodian of F'4 may contest the premise that its procedures are captured accurately
by the translation. Affected contributors may restrict uses of some records. Independent reviewers may
discover that a claimed correspondence held only under a narrow environmental regime. Each of these
events can alter the admissible domain D, modify a proposed mapping, or trigger a revised statement of
uncertainty.

The following workflow gives this mathematical proposal a feasible investigative form. A request-
ing system states its research question, authorized purpose, target phenomenon, and required precision.
Participating custodians supply available observational descriptions, relevant versions, model assump-
tions, and restrictions. Candidate alignments are generated by a documented combination of vocabulary
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matching, measurement transformations, scientific modeling, and human review. The proposed map-
ping is tested on independent cases designed to reveal known ambiguities or systematic disagreement.
Its limitations, contested interpretations, and failure modes are returned alongside any translated claims.
The output is a versioned scientific artifact, not an unqualified assertion that the systems have become
equivalent.

A design requirement is that mappings are not silently composed merely because intermediate sys-
tems consider them acceptable. If T4 5 and T’g¢ are each adequate under different supports or purposes,
Tpc o T'yp need not be adequate for the original task. Domain restrictions, accumulated uncertainty,
governance constraints, and loss of contextual information must be checked again. The relation between
this problem and ontology alignment is illustrated by SKOS’s explicit distinction between close matches
and exact matches [70]. Traceable mappings also require provenance over mapping decisions, model re-
visions, and reviewing responsibilities, which may be represented with the activities, entities, and agents
of PROV-O [71].

The cross-layer review contract in Equation (18) provides the engineering counterpart of this epis-
temic distinction. A task-preservation claim should be linked to the scientific reviewer and test domain,
while a proposed use of its resulting artifact must carry a separately sourced assessment of competent
permission. Two mediations that are individually supported need not produce a supported composed
mediation: if the intermediate representation suppresses a distinction required by the destination task, no
subsequent fluent mapping can restore that distinction without additional evidence. An implementation
should therefore check the composition against the destination inquiry and disclose unresolved or refuted
preservation claims, as further developed in Section 10.4.

6.6 Loss, Noninvertibility, and Untranslatable Structures

Translation commonly discards information. Spatial aggregation eliminates subgrid differences, tem-
poral averaging removes part of a trajectory, quantization obscures finer measurements, and category
alignment may suppress distinctions that matter to a particular community or scientific field. Some
losses can be quantified. Others are structural: the receiving representation lacks a type, a relation, or
an institutional category necessary to express what was present in the source. The federation should
recognize both rather than promise lossless conversion between all knowledge systems.

Proposition 6.1 (Noninvertibility of aggregation for an unpreserved claim). Let X be a set of source
histories, ' : X — Y a translation or aggregation, and q : X — () a target scientific quantity. If
there exist x1,x9 € X such that T'(z1) = T'(z2) but q(x1) # q(x2), then no function ¢ : Y — @ can
reconstruct q exactly from the translated record for every x € X.

Proof. If such a q existed, then ¢(z1) = q(T(z1)) = q(T(xz2)) = q(x2), contradicting the assumed
difference. The obstruction is informational and does not depend on the computational power of the
proposed reconstruction system. O

An elementary example uses two hypothetical two-day temperature histories in degrees Celsius:
x1 = (10,30) and z2 = (20, 20). Both have a two-day mean of 20, while their respective maxima are
30 and 20. If T retains only the mean, the maximum cannot be recovered uniquely. Proposition 6.1 is
deliberately elementary; its function is to demonstrate a strict logical boundary on claims of universal Al-
assisted knowledge reconstruction. Additional measurements, assumptions, or experimental intervention
could distinguish the histories, but they would supply new information, not reverse an information-losing
map by computation alone.

An analogous obstacle may occur when two institutional histories generate the same publicly visi-
ble record despite different consent conditions or contribution relationships. Metadata that omit these
relations cannot reconstruct them from an identifier alone. Equally, two models with the same output
on a finite evaluation sample can disagree under intervention or distribution shift. Whether a practical
translation is adequate thus depends on which distinctions an investigation needs to preserve and what
independent evidence is available.
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A proposed translation manifest can report a vector of losses

ﬁ(T ‘ D) — (Lrneasurementa Lsupporta Lmodel» Lprovenancea Lrights)a (26)

where each entry refers to a separately defined test or a documented qualitative limitation. Equation (26)
does not assert that these quantities share units, are additively commensurable, or can legitimately be
collapsed into a single quality score. For some cases a dimension may be unknown or fundamentally
contested. Preserving that result is more informative than substituting an arbitrary numeric value.

6.7 Epistemic Bias and Contested Interpretation

A federation can reproduce epistemic inequality even when it improves technical interoperability. Vocab-
ulary selection may privilege highly resourced observing communities; machine translation may flatten
distinctions made in local languages; model-selection procedures may reward systems with the largest
training datasets; and evaluation may ignore observation gaps in less intensively monitored regions. Such
issues concern the conditions under which some claims become legible and authoritative, not simply the
accuracy of data formatting. Related discussions of situated knowledge, collective criticism, and epis-
temic injustice provide relevant philosophical resources [32, 46, 23].

An adequate design must make semantic decisions contestable. Contributors should be able to pro-
pose alternative labels, report invalid mappings, identify incomplete provenance, contest the applica-
bility of inferred models, and document harms arising from automated reinterpretation. There may be
legitimate reasons to restrict a dataset’s location details, access conditions, or downstream inference, par-
ticularly in sensitive ecological and community contexts. Publicly discoverable metadata should not be
presumed to entail rights to retrieve, analyze, or republish the corresponding data. Nor should a success-
ful machine translation confer the authority to speak on behalf of the contributing community.

Disagreement is not always evidence of a system defect. Two observation systems may use differ-
ent scientifically defensible measurement conventions or may target different aspects of an incompletely
understood phenomenon. A federation should support parallel interpretations, traceable reasons for di-
vergence, and the possibility of unresolved disagreement. When a discrepancy is an identifiable error,
clear procedures for correction and notification are needed. When the discrepancy reflects competing the-
oretical commitments, the relevant assumptions and the evidence available to assess them should remain
visible rather than being suppressed in a false consensus.

These requirements imply a provisional translation review record: the originating and receiving rep-
resentations; the stated target and use; the mapping type and supporting assumptions; observation and
model versions; validation evidence and uncertainty; information known to be lost; access and contri-
bution conditions; dissenting interpretations; and the responsible route for correction or appeal. This
record extends the provenance and governance interfaces described in Section 5. It does not presume
that every dispute can be resolved computationally or that all jurisdictions recognize the same procedures
for remedy.

A recurrent source of conflict can be represented without supposing that one participant’s understand-
ing is simply false. For an observation record e, interpretive system G, situated history /;, and research
purpose g, let

Ii(e | Gishisq) € K, Ii(e | Gy, hiy q) # Ii(e | Gy, hy,q), (27)

where # indicates that the outputs have not been established equivalent for the specified inquiry; it is
not a claim that the two knowledge spaces admit a canonical inequality. The same temperature, species-
occurrence, or satellite observation might be used to support different judgments about scientific reliabil-
ity, evidentiary sufficiency, or acceptable disclosure. Translation systems that preserve numerical fields
but omit the generating histories and evaluative purposes may inadvertently make such divergences in-
visible.

The ensuing dispute can be both epistemic and normative. Participants may disagree about what an
observation warrants, about which uses of a warranted result are acceptable, or about who has standing to
decide. These are analytically separable questions; better sensor accuracy alone may not decide a conflict
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about endangered-species disclosure, while a negotiated access arrangement does not establish which
ecological model is correct. Norm-contestation research already investigates divergent meanings and
practices in international ordering [60]; the further question here is how an observation federation could
preserve such differences in records and support a limited, reviewable cooperative procedure. Section 8.7
specifies that procedural interface.

The argument of this section can be summarized carefully. Shared schemas, vocabularies, and model
registries provide valuable conditions for global scientific cooperation. They do not create a universal
epistemic standpoint. The feasibility of translation depends on the particular phenomena, observations,
model assumptions, research purposes, institutional rights, and revisions at issue. Section 7 will examine
how these conditional mappings interact with data assimilation, model uncertainty, and independent
validation. The companion governance paper will address the broader formation and repair of trust and
recognized authority in greater detail.

7 Data Assimilation, Model Plurality, and Uncertainty

Sections 4—6 distinguished situated observations, federated access, and task-relative translation of hetero-
geneous representations. The present section examines the inferential layer through which observations
are brought into contact with dynamical models and through which an infrastructure might make multiple,
partly incompatible estimates scientifically usable. Its objective is to specify what an assimilation result
means, which uncertainty assumptions authorize particular calculations, and how competing products
may be compared without regarding one numerical field as the uniquely warranted image of the world.
The motivating cases are atmospheric and oceanographic data assimilation, but the proposed require-
ments concern a broader federation of knowledge-generating systems. In particular, global geographic
coverage does not imply complete observational coverage, and dense numerical outputs do not imply
that an unobserved physical quantity has become directly measured.

Operational data assimilation is an established scientific and engineering field. The European Centre
for Medium-Range Weather Forecasts (ECMWF) describes its analyses as combinations of observations
and model estimates, including atmospheric and ocean—sea-ice components [16]. Climate reanalysis
similarly reconstructs earlier environmental states with a model and archived observations; it does not
reverse history to generate the measurements that were absent [15, 33]. The formal constructions below
use familiar filtering, variational, and ensemble ideas as illustrative methods, not as a claim that a general-
purpose federated assimilation service already exists. A federation would additionally need methods for
deciding which transformations are scientifically appropriate, which records may lawfully be used, and
how disagreements and corrections are preserved.

7.1 From Observation to Inference

A scientific observation ordinarily registers a signal or reported quantity under an identified protocol,
support, and calibration context. An analysis instead estimates an environmental state or other target
in light of observations, model dynamics, prior information, and a declared inferential scheme. For a
selected modelling problem, let x € X denote a latent state, y € ) an observation vector, H : X — )
an observation operator, and M : X — X’ a model continuation operator. A local linearized observation
representation is

y=H(z)+b+e,  a°=M(zwe)+n, (28)

where 2P is a background or prior estimate, b a possibly structured measurement or representation bias,
€ observational error, and 7 an aggregate discrepancy in the stated background model. The two terms
b and n have deliberately different interpretations. Neither is safely assumed independent, stationary,
Gaussian, or fully known without domain-specific evidence. The reference xt and map M refer to a
specified model history and need not imply a universal clock or a privileged ordering of all events.
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In a Bayesian formulation, the analysis is a conditional distribution rather than necessarily a single
best point estimate:

p(x [y,m, 1) < p(y | z,m, o) p(x | m,), (29)
where m denotes a chosen model family and ¢ bundles the observation-selection rule, calibration versions,
inferential protocol, and other declared background information. Equation (29) is valid as a representa-
tion when an appropriate probabilistic model has been specified; it does not guarantee that its likelihood,
prior, or model family is correct. A posterior mean, credible interval, or forecast is therefore conditional
on m and ¢. Different admissible analyses may appropriately disagree. The mere delivery of an analysis
by a prestigious institution does not turn it into unconditioned observational truth.

These distinctions are made concrete in reanalysis. ERA5 combines observations and an atmospheric
model to produce spatially extensive environmental estimates, with a separate ensemble-based uncer-
tainty characterization; reported limitations include changes in the historical observing system and sys-
tematic biases not fully represented by ensemble spread [33, 9]. For a proposed global architecture, the
minimum traceable unit should therefore link each derived analysis version to its input observation ver-
sions, model identity, assimilation-window convention, observation operator, uncertainty assumptions,
and record of diagnostics. A grid cell with no local measurements can still have a model-based estimate,
but the infrastructure should not describe it as if that value were a newly observed measurement.

7.2 Assimilation Assumptions and Model Error

The algebra of common assimilation schemes makes the dependence on assumptions especially visible.
In a finite-dimensional linear Gaussian illustration, suppose 2P has error covariance B, the observation
error has covariance R, and the linear observation operator is H. If B and R are positive definite, the
posterior mean update and gain are

K=BH"(HBH" + R)™, 2 = 2° + K(y — Ha), (30)
with the conventional idealized posterior covariance
P =(I-KH)B= (B '+H'R'H)™.. (31)

The equalities in Equation (31) hold in the stated linear Gaussian model with the specified independence
and covariance assumptions; they are not generic identities for nonlinear or misspecified assimilation.
Variational methods and ensemble Kalman filtering extend parts of this framework under distinct ap-
proximations and numerical conditions [22, 16].

A model for an evolving environmental state may instead use x; 1 = M;(x;) + n; along a model-
specific ordered history. Its process-error law, observation operators, and calibration changes must be
declared. In an ocean setting, altimetry, hydrographic profiles, moorings, and satellite retrievals can con-
strain different state components and spatial scales. Model dynamics help connect these incomplete ob-
servations, but can also propagate incorrect parameterizations or poorly represented boundary processes.
More measurements do not necessarily cure structural model error: high-frequency satellite coverage, for
example, may offer limited information about a poorly observed deep-ocean process without an adequate
physical observation operator.

An important distinction is between forecast spread, analysis uncertainty, and model adequacy.
A narrow distribution of predictions under one set of perturbations can coexist with systematic bias
shared by every ensemble member. ECMWF’s guidance for ERAS5 explicitly cautions against treating
its ensemble-of-data-assimilations uncertainty values as direct numerical measures of all reanalysis er-
rors [9]. An infrastructure consequently should preserve the versioned source of B, R, error correlations,
treatment of bias, and the methods used for quality control. It should also record excluded observations
and reasons for exclusion. The ability to recompute an algorithm’s nominal covariance is valuable, but
cannot replace independent testing of whether that covariance is calibrated for the scientific task.

A simple counterexample demonstrates why the observation-error structure matters. Let a scalar state
x ~ N(0,1) be measured twice, but let y; = yo» = =+ ¢ with the same error ¢ ~ N (0, 1) in both records.
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There is one independent item of information. The correct posterior variance is 1/2. If the two records
are wrongly treated as independent unit-variance measurements, the nominal posterior variance becomes
1/3. The second value appears more precise but is unsupported by the data-generating arrangement.
This is relevant when a federation inadvertently ingests replicated observations, overlapping satellite
retrievals, or derived products that reuse the same raw inputs. Shared provenance is therefore part of
error specification, not merely bibliographic decoration.

7.3 Model Ensembles and Structural Disagreement

A federation may connect models constructed for different targets, scales, disciplines, and policy ques-
tions. Some differences are parametric: multiple plausible parameter vectors inhabit one common math-
ematical representation. Others are structural: models distinguish different state variables, governing
processes, constitutive relations, or acceptable boundary conditions. A single ensemble generated by
perturbing one model family primarily samples variability within the assumptions used to construct that
ensemble. It does not exhaust the space of plausible physical interpretations.

Let M = {my,...,m } be adeclared finite set of model hypotheses, and let ¢(x) be a scientifically
specified derived quantity. Within a coherent probabilistic model-averaging framework, if the models
have justified weights w; > 0 with ) Wi = 1, the law of total variance yields

J

J
Var(q | y) =Y _w; Var(q | y,m;) + > w;(p; — n)’, = > winy, (32)
=1 =1 7

where 11; = E[g | y,m;]. The first term in Equation (32) describes within-model uncertainty and the
second describes disagreement among conditional model means, under the stipulated mixture. Assigning
wj is itself a substantive scientific assumption. If no defensible common probabilistic weighting exists,
an ensemble of competing models should instead report distinct claims, uncertainties, domains, and
disagreements without a synthetic posterior pretending to resolve them.

Proposition 7.1 (Observational agreement does not identify continuation). Equality of observable values
for a finite record does not, without further assumptions, imply equality of model-implied continuations
of those values.

Proof. Consider states 2 = (a,b) € R? with observation operator H(a,b) = a. Let two deterministic
continuation maps be M;(a,b) = (a,b) and Mz (a,b) = (a + b, b). For the same initial state z = (0, 1),
both models produce the observed value H (x) = 0. Their continued predictions differ: H(M;(z)) =0
and H(Ms(x)) = 1. Thus identical fit to the selected initial observation does not determine a com-
mon continuation. The example establishes logical underdetermination, not a claim that either model is
physically appropriate for a particular Earth-system process. O

Proposition 7.1 matters whenever an Al mediator or central registry is tempted to replace several
context-specific analyses with a single “best” model on the basis of agreement at observed locations.
Matching data may underdetermine models for extrapolation, counterfactual inquiry, rare extremes, or
interventions. Moreover, assigning a single ensemble weight to an institutional disagreement about a
hazardous coastal event could hide the reasons that affected communities, regional scientists, and global
modelling centres interpret the relevant evidence differently. Model plurality thus has epistemic value
insofar as its distinctions are preserved and can be tested; plurality is not itself a guarantee of accuracy
or fairness.

7.4 Propagation of Measurement and Translation Uncertainty

Global observation data often pass through multiple conversions before entering a common analysis:
coordinate conversion, unit handling, spatial aggregation, bias adjustment, interpolation, semantic map-
ping, and model-specific observation operators. The operations may change information content and
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error dependence. We therefore propose that a federation document the uncertainty consequences of
each transformation rather than attach one undifferentiated quality score to the final product.

For a differentiable translation 7" evaluated locally at a signal mean ¢, a first-order covariance prop-
agation approximation takes the form

ZT(?J) ~ JT(Q) 2y JT(Q)T + Emap7 (33)

where Jr is the Jacobian, ¥, the covariance of the input record, and X,p an explicitly modelled addi-
tional mapping-error covariance. The additive form in Equation (33) assumes that any cross-covariance
between input error and mapping error is negligible or already handled. Where that assumption fails,
the corresponding cross terms are required. Nonlinear translations, bounded quantities, categorical ob-
servations, rare events, and non-Gaussian distributions may need sample-based propagation or carefully
justified alternative uncertainty representations.

No covariance propagation repairs information lost through an inappropriate aggregation. Consider
a deep-water profile and a coastal surface measurement that a portal converts to the same standardized
“temperature” descriptor. Their uncertainty intervals might be individually narrow, while the comparison
remains physically ill-posed because the target supports differ. Similarly, an hourly mean cannot reveal
the maximum of a short extreme event without additional assumptions, as discussed in Section 6. More
precise metadata can make the invalid comparison detectable; it cannot make the comparison valid.

It is therefore useful to record an uncertainty and transformation dossier D, for every significant
derived scientific claim g¢:

Dg = (Oq, Tq; Mq,Uq; Vg, Ag, Cg), (34)
where O, identifies observation versions and sampling support; 7, the translation chain; M, models and
parameters; U/, quantified and unquantified uncertainties; V, validation evidence; .4, access and author-
ity rules; and C, correction and contestation records. Equation (34) is an exploratory research schema,
not a representation implemented by one of the existing standards or programmes. Some components
may be held in federated restricted stores. Discoverability does not entail a right to publish sensitive
observation coordinates or protected source data.

Table 9: Sources of uncertainty and their distinct consequences in an interoperable observation and as-
similation workflow.

Source Mlustrative origin Required documentation or check

Measurement Sensor noise, drift, Calibration version, reference evidence, observation-error model
calibration change

Sampling Missing depths, uneven Spatial/temporal support, missingness mechanism, coverage diag-

support regions, changes in nostics
coverage

Translation Aggregation, Valid domain, method, induced loss, cross-covariances
interpolation, coordinate
conversion

Assimilation Background covariance, = Algorithm/version, tuning, residual diagnostics, rejected observa-
observation operator, tions
bias

Model structure ~ Missing processes, Parallel models, independent evaluation, domain-of-validity state-
boundary conditions, ment
regime change

Institutional use  Restricted inputs, Authorized use, contestation path, responsible custodian
authority or interpretive
disagreement

Table 9 distinguishes scientific error sources from institutional use conditions. The latter cannot be
converted into a covariance simply to obtain a numerical optimization problem. Nonetheless, institu-
tional control can indirectly change scientific uncertainty by determining which observations, compu-
tational tools, and local expertise can participate in an analysis. The result is a relational dependence
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between epistemic capacity and governance, not a claim that every social asymmetry has a measurable
probabilistic effect.

7.5 Outlier Detection, Reanalysis, and Independent Checking

A proposed knowledge infrastructure must permit both routine automated quality control and human
scientific disagreement about unusual records. An innovation d = y — H(2) may be large because
an observation is defective, but also because the model misses an extreme event or because the com-
parison uses an incorrect observation operator. Rejecting unusual values indiscriminately can therefore
suppress the very phenomena that a global observing network ought to discover. Conversely, admitting
every unexplained outlier into an analysis can damage model estimates. An appropriate protocol records
quality-control decisions, alternative explanations, uncertainty assumptions, and routes for revision.

For an observation-selection indicator s; € {0, 1}, the analysis obtained from a selected dataset may
be written as A({ (v, si) }ier, m, t). The choice of s; is part of the inferential history, not merely a pre-
processing operation that can be forgotten. Scientific reporting should distinguish whether observations
were rejected because of instrument flags, internal consistency tests, representativeness doubts, or policy
restrictions. The high-confidence appearance of an assimilated global map does not justify discarding
the records that explain how its observational support was assembled.

Reanalysis provides an especially informative example of historical revision. ECMWF describes
reanalyses as combinations of archived observations and forecast models using a consistent analysis sys-
tem, while noting that inputs are digitized, reprocessed, and quality controlled across production cycles
[15, 33]. A revised analysis can change an estimate of a previously observed condition without changing
the condition itself. Revisions therefore do not literally alter the represented physical history; they alter
what can be warranted about it given changed data, models, and methods. The relevant relational his-
tory comprises versions, dependencies, and scientific judgments, with no requirement to treat a version
identifier as a universal temporal coordinate for all domains.

Independent checking should not be confused with comparing an analysis to observations already
used to construct it. The latter can provide useful diagnostic residuals, but cannot by itself demonstrate
out-of-sample predictive validity. A federation should document whether evaluation uses withheld ob-
servations, independently calibrated instruments, separately developed models, independent regional
expertise, or observations obtained through subsequent field campaigns. Where data are sparse, uncer-
tainties about validation representativeness should remain explicit. Separate institutions can reproduce
the same algorithmic result and still share the same observational blind spot, bias, or code dependency.

A particularly valuable policy is to make correction without erasure possible. Superseded observa-
tional records and analyses should be linked to revised records and explanatory notices, subject to lawful
retention, privacy, and community data governance. An invalid scientific claim should no longer be
presented as authoritative, yet a sufficiently documented history of its production may be necessary for
understanding why a public warning, environmental decision, or research conclusion was made. An au-
dit log makes historical inquiry possible; a formal mechanism for correction, appeal, and remedy makes
such inquiry institutionally meaningful.

7.6 Validation across Institutions and Domains

Evaluation across a global knowledge federation poses two linked questions: whether an analytical proce-
dure behaves as claimed within its stated scientific domain, and whether its outputs remain responsibly
interpretable when used across institutional boundaries. A meteorological assimilation tested against
withheld radiosonde observations is not thereby validated for deep-ocean ecology. An ocean-reanalysis
uncertainty model calibrated for basin-scale temperature patterns may not warrant a coastal habitat inter-
vention. Even within the same field, a hindcast can show good average skill while missing rare events
of exceptional public importance. Scientific validation is thus task-relative, region-sensitive, and histor-
ically revisable.
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Table 10: Proposed cross-institution validation dimensions; these are research criteria rather than mea-
sured performance of an existing federation.

Dimension Candidate test Principal failure mode to examine
Observation Withheld sites, duplicate Hidden reuse of the same measurements
independence detection, provenance

overlap audit
Model plurality  Compare structurally Agreement produced by shared assumptions

distinct analyses on
common tasks

Uncertainty Coverage, reliability, Underdispersion, systematic bias, local failures
calibration spatially stratified

diagnostics
Domain New basin, sensor type, Invalid extrapolation and mismatched support
transfer regime, or event category
Historical Reproduce specified Undocumented changes in input or processing
revision versions and trace

corrections
Institutional Source challenge, access Inability to correct or contest consequential use
accountability dispute, independent

response

The dimensions in Table 10 can be converted into pre-registered empirical protocols, but should not
be combined into one global performance index without an explicit justification of their normative and
scientific weighting. Climate monitoring, disaster warning, deep-sea habitat assessment, and protected
community research may have different tolerances for uncertainty, confidentiality, latency, and harmful
error. Even the common term “independent validation” needs qualification when institutions depend on
the same satellite measurements or shared postprocessing libraries.

One minimal validation condition can be expressed as follows. For a declared scientific target g,
deployment domain D, analysis procedure .4, and institutionally approved evaluation protocol 11, define
the evidence record

ValidH(Aa q, D) = (gheld outs Erobusts Ecals Eaudit; H)- (35)

The symbol Validy; in Equation (35) denotes an evaluable bundle of evidence, not an unconditional
Boolean theorem that an analysis is true. The components concern independent test data, sensitivity
and model-robustness tests, uncertainty calibration, and a traceable institutional review. They may yield
mixed or disputed assessments; the protocol must also record who can challenge and amend them. A
future federation can support such assessments by preserving interoperable records, shared test speci-
fications, and authorized verification services. It cannot make their scientific and political judgments
disappear by standardizing their file formats.

The resulting research agenda is specific. Scientific agencies and communities would need to test
model ensembles across heterogeneous observation supports, quantify the additional uncertainty from
translation, report data and code dependencies behind apparently independent assessments, and evalu-
ate whether correction and dispute processes function in practice. Existing meteorological and oceano-
graphic systems offer substantial operational experience, including the documented limitations of ERAS
ensemble-based uncertainty estimates [9, 16, 10]. The proposed global infrastructure extends the ac-
countability requirements beyond current examples and remains a design hypothesis requiring empirical
and institutional assessment. Section 8 will turn to trust formation, credible commitments, and relational
governance; its argument must not presuppose that successful assimilation has already established coop-
eration, consent, or shared authority.
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8 Trust, Credible Cooperation, and Relational Governance

The preceding sections specified how a federation may preserve situated observations, expose their prove-
nance, coordinate access across heterogeneous institutions, translate representations under declared con-
ditions, and evaluate competing analyses. None of those capabilities entails that a participant has reason
to entrust another with an observation, accept its interpretation, consent to a particular use, or believe
that a consequential error will be corrected. The present section addresses this additional institutional
problem. Its object is the formation and maintenance of credible cooperation in global observation and
knowledge infrastructures: the history of commitments and their performance, the allocation of author-
ity, the ability to challenge decisions, and the practical accessibility of correction and remedy. It is a
preliminary governance discussion for an infrastructure design; a fuller theory of generative trust and
transnational institutions is reserved for the companion investigation described in Section 8.8.

The starting point is neither an assumption of generalized mistrust nor a presumption that scientific
collaboration eliminates conflicting interests. Institutions may cooperate in disaster warning while retain-
ing different legal duties, interpretation practices, security constraints, financial resources, and political
priorities. Existing meteorological exchange is informative precisely because it operates through an as-
semblage of national contributors and agreed services. WIS2, for example, distinguishes publishing
nodes, Global Brokers, discovery catalogues, caches, and monitoring functions; the WMO data policy
also distinguishes unrestricted core data from recommended data that may involve access conditions [66,
63]. These arrangements establish operational roles and shared protocols, not a universal theory of justi-
fied reliance. More general work on collective-action institutions and polycentric governance provides
an analytical vocabulary for investigating situated rule formation, monitoring, and trust without equating
one legal form or one technical architecture with legitimate cooperation [51, 52].

8.1 Trust Formation and Institutional History

Trust is not treated here as a fixed attribute of an organization, a numerical reputation score, or an inher-
ent property of a data product. For a specified relation, it concerns an actor’s warranted or unwarranted
practical reliance on another actor or institutional arrangement under uncertainty, exposure, and partly
divergent interests. A meteorological service may rely on a partner’s data-delivery schedule while con-
testing its calibration procedures; it may trust a national observatory’s measurements for one scientific
target yet require independent verification for an emergency intervention. Trust relations are therefore
object-specific, context-sensitive, and revisable.

A useful provisional representation takes a documented relational history & containing events of
commitment, performance, failure, explanation, correction, and institutional response. For participants
1 and 7, an entrusted activity or claim ¢, and an explicitly declared decision context ¢, write

Tivi(q | hyt) == (Eijq, Vijg» Rijq, Uijgs hyt), (36)

where E records expectations and reliance, V' evidence concerning previous performance and verifiabil-
ity, R the availability and operation of review or remedy, and U unresolved uncertainty or disagreement.
Equation (36) is a descriptive dossier, not a trust function with an objective scalar value. Even complete
records of earlier performance cannot logically guarantee a future action. Equally, an absence of past
disputes may reflect successful cooperation, limited participation, or inaccessible channels for complaint.
The distinction matters when a network equates quiet operation with legitimacy.

Histories may be partially ordered by documented dependence: an amended dataset relies on an
earlier observation and a later calibration result; a governance decision may depend on an independent
scientific review. No universal external clock is required for every organizational process to share one
temporal metric. Observable ordering and causal attribution nevertheless remain substantive empirical
claims. The federation should be able to record when particular commitments were declared, which
evidence was available to whom, and which events were prerequisites for authorization or withdrawal.
An institutional record that merely displays the latest endorsed state suppresses the circumstances under
which reliance became reasonable, unreasonable, or contested.
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Trustworthiness, reliance, and trust should accordingly be distinguished. An organization may be-
have competently without being trusted because its counterpart lacks access to the relevant evidence.
It may be trusted despite failures because affected participants have few alternatives. Institutions may
also extend reliance through enforceable contracts, redundant observations, independent oversight, or
jointly established protocols without requiring a deep personal relationship. These substitutions and
complementarities are part of the research problem. The value of collective monitoring and appropri-
ately matched polycentric rules for cooperation is documented in Ostrom’s work; direct transplantation
to a global scientific federation remains a hypothesis requiring comparative assessment [51, 52].

8.2 Verification, Authentication, and Practical Reliance

Authentication establishes a claimed source or identity under a chosen trust anchor. A cryptographic
signature can support the verification that specified bytes were signed by a holder of a corresponding
key. A checksum can help detect an altered file. A provenance graph can identify records and processes
presented as antecedents of a result. These are important properties, but each establishes a different
proposition from whether an observation is accurate, whether a model is adequate, whether its use is
permitted, or whether a decision is justifiable. This difference applies even when every node follows the
same metadata standard.

Consider a signed temperature series produced from an incorrectly calibrated sensor. The signature
can be valid, the data format correct, the submitting organization duly registered, and the reported quan-
tity systematically biased. Conversely, a scientifically valuable observation from an independent com-
munity contributor may lack recognized platform credentials. The first can pass a technical authenticity
check while failing a scientific task; the second can deserve substantive consideration while requiring
provenance and consent procedures appropriate to its use. A federation cannot coherently treat either
authenticity or institutional standing as a universal proxy for scientific quality.

The proposed evaluation therefore separates at least five questions: source authentication, record
integrity, scientific validity for a specified purpose, permission to access and reuse, and accountable
institutional endorsement. For a data item d, task ¢, user or requesting institution u, and governance
context g, define a multi-part assessment as

V(d7 q,u, g) =3 (vautha Vint, vsci(Q)7 Uperrnit(u7 g), Ureview(g)) . (37)

The components in Equation (37) may be unknown, contested, or supported by incompatible evidence;
they are deliberately not multiplied into a single certificate. For example, vs; cannot be inferred from
Vauth = 1. These conceptual dimensions are design requirements rather than existing standardized global
fields.

WIS2 illustrates both the possibilities and the boundary of technical coordination. Its Global Dis-
covery Catalogue facilitates discovery, Global Brokers disseminate notifications, and Global Caches
make relevant core data available, while data classified as recommended may require retrieval from the
publisher under stated access arrangements [66, 64]. System monitoring and identification of service
operators can support operational reliability. Such facilities do not independently adjudicate conflicts
over underlying measurement practice, environmental risk, or the appropriateness of downstream Al-
generated interpretations. A useful federation should accordingly permit provenance inspection and sci-
entific challenge by actors who are institutionally affected but not necessarily the operators of its main
registry.

The dimensions of Table 11 jointly inform responsible reliance, but their weights cannot be specified
independently of the decision context. An emergency early-warning service and an archival research
catalogue may have sharply different latency, error, confidentiality, and response requirements. A more
capable Al classifier can reduce the cost of preliminary anomaly detection; it does not acquire by that
fact the authority to overrule a community’s legitimate restrictions or to discharge an institution’s legal
responsibilities.
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Table 11: Distinct grounds of practical reliance in a federated observation service. The proposed checks
are illustrative and do not certify existing systems.

Question Evidence or candidate check  Important remaining uncertainty
Who provided Signing keys, accountable Credential ownership, compromised keys, recognition barriers
the record? identifiers, registry status
Was it Hashes, version records, Omitted inputs and incomplete histories
preserved? dependency links
Does it support Calibration, withheld Bias, task mismatch, structural inadequacy
the claim? validation, model
diagnostics
May it be used?  Consent, data-use Conflicting laws, community authority, secondary use
conditions, legal review
Who can correct  Appeal routes, notices, Unequal procedural access, delay, ineffective enforcement
a mistake? remedy and version links

8.3 Reciprocal Commitments and Obligations

Cooperation becomes more credible when its participants can identify what has been promised, to whom,
under which conditions, with what evidence of performance, and through which processes breaches can
be addressed. A shared data standard is one element of such an arrangement. Other elements may
include calibration obligations, reasonable delivery intervals, revision notices, confidentiality safeguards,
acknowledgement of contributors, reciprocal access to computational resources, support for low-capacity
nodes, or independent methods for verifying compliance. These commitments should be distinguished
from goodwill or a presumption of permanent consensus.
Let a proposed interinstitutional commitment be a typed record

c= (i’j7 a’ X? e’ w? T? K./)’ (38)

where ¢ undertakes an activity a toward beneficiary or counterparty j under applicability conditions y; e
specifies what would count as evidence of performance, w a review and escalation process, 7 available
corrections or remedies, and « the authority and jurisdictional scope under which the record is recognized.
Equation (38) is a proposed representational grammar. It is not a claim that any existing international
treaty or WMO service uses these fields, nor that every institutional commitment is legally enforceable.

Credibility depends in part on whether these fields refer to practically available institutions. A nom-
inal right to challenge an erroneous product is weak when an affected institution cannot inspect the
relevant metadata, submit evidence in an accessible language, access a competent reviewer, or receive
any response before the decision produces irreversible harm. Similarly, reciprocal publication duties
can be asymmetric where only some participants possess reliable energy, storage, network access, or
trained personnel. Reciprocity should therefore be analyzed as a relational and institutional arrangement
rather than as the equality of nominal obligations. Historical contributions and benefit flows may be
heterogeneous and cannot all be reduced to bytes transferred or financial payments.

A commitment can also fail even where verification is technically possible. One participating node
may meet a publication deadline while omitting a known calibration caveat; another may openly publish
sensitive habitat locations in violation of a legitimate protection policy; a third may continue to cite a su-
perseded forecast after receiving notice of correction. The ledger of fulfilled data-delivery events would
be insufficient to evaluate these cases. Credibility requires the ability to compare the actual act with its
scientifically and institutionally specified purpose, not merely to check whether a message arrived.

One potential design is to associate each commitment ¢ with admissible evidence bundles Ev(c) and
a publicly specified, but access-controlled when appropriate, review procedure Rev(c). Different com-
mitments can legitimately require different observers and verification methods. An external auditor may
be authorized to inspect metadata while a community authority alone can approve reuse of a sensitive re-
source record. This preserves different dimensions of accountability while maintaining an interoperable
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interface. The UNESCO Recommendation on Open Science recognizes both international cooperation
and justified data-access restrictions, including protections for sensitive indigenous knowledge and en-
dangered species; it is a normative international recommendation rather than an implementation of the
proposed commitment grammar [57].

8.4 Disagreement, Contestability, and Repair

Scientific disagreement need not be a sign of institutional failure. Different observing supports, cali-
bration histories, disciplinary concepts, and model assumptions can yield defensible, competing inter-
pretations. Effective cooperation requires the capacity to distinguish such disagreement from record
manipulation, unauthorized use, negligence, and failures of procedural participation. A governance ar-
rangement that treats contestation as a threat to trust may inadvertently suppress the evidence required
to make cooperation trustworthy.

The proposed infrastructure should therefore support at least three kinds of challenge. A record chal-
lenge concerns the integrity, calibration, provenance, or representation of a measurement. An interpretive
challenge disputes an inference, model, validity domain, uncertainty report, or the equivalence asserted
by a translation. An institutional challenge concerns authorization, exclusion, misuse, contributor rights,
benefit distribution, or the adequacy of remedies. A single dispute may involve all three; procedures
should allow linked but nonidentical assessments rather than forcing them into a generic “data quality”
field.

An illustrative dispute record might link a contested object z to the claim being challenged, autho-
rized challengers, submitted evidence, independent reviewers, current restriction on consequential use,
interim notice, disposition, and available appeal. A decision to preserve an original record need not imply
continued endorsement of its inference. A correction need not erase a history of earlier use where that his-
tory is relevant to responsibility. At the same time, indefinite public retention of personally identifiable
or ecologically sensitive records cannot be defended by an unqualified appeal to provenance. Whether
versioned information is retained, redacted, restricted, or erased depends on an applicable rights and
preservation framework.

Proposition 8.1 (Technical traceability does not entail effective remedy). Suppose a federation requires
every permitted data transformation to be recorded in a complete, correctly linked provenance log. With-
out additional assumptions concerning challenge rights, review authority, and operational remedy, com-
pleteness of that log does not imply that an affected participant can obtain a correction, cease unautho-
rized reuse, or receive an effective remedy.

Proof. Consider two otherwise identical data-processing systems with complete and accurate logs. In the
first, an affected contributor can initiate a review, a competent body may amend an erroneous inference
and suspend harmful reuse, and that action is communicated to dependent services. In the second, records
are fully visible but no participant is empowered to challenge use or alter an endorsed output. The systems
satisfy the same traceability premise but have different remedial capabilities. Consequently the premise
alone is insufficient for the stated conclusion. 0

Proposition 8.1 is a logical non-implication, not an empirical finding about WMO, Argo, or another
existing programme. It motivates a separate review of remedy in operation. A federation should test
whether complaints can be brought, whether relevant evidence can be understood, whether independent
and culturally appropriate review is available where required, whether corrective decisions propagate to
dependent applications, and whether those affected can verify the practical result. Institutions may need
plural review forums: scientific review for a model discrepancy, legal or community procedures for
access restrictions, and operational incident procedures for a service failure. Overlapping jurisdictions
create difficult coordination questions that a metadata standard cannot settle by itself.

Repair may restore a productive relationship, but restoration need not be equated with returning the
system to its previous configuration. A correction can reveal a previously excluded contributor, alter the
representation of an ecological process, or require changes in how authority is assigned. It may modify
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the conditions for further cooperation. This is one reason to retain a relational and historically sensi-
tive account of governance. Whether a particular institutional repair is legitimate remains a contestable
normative question; the architecture should expose the relevant decision process rather than encode one
theory of justice as a universal automated output.

8.5 Membership, Access, and Exit

A federation must decide who can publish, discover, compute, review, govern, and withdraw. These
are distinct capacities. Membership in an intergovernmental observation network may be attached to
national responsibilities, while an indigenous community, small laboratory, civil-society observer, or
independent scientific consortium may contribute important observations without occupying the same
formal institutional position. A common technical interface cannot itself determine who possesses legit-
imate authority over a sensitive dataset or who ought to have a voice in setting the rules of its reuse.

We therefore propose an explicit, role-specific participation map rather than a binary inside/outside
classification. For institution or community ¢ and activity « in governance state g, let

Roley(i,a) € {contribute, discover, access, compute, review, govern, restrict, exit}, (39)

where this notation denotes categories of recognized relations and permissions, not an exhaustive or
mutually exclusive list. An actor may be eligible to contribute data but unable to publish sensitive raw
measurements; may review the scientific use of a record yet lack authority to disclose it; or may withdraw
from one activity while retaining legal or ethical obligations relating to previous uses. These differences
should be auditable at the institutional interface, with the substantive authority determined by context-
specific agreements and applicable rights.

Exit is particularly important when data and models are copied across borders. There is no technical
operation that can guarantee restoration of a pre-sharing state after unrestricted replication, publication,
training, and downstream reuse. An honest design should distinguish termination of future provision, re-
vocation of credentials, restrictions on future use, feasible deletion of controlled replicas, retention under
lawful archival duties, and obligations concerning previously generated derivative products. Promises of
complete revocation are inappropriate when their technical or legal feasibility has not been established.
Data contributors should be informed of these limitations when deciding whether to participate.

A governance arrangement that permits exit only in principle may also reproduce power asymmetries.
Less-resourced organizations may depend on one powerful platform for storage or scientific visibility;
the expense of migration can make exit practically unavailable. A proposed mitigation is to specify
portable metadata and export formats, continued access to provenance and audit records as permitted,
alternative scientific service providers, and independent mechanisms for negotiating disputed restrictions.
These arrangements involve costs, competing rights, and potential security risks. Their design requires
evaluation rather than a presumption that portability is automatically beneficial in every setting.

8.6 Transnational Asymmetry and Shared Rule Formation

International observation infrastructure is supported by unequal distributions of sensors, scientific exper-
tise, network links, computing facilities, energy, legal resources, and linguistic reach. Nominally equal
publication rules can impose unequal real burdens. A participant that supplies frequent observations may
lack the infrastructure to perform the resulting analyses, while another institution may acquire substantial
computational and commercial advantage from data produced elsewhere. These differences matter even
when access conditions are formally open and when every user can query the same registry.

It is therefore necessary to distinguish rule interoperability from participatory rule formation. Inter-
operability makes it possible to implement declared standards across sites. Participatory rule formation
concerns who can propose, amend, challenge, and interpret those standards, who bears compliance costs,
and whose evidence or knowledge is recognized when interpretations conflict. The first problem is partly
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technical; the second involves authority, capacity, and political economy. Ostrom’s analysis of polycen-
tric systems cautions against the presumption that one institutional model fits diverse settings, while UN-
ESCO’s Recommendation on Open Science emphasizes inclusive cooperation, capacity-building, and
differentiated legitimate restrictions [52, 57].

Table 12: Proposed governance responsibilities and possible asymmetries in a global scientific federa-
tion.

Layer Candidate institutional Asymmetry to assess
practice
Observation Shared calibration, Unequal sensor coverage and repair capacity

maintenance support,
contributor records

Discovery and Transparent core conditions  Differential bandwidth, licensing, language access
access and justified restrictions
Computation Portable workflows, Concentrated GPU/energy and model-development capacity

resource sharing,
reviewable usage terms

Interpretation Joint validation and plural Unequal credibility and authority to define targets
scientific assessment
Governance Accessible rulemaking, Costs of representation and ineffective appeal

incident review,
independent challenge

Ecological Impact accounting, Externalized burdens and absence of affected communities
responsibility mitigation and remedial
procedures

The proposed comparisons in Table 12 identify areas for institutional assessment rather than rank-
ings of any country or programme. A global infrastructure could require shared minimum commitments
without centralizing the substantive authority to decide every data-use dispute. Conversely, decentral-
ization alone cannot prevent extraction, exclusion, or domination by actors who control indispensable
computing, funding, or access routes. Public and commons-based arrangements require scrutiny of the
same differences between nominal governance rights and actual capacity to exercise them.

An empirical research design should examine who participates in agenda-setting, who performs ob-
servation work, which contributors are credited, who develops the highest-value models, where environ-
mental burdens arise, and how often challenges result in effective changes. It should also include failures
and withdrawals, rather than selecting only successful instances of scientific cooperation. Without such
evidence, a statement that a federation is globally cooperative may amount to an institutional aspiration
rather than a demonstrated property.

8.7 Common Norms and Normative Interoperability

Different scientific and institutional participants can receive an identical observation while assigning it
different meanings and practical implications. Their interpretive systems may have been formed through
different relational histories: laboratory traditions, environmental stewardship, legal obligations, institu-
tional missions, access to computing, and experience of previous disclosures. This is a possible origin
of epistemic and normative conflict. It does not justify assuming that all disagreements are symmetrical,
that all interpretations are equally well supported, or that only cross-system translation can resolve them.
Some disputes can be settled through better evidence; others concern legitimate authority, conflicting
rights, or incompatible purposes.

The search for some common workable norm is not a novelty of the present inquiry. Diplomatic
practices described as giutong cunyi (3K[F] 775, seeking common ground while preserving differences),
Rawls’s overlapping consensus, legal-pluralist scholarship, boundary-object research, and theories of
norm contestation all offer important predecessors [53, 48, 54, 60]. They also indicate limits: practical
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agreement may be grounded in divergent reasons, can coexist with distinct normative orders, and can
later be challenged. International-law sources provide another comparison, but not a replacement for
local authority. Article 38 of the ICJ Statute identifies sources and subsidiary means for the judicial
determination of international law, within its specific jurisdictional setting [40]; it does not imply that a
technical federation may create universally binding law.

For the narrower purpose of a knowledge federation, we propose normative interoperability as an
investigative label for the ability of differently situated participants to identify, formulate, apply, contest,
and revise a limited cooperative rule even when their interpretations and justifications differ. This is
distinct from epistemic interoperability: understanding an observation or the reasons behind another in-
stitution’s judgment need not entail accepting its normative conclusions. Conversely, accepting a shared
disclosure protocol need not establish identical interpretations of the ecological evidence. The protocol’s
scope, applicability, and legal effect must be separately established.

Let P be a specified nonempty set of participating institutions with an explicitly documented basis
for their role in the proposed protocol, e a shared or partially accessible evidence dossier, h a recorded
interinstitutional history, and A (e, h) the candidate protocols considered in a declared decision context.
Leta;(n | e, h,t;) € {0,1,7} record institution ¢’s stated acceptance of rule n, where ? denotes unavail-
able or unresolved acceptance rather than consent. A provisional working set is

Wp(e,h) = {n € N(e,h) : ai(n | e, h,1;) = 1 foreachi € P}. (40)

The membership of N/, the recognition of P, and the meaning of assent are historical and institutional
choices. Equation (40) is a descriptive candidate-screening device, not a universal social-choice rule and
not a test of legal validity or justice. The candidate space can be expanded by negotiation, experimen-
tation, translations, or newly admitted participants. It need not equal the static intersection of inherited
legal or moral systems. Membership in WWp asserts only that the recorded participants passed this accep-
tance screen for the selected protocol version; it is silent about omitted or unrecognized affected persons,
coercion, required procedural safeguards, jurisdiction, legal effect, and ethical justification. A later revi-
sion to P, to the meaning or validity of an acceptance record, or to the protocol version requires a new
assessment rather than inheritance of an earlier membership result.

Proposition 8.2 (Interpretive difference is compatible with bounded practical agreement). Non-
equivalence of interpretations of a shared record does not, by itself, imply that the working set in
Equation (40) is empty. Nor does the mere existence of shared evidence imply that it is nonempty.

Proof. For the first assertion, stipulate two participants interpreting a coastal observation differently:
one prioritizes scientific reproducibility, the other protection of a sensitive habitat. Both nevertheless
accept an authorized research channel with restricted public coordinates, so at least one candidate be-
longs to their working set. For the second, retain the shared record but stipulate that the participants
reject every candidate protocol in the declared set because their requirements are incompatible. Both
constructions are possible without changing the fact of access to shared evidence. The claim concerns
logical possibility, not the frequency or normative desirability of either outcome. O

These basic logical distinctions establish no general claim of originality over agreement amid differ-
ence. The proposed research contribution lies in specifying and testing an interface between interpretive
divergence and institutionally implemented cooperation: an interpretation-and-evidence dossier; state-
ments of distinct reasons and reservations; the decision-maker’s competence and applicable legal bases;
an inspectable protocol version; participation and review rights; observable performance and failure; and
mechanisms for amendment, withdrawal, and remedy. Such records could support empirical investiga-
tion into whether norm changes alter the capacity to recognize or challenge claims, and how performance
histories change subsequent practical reliance.

A further limit is necessary. Agreement among admitted participants is insufficient evidence of le-
gitimacy when affected communities, future users, or ecological interests were excluded; coerced assent,
unequal exit capacities, and incompatible legal duties can also defeat a simplistic acceptance test. The
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scientific justification of a measurement, the positive legal validity of a rule, participant acceptance, and
the ethical legitimacy of outcomes remain separate assessments. Proposed cross-system nomos must
therefore remain open to contestation and, where justified, transformation. The companion study can
examine how repeated rule performance, conflict and repair influence historically situated trust. For this
paper, the result is a bounded governance-research question and a candidate architecture interface, not a
solved theory of transnational norms.

The common-language problem is deeper than a choice of vocabulary. The participating GR sys-
tems may have formed distinct generalized languages through their own relational histories, including
different conventions for evidence, personhood, authority, obligation, harm, and adequate remedy. A
limited common norm may become manifest in shared protocol text and simultaneously acquire rela-
tional efficacy through actual reliance, compliance, criticism, and repair. These are analytically distinct
qualifications: the existence of a signed agreement is a manifestational fact, whereas its stable efficacy
within relations is an additional claim requiring evidence; the agreement’s ultimate moral validity is not
inferred from either fact. This follows the coupled reality-register account in Section 2.4. Normative
interoperability should accordingly record which language-bridges are task-specific, which differences
remain, and whether affected participants can change the agreed forms. Continued convergence is neither
assumed nor always desirable.

The engineering profile of Equation (18) is useful here only as an accounting interface for attributed
assessments. In particular, a scientist’s acceptance of an inferential mapping, a participant’s assent to a
proposed cooperative protocol, a competent institution’s authorization of a specified operation, and an
affected party’s capacity to contest that operation are four distinct matters. None can be silently inher-
ited from another when records cross jurisdictions or interpretive contexts. Where a claimed authority
is disputed, the system should record the competing grounds and the relevant review forum instead of
fabricating one effective global decision. The fuller knowledge-circulation contract is developed in Sec-
tion 10.10.

8.8 Boundaries to Companion Paper V on Generative Trust

The present section supplies a governance specification for global observation and knowledge infrastruc-
tures. It identifies relations among participants, verifiable records, commitments, access permissions,
conflicts, and remedies. It does not establish a general metaphysical or sociological theory of trust, de-
rive one universal measure of credible cooperation, or prove that any proposed federation would increase
trust. Its formal expressions are limited to typed research objects and logical distinctions, rather than a
quantitative trust estimator or optimized institutional constitution.

The proposed companion paper on generative trust and transnational governance can investigate
problems that are substantially wider than this architecture: how trust relations emerge through recurrent
interaction, how asymmetries alter the meaning of reciprocity, how institutional failures change possi-
bilities for further cooperation, how remedies generate or suppress new capacities for participation, and
how multiple legitimate authorities can coexist without eliminating disagreement. It should be open to
analyses of power, extraction, epistemic bias, conflict, and the conditions under which trust is misplaced.
This independence prevents the present study from assuming that trustworthy relations are merely an
output of infrastructure design.

For this paper, the practical research requirements are narrower and testable: each consequential
use of shared knowledge should make relevant evidence, scope, rights, uncertainty, and authorization
inspectable by legitimate reviewers; affected participants should have access to appropriately designed
correction and remedy procedures; and commitments about access, reuse, acknowledgement, and dispute
resolution should be evaluated through their actual operation. These conditions do not determine a sin-
gle globally optimal institutional order. They provide concrete questions for comparative investigation
across meteorological, oceanographic, ecological, and other scientific networks.

Finally, the relation to the first paper of the programme should remain carefully bounded. Improved
trust and credible coordination might reduce particular monetary coordination costs, but may also sup-
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port the creation of additional credit, contracts, and costly obligations. A global knowledge infrastructure
can transform the conditions for economic exchange without thereby proving distributed monetary dis-
solution [37]. The sequence of research is accordingly methodological: the present paper studies the
conditions for shared observation and inquiry; later studies will examine ecological exploration, produc-
tive infrastructures, and the generativity of trust in their own right. Section 9 will next consider public
knowledge, community rights, and ecological obligations in a more explicit normative and environmen-
tal register.

9 Public Knowledge, Rights, and Ecological Obligations

The preceding discussion described federated observation, translation, assimilation, and relations of cred-
ible cooperation. The present section addresses a further question: what makes a shared knowledge
infrastructure public in its purposes and consequences, while its constituent observations, productive ca-
pacities, and affected relations remain heterogeneous? Public purpose cannot be read directly from the
number of downloadable records, the size of a repository, or the availability of an Al interface. Infras-
tructures can expand scientific opportunity while reallocating interpretation, extraction, environmental
burdens, and rights of decision to actors far removed from the sites where knowledge is produced. The
objective here is to establish a bounded vocabulary for these distributions and their associated obliga-
tions. A comprehensive theory of ecological value, Indigenous law, or transnational justice lies outside
the present architecture paper; the discussion identifies requirements that later research must examine
rather than purporting to decide them universally.

The distinction is particularly consequential for environmental observations. Weather records may
be used for warnings, agriculture, or research; marine acoustic recordings may contain scientifically im-
portant signals along with commercially sensitive operational information; precise records of threatened
species may support conservation analysis but also expose vulnerable populations to disturbance or col-
lection. Even the reproduction of an otherwise unrestricted dataset may depend on electricity, water,
physical equipment, and labour whose costs are not captured in an access licence. Thus the proposed
federation must represent several non-equivalent questions: who may access which records, for which
tasks, on what authority, at whose expense, and through which procedures for review and repair?

9.1 Public Purposes and Differentiated Data Access

A public knowledge infrastructure should make its purposes inspectable, not simply declare all data to
be public. Scientific reproducibility, environmental monitoring, rapid disaster warning, education, local
self-determination, and accountable public decision-making are partially overlapping purposes, and they
may motivate different access requirements. For instance, an emergency forecast may require broad
and timely dissemination of a warning derived from a restricted source without requiring unrestricted
publication of the source’s fine-grained observations. Likewise, a reproducibility request may be satis-
fied through independent audit, secure analysis, or a carefully constructed aggregate where unrestricted
source-data release would cause avoidable harm.

The FAIR principles concern findability, accessibility, interoperability, and reusability, including
machine-actionable metadata and specified access protocols; they do not imply that every dataset must
be released without conditions [61]. UNESCO’s 2021 Recommendation on Open Science encourages
access that is as open as possible, subject to proportionate and justified restrictions including privacy,
relevant knowledge rights, confidentiality, and protection of endangered species [57]. These sources
motivate a differentiated-access design, but neither resolves every legal or ethical conflict in an interna-
tional federation. A locally authorized custodian may have obligations that do not reduce to a globally
uniform rule, while common metadata and review procedures can still make those obligations intelligible
across nodes.

For an observation product d, a requesting actor a, a declared scientific or institutional purpose p,
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and a situated governance context g, represent an access decision as
Access(a,d,p | g, h) € {public, mediated, restricted, denied, pending}, (41)

where h denotes the relevant authorization and revision history. Equation (41) describes potential deci-
sion outcomes, not a globally binding permission algorithm. In particular, mediated access might involve
an institutional data enclave, on-site inspection, a supervised computational query, or a purpose-limited
research agreement. The presence of an accessible data catalogue must not be confused with permission
to acquire, re-identify, combine, or republish the underlying records. Nor does denied imply that the
holder may refuse an otherwise legally required disclosure. Actual powers and duties depend on the
jurisdiction, source, and institutional mandate.

A use-relevant authorization record may contain (a, d, p, ¢, ¢, o, r, h), with an access level ¢, con-
ditions ¢, authorizing body or process o, review channel r, and history A. If a governing institution
cannot explain the basis or boundaries of a decision, interoperability alone will not make it legitimate.
Conversely, a justified restriction should not automatically suppress public metadata about the existence,
provenance category, scientific validity, permissible uses, and correction status of a dataset. The par-
ticular metadata fields that can be disclosed may themselves require protection in sensitive cases. The
architectural question is therefore how to preserve as much useful discovery and independent scrutiny as
the applicable rights and risks permit.

Table 13: Candidate access arrangements for heterogeneous public-knowledge purposes; the rows de-
scribe research options, not a universally applicable legal classification.

Example record Candidate access Necessary additional examination

or task arrangement

Wide-area Public products and Forecast reliability, update obligations, timely public commu-
meteorological relevant core observations  nication

warning

Community- Purpose-limited sharing, Authority, collective benefit, consent, acknowledgement, rem-
associated community-governed edy

ecological record  review
Sensitive species  Generalized public record; ~ Species-specific threat, analytical distortion, escalation and re-
location protected precise location  view

Restricted Secure analysis, approved ~ Re-identification, derivative outputs, responsible reviewers
environmental aggregates, mediated audit

microdata

High-cost Shared workflow and Electricity, water, access capacity, cost allocation, repro-
coupled model negotiated computation ducibility

ensemble

Table 13 makes a basic point: openness may be a property of a publicly usable scientific result, a re-
producible procedure, or a governance record, even where direct distribution of every contributing input
is inappropriate. The applicable balance should remain challengeable as scientific methods, threats, or
legitimate community decisions change. Proportionate access is thus an ongoing, relational arrangement,
not a once-for-all label in a static repository.

9.2 FAIR, CARE, and Community Authority

The FAIR and CARE frameworks address partly different dimensions of research-data governance. FAIR
specifies features that improve technical discovery, exchange, and reuse. The CARE Principles for In-
digenous Data Governance were articulated through Indigenous data-sovereignty scholarship and net-
works; their components are Collective Benefit, Authority to Control, Responsibility, and Ethics [6]. This
genealogy must not be diluted into a generic slogan of “ethical data.” Indigenous Peoples’ rights and
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authority over data about their communities, cultures, and territories are substantive institutional issues;
they are not satisfied merely by adding attribution fields to a record.

In a proposed international federation, the two approaches can inform separate but connected ques-
tions. A record may be technically findable and reusable yet subject to authority or collective-benefit
obligations that an external repository fails to recognize. Conversely, respecting community authority
does not preclude developing high-quality metadata, interoperable records, and locally chosen sharing
protocols. The conflict to investigate is not simply openness versus closure, but whether a particular in-
frastructure allows affected communities to determine or meaningfully contest the purposes, conditions,
interpretation, and benefit distribution of uses involving their data.

The federation should therefore record at least four distinctions. Provenance concerns the docu-
mented origins and transformations of data; contribution recognition concerns the people and institutions
that helped generate the knowledge; authority concerns legitimate decision-making powers over use and
disclosure; and benefit or remedy concerns the effects of circulation and the ability to respond to harm.
No one item entails the others. Crediting an Indigenous observer does not itself constitute consent to a
later commercial model-training use. A formally permissive licence may coexist with historical patterns
of extraction or with collective interests that require an independent legal and ethical assessment.

Consider a hypothetical marine observation project whose datasets combine instrument readings with
locally held ecological knowledge. The instruments might be administered by a university, the knowl-
edge generated through the long-term activities of an Indigenous community, and the data subsequently
used in a third party’s forecasting model. Source recognition, public-interest justification, contractual
rights, and community authority may point in different directions. A responsible governance design
would first establish who actually holds the relevant rights under the applicable arrangements, how par-
ticipation and authorization have been documented, and what procedures exist for challenging inferred
classifications or unintended secondary uses. This example does not assume one uniform legal regime
for all community data or treat community groups as internally homogeneous.

A candidate governance dossier can be written as the ordered tuple

D(dap> h) = (P,A,C,B, Q;d7p7 h)a (42)

where P denotes provenance and contributor recognition, .4 recognized authority, C use conditions and
consent where applicable, B claimed or observed distributions of benefit and burden, and Q processes
for questions, revisions, and remedy. The tuple in Equation (42) is a descriptive information object,
not a claim that these heterogeneous responsibilities can be collapsed into a welfare score or machine-
verifiable compliance certificate. It should also carry an explicit indication when authority, consent, or
evidence remains disputed or unknown.

An infrastructure that records such dossiers can assist good practice but cannot manufacture author-
ity where none has been recognized, identify rightful representatives without legitimate processes, or
infer collective consent from a statistical majority. These problems require institutional participation
and context-specific inquiry. The more general challenge for public knowledge infrastructure is to pro-
vide forms of cooperation that preserve meaningful community governance while enabling scientific
findings to be evaluated and, where appropriate, shared beyond the institution that first records them.

9.3 Scientific Capacity, Benefits, and Interpretive Agency

Access to downloadable data and access to the capacity to make consequential interpretations are dif-
ferent. Scientific benefit depends partly on instruments, reliable connectivity, computing, skilled labour,
funding, language resources, model documentation, and the authority to question resulting analyses. A
participant may collect valuable measurements yet lack the computing power to reanalyse the assimi-
lated product derived from them. Another participant may control the registries, reference ontologies,
model-service endpoints, and publication channels that determine which interpretations become visible.
In such a system, apparent openness can coexist with substantial inequalities in scientific agency.

61



2594

2599

2600

2601

2602

2603

2604

2605

2606

2607

2608

2609

2610

2611

2612

2613

2614

2615

2616

2617

2618

2619

2620

2621

2622

2623

2624

2625

2626

2627

2628

2629

2630

2631

2632

2633

2634

2635

2636

2637

2638

2639

2640

2641

For an institution ¢ and a specified inquiry g, let

represent a qualitative or separately measured profile of observation capacity, usable access, modeling
and computational capacity, interpretive participation, independent validation, and effective routes for
revision or remedy. Equation (43) does not define a scalar index: different dimensions may be non-
commensurable, constrained by distinct institutional rights, or subject to trade-offs. It permits a more
informative comparison than counting whether each institution possesses an account on the same plat-
form.

Benefits should likewise be investigated as heterogeneous effects rather than assumed to follow au-
tomatically from data reuse. For a particular cooperative activity, plausible outcomes include scientific
understanding, improved warning capacity, the ability to train and retain local researchers, financial
income, recognition of observation work, ecological protection, and the capability to contest external
decisions. Costs can include staff time, equipment upkeep, loss of control over local interpretations,
computational expenditure, and environmental harm. A comparison should identify who receives each
benefit, who bears each cost, and what counterfactual alternative is being assessed; it should not silently
treat an aggregate gain in available information as proof of distributive legitimacy.

The UNESCO Open Science Recommendation calls for inclusivity, capacity building, and coopera-
tion while recognizing legitimate restrictions [57]. Such norms can guide an inquiry into participatory
capability, but actual progress must be observed. Examples of testable indicators include the extent to
which institutions contributing measurements can reproduce analyses, participate in model design, obtain
documented attribution, request revisions, access computational support, and successfully challenge an
erroneous classification. Programme membership and the number of downloads are insufficient substi-
tutes. These indicators must be interpreted in the organizational circumstances where they are recorded,
including whether participants can exercise formal rights without prohibitive expense or risk.

Cooperation can also involve capacities that remain outside a single organization’s possession. Re-
searchers may form networks that share instrument repair, high-performance computation, and inde-
pendent calibration through reciprocal arrangements. The objective should be to examine how these
relations change the feasible space of collective inquiry, not to prescribe self-sufficiency for every node.
There may be substantial value in interdependence when it is transparent, contestable, and supported by
credible commitments. But concentration of indispensable services can turn that interdependence into a
source of asymmetric control. The architecture therefore needs a record not only of accessible outputs
but of the critical dependencies through which knowledge is made and interpreted.

9.4 Environmental Sensitivity and Conservation Risks

Ecological knowledge is often most valuable when observations are precise, but precision can sometimes
increase the risk of damaging the object of inquiry. Sensitive biodiversity records are a concrete exam-
ple. GBIF guidance recommends considering generalization or withholding of fine-scale occurrences
where publication could expose a species to exploitation or disturbance, and documenting the transfor-
mation and associated uncertainty [8, 26]. The objective is not to conceal all ecological observations
but to distinguish legitimate scientific use, appropriately limited disclosure, and unnecessary exposure.
Sensitivity is contextual: the same coordinate precision may be innocuous for a common species in one
region and harmful for a threatened population in another.

One response is to maintain protected source observations with role- and purpose-dependent scien-
tific products. Let s be a sensitive observation and 7, a documented generalization under conditions
g. The public record may be 5§ = T}(s), accompanied by transformation metadata and an account of
the loss of spatial resolution. The analytic question is whether an intended target quantity v can be
estimated adequately from S. For some targets, coarse occurrence data may remain useful; for others,
necessary fine-scale structure is discarded. This repeats the noninvertibility concern of Section 6, now
with conservation and disclosure reasons for retaining a deliberately lossy transformation.
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Proposition 9.1 (Protection by suppression does not ensure harmless derived inference). Suppose a
protected observation s is withheld, but a publicly released derived output y = F(s, z) and public
auxiliary data z together permit an authorized or unauthorized observer to recover a protected attribute
¢(s). Then withholding s alone does not protect ¢(s) against inference from (y, z).

Proof. By hypothesis, a reconstruction procedure R satisfies R(y, z) = ¢(s) for the accessible output
y and auxiliary information z. The observer can therefore obtain ¢(s) without direct access to s. The
conclusion concerns this stipulated reconstruction and is not a general assertion that all outputs are in-
vertible. O

Proposition 9.1 is elementary but relevant to Al-assisted inference. A model trained on protected eco-
logical positions may reproduce or sharply localize them through predictions, explanations, generated
maps, or repeated queries even if the original records remain behind access controls. Whether leak-
age occurs depends on the scientific target, model, threat actor, auxiliary information, and disclosure
mechanism. The federation should consequently examine derivative disclosure and model-query risks,
rather than assume that restricting raw-data downloads ends the problem. The same caution can apply
to sensitive human or community-associated environmental records, subject to their distinct rights and
risks.

Environmental sensitivity also extends beyond secrecy. Poorly designed monitoring campaigns may
disturb habitats, generate underwater noise, introduce equipment or other materials, or divert local scien-
tific labour. The evidence required to evaluate such harms differs by project, ecosystem, and technology.
A global observation network may support conservation only when the ecological effects of collecting,
processing, using, and acting on observations are themselves assessed. Later work on marine robotics
will investigate these empirical questions independently, with particular attention to scientific discovery
as a purpose in its own right.

9.5 Al Interpretive Concentration and Infrastructural Power

Al systems may make heterogeneous observations more searchable, perform rapid quality checks, sug-
gest semantic alignments, synthesize large evidence collections, or assist modeling across languages and
disciplines. Such capabilities could expand participation, yet their organization may also concentrate
interpretive authority. If a small number of model operators controls embeddings, retrieval rankings,
model updates, evaluation datasets, or access to large computational facilities, users may increasingly
encounter a privately or institutionally filtered representation of global scientific observations. This out-
come is possible even when the underlying records remain publicly available in principle.

The research problem is a distribution of epistemic affordances and governance powers, not a pre-
sumed intention of Al developers. A model may omit minority interpretations because of sparse training
data, incompatible representations, optimization objectives, or inaccessible source collections. The loss
can be amplified when other institutions consume its summaries without examining the originals. Cross-
system epistemic translation, as developed in Section 6, is therefore not merely an accuracy problem;
the ability to challenge, compare, and revise translations also affects who can contribute to knowledge
formation.

An audit should distinguish source-level access, model-level access, influence over training or con-
figuration, computational affordability, control of output distribution, and the possibility of independent
validation. A federation can expose model provenance, training-data declarations where legally and tech-
nically possible, version histories, uncertainty limits, and routes to contest a result. Yet such documents
alone cannot guarantee meaningful review. A challenge procedure may be nominally available while the
affected observer lacks the language resources, expertise, money, or standing needed to use it. Review
must therefore be evaluated in operation.

The following conceptual separation can guide empirical tests:

Zi(q) = (Si(q), Ci(q), Ei(q), Ai(q)), (44)
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where S; denotes available source evidence, C; effective analytical capability, F; influence over interpre-
tive and evaluation procedures, and A; opportunities to appeal, repair, or independently verify outcomes.
Equation (44) again records dimensions rather than a universal power index. The distinction permits
evaluation of situations in which open scientific data and unequal authority over consequential interpre-
tations coexist.

We should also resist an inverse simplification: federated or open-source implementation does not
automatically produce epistemic justice. Biases may be distributed across many nodes, and common stan-
dards may entrench the categories of historically dominant institutions. Similarly, centralized services
may sometimes improve accessibility or emergency responsiveness. What matters for this investigation
is the empirically and institutionally grounded configuration of scientific capabilities, rights, dependen-
cies, participation, correction, and alternatives. The desirability of any specific arrangement cannot be
inferred from decentralization alone.

9.6 Data, Computation, and Energy Costs

Global observation and knowledge infrastructures also depend on material production. Instrument man-
ufacture, satellite operation, ship expeditions, sensors, network transmission, storage, model training,
reanalysis, inference, cooling, maintenance, and equipment replacement can require substantial energy
and materials. A proposed federation cannot be evaluated as environmentally beneficial simply because
its application domain is environmental observation. More complete scientific knowledge may enable
valuable conservation or adaptation, but the infrastructure’s own footprint and its induced uses require
separate analysis and appropriate counterfactuals.

For an explicitly bounded infrastructure A/ and accounting period or event set 4, define a noncom-
mensurate material and ecological account

5N(h) = (Eelectric> Wiaters Mmaterialss Land; Zecological; 8./\/, h) (45)

Here ON specifies the chosen accounting boundary, and Zecological denotes a context-specific dossier
of ecological effects, evidence, uncertainty, and affected receptors rather than a single exchangeable
damage number. Equation (45) does not purport to be a life-cycle assessment standard. At minimum,
comparisons should clarify whether values refer only to data-center operation, to the wider electricity
system, to embodied equipment and construction, or to an entire observation-to-analysis pipeline. The
same numerical energy figure can have substantially different interpretation under different boundaries
and electricity mixes.

Established policy and measurement work supplies relevant but limited starting points. The European
Union’s Delegated Regulation 2024/1364 specifies, among other indicators, power usage effectiveness
and water usage effectiveness for reporting within its defined scope [17]. The International Energy
Agency’s updated 2026 analysis estimates data-center electricity use of approximately 485 TWh in 2025
and projects about 950 TWh for 2030 under its central outlook; these quantities concern the sector, not
the footprint of the federation imagined here [41]. They contextualize the scale of the wider computing
environment but do not authorize attribution of a particular share of consumption to any proposed global
knowledge infrastructure.

A responsible decision requires at least a counterfactual account of benefits and environmental con-
sequences, not an assumption that minimizing electricity per computational task maximizes ecological
performance. A lower-energy model might require additional sensing in a fragile habitat; a more energy-
intensive reanalysis might improve early warning and reduce other harms. Conversely, a highly effi-
cient data center can enable large increases in computation or shift environmental burdens elsewhere.
These relationships must be measured and analyzed with explicit boundaries, uncertainty, and alterna-
tive scenarios. Table 14 separates the required domains of evidence, rather than forcing heterogeneous
environmental and epistemic consequences into an unexamined common currency.

Finally, ecological obligations need institutional representation. Ecosystems and nonhuman organ-
isms do not ordinarily participate as conventional contracting parties in data-governance arrangements,
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Table 14: Ecological assessment boundaries and evidence needs for proposed knowledge infrastructures.

Assessment Evidence to collect Limit or counterfactual to specify
domain
Electricity and Metered energy, local grid ~ Operational versus full-system accounting; alternative compute
cooling conditions, equipment allocation

utilization
Water and Water Local water stress, embodied costs, replacement schedules
materials withdrawal/consumption,

equipment lifespan,

procurement
Ecological Site baseline, habitat Seasonal variation, cumulative effects, alternatives to deploy-
disturbance effects, species exposure, ment

monitoring
Knowledge Warning skill, discovery, Additional value compared with existing observation and mod-
benefit valid reuse, local capacities els
Governance and  Affected actors, review Whose objections count, effectiveness of remedial action
remedy decisions, mitigation,

documented repair

yet they can be affected by observation activities, Al infrastructure, and actions enabled by shared knowl-
edge. The institutional task includes scientifically evaluating effects, identifying responsible decision
processes, incorporating appropriate representation and stewardship, and making mitigation and reme-
dies reviewable. This is not resolved by declaring an ecological observation dataset open or by balanc-
ing financial accounts. The earlier monetary-dissolution paper similarly distinguishes financial clearing
from ecological incidence; the connection here remains conceptual and does not constitute empirical
confirmation of either research programme [37].

Section 10 will specify the common-knowledge and generalized-translation infrastructures needed to
make these concerns operational. Section 11 will then test the resulting claims in explicitly hypothetical
federation scenarios. In particular, it will ask whether a design can support a valuable public scientific
result while restricting harmful disclosure, recognizing affected contributors, recording environmental
burdens, and retaining workable procedures for contestation and revision. Such tests are needed before
any claim that a global knowledge infrastructure is simultaneously interoperable, publicly beneficial, and
ecologically responsible.

10 Common Knowledge Creation, Circulation, and Generalized Transla-
tion Infrastructures

The preceding analysis established why global observation, publicly useful knowledge, rights, and eco-
logical responsibilities cannot be collapsed into a problem of exchanging data. The objective of the
present section is more constructive: to identify what would have to be built for heterogeneous partic-
ipants to create knowledge together, circulate its products and productive capacities, and mediate the
passage of representations, practices, obligations, or heterogeneous values across distinct generative-
relational (GR) contexts. An internationally accessible repository is a necessary component for some
purposes, but it cannot independently carry out these activities. A broader infrastructure requires in-
struments, computational resources, research environments, translation interfaces, legal and institutional
procedures, maintenance, education, and mechanisms through which excluded or affected parties can
intervene.

This discussion is a candidate infrastructure specification, rather than a feasibility finding or an as-
sertion of a universal ontology. Existing standards and institutions offer selected building blocks, while
the proposed synthesis, especially generalized relational and value mediation, remains unimplemented
and demands a separate engineering and institutional investigation. The ocean provides an illustrative
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experimental domain; the architecture is not restricted to marine research. The present section articu-
lates interface requirements and failure tests. A companion investigation could develop them into spec-
ifications, implementations, and comparative trials without prematurely treating their performance as
established.

10.1 Knowledge Products, Generative Capacity, and Circulation

Three infrastructural objects should be distinguished. A knowledge product is a bounded record or artifact
such as an observation, dataset, model, argument, method description, publication, or software release.
A knowledge-producing activity includes situated measurement, questioning, inference, collaborative
experimentation, criticism, teaching, or institutional review. A generative capacity is a task-relative
ability to undertake further such activities, sustained by skills, instruments, methods, legal permissions,
accessible materials, computation, energy, and relationships with other participants. These are analytical
distinctions: one artifact may also function as a tool, and capacities may transform the activities and
categories through which they are described. Their separation prevents formal availability of records
from being mistaken for effective public scientific participation.

A common production infrastructure should therefore connect at least six services. First, question
and experiment workspaces would preserve alternative hypotheses, research purposes, experimental de-
signs, negative results, and routes for independent challenge. Second, shared but differentiated research
instruments would allow observation requests, calibration, scheduling, maintenance, and safe operation
to be coordinated without presupposing that every laboratory must share hardware. Third, versioned
scientific workbenches would link source records, analytic code, model configurations, computing envi-
ronments, and interpretable output histories. Fourth, distributed discovery, publication, and circulation
services would support identifiable artifacts and provenance-preserving reuse, including justified restric-
tions. Fifth, epistemic-capacity services would enable access to teaching, repair, methodological assis-
tance, computational allocation, and replication facilities. Sixth, public critique and revision interfaces
would connect corrections and objections to the artifacts and activities they affect.

These functions can be composed without imposing uniform ownership, a universal curriculum, or
mandatory openness. The FAIR principles support data stewardship and machine-actionable reuse; UN-
ESCO’s Recommendation on Open Science provides a broader public framework including infrastruc-
ture and participation. Their contribution to this proposal is normative and design-oriented, not proof
that a world-scale, uniformly beneficial commons is feasible [61, 57]. A research system might allow
a community-governed observational record to remain locally controlled while publishing a challenge-
able derivative, a permissible query interface, and provenance indicating the conditions of its production.
What circulates may be a result, method, reproducible capability, supervised research opportunity, or
negotiated service, with different rights for each.

For a participant ¢ and research task ¢ under a documented configuration h, distinguish artifact ac-
cessibility from effective generative participation:

Readabley,(i,d) #= CanGeneratey(i,q | d). (46)

A participant might be able to download an ecological model yet lack the scientific training, instru-
ments, licensed dependencies, affordable computation, or authority needed to interrogate and extend it.
Equation (46) records a non-implication, not a universal binary definition of competence. The effective-
participation condition of Equation (59) specifies further evaluation dimensions. The resulting political-
economic question concerns who controls the means of producing, validating, circulating, and revising
knowledge, including the power to determine what counts as an admissible contribution. This inquiry
should encompass public, commons-based, commercial, and mixed production arrangements rather than
predetermining one correct institutional form [51, 52].
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10.2 Operational Layers of a Knowledge-Producing Commons

The design object includes both circulation interfaces and production interfaces. The first permit a de-
clared resource, interpretation, or result to be located and used under specified conditions; the second
permit an actor to formulate a question, obtain appropriate instruments or computation, execute and crit-
icize a method, and publish a revision. They must be connected, since an otherwise reusable dataset may
arrive without the means to reproduce the claim for which it is used. A commons in this operational
sense is an arrangement of differentiated rights and capabilities, not an assertion that all content is uncon-
ditionally released or collectively owned. The institutions of production and circulation may be public,
commercial, community-governed, or jointly administered, with their relative efficacy remaining subject
to inquiry.

An initial implementation can distinguish six interoperating layers. The resource-description layer
exposes a versioned catalogue of observations, software, methods, instruments and restricted discovery
descriptors. The research-execution layer publishes reproducibility envelopes, including computational
dependencies, environmental assumptions, inputs and known nonreproducible elements. The capacity-
access layer accepts bounded requests for instruments, expertise, computing, calibration and training;
it records actual provision separately from an entitlement or application. The circulation layer records
copies, derivations, disclosures, supervised access and provenance-bearing publications. The media-
tion layer presents task-relative interpretation and translation claims for scrutiny. The governance-and-
response layer routes authorization questions, disputes, withdrawal notices, corrections and claims of
harm to accountable processes. These layers specify responsibilities and interfaces, not a centralized
stack or a priority ordering among systems.

Table 15: Selected operational interfaces for knowledge production and circulation. The identifiers,
decisions and outcomes remain institutionally contextual; the table is a research design rather than a new
interoperable standard.

Interface Required record or response Discriminating test
Register an inquiry Question, methodological An unconventional but admissible question remains discover-
alternatives, relevant evidential able

supports, responsible submitter
Request productive Instrument or computation request, A nominally eligible participant can execute an independent

capacity constraints, authorized allocator, bounded task
actual allocation and barriers
Execute and review Versioned workflow, input An adverse result remains interpretable and independently chal-
identities, uncertainty, reviewer lengeable
objections and negative results
Circulate a Source references, declared Reuse is distinguishable from independent observation or ap-
derivative transformation, conditions of use proved transfer
and custody
Correct or withdraw  Changed record, reason, affected A correction reaches identifiable dependants without claiming
dependencies, known notification universal recall
recipients and unresolved copies
Contest a claim Objector’s scope, disputed A challenge can alter a consequential record or document an
proposition, competent forum, unresolved refusal

response and remaining remedy

A reproducibility envelope is evidence of how an experiment was represented and executed under
declared supports. It is not a guarantee that another participant can acquire equivalent hardware, legally
use protected inputs, or reproduce a phenomenon outside the stated boundary. Similarly, an instrument
reservation describes planned access, whereas a service log can distinguish reservation, attempted use,
completed measurement, and scientifically usable output. This distinction is necessary for evaluating
infrastructure policies that formally promise equal access while allocating scientific capacity unequally.
Records must also provide safe ways to protect confidential, personal, sensitive ecological or collectively
governed information, including restricted descriptions, purpose-limited queries, and independently su-
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pervised inspection where suitable.

An economic and institutional assessment must include operation and maintenance. Instruments
require calibration and replacement; archives require stable custodianship; services require recovery
procedures and security updates; methods require education and interpretive support. A viable federation
should therefore document the parties responsible for these continuing capacities, changes of operators,
funding or service dependencies, and exit or succession arrangements. The ability to export a dataset
is weaker than the ability to continue a scientific practice after loss of a dominant provider. A graded,
intermittent or offline participation pathway may be more inclusive than requiring every node to provide
uninterrupted connectivity.

10.3 Generalized Translation between Heterogeneous GR Contexts

The translation infrastructure addresses a different object from an ordinary vocabulary converter. Across
heterogeneous GR contexts, what requires mediation may be a measurement category, model, inferred
rule, practice, scientific claim, institutional position, socially recognized relation, obligation, or value.
A single state or country cannot be treated as internally homogeneous: research laboratories, adminis-
trative bodies, communities, firms, and individual participants within it can occupy divergent relational,
epistemic, and normative contexts. Likewise, references to distinct relational spacetime configurations
are theoretical descriptions of situated histories and relations, not claims that national borders partition
physical spacetime into separate universes.

For systems ¢ and j, a candidate task-bounded mediation record is

T = (D;, D;, R, @4, Ng, Ag, Ho). (47)
Here D; and D; are declared manifestational domains to be related, rather than exhaustive represen-
tations of participating ontologies; RZ(?) C D; x Dj is a potentially partial, many-to-many, contested
correspondence; ®, contains task-specific tests and proposed preservation criteria; A, records uncertain-
ties, translation loss, excluded cases, and recognized non-equivalences; A, records relevant authority,
permission, and obligations without itself establishing their validity; and #, records the provenance and
revision dependencies of the attempted mediation. The tuple is an analytical design profile, not a claim
that all participating concepts or values possess enumerable encodings. It complements the generalized-
language profile in Equation (21) and the local preservation condition in Equation (22).

A mediation may compare representations, transport authorized artifacts, reinterpret evidence in a
receiving practice, negotiate a shared operational protocol, or co-create previously unavailable distinc-
tions and methods. These operations have different success conditions. Agreement about an observation
does not ensure agreement about its explanation; agreement about an explanation does not confer author-
ity to enact a policy; legal compatibility does not automatically establish ethical legitimacy. A partial
bridge may deliberately preserve incompatibility, dissent, or refusal rather than supply an apparently
fluent but unwarranted equivalent. Historically formed scientific boundary objects and trading practices
offer relevant precedents for coordinating work without complete identity of understanding, but do not
themselves specify a universal translation operator [54, 24].

The difficult question is what an Al-based discovery system can infer about another participant’s gen-
erative representation from available manifestations, experimental interactions, and declared constraints.
Candidate methods include structured model comparison, interactive elicitation, causal and counterfac-
tual testing, program induction, active learning, and task-relative correspondence search. They can sup-
port hypotheses concerning another system’s distinctions and procedures; they cannot guarantee unique
recovery of hidden rules from finite observations. The noninvertibility counterexamples of Section 6
therefore remain foundational. A competent mediator must record underdetermination and avoid rep-
resenting successful prediction of selected outputs as complete understanding of a person, community,
legal order, or biological system [35].
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10.4 Preservation Claims, Translation Failure, and Institutional Refusal

A practical translation service should publish claims of correspondence rather than silently assert seman-
tic identity. For a bounded task g, let F, be its declared test cases, p, the property whose preservation
matters, and r a candidate relation connecting expressions or activities in contexts ¢ and j. A reviewer
may ask whether paired cases satisfy a task-specific preservation requirement, such as equivalent obser-
vational units within calibrated uncertainty, consistency of a procedural constraint, or the absence of a
prohibited downstream inference. A proposed test record should name the evaluative method and the
actor authorized to speak for that evaluation; its result cannot by itself compel acceptance by all parties.
We can distinguish three outcomes for a preservation claim:

Preserve, 1,(7;pq, Eq) € {supported, refuted, undetermined}. (48)

Here h fixes the represented configuration of evidence and review, not a universal present; supported
means that the declared checks support the claim within a stated boundary, refuted that a stated counterex-
ample defeats it, and undetermined that the evidence, access, or standards of comparison are insufficient
or disputed. The statuses are evaluations of claims under tests; they are not intrinsic properties of a
culture, language, institution or physical reality. A system can preserve two incompatible reviews as
coexisting attributed records instead of manufacturing an institutionally authoritative consensus. A fi-
nite test set that contains no failure supports, at most, adequacy on the tested cases; it is not a proof of
universal preservation over the declared admissible domain. Where a formally justified domain-wide
theorem is available, its assumptions and proof may be attached as a different evidence type. Tests of
equivalence should distinguish a confirmed counterexample, an absence of observed counterexamples,
and an unassessed part of the domain. Appendix C adds a quantitative statement of unavoidable loss
even when approximate reconstruction is allowed.

A deliberately lossy translation illustrates the distinction. Suppose A distinguishes protected ecologi-
cal sites a1 and unrestricted sites ao, while a proposed category in B represents both as b. If authorization,
appropriate sampling procedures, or scientific risk differs between a; and a2, the many-to-one mapping
cannot justify action on b without additional context. The correct infrastructural outcome may be a qual-
ified scientific comparison and a withheld authorization, rather than a stronger semantic equivalence.
The noninvertibility argument of Section 6 establishes a formal limit for selected transformations; the
present requirement adds an operational duty to expose counterexamples, uncertain cases, and the au-
thority boundary of the proposed use.

Four decisions must therefore be represented separately: whether a description or artifact is techni-
cally exchangeable, whether an inference or mediation is scientifically warranted for the task, whether
the relevant actor has competent authorization for the proposed activity, and whether affected partici-
pants can exercise effective objection or refusal. These are not successively issued certificates of ethical
legitimacy. Each may be contested, limited to a purpose, withdrawn where an applicable rule permits,
or left unresolved. An Al mediator can produce candidates, identify cited sources, suggest counterexam-
ples, and assist reviewers; it cannot convert a high-confidence semantic match into a legal entitlement
or a binding representation of another community’s epistemic practice.

The service should record the scope of disclosure as carefully as the claimed match. Sensitive source
material may remain local while a contributor supplies a limited comparative test or a reviewed output.
Where protected distinctions cannot be disclosed to every recipient, the parties may establish an indepen-
dently accountable restricted review route; in other situations mediation may legitimately stop. Refusal
and unresolved difference are representable outcomes, not necessarily system failures. The practical fail-
ure is to misreport these outcomes as successful full translation or to continue an unauthorized operation
despite a known restriction.

10.5 Task-Relative Adequacy and the Limits of Composition

A mediation need not have a universal notion of success. For an explicitly identified task and a declared
comparison space, it may be possible to test a narrow correspondence between outputs. Such testing
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becomes mathematically well specified only when the compared quantities, observational supports, error
measure, admissible domain, and relevant assumptions are fixed. If the task instead concerns institutional
recognition, an obligation, or ecological standing, the parties may need an attributed record of reasons
and procedures rather than an artificially numerical loss function. A common record envelope may hold
both kinds of assessment without representing the second as a quantity in the first.

The fiberwise criterion of Proposition C.1 gives a limit on exact recovery after information loss. Its
approximate counterpart, Proposition C.2, identifies a minimum possible uniform reconstruction error
on finite real-valued examples. Both results assume a fixed source domain and target; neither says
what a participant ought to value or whether a proposed use is authorized. For a chain of mediations,
Proposition C.4 provides an error bound only when the intermediate output lies in the next validated
domain and all three evaluations concern a justified common task. Context or authority is not closed
under numerical composition.

For implementation, a translation warrant should therefore carry (i) the native and target record types,
(ii) the declared task and comparison method, (iii) the validated input domain, (iv) known failures and
unresolved cases, (v) the provenance of any composed mapping, and (vi) independent permissions and
contestation routes. A successful numeric match cannot justify translating a protected ecological cate-
gory into a public-access permission. Equally, refusal by an authorized steward to disclose a protected
record is not evidence that the two scientific representations are incompatible. This separation keeps
generalized translation experimentally investigable without collapsing relational meaning into a single
universal metric.

10.6 Circulation of Heterogeneous Values and Relational Consequences

Circulation of knowledge may create and transform other values: scientific capability, ecological under-
standing, educational opportunity, collective recognition, commercial possibilities, medical applications,
new rights claims, and potential harms. These do not share a natural common unit, and not every value is
appropriately exchanged, owned, or discharged through a transaction. In particular, copying a genomic
sequence does not relocate the living organism or reproduce its ecological dependencies; disseminating a
model does not automatically transfer the capacity to validate it; payment for a data service does not nec-
essarily resolve claims regarding collective authority or ecological responsibility. The relevant inquiry
concerns which relational configurations and capacities change, for whom, through which operations,
and under which rights and obligations.
For a declared circulation event e, a proposed record may be described by

U(e) = (s,t,w,w,AR,B,O,L{), (49)

where s, t denote situated contributors and recipients, x the relevant artifact, action, or practice, w the
claimed type of circulation, AR the documented or hypothesized changes to relational dependencies
and productive capacities, BB the represented benefits and burdens, O the implicated obligations, and &/
the uncertainty, exclusions, and contesting accounts. These fields are neither necessarily numeric nor
necessarily commensurable; representations of AR are limited by chosen observation boundaries. A
record of a benefit claim must identify whose assessment supports it, rather than convert that claim into
an uncontested property of the event.

To examine circulation, four operations should be kept separate: recognition of a contribution or
value; authorization of particular uses or transfers; realization of some productive, scientific, or eco-
nomic consequence; and allocation or remedy concerning the resulting benefits and harms. No opera-
tion entails the other three. This distinction prevents a provenance chain from functioning as a substitute
for consent, a licence from being treated as evidence of ecological benefit, or a monetary valuation
from exhausting heterogeneous forms of value. It also connects this section to the separate inquiry into
heterogeneous value circulation and to the monetary analysis, without asserting that greater scientific
information entails a reduction in monetary dependence [34, 37].
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10.7 Value-Transformation Records and Dependency Boundaries

An engineering record should explicitly distinguish a copy of an informational product, derivation of
a new product, transfer or creation of a method, acquisition of productive capability, recognition of a
contribution, authorization for a specified act, and realization of a benefit or harm. The same research
history may include all seven, but they have different observers, affected parties, evidentiary standards,
and consequences. For example, dissemination of a workflow can increase another institution’s technical
capacity only if the necessary instruments, expertise, input access and material resources are also obtain-
able. Conversely, a recipient can obtain a commercial advantage from publicly accessible information
without gaining or providing any rights over the contributing community’s protected material.

An event graph may represent declared transformations and accountable dependencies. Let &, denote
known events under representation h, and let e ~}, ¢’ indicate a reported dependency relevant to a stated
purpose. Define a scoped reachability set Reachy,(e) = {¢’ € &, : e ~} €'}. For a declared correction 0
and review task g, let I, 5,(9, €’) € {affected, unaffected, unresolved} be an attributed impact screening,
supported by stated evidence. The associated candidate review set is

Review, ,(e;0) = {€’ € Reachy,(e) : I, (8, €") € {affected, unresolved}}. (50)

The reflexive-transitive closure refers to known, recorded dependencies within a declared search bound-
ary. An unresolved impact result, including a not-yet-screened reached item, is retained for review rather
than silently treated as harmless; an unaffected result requires a documented rationale, not a missing re-
sponse. Neither a graph query nor the screening proves that the listed dependents actually changed. No
complete graph of world-wide copying, hidden influence, or downstream practice is assumed. In partic-
ular, Review, j, is complete only relative to the declared graph and screening rules; it cannot establish
exhaustiveness over real uses of the original observation. A notification and review workflow may in-
spect identifiable derivatives, rerun affected computations, qualify published claims, or refer disputed
uses to competent institutions. Its success should be reported through coverage, response and remain-
ing uncertainty, rather than the unsupported assertion that all consequences of a source error have been
undone.

The event record should also distinguish asserted from realized consequences. A patent applica-
tion, an estimated economic value, an expected therapeutic benefit, and an observed medical outcome
occupy different evidential and institutional positions. Similarly, community recognition, consent to one
sample collection, permission to publish a derivative, and an enforceable benefit-sharing obligation may
have different scopes and authorities. Provenance may support analysis of these differences; it neither
establishes the validity of disputed claims nor provides a universal unit in which ecological integrity,
recognition, monetary revenue, and public scientific capability can be summed. Accounts should permit
multiple attributed evaluations and should identify missing or unrepresented interests.

10.8 The Ocean as an Integrated Physical and Ecological Testbed

A genuinely global knowledge infrastructure must also connect to its material means of observation.
Marine research makes this connection unusually visible because sensing, underwater navigation, com-
putation, energy, communications, ecological context and legal competence are closely coupled. Au-
tonomous underwater vehicles, remotely operated vehicles, profiling floats, gliders, surface relays, fixed
observatories and research vessels support different sampling and operational regimes. Their scientific
results depend on mission design, calibration, deployment and recovery histories, pressure and corrosion
constraints, navigation error, communications availability, and post-processing. The resulting federation
should represent the measurement chain and its limitations rather than treat “ocean data” as a homoge-
neous input. Existing Argo and GOOS practices supply important domain-specific precedents, not a
template that settles every future marine service [55, 58, 30].

An adaptive marine robot could use local model uncertainty to propose a sampling location or mea-
surement, yet this recommendation must be evaluated against mission safety, scientific sampling bias,
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Table 16: Coupled marine infrastructure elements and proposed epistemic and ecological interfaces.
Rows distinguish engineering needs; no row asserts field validation or permission for a new deploy-

ment.

Material subsystem

Records and coordination
interfaces

Main research or governance constraint

Robotic and fixed
observation

Energy and
charging

Communications
Marine biological
inquiry

Distributed
computing

Experimental
subsea facilities

Missions, calibration, sampling
effort, instrument and deployment
histories

Power source, storage, docking,
energy use and maintenance
assumptions

Acoustic, optical, cable or
surface-relay capabilities; outage
and synchronization logs
Sampling provenance, taxonomic
uncertainty, sequence or ecological
representations

Onboard inference, shore-side
processing, model dependencies
and energy accounts

Thermal balance, pressure
enclosure, service/retrieval plan

Observability bias, reliability, habitats and safe recovery

Reliability, upstream materials, ecological and lifecycle costs

Variable bandwidth, intermittency, missing observations and se-

curity

Disturbance, sensitive sites, contested reuse and biodiversity re-
sponsibilities

Reproducibility, ownership, capacity asymmetry and environ-
mental footprint

Uncertain comparative benefit, repair burden, marine heat and
permitting

and baseline monitoring

ecosystem effects, and any binding authorization. More measurements do not necessarily improve eco-
logical understanding if they repeatedly sample convenient regimes or alter sensitive habitats. A closed-
loop design should retain competing scientific hypotheses, the reasons for selecting observations, the
measurements not taken, and human review of consequential interventions. Biological or ecological
records also warrant differentiated disclosure: some precise localities or community-linked practices
should not become public merely because a research instrument collected data there.

Energy provision is part of the epistemic system because it shapes which observations and analy-
ses are feasible. Surface solar, offshore supply connections, batteries, vehicle docking, and location-
dependent marine energy options entail different reliability and environmental profiles. Similarly, on-
board inference can reduce transmission demands but may make later independent audit harder if raw
data are not retained or if model versions and uncertainty are unavailable. Designs should compare
feasible energy, maintenance, transport, computation and communication arrangements under explicit
lifecycle boundaries, including recovered materials and eventual decommissioning.

Subsea computing deserves separate treatment. Submerged computing enclosures and seawater heat
exchange are technically investigable, but potential advantages depend on electricity sources, network
links, thermal dispersal, maintainability, failure recovery, and site conditions. An underwater data centre
should thus be considered an experimental option with unresolved comparative engineering and ecolog-
ical evidence, not a necessary node in a first-generation knowledge federation. A software pilot can
instead use existing onshore or cloud resources and actual public marine records; new subsea deploy-
ment requires site-specific environmental assessment, safety and regulatory review. The ocean is an
evolving biological and ecological setting containing affected human interests, not an empty location
into which infrastructure may be placed without obligation.

10.9 A Cross-Border Marine Knowledge Mediation Case

Consider an explicitly fictional marine research arrangement involving an observation institution A4, a
laboratory B, locally situated ecological knowledge holders C, and a relevant public authority .J. Partic-
ipants may belong to two countries, but each country contains multiple competing epistemic and insti-
tutional positions. An autonomous ocean platform operated by A produces environmental observations
and identifies a microorganism of possible scientific interest. A research team at B combines lawful
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samples or records with its own methods to investigate a biochemical mechanism. Participants at C' may
hold ecological observations or relationships concerning the environment that are scientifically relevant
but expressed through different categories and practices. The hypothetical case does not establish that a
candidate compound will be medically useful, that all biological data may lawfully circulate, or that any
specific person or community possesses a legal entitlement.

At the first interface, A and B require calibrated measurement descriptions, record identities, sam-
pling limits, and reproducible analyses. At the second, some terms used by C' and B may lack direct
counterparts; an elicitation and translation protocol should record differences rather than forcing a dom-
inant classification. At the third, claims concerning biological samples, sequence information, confiden-
tial knowledge, patentable inventions, collective rights, or benefit-sharing demand a jurisdiction- and
activity-specific legal assessment. At the fourth, new scientific or commercial capacities may become
concentrated in B despite earlier contributions by A and C. Finally, an intervention justified as con-
servation or innovation might alter the original ecosystem, requiring ecological monitoring and possible
remedy.

A successful infrastructural test would not require a unanimous monetary valuation of this episode.
It would require a reconstructible record of the authorized observation and scientific inferences; explicit
statements of what the translation did and did not preserve; competent legal and institutional review
where needed; meaningful channels for affected participants to challenge uses; and enough independent
access to assess claims without compelling disclosure of protected information. Its adverse cases would
include a persuasive but false semantic match, a derivative Al output that discloses protected knowledge,
a purported benefit-sharing condition that lacks legally competent authorization, an undisclosed use of
environmentally harmful sampling, and reproduction of a scientific result that remains impossible for
the contributing node. The laws applicable to these questions vary by location, material, actors, and
activities; this paper does not assign a comprehensive legal status to the fictional case.

10.10 Implementable Services, Protocol Boundaries, and Normative Review

Table 17 turns the research proposal into a set of prospective services and bounded acceptance tests. The
services may be operated by multiple institutions and need not be held in one database, blockchain, Al
agent, or globally authoritative registry. Federated catalogues can draw on DCAT 3; provenance on
PROV-O; observation metadata on SOSA-SSN and relevant domain standards; local conceptual align-
ments on SKOS. ODRL supplies an expression model for certain permissions, prohibitions, and duties.
Such syntactic and information-model compatibility does not establish the correctness of scientific infer-
ences, the validity of a contract, the status of customary law, or the authority of the party expressing a
condition [74, 71, 75, 70, 73].

An implementable mediation dossier should at minimum contain a stable local identifier; the bounded
task and participating contexts; versioned pointers to origin artifacts and models; claimed correspon-
dences and counterexamples; explicit uncertainty and protected fields; a separately verified authority or
consent status where applicable; a record of permitted downstream operations; and links to correction,
dispute, and redress procedures. Some entries may be withheld from public inspection for legitimate
reasons, in which case the federation should consider whether purpose-limited external auditing is possi-
ble. A cryptographic signature can authenticate a record or actor under its trust assumptions, but cannot
adjudicate scientific validity or transnational legal competence. Community-governed protocols such as
the Traditional Knowledge and Biocultural Labels developed through Local Contexts offer a practical
precedent for communicating community-specific expectations about provenance, use and access. Lo-
cal Contexts distinguishes provenance, protocol and permission labels; such labels do not by themselves
confer a statutory right on a recipient or make every proposed use lawful. Their meaning and legitimate
application depend on the relevant communities and cannot be assigned unilaterally by an automated
mediator [45, 6].

The architecture should preserve the separation already developed in Section 8: a participant’s accep-
tance, formal rule validity, legally effective enactment, and ethical legitimacy can diverge. The resulting
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Table 17: Candidate engineering and normative services for shared knowledge production, generalized
translation, and heterogeneous value circulation. The tests are proposed design criteria, not completed

implementations.

Service

Principal deliverable

Failure to expose in a trial

Common research
workspace

Instrument and
resource federation
Discovery and
circulation

Generative
translation

Value and
contribution relations
Normative
authorization

Contestation and
remedy

Ecological and
material accounting

Versioned questions,
methods, evidence and
revisions

Calibrated task requests,
budgets and permissions
Distributed catalogs,
controlled derivatives,
correction links

Partial mappings, task tests
and explicit loss records
Plural benefit, dependence
and obligation histories
Applicable-rule dossier,
reviewers and decision
histories

Objection, review, revision,
notification and appeal route

Mission energy, maintenance,

habitat and lifecycle record

Reusable result with no traceable research process

Nominal membership without usable instruments or
compute

Discoverable data with no warranted reuse or correction
Fluent correspondence hiding a critical incompatibility
Payment or attribution mistaken for complete recogni-
tion

Automated policy assertion treated as legal authority

Authentic but harmful output without effective response

Apparent local benefit with displaced ecological costs

workflow is therefore a review-support system, not an autonomous court, legislature, or universal moral
calculator. AI can assist in identifying potentially applicable sources, alternative interpretations, and
inconsistencies, but consequential legal classification or authorization requires accountable institutional
review, especially where legal traditions, languages, and jurisdictions differ. A dispute should be capa-
ble of producing revision, reservation, restricted circulation, alternative interpretation, or a documented
unresolved state; it need not terminate in compelled consensus.

To connect these services to the federation rather than operate an isolated translation platform, a cir-
culation request should reference its originating observation or scientific artifact, the declared research
operation, the bounded mediation dossier in Equation (47), and any separately recorded decision about
the particular downstream use. Equation (18) acts as an interface discipline: technical acceptance, in-
terpretive warrant, competence of the relevant authority, and ability to challenge are retained as distin-
guishable attributed assessments. The service must support partial review, multiple reviewers, protected
evidence, conflicting responses, and nonresponse. The profile supplies no universal adjudicator, and
does not eliminate the need for participants to determine the lawful and ethical status of the underlying
acts.

In a minimal deployment, a request to circulate a translated marine habitat result could be marked
technically valid and scientifically supported for a regional summary, while permission to release precise
site coordinates remains unresolved and a stewardship objection is pending. The public endpoint should
consequently publish only the material covered by an independently justified disclosure decision. An
unrestricted public result must not be assembled by treating absent evidence of a restriction as affirmative
permission. This test simultaneously exercises the scientific bridge of Section 6, the authority distinctions
of Section 8, and the dependency records of Section 10.7.

10.11 Authority, Stewardship, and Long-Term Operation

The service contracts require institutional counterparts. At minimum, a proposed federation should iden-
tify the custodians and scientific stewards of each resource; the accountable operator of each computing
or robotic service; the persons or bodies competent to decide a specified request under applicable ar-
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rangements; the scientific and legal review channels; and the affected parties entitled to consultation or
challenge under applicable rules. A registry may record claims concerning these roles without decid-
ing disputed competence. Similarly, cryptographic authentication, contractual representation, scientific
peer review and lawful authorization answer different questions. A technical operator should not acquire
normative authority simply by hosting the mediation service.

Long-term operation creates additional design obligations. Costs include maintenance, calibration,
storage, software and cybersecurity updates, translation review, legal assistance, training, low-bandwidth
access, physical retrieval and ecological monitoring. Governance has to specify how scarce services are
allocated, how small nodes can enter and leave, whether essential methods and data can be exported,
how an incompatible protocol change is handled, and how a challenge reaches an actor able to act upon
it. A public claim of capacity-sharing should be accompanied by evidence of completed resource alloca-
tions and independently reproducible work, not only resource catalogues and promised access. Funding,
hardware supply and cloud-service concentration can make a nominally decentralized federation opera-
tionally dependent on a small number of suppliers.

For consequential translation or downstream use, a review-support workflow can distinguish a sub-
mitted proposal, an evidence-based interpretation, an identified institutional decision, an enacted action,
a challenged outcome, and any implemented correction or remedy. These stages are distinguishable
observations, not a mandatory linear sequence and not a universal model of judicial or legislative proce-
dure. A refusal, incompatible decision, nonresponse, or lack of competent forum should remain visible
as a bounded state rather than be silently repaired by AI inference. Authorization should be scoped to
an action, actor, materials, jurisdiction and relevant conditions; a valid decision for one use does not
automatically authorize training a model, transferring a sample, publishing precise locations or creating
a commercial derivative.

10.12 Legal Knowledge, Technological Change, and Competent Deliberation

An evolving technological environment also requires infrastructure for studying the development of appli-
cable norms, rather than a static catalogue of machine-readable prohibitions. A legal knowledge service
should retain authoritative source versions, promulgation and applicability information, jurisdictional
and institutional scope, relevant interpretive materials, identified amendments or repeals, and reasoned
challenges to a proposed application. It should distinguish a documentary record of a rule from an at-
tributed interpretation of its meaning, a party’s claimed entitlement, a decision by a competent institution,
and evidence that a decision was enacted or a remedy delivered. Lawful procedures for obtaining and
contesting these records remain dependent on the relevant legal order.

Highly capable AI and autonomous robotic systems complicate normative classification. New re-
search practices may combine observation, biological sampling, model training, delegated operations,
international computation, and downstream commercial or public uses that different bodies govern un-
der different mandates. A generalized translation service can assist by identifying similarities and dif-
ferences in terms, evidential burdens, procedures, recognized authorities and protected interests across
legal contexts. Yet a technically coherent crosswalk between two legal classifications cannot transfer
one jurisdiction’s institutional competence into another. Nor does the generation of a previously unan-
ticipated technical capacity itself confer a right to deploy it. Proposed acts should be decomposed into
their legally consequential operations, with separately documented authority and uncertainties for each.

A research prototype might therefore offer four bounded functions: source retrieval and version com-
parison; issue and applicable-authority identification; conflict, omission and alternative-interpretation
annotation; and referral to competent review with a record of the decision and any later challenge. None
of these functions automatically resolves indeterminate jurisdiction, conflicts of law, disputed represen-
tation, or questions of legitimacy. The programme should test false-positive and false-negative rule
matches, outdated legal versions, fabricated citations, changes in actual institutional competence, and
situations in which a technically permitted operation nonetheless warrants an ethical or ecological ob-
jection. AI may help with scale and access while its confidence and outputs remain distinct from legal
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authority and publicly accountable deliberation.

The institutional dimension includes procedures for technological learning. Regulatory experiments,
standards review, community consultation and documented incidents may contribute evidence relevant
to changing a rule, but no such process guarantees improvement or a single direction of evolution. In-
frastructure can preserve the provenance of proposals, competing interpretations, dissent, decisions and
revisions; authority to alter a rule remains with the applicable bodies and practices. This separation al-
lows generative knowledge systems to inform normative change without assigning legislative, judicial
or collective-governance powers to a translation algorithm.

10.13 A Release-Gated Federation Pilot

The preceding service description permits a bounded implementation claim: a prototype could coordi-
nate the processing of a request while retaining its scientific and institutional review boundaries. For
evaluation purposes, consider two independently operated research nodes, a designated mediation ser-
vice, a correction index, a restricted evidence vault and a human-operated review channel. The nodes
hold different, deliberately constructed ecological classifications and associated model records. The first
implementation uses fictional actors and publicly reusable observations; its objective is to test whether a
downstream action remains attributable, reversible where technically possible, and responsive to appro-
priately scoped objections. A shared identity service and a record catalogue would be implementation
conveniences, not proof of a common ontology or of legitimate global jurisdiction.

For a proposed operation, a release-gate record should specify its identifier, actor, task, source ver-
sion, scope and destination. It should also contain attributed scientific assessments, evidence of relevant
institutional decisions, challenge and withdrawal states, and the proposed public or restricted output
fields. A request to publish a coarse habitat summary, a request to release exact coordinates, and a
request to train a model on the same underlying record are different operations. Authorizations, where
independently established, must be assessed for the particular actor, purpose, material, duration and oper-
ative context. A declaration produced by an Al assistant remains a claim about permission until assessed
through competent processes; the service cannot certify that the claimed institution is competent merely
by observing a signature or an apparently well-formed rule statement.

A test interface may return release, hold-for-review, or reject-for-declared-use. These
are provisional processing decisions in a constructed pilot. Release means that the specified pi-
lot gate has found adequate recorded grounds for its limited output, while remaining subject to the
applicable rules and accountable operators. Hold-for-review includes absent authority evidence,
a plausible but untested translation, a pending objection and incomplete dependency inspection.
Reject-for-declared-use includes a proven mismatch for the declared task, an expressly prohibited
output, a scope conflict, or a withdrawn source whose proposed reuse depends upon its obsolete version.
The gate must not infer permission from nonresponse, interpret a test certificate as a legal ruling, or
replace unresolved results with invented certainty. In an appropriately designed pilot, a public endpoint
must also omit protected fields even when a restricted research task is scientifically supported.

The sequence in Table 18 is a hierarchy of evidential demands, not an asserted universal sequence
of technological or institutional development. A project can remain at one configuration; some studies
require additional forms of inquiry and some forms of evidence cannot safely be generated. A real-world
governance review should be constituted under the relevant law and institution, rather than by promotion
of a test-harness result. The machine-readable pilot cases in the accompanying source package only
exercise a locally defined decision procedure over invented statuses.

10.14 Comparative Translation, Correction, and Capacity Trials

For bounded translation tasks, the central comparison is between making more confident correspon-
dences and making better qualified correspondences. An initial preregistered design could compare (i)
simple term or schema alignment, (ii) alignment supplemented by elicited generative hypotheses, coun-
terexamples and documented non-equivalences, and (iii) the second approach with accountable review
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Table 18: Prospective pilot gates and evidence required before a claim can pass from one research con-
figuration to another. Passing is necessary for the specified study transition, not sufficient for a lawful
or ethically acceptable real-world deployment.

Evaluation Required evidence and Hold or stop condition

configuration independently accountable function

Synthetic record  Frozen schemas, fictional rule False public release, fabricated authority or unrecorded depen-
trial cases, versioned source graph, dency failure

expected review states; independent
test operator

Cross-node Two separately administered nodes, = Uncontrolled sensitive disclosure, unexplained semantic loss or no
software documented adversarial inputs, actionable correction path
sandbox outage and recovery logs,

authenticated review decisions
Domain- Appropriately licensed Systematic miscalibration, unjustified equivalence, unusable re-
scientific trial observations, calibration and production or obscured sampling bias

independent holdouts, scientific
reviewers and reproducibility
resources

Governed Competent permits and consents as ~ Missing authorization, unacceptable safety risk, unknown sensi-
material applicable, safety case, ecological tive impact without suitable protections
operation baseline, consultation and

independent oversight

and correction interfaces. Each arm should receive matched tasks and a defined opportunity to decline
correspondence. Reviewers should evaluate an arm’s decisions from independent reference descriptions,
with uncertainty over the reference itself recorded. Where human participants are involved, ordering,
reviewer familiarity, translation direction and learning effects must be controlled or openly treated as
limitations. A higher mapping count does not establish greater epistemic quality.

For a finite, eligible test set ) under a declared independent adjudication procedure, let U denote
cases with a task-critical correspondence known to be unsupported and let L denote cases actually re-
leased by the pilot gate. The synthetic unsafe-release rate is

UnsafeReleaseg = ‘UH?’L‘, |U| > 0. (51)
The reference status and its limits must be documented; a disputed or unknowable reference cannot be
silently placed in U. In parallel, a qualified-use yield should be reported on cases where a supported
release could in principle be justified, and the rate of review deferrals should be disclosed separately.
Otherwise a system that refuses every request might appear perfectly safe while providing no knowledge-
producing capacity. For legally meaningful decisions, the corresponding safety findings must be estab-
lished through domain- and jurisdiction-appropriate review; Equation (51) is a measurement definition
for a controlled study, not a legal compliance index.

A correction trial should inject a documented error into a source and compare the recorded reach-
able dependencies, the subset actually screened, recipients notified, computational revisions attempted,
changes independently verified and unresolved cases. The denominator of a notification rate is the spec-
ified population of known contactable recipients; a missing or unknowable recipient is an explicit limit,
not an affirmative success. A negative effect found in a descendant is evidence of that descendant’s sen-
sitivity to the correction under the tested conditions, rather than proof of the entire societal influence of
the source. The operational question is whether a bounded challenge can lead to an auditable change or
a reasoned refusal.

The productive-capacity trial asks whether less-resourced contributors can conduct an independently
checkable analysis, not simply download its final artifact. Eligible participants may receive different
combinations of compute access, instrument time, methodological guidance and controlled processing
privileges. Predefined outcomes include task completion under scientifically comparable conditions,
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reproducibility, assistance costs, time, unsuccessful applications and sustained ability to challenge a re-
sult. The evaluation must document the selection of eligible participants and avoid withholding essential
services or legally protected rights to produce an attractive control group. Differences between access
permissions, effective allocations and realized scientific practice should be maintained in the final anal-
ysis.

10.15 Material Feasibility, Ecological Safeguards, and Institutional Stopping Rules

The marine example permits a disciplined choice among engineering configurations. The baseline is
reuse of appropriately licensed observation records with conventional terrestrial computation. A sec-
ond, more demanding option adds a simulated vehicle mission, a power and communications model,
and uncertainty in sensor placement. A third option introduces remotely supervised physical measure-
ment under a documented safety and environmental review. Autonomous habitat intervention, genetic
sampling with disputed rights, or experimental seabed computing are separate proposals with distinct
permissions and ecological effects; they do not follow automatically from success in earlier software
studies.

A marine evaluation dossier should record its scientific objective, feasible alternatives, functional
units, operating and maintenance boundary, power and communication assumptions, retrieval and de-
commissioning plan, habitats and communities potentially affected, and assumptions about ecological
response. It should use separate environmental indicators as in Equation (103); a favorable local energy-
intensity result does not compensate by definition for biodiversity effects or a displaced supply-chain
burden. A research plan also needs a baseline including uncertainty, qualified ecological review, and
triggers for stopping or revising operations if the consent, safety or ecological conditions supporting the
plan change.

Table 19: Illustrative research choices and the evidence needed to examine them; this table makes no
feasibility or comparative-benefit finding.

Option Measurable engineering Additional review boundary
quantities
Existing data and Processing demand, Dataset rights, uncertainty and downstream disclosure
onshore compute reproducibility, sampling limits
and access constraints
Vehicle simulation Energy budget, mission loss Simulation-to-field limits; no real habitat effects measured

probability, latency, missed
sampling strata

Supervised marine Calibration, equipment Site-specific authorization, habitat assessment and operational
sensing reliability, recoverability, safety

spatial sampling and

maintenance
Experimental Total electricity, thermal Site-specific environmental assessment and competent review be-
subsea computing dispersion, retrieval, repair, fore physical trial

network dependency and
lifecycle materials

Institutional validity cannot be supplied by an ecological indicator or a technically coherent policy
file. For each material or data-transfer operation, responsible persons should document the potentially
applicable authorities, the consulted sources and their versions, jurisdictional limits, reasons for alterna-
tive legal interpretations, decisions actually issued, and possible paths for review and correction. The
absence of an identified competent forum is an unresolved institutional problem that may prohibit pro-
gression; it is not an invitation for software to invent an authority. Affected participants’ ability to decline
involvement, maintain protected information and challenge proposed uses must be assessed through the
appropriate procedures. Conditions for stopping a study should be set before consequential operations
and revised when new evidence or binding decisions warrant it, rather than treated as adjustable rewards
for favorable experimental results.
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10.16 Practical Deployment, Evaluation, and Research Boundaries

A limited first prototype would integrate a public marine or meteorological dataset, a versioned research
workflow, two deliberately incompatible interpretive schemas, a synthetic set of governance constraints,
a mediation record, and a correction propagation service. The demonstration should use clearly fictional
institutions, permissions, and contribution claims; it should neither appropriate protected community
knowledge nor imply the existence of an enacted cross-border agreement. A second trial could compare
human-only mediation with human-supervised Al assistance on declared tasks. Participants would judge
scientific adequacy and interpretive loss independently of technical completeness, while qualified legal
reviewers would assess jurisdiction-specific normative claims. Reproduction capacity, environmental
effects, and distribution of benefits require their own measures rather than a single composite efficiency
score.

Tests should include deliberately ambiguous mappings, incompatible explanatory models, conflict-
ing permissions, a withdrawn or corrected source record, a community objection, an unavailable central
service, and a high-quality translation that does not confer authorization. For each case, the trial would
record whether an unsupported equivalence was exposed; whether downstream uses could be identi-
fied; whether restrictions were respected; whether a challenge could reach an appropriate reviewer; and
whether a resource-constrained participant could reproduce or contest the result. A system may pass a
schema test while failing any of these epistemic, legal, or public-capacity tests. In particular, increas-
ing the number of successfully mapped items can correlate with a rise in overconfident or unauthorized
mediation.

Ocean robotics, marine genomic research, coastal observations, energy provision, and possible sub-
sea computation supply rich engineering contexts but have distinct maturity and risk profiles. Readily
accessible, lawful datasets and existing computing services are sufficient for an initial prototype. New
underwater robots, persistent subsea power, autonomous ecological interventions, or subsea data cen-
tres require independent engineering, environmental-impact, safety, and regulatory evaluations. The
research therefore begins with reversible, bounded demonstrations rather than presupposing deployment
of speculative infrastructure or treating the ocean as unoccupied industrial space.

Three successive research configurations can make the proposal testable without presuming an in-
evitable development sequence. An offline synthetic configuration can demonstrate the validity and
limits of records, correction-reach queries, deliberately invalid mappings and dispute routing. A cross-
node scientific configuration can evaluate two independently operated research workspaces using openly
reusable marine records, incomplete connectivity, reproducibility requests and supervised Al mediation.
A governed field configuration, contingent on competent cooperation and independent review, can inves-
tigate actual instrument operations, restricted records, participating institutions and ecological outcomes.
Each configuration has separate entry criteria and failure conditions; successful synthetic tests do not
confer permission or scientific validity on later configurations. The companion study can specify perfor-
mance budgets, adversarial test protocols, institutional consent processes, and experimental uncertainty
at the level appropriate to each case.

This section enlarg the meaning of a knowledge federation: its purpose is to make the conditions of
knowing and creating more shareable, traceable, contestable, and capable of development, while respect-
ing contexts in which circulation must be restricted or refused. It does not claim that all meanings can
be translated, all values recognized by one evaluator, or all obligations resolved through interoperable
records. The complementary paper proposed in Section 13 should investigate the construction, feasibil-
ity, and limitations of these services as its own object. The scenarios in the following section retain their
role as falsification-oriented tests for the broader global observation architecture.

11 Hypothetical Design Scenarios and Evaluation

The preceding sections specified the epistemic and institutional conditions of a proposed global obser-
vation infrastructure. Those conditions are meaningful only insofar as they admit tests that could reveal
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where the proposed architecture fails. The objective of this section is therefore to construct a set of stip-
ulated design scenarios, each with a well-defined observation boundary, a declared task, and an adverse
case. None describes an implemented federation, a measured international programme, or an evaluation
of an identifiable institution. Their purpose is to make the architectural proposal answerable to empirical,
technical, and institutional evidence.

Several methodological distinctions guide the scenarios. A common catalogue entry does not estab-
lish scientific comparability; the same published product does not imply equal capacity to reproduce it;
a locally updated permission record does not by itself retract previously copied data; and scientific confi-
dence can be misplaced even when every contributing sensor has passed its respective local check. Con-
versely, infrastructural autonomy and institutional plurality are compatible with a degree of centralized
service provision. Accordingly, the tests compare documented properties and consequences rather than
treating decentralization, public access, or model agreement as intrinsic success criteria. Institutional
examples such as WIS2, Argo, and international early-warning cooperation inform plausible interface
requirements, but the synthetic cases below add further, unimplemented components [68, 2, 59].

Let a scenario be a bounded design dossier

where N denotes participating observation and computational nodes, D; the available records and their
quality histories, M the models and interpretive procedures, G; the institutional permissions and re-
sponsibilities, H; a partially ordered collection of documented events, and K; the explicit evaluation
tasks and criteria. In Equation (52), a history is not assumed to lie on a universal physical or social time-
line: causal, documentary, and institutional orderings must be specified for each task. The dossier also
records exclusions, including external data sources and actors whose decisions may affect the outcome.
A positive result within a chosen boundary is not a claim about the global system beyond it.

11.1 A Cross-Border Meteorological and Ocean Data Federation

Consider three hypothetical participants: a national meteorological service Ny, an independently gov-
erned ocean observing centre N, and a regional warning institution Ny;. A fourth node Ny operates a
metadata catalogue and notification relay without holding every underlying record. N,; supplies atmo-
spheric observations and forecasts; Np supplies temperature and salinity profiles and relevant quality
flags; Ny combines authorised products for a coastal-hazard question. This is a deliberately limited
demonstration of complementary observational capabilities. It does not presume that a particular ocean
variable can directly determine a public warning, or that a global data-policy category overrides an insti-
tution’s applicable duties.

The synthetic test begins when Ny requests a specified product covering a named coastal domain
and observational support. It attempts to discover the contributing records, identify spatial and temporal
supports, retrieve or lawfully query them, and reproduce the derived product with its declared model
version. Discovery success, retrieval success, scientific fitness, and authorization success are recorded
separately. A federation could score perfectly at notification delivery while failing to supply calibrated
ocean data for the task. A second failure occurs if ocean profiles are discoverable but their depth support
or delayed quality-control revisions are ignored, making the derived result scientifically misleading. Ex-
isting WIS2 services distinguish discovery, notification, cache, and provider access; Argo distinguishes
timely release from scientifically reviewed delayed-mode processing. These precedents motivate a lay-
ered test rather than a claim of direct operational integration [64, 1, 55].

A hypothetical workflow contains the following registered events: publication of a dataset and dis-
covery metadata; dissemination of a notification; an authorized retrieval or computational request; assign-
ment of a calibration and model version; production of the warning-oriented result; and, where warranted,
a scientific or institutional revision. The event dependencies must be checkable even when publication,
retrieval, and warning institutions maintain different local clocks. A correction originating at No should
produce a machine-readable linkage to the affected products at Ny, not merely overwrite the original
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profile. The resulting provenance graph is therefore part of the scientific output, not administrative dec-
oration [71].

For this scenario, assess product completion independently of its reproducibility and operational
consequence. Required evidence includes retrievable version identifiers, valid access decisions, unit
and support compatibility, correction propagation, and review of the derived warning against suitable
reference outcomes. Warning dissemination and public response have additional institutional dependen-
cies that a data federation alone cannot guarantee. We should consequently compare failure recovery
and correction latency as well as successful initial requests. A technically available prediction that can-
not be independently challenged, corrected, or interpreted by the responsible warning body remains an
incomplete demonstration of shared knowledge infrastructure.

11.2 Sensor Drift and Version Correction

The second scenario examines an apparently ordinary sensor update that creates a difficult cross-node
epistemic question. Let a sensor at event e generate

Ye = He(xe) +be + €e, (53)

where z. is an environmental state over the declared measurement support, H. its observation operator,
b a systematic instrument bias, and €, an observational error term. The task is not simply to estimate x.;
it is also to decide when a published observation should be marked, corrected, quarantined, or retained
as an earlier version, and what downstream scientific products must be reconsidered.

For a fully specified toy example, suppose an observation operator equals the identity and the true
test value is stipulated as 10 arbitrary units. An earlier measurement reports 10; a later measurement
reports 12. The apparent increase may represent environmental change, instrumental drift, a change of
support, or a combination. With only the two sensor readings, there is no principled basis for assigning
the difference to any one mechanism. In an intervention arm, an independently calibrated reference
observation reports 10 on the later support, and investigation documents a +2 unit instrument offset.
The responsible institution then publishes a corrected value while preserving the original record, the
evidence for correction, and dependencies of already produced results. These numbers are invented to
test the workflow, not observed environmental measurements.

Proposition 11.1 (Unidentified state and additive drift from unanchored observations). Under Equa-
tion (53) with H, the identity, suppose a record contains only y. = x. + b. + €. and supplies no
independent constraint linking x. or b, to other measurements. Then the pair (z.,b.) is not uniquely
identifiable from vy, even if €. is known to be zero.

Proof. For any compatible constant c, the alternative pair (z. + ¢, b, — ¢) gives the same sum z, + be.
Distinct choices of ¢ therefore yield identical observations. Additional calibration, cross-instrument
evidence, physically justified constraints, or other identifying information is necessary to distinguish
state from drift. O

The proposition is a structural statement about the specified toy model, not a general impossibility of
detecting drift. Real sensors may contain multiple observables, repeated standards, temporal constraints,
or independently validated physical relationships that support identification. The proposed system must
represent which of these sources justify a correction and who has authority to issue it. A node that silently
replaces 12 with 10 would destroy evidence of the correction process. A node that preserves every version
but leaves derived warnings unchanged would retain provenance while failing to support scientific repair.
Good performance requires both: an auditable revision history and demonstrable examination of affected
downstream claims.

The test should intentionally introduce two adverse cases. In the first, the reference instrument is
unavailable or disagrees with the first institution; the system should record unresolved interpretations
rather than force consensus. In the second, a corrected source observation has already entered multiple
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models, some of which have been reused by outside institutions. Complete correction propagation may
be infeasible where downstream dependencies are unknown. That limitation should appear in the report
as an observed coverage bound, not be hidden by calling the source correction globally complete. These
requirements draw on the WMO instrument guide, whose October 2026 edition is expressly provisional
and was scheduled for approval consideration in November 2026; Argo quality-control practice; and the
provenance concepts introduced in Section 4 [67, 56, 71].

11.3 Semantic Mismatch and Model Disagreement

In the third case, two institutions publish quantities with superficially similar labels but different sci-
entific meanings. For example, an ocean sensor may report dissolved oxygen in a concentration unit
while another product reports oxygen saturation, which also depends on environmental conditions and a
specified conversion model. A syntactic service can make both fields retrievable, and a semantic service
may identify a relation between the concepts, but neither establishes their interchangeability without the
requisite contextual quantities, conventions, and uncertainty. This is a hypothetical integration task, not
an assertion about the metadata quality of actual programmes. SOSA/SSN, CF conventions, and vocabu-
lary standards offer useful description mechanisms but do not themselves supply all physical translation
rules [75, 7, 70].

Represent a candidate translation between source and target interpretive systems by a partial, task-
indexed map 77 and a target quantity ¢,. A test must specify the domain on which 7j, is meaningful,
the source and target observational supports, and acceptable target error. We can record its empirical
discrepancy as

0y(T3: V) = sup dy (957 (v), 95(T, (v)) ) (54)
veY

where V is a declared validation collection and d, a task-appropriate discrepancy. Equation (54) is a
design metric, not a guarantee of generalization beyond V. If the conversion is undefined for missing
contextual variables, those records should be identified as unsupported, not converted by inventing pa-
rameters or assigning falsely precise outputs. Where a physical translation is not invertible, original
supports and loss declarations must remain accessible to the permitted reviewers.

A second layer concerns model disagreement despite valid semantic alignment. Stipulate two mod-
els My and M5 that fit a shared calibration subset yet generate different conditional predictions for a
held-out region or environmental regime. The evaluation then asks whether the federation exposes both
predictions, their training and validation supports, their assumption sets, and the differences relevant to
a user’s task. It should not select a single interpretation merely because one model is more commonly in-
stalled or computationally convenient. Disagreement can arise from model form, unresolved parameters,
missing ecological processes, or legitimate methodological choices. The tests must attempt independent
validation and report coverage, systematic errors, and uncertainty under each scenario, building on the
distinction between observation and inference developed in Section 7 [22, 33].

We should include an intentionally deceptive case: two metadata catalogues use identical variable
names and units, yet one product is a station observation and the other a spatially averaged model estimate.
A name-and-unit matcher will declare success; a task-sensitive validator should identify their different
measurement supports, processing, and epistemic status. The corresponding failure is not merely a soft-
ware defect. It is an epistemic error that may systematically advantage institutions whose interpretive
defaults are encoded in the federation’s most visible services. A defensible architecture therefore per-
mits versioned mappings, alternative interpretations, disputed claims, and correction channels rather than
making one global semantic schema the ultimate arbiter of meaning.

11.4 Divergent Interpretations and a Shared Normative Protocol

Consider a fictional federation in which a marine observatory, a coastal stewardship institution, and
an emergency-warning agency receive access to the same verified coastal temperature and species-
occurrence record. Their scientific and practical interpretations differ. The observatory prioritizes
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independently reproducible location-specific research; the stewardship institution judges public coordi-
nates potentially harmful; and the warning agency needs sufficiently granular information for a specific
emergency task. These positions are a stipulated scenario rather than descriptions of real organizations.
They need not reflect equivalent information, legal mandates, or resource capacities.

A candidate protocol permits public release of a coarsened warning layer, controlled access to precise
scientific records by competent reviewers, and explicit reassessment if a new ecological-risk estimate or
scientific correction becomes available. Agreement on such a limited practice does not show that the orga-
nizations share an ecological theory, accept each other’s full institutional commitments, or have lawfully
resolved every affected party’s rights. If a community with standing is excluded, or the controlled-access
facility makes independent review impossible in practice, the protocol’s apparent success fails an addi-
tional test of participation and accountability.

Table 20: A fictional cross-system normative protocol: separate interpretations, bounded commitments,
and adverse tests.

Participant / layer Stipulated concern Test of the joint protocol

Observatory Independent scientific review Can qualified reviewers reconstruct the
relevant inference?

Stewardship institution Ecological and community exposure Are protected details withheld according
to a competent, reviewable rule?

Warning agency Timely actionable warning Is the coarsened public layer adequate for
the declared warning task?

Shared governance Rights, dissent, amendment and Can affected parties challenge standing,

remedy scope, performance, and downstream

leakage?

A comparative study would record the evidence and interpretations separately, the reasons each insti-
tution supplied, the protocol proposed or rejected, the recognized legal and procedural basis, the capac-
ity to exercise review, subsequent compliance, and changes following correction or conflict. Outcomes
could include failed agreement, limited cooperation, revision, or continued dispute. A higher count of
agreed rules alone would not measure trust or justice. This scenario probes the bounded claim in Propo-
sition 8.2, rather than assuming that norm formation follows automatically from shared data.

11.5 Withdrawal, Restriction, and Emergency Exceptions

The fourth scenario tests differentiated access under changed circumstances. An observation custodian
releases data under an authorization that permits particular scientific uses. The material is replicated by
a cooperating node, and a derived public product is generated under a declared policy. Later, a newly
documented ecological threat, an applicable legal restriction, or an authorized community-governance
decision changes the conditions of future access. The task is to determine what can actually be restricted,
how prior copies are tracked, which derived outputs require reassessment, and what forms of notice,
review, and remedy are available. Neither a globally uniform right of revocation nor an obligation to
delete all scientific records can be presumed; the applicable legal and institutional commitments must be
identified for each case.
Model a hypothetical access-governance update as an event-indexed policy state

Gy = Update(Gy,r,0), Eligible(a,d,p | Gy/) € {0, 1, pending}, (55)

where r states an evidenced basis for revision and ¢ records the competent institution or review procedure.
Equation (55) asserts neither that the update is legally binding everywhere nor that derivative information
becomes inaccessible when access is restricted. It formalizes the difference between an authoritative
governance decision, technical propagation of that decision, and the actual state of previously copied
information.
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In the test, data d originates at N1, is copied by Vo, and contributes to a derived product p at Ns.
After a valid local policy change, /V; revokes newly issued access credentials and sends notices to all
registered downstream nodes. The experiment should separately measure future unauthorized accesses
blocked, known replicas acknowledged and handled, downstream products reviewed, and unresolved
distributions. A registry update may be instantaneous while propagation is incomplete; encryption may
constrain future decryption without undoing information already learned; and derived outputs can expose
protected attributes without containing raw records. These limitations follow the distinctions established
in Sections 5 and 9, and resonate with biodiversity guidance on documented location generalization [8,
26].

Emergency use is modeled as a bounded institutional exception, not a loophole that automatically
supersedes all protected interests. For example, a competent warning authority may request a restricted
location-sensitive observation to support a time-critical protective action. A governance protocol should
specify who may invoke an exception, its permissible purpose and scope, the reason for urgency, any time
or event boundary, audit requirements, oversight, and post-event challenge or remedy. If disclosure itself
would create a serious conservation or security risk, alternative products or mediated computation must
also be examined. A successful exercise documents the decision and its impacts; it cannot be inferred
solely from faster delivery of data or from the good intentions attributed to the requesting institution.

A particularly important adversarial condition is a downstream provider that becomes unavailable,
refuses to participate, or lacks the means to purge a copy. Such a case tests the distinction between gov-
ernance commitments and actual enforceability, and the federation’s ability to record unresolved duties
without asserting fictional global control. The results should classify the residual risks and demonstrate
whether affected persons or institutions have practical routes to challenge misuse. This preserves the
difference between technically observable provenance and effective institutional accountability that Sec-
tion 8 emphasized.

11.6 Unequal Computational Access

The fifth scenario shifts attention from records to the capacity to use them. Suppose two scientific groups
G 4 and G p can legally discover and retrieve the same observations. (G 4 has access to substantial com-
putation, expert personnel, and model-maintenance resources; Gp has a small computing allowance
and limited opportunities to inspect or reproduce the published model. Both groups are formally data-
accessible, but their ability to interrogate claims and contribute new results differs. This is a central test
for a public knowledge infrastructure: making a dataset readable to everyone cannot by itself provide
everyone with effective scientific capacity.

Consider a stipulated reproducibility task costing eight units of computing resources per independent
run. Let G 4 have a budget of forty such units and Gz a budget of six. With identical permissions and
identical workflow requirements, G 4 can perform five runs and G cannot complete one. A shared fa-
cility awarding G g eight additional units would allow one run; the numbers illustrate a distinction rather
than an equitable-allocation rule. Real workloads have heterogeneous costs, and resources are limited
by storage, energy, staff skills, and model access as well as nominal computation. The operational ques-
tion is whether the infrastructure can identify and mitigate consequential capacity differences without
equating fairness with an abstract equality of processor time.

For a bounded set of tasks Q, define the effective reproducibility capacity of group ¢ as

Ri(Q) = {q € Q : Permit;(q) = 1, Resources; = Needs(q), Methods;(q) are usable}. (56)

Here > denotes satisfaction of task-specific resource needs, not a scalar comparison of all scientific
capabilities. Equation (56) distinguishes authorization from effective capacity. It can be tested through
successful completion and independent validation of specified scientific workflows, without assuming
the tasks exhaust every legitimate form of inquiry. Similar distinctions matter for multilingual interfaces,
scientific training, research-community control of workflow design, and access to high-performance
models.
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The evaluation compares several governance possibilities under declared resource limits: unmedi-
ated first-come access, protected allocations for independent verification, jointly administered shared
facilities, and low-cost surrogate analyses that retain known accuracy limits. It records task completion,
reproducibility of consequential claims, waiting and service quality, capacity for independent challenge,
and the environmental consequences of additional computation. A policy could improve reproduction
rates while substantially increasing electricity and water consumption; another might lower costs but sys-
tematically suppress minority research questions. Therefore the analysis reports both capability and eco-
logical incidence under explicit boundaries, consistent with the accounting distinction in Equation (45)
and public-use concerns in Section 9.

The hypothetical federation should also test withdrawal of computational support and institutional
exit. If a node can reproduce a model only through a provider-controlled execution service that dis-
appears, nominal openness of stored code or observational records may have little practical meaning.
Portability, documented dependencies, replicable small-scale workflows, and preservation of interfaces
can support continuity, although no single mechanism guarantees full autonomy. These requirements
link technical architecture to the political economy of scientific capacity rather than treating inequalities
as a temporary interface inconvenience.

11.7 Generalized Translation and Heterogeneous Value Circulation

An additional synthetic scenario assesses the infrastructure proposal of Section 10. Let two research
groups A and B and a distinct affected stewardship body C' hold different interpretations of a fictional
coastal ecological record. Group A publishes a measurement-based protective-service estimate. Group
B combines the record with its own marine biological research and claims a new technical application.
Body C' contests both an equivalence between ecological categories and a subsequent use that was not
part of the initial authorized task. A mediation dossier makes it possible to locate the proposed con-
cept mapping, the versioned supporting evidence, the purpose of the proposed transfer, and the separate
claimed authority for reuse. Neither technical interoperation nor a party’s assertion of rights establishes
what law governs or whether a requested use is legitimate.

Three adverse interventions are informative. First, the test deliberately substitutes a many-to-one
semantic correspondence whose lost distinctions matter to the declared ecological decision. The system
should expose the failed preservation test rather than count it as a successful translation. Second, a down-
stream Al-assisted model makes an additional inference from a restricted source; tracing publication and
policy metadata should reveal the unreviewed derivative and provide a competent route for assessment,
without assuming that deletion of every recipient’s copy is technically possible. Third, the receiving
institution can read the published scientific output but lacks sufficient computation or methodological
support to challenge it. The evaluation should report actual task completion, independent reproduction
capacity, and access to review separately. All participants and permission disputes are invented; this
scenario supplies no legal classification or evidence of actual ecological benefit.

A fourth, cross-layer test makes the hand-offs explicit. Suppose a technically accepted mediation
produces a scientifically supported bounded summary, while a purported permission for wider publica-
tion lacks an identified competent authority. The federation should retain the valid scientific conclusion,
reject an inference of publishing permission from that conclusion, and expose the unresolved authority
review. It should allow a separate, appropriately restricted response to proceed only when the particular
operation has the necessary authorization. This isolates the failure of status escalation: turning exchange,
translation, or numerical confidence into an institutional right. The corresponding four-axis assessment
is defined in Equation (18).

11.8 Predeclared Adversarial Comparisons and Decision Boundaries

A practical comparison should not reward the largest number of shared records or the most fluent cross-
context paraphrases. The proposed trials instead require distinct reference outcomes and documented
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uncertainty for scientific adequacy, release scope, correction reach, actual productive capacity, institu-
tional review, and ecological risk. A benchmark dossier should state the unit of analysis, eligible popula-
tion, selection mechanisms, proposed intervention, baseline, reference-assessment procedure, reviewer
access and planned interpretation before results are inspected. Disagreement among reference assessors
may itself be a relevant observation and should not always be converted into majority ground truth.

Table 21: Predeclared adversarial families for a staged pilot. No outcomes in this table are observed

experimental findings.

Test family

Perturbation or comparison

Observation counting against the proposed implementation

False semantic
equivalence

Institutional scope
Protected ecological
record

Source correction

Unequal productive
capacity

Network and operator
loss

Ocean ecological

Fluent but task-incompatible
translation against a
reviewed counterexample
Claimed authorization for
different actor, purpose,
destination or version
Request for a precise location
with a pending or denied
disclosure decision
Corrected observation with
known reachable and missing
downstream copies

Same nominally accessible
artifact under different
resource and training
constraints

One unavailable
administrative or
communications dependency
Comparable scientific

Unsupported equivalence released as established

Successful technical exchange bypasses scoped review

Sensitive output exposed by public endpoint

Known dependant silently left unchanged or falsely certified as
corrected

Access reported as participation despite inability to execute a
bounded task

Unrecorded loss, false completeness or inability to challenge a re-

sult

Material or habitat displacement concealed by a local efficiency

comparison functions using distinct claim

computing and sensing

arrangements
Normative Competent participants Silence or machine-derived consensus represented as legal or ethi-
disagreement maintain a reasoned cal settlement

objection

The evaluation should report both false releases and legitimate-use deferrals, known-dependent cor-
rection coverage and the unobservable remainder, resource-allocation offers and completed research
tasks, and ecological components with their respective baselines. A zero incident count in a short syn-
thetic test cannot establish low risk in a different participant population or deployment environment.
Conversely, an unresolved cross-cultural disagreement is not by itself an infrastructure defect when
the system correctly preserves reasons, protects rights, and supports continued inquiry. The purpose
of the benchmark is to expose unwarranted claims and guide design revision, not to force agreement
through a universal classification of values. Details of the staged protocol and denominators appear in
Appendix F.9.

11.9 Evaluation Protocols and Falsification Criteria

A credible research programme needs an explicit comparison between asserted design properties and
observations that could challenge them. Evaluation should start with a registered protocol specifying the
task, population or institution represented, relevant observation and environmental supports, intervention
or architecture variant, comparison arrangement, outcome measurement, and limits of inference. Where
interventions are infeasible or unethical, audits and natural comparisons may be useful, but their con-
founding conditions must be documented. Hypothetical scenarios are especially useful for identifying
what would need to be measured; they are not a substitute for implementation, institutional consent, or
independent ecological review.
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Table 22: Hypothetical federation tests, observable outcomes, and conditions that would challenge a
proposed design claim. These are evaluation proposals, not completed experiments.

Scenario

Candidate observations

Failure or disconfirmation case

Cross-border
observation
federation

Sensor drift and
revisions

Semantic and model
disagreement

Access changes and
emergency
exception

Unequal
computational
capacity

Generalized
translation and value

Marine energy and
autonomy

Discovery, valid retrieval,
support matching, revision
uptake, independent
forecast skill

Calibration evidence,
retained versions,
downstream correction
coverage

Supported mappings,
declared translation loss,
out-of-sample validation,
visible alternatives
Known replicas reviewed,
denied future accesses,
exception audit and
remedy

Independent task
reproduction, usable
methods, access delays,
resource and ecological
accounts
Non-equivalence
disclosures, authority
checks, downstream
traceability, effective
challenge

Mission energy
accounting, documented
sampling support, offline
recoverability, lifecycle
and habitat baselines

Messages delivered but scientifically unfit or unauthorized derived prod-
uct

Apparent drift “fixed” without identifying information or usable revi-
sion chain

A metadata match incorrectly treated as scientific or predictive equiva-
lence

Policy updated locally while uncontrolled copies or harms remain unac-
knowledged

Nominally open data accompanied by systematic inability to challenge
consequential claims

Smooth mapping obscures protected distinctions or is mistaken for law-
ful authorization

Greater data volume conceals missed habitats, unreviewed intervention
or displaced ecological effects
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Table 22 specifies an adversarial condition for each scenario. These tests can be organized as a pro-
tocol suite rather than conflated into a single “openness” or “global trust” score. A proposed evaluation
profile is

Qi = (Djn, Vins Lins Ajhs Rjns Ejp; 065), (57)
where D concerns discovery and access, V' scientific validation, I interpretive interoperability, A au-
thorization and participant agency, R revision and remedy, and £ a multidimensional ecological ac-
count. The boundary 0&; specifies included data, institutions, observation supports, and infrastructural
costs. Components are not universally commensurable and should not be collapsed to a scalar without
a separately defended normative and measurement model. Evaluation results should include uncertainty
intervals, missing evidence, and heterogeneous subgroup effects where observations permit them.

A research protocol must also separate three epistemic levels. At the formal level, one can test
whether a schema or mathematical claim follows from the assumptions explicitly given. At the engineer-
ing level, one can test whether implemented components meet operational requirements under workload,
error, and adversarial conditions. At the institutional and ecological level, one must investigate whether
authorized participants experience meaningful review, rights are respected, correction is enacted, and
environmental effects fall within justifiable bounds. Passing the first level cannot certify the second or
third. Passing local engineering benchmarks cannot establish responsible international deployment. This
layered analysis follows our distinctions between technical traceability and accountability, and between
financial or informational metrics and ecological consequences.

The evaluation must preserve negative results. A federation might be technically robust but unable
to accommodate community-governed restrictions, scientifically transparent but computationally exclu-
sionary, or effective in warning dissemination yet environmentally damaging under a different physical
deployment. These outcomes challenge an overly general theory of global knowledge infrastructure
rather than invalidate the usefulness of every federated component. Counterexamples should lead to
scope revision, architecture changes, and testable alternative mechanisms. Conversely, favourable out-
comes in one observational domain do not establish that the same design works for medical records,
private communication, sensitive biodiversity data, or independent Al systems operating under substan-
tially different legal and institutional arrangements.

The seven scenarios together make the proposed infrastructure’s aspiration operationally intelligi-
ble. They also mark its limits. Cooperation depends on maintained measurement practice, revisable
interpretation, usable scientific capacity, enforceable commitments, and the ability to acknowledge and
address ecological or social effects. Section 12 will return to these conditions at the level of theoret-
ical discussion, while the planned appendices can supply reproducible schemas, test datasets, failure
injections, and comparative governance protocols. The present section supplies evaluation designs and
counterexamples, not a claim that the federation exists or has passed those tests.

12 Theoretical Discussion

The preceding sections developed an epistemic and institutional specification for global observation and
knowledge infrastructures and then subjected selected features to hypothetical design tests. This sec-
tion evaluates what that inquiry supports at the level of general theory. Its objective is to distinguish
consequences of the formal representation from plausible but contingent institutional possibilities, and
both from unresolved ethical and empirical questions. The discussion focuses on five interrelated issues:
the meaning of global reach without singular control; the persistence of heterogeneous scientific inter-
pretations; cooperation under incomplete trust; the material and institutional dependence of technical
interoperability; and counterexamples that constrain generalization. These issues are related, but none
can be reduced to a single indicator of successful data sharing.

A recurrent distinction concerns the object that is global. An observation may concern a planetary
process without having global spatial coverage; its metadata may be globally discoverable without its
underlying measurements being public; an inference may be internationally reproduced without being ac-
cepted by every institution; and a decision may have transnational consequences despite being governed
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by a particular authority. Consequently, global reach, epistemic validity, participation, and legitimate
control are analytically separable achievements. International observation programmes demonstrate that
meaningful coordination is possible across institutional boundaries, but the examples examined in Sec-
tion 3 do not establish a universal model for every domain of knowledge. This section therefore returns
to the architectures of Section 5 and the proposed tests of Section 11 with explicit attention to their
evidential boundaries.

12.1 Global Reach without a Universal Controller

A global knowledge infrastructure can be conceived as a set of interoperable capacities distributed among
observing institutions, archives, model developers, scientific communities, and accountable decision-
makers. There need be no single owner of all records, no universal scientific evaluator, and no permanent
central operator for this to be a meaningful organizational objective. Distributed scientific networks
can use shared protocols for discovery, identity, data quality, and notification while preserving separate
responsibilities for measurement, authorization, and interpretation. WMO’s WIS2 and coordinated Argo
data practices provide bounded illustrations of specific forms of such coordination, with mandates and
participation conditions that cannot simply be transposed to unrelated domains [65, 63, 1, 56].

Yet the absence of an explicitly designated global controller must be distinguished from the ab-
sence of effective concentration of power. A nominal federation may depend on a small number of
registry providers, identity services, cloud operators, translation models, communication links, or fund-
ing sources. The possibility of alternative organizational authority does not entail practical substitutabil-
ity of these services. A scientific contributor may retain formal control of a dataset while depending on
a proprietary model provider to interpret or distribute its observations. Likewise, multiple independent
servers may rely on the same electricity connection, software library, or administrative authority. These
arrangements have different geographic, technical, and legal appearances but can share vulnerabilities
or concentrate practical choices.

To make one aspect of this dependence explicit, consider a finite directed service graph G; =
(Vn, Ep,) associated with a represented configuration h. Its vertices denote service functions and its
directed edges denote possible, authorized delivery of a specified type of record or result. This graph is
an analytical infrastructure representation, not the ontology of relational events described in Section 2.
For a source s and recipient ¢, let Py (s, t) be the set of directed delivery paths, and let C' C V3, \ {s, ¢}
intersect every such path. The set C'is an intermediary vertex cut for this service task. This permits a
modest but useful deduction.

Proposition 12.1 (Shared interface standards do not remove intermediary dependence). Suppose every
authorized delivery path from service s to service t in a finite federation graph G}, intersects an intermedi-
ary vertex cut C. If all vertices of C become unavailable or refuse the relevant forwarding operation, and
no new authorized delivery edges or independently accessible replicas are introduced, then no directed
delivery path from s to t remains, even if all other service interfaces implement the same interoperability
standard.

Proof. Every directed s—t path in the original graph intersects C by the definition of the cut. Removing
the forwarding capacity of every vertex in C' eliminates every such path. The stated assumptions exclude
additional routes or replicas that might otherwise bypass the cut. Protocol compatibility on the remain-
ing vertices changes neither the cut-set property nor the lack of a path. Thus the proposed delivery is
unavailable under the specified conditions. O

Proposition 12.1 is a graph-theoretic observation about a stipulated service configuration. It cannot
establish that a particular deployed network actually contains a socially consequential gatekeeper, be-
cause institutional control and alternative paths must be investigated rather than inferred from a diagram.
Its theoretical role is to distinguish nominal distribution from effective plurality. A design that multiplies
hosting locations but leaves one irreplaceable authorization service may remain vulnerable to unilateral
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denial. A design with genuinely alternative routes may improve availability but increase the cost and eco-
logical incidence of replication. The appropriate assessment must include service criticality, governance
independence, ownership, the feasible cost of exit, and whether critical alternatives remain accessible
under a participant’s legal and institutional conditions.

Global cooperation also need not mean a uniform set of access permissions. The relation between
discoverability and legitimate use depends on scientific purpose, consent, confidentiality, community
authority, ecological sensitivity, and applicable law. The architectural separation of discovery, access
decisions, and scientific use in Figure 2 is therefore central. It allows research communities to coordinate
without requiring each record to be placed in unrestricted circulation. It also leaves a difficult political-
economic question open: which participants have the resources and recognized authority to influence the
standards and services on which everyone depends? The question belongs to the study of institutional
participation rather than to network topology alone; polycentric approaches provide useful points of
comparison without constituting a universal solution [52, 57].

A further distinction concerns the seeming universality of the scientific language used by global ob-
serving programmes. Mathematical syntax and physical measurement procedures can be highly stable
once their definitions, reference conditions, and tests are fixed; their forms of manifestation, institutional
use, and inferential authority remain products of generative-relational histories. The historical achieve-
ment of a common measurement practice should not be conflated with the discovery of a universally
identical language across all possible GR systems. Nor does the bracketing of ultimate ontology imply
that the success of scientific prediction is arbitrary, or that mathematical structures and physical laws
cannot be ontologically real. The principal object of the proposed GR-language inquiry is their rela-
tional uptake and differentiated manifestation, not an assertion that observers bring the physical universe
into existence. The proposed infrastructure is tasked with retaining the precise conditions under which
a scientific regularity can be identified across different manifestations, while leaving interpretive and
ontological differences examinable. Section 6.2 develops this test-relative sense of invariance.

12.2 Common Observation and Divergent Knowledge

A second theoretical implication is that common observational inputs can support different, and some-
times incompatible, scientific interpretations. In Section 6, syntactic communication, semantic compa-
rability, and translation of inferential procedures were deliberately separated. Section 7 extended this
distinction by demonstrating why model agreement with available observations cannot identify every
possible continuation or resolve every source of structural uncertainty. Together, these results constrain
any architecture that equates interconnection with convergence upon a single account of reality.

Observation records are produced through historically situated instruments and procedures. Measure-
ments carry calibration histories, choices of temporal or spatial support, variable definitions, treatment
of missingness, and transformations that can preserve some quantities while discarding others. A shared
platform can make those conditions easier to discover and evaluate. It does not independently establish
that two measurements represent the same target phenomenon, or that an aggregated record preserves
the quantity needed for a subsequent scientific question. The noninvertibility result in Proposition 6.1
gives one elementary illustration: information lost by an aggregation cannot be reconstructed exactly for
every admissible input merely through semantic agreement about the aggregate.

Model plurality further complicates the account of globally shared knowledge. Suppose two re-
search groups use the same quality-controlled observational collection D, but adopt different admissible
generative models M, and Mj, uncertainty treatments, and validation targets. Their disagreement may
arise from errors in one procedure, different domain assumptions, incomplete evidence, or genuine non-
identifiability under the available observations. A global registry can document these differences; a joint
analysis can test their predictive or explanatory consequences; neither operation requires asserting a uni-
versally privileged model. In particular, agreement on observed outputs may coexist with disagreement
on model-based continuation, as shown by Proposition 7.1.

A practical research objective is therefore task-relative interoperability. For a declared scientific
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question ¢, observation support .5, and specified evaluation procedure V,, one can compare a translation
T, from a representation in system « to a representation in system b using

Adequacy%S(Ta ) = Vq (Dm Ma, Tab(Dm Ma)a My; S), (58)

where the evaluation must report uncertainty, excluded quantities, contextual differences, and the tasks
for which the translation was examined. Equation (58) is a schematic assessment interface rather than a
claim that such a procedure has a universal scalar measure or a lossless mapping. The same translation
can be adequate for a low-resolution regional average and inadequate for identifying a hazardous local
extreme. Its assessment should identify the object being preserved and the inferential decisions that
might change under translation.

The distinction has ethical and institutional dimensions. Decisions about which variables, languages,
measurement practices, and model families count as interoperable can privilege established institutions.
A platform that requires all contributors to translate their descriptions into one dominant representation
may increase nominal compatibility while excluding observations or interpretations that cannot be ex-
pressed without consequential loss. Conversely, retaining every idiosyncratic representation without
meaningful bridges can obstruct joint inquiry. A reasonable design must support documented partial
translations, plural model registries, named limits of comparability, and routes for challenging the crite-
ria by which differences are judged. Situated-knowledge and social-objectivity scholarship helps make
the epistemic stakes visible: the relevant achievement is accountable and criticizable knowledge produc-
tion rather than a presumption that institutional uniformity creates objectivity [32, 47, 54].

Correction is part of this account of shared knowledge. A calibration update, improved observing
network, new scientific method, or challenge by an excluded contributor can change an interpretation
and its practical applications. Preserving provenance alone does not settle which revision ought to be
adopted, but accessible revision records permit dependent analyses to be located and reevaluated. This
is especially important when Al systems integrate heterogeneous records at scale. Their capacity to pro-
duce apparently coherent syntheses may exceed the users’ ability to examine individual inputs, making
source-context retrieval, uncertainty representation, and contestation rights more rather than less rele-
vant. Claims about global epistemic improvement must consequently be tested through independent
reproduction, divergent tasks, and adverse cases, not through the volume or apparent consistency of
model outputs.

A further reason to resist epistemic centralization is that a common observation may inform genuinely
different interpretive and practical judgments. Shared evidence can become grounds for competing pri-
orities, and those differences can persist after scientific error is reduced. A limited common nomos
or working protocol can sometimes coordinate conduct without creating a common worldview. This
possibility is well documented in adjacent traditions of political philosophy, legal pluralism, and norm
contestation [53, 48, 60]. Our conditional formalization in Proposition 8.2 adds no general theorem of
consensus; it supplies a way to ask whether a given institution can actually propose, record, test and
revise cooperative rules in the presence of recorded interpretive divergence. The legal status and ethical
authority of any resulting rule depend on separate inquiries.

12.3 Trustworthy Cooperation without Perfect Trust

International scientific cooperation may remain productive under disagreement, competition, and incom-
plete confidence in other participants. The practical question is not whether every institution can be
assumed to trust every other, but which forms of mutual reliance can be sustained under explicit obliga-
tions, credible evidence, and procedures for responding to failures. The historical operation of weather
and ocean observation programmes supplies evidence of bounded cooperation under diverse national
and organizational mandates; their existence does not warrant a prediction that equivalent cooperation is
possible for every type of data, Al system, or dispute [63, 3, 31].

Trust here is a historically constituted relation, and the relevant history may include conflicting ac-
counts, delayed revisions, and institutional changes. A participant’s willingness to rely on a forecast ser-
vice, share an observation, authorize a restricted analysis, or accept a joint evaluation depends partly on
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demonstrated reliability, intelligible procedures, available alternatives, and recognized avenues for cor-
rection. The same participant may have confidence in another institution’s measurement quality while
disputing its authority to authorize secondary use. There are therefore several distinct, task-specific
relationships of reliance rather than a single scalar “global trust.” Their role in collective knowledge
production cannot be deduced from cryptographic authentication or service uptime alone.

This leads to an important distinction among verification, commitment, and remedy. Verification
may establish that a file was issued by a specified service and has remained unchanged. A commitment
specifies what an institution undertakes to do, for whom, under which conditions, with what exclusions
and responsibilities. Remedy concerns the possibility of challenging a breach or mistake and obtaining an
effective response. Proposition 8.1 already demonstrated the non-implication from technical traceability
to effective remedy. The broader theoretical point is that reliance remains vulnerable when commitments
are technically visible but scientifically incomprehensible, institutionally nonbinding, or impossible for
affected parties to contest.

Practical governance can therefore be evaluated through a sequence of observable capacities: partic-
ipants can identify who is responsible for a relevant action; obligations and limitations are described in
terms they can use; significant deviations become detectable; review is available to those affected; and
a remedial decision can change subsequent scientific or institutional practice. None of these capacities
entails perfect prevention of error or misconduct. A well-functioning arrangement may instead make fail-
ures inspectable and provide justified means to limit harm and repair relations. The continued possibility
of disagreement is compatible with cooperation when procedures allow participants to pursue scientific
criticism without automatically forfeiting access or status.

These capacities also interact with resource asymmetry. A small research group may know that a
dataset is poorly calibrated but lack the computation, standing, or legal support to challenge a published
assessment. A community may receive a notice explaining how its data are used without possessing an
effective means of influencing the model’s purpose. A formally open review forum may be linguistically
or administratively inaccessible. Hence inclusive governance requires examination of effective participa-
tion, not solely published procedural rights. The task-relative capacity model in Equation (56) provides
one starting point for empirical evaluation, while Sections 8 and 9 address the wider institutional and
ethical conditions.

There is no need for this paper to resolve the general theory of trust formation. Its specific contribu-
tion is to state the reliance conditions that an epistemic infrastructure would have to make inspectable
and evaluable. The independent companion inquiry on generative trust can examine how institutions
and subjects form, sustain, contest, or transform such relations through historically situated practice. The
present argument thus avoids the assumption that one global governance charter, one cryptographic iden-
tity layer, or one numerical trust score can substitute for the diverse social processes by which scientific
cooperation becomes credible.

12.4 Technological Interoperability and Institutional Dependence

The fourth issue concerns the division between an infrastructure’s technical affordances and the institu-
tional and material conditions under which those affordances can be used. A network may implement
open interfaces but remain dependent on restricted compute services, specialized instruments, concen-
trated cloud providers, long-term financing, or scarce energy. A data licence may permit research while
the only practically usable analysis system requires an expensive subscription. A software repository
may publish its source code while reproducing the model requires unpublished training data, unavailable
hardware, or tacit expertise. Consequently, the ability to retrieve a record, the authority to analyze it, and
the capacity to challenge an inference must be measured separately.

For a participant ¢ and declared scientific task ¢ in institutional configuration A, define a proposed
effective-participation condition

Participatey, (i, ¢) = Permity (i, q¢) A OperationalCapacityy, (7, q) (59)
A InterpretiveCapability;, (i, ¢) A ReviewPathy (i, q).
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Here the conjunction describes four criteria for a particular task; it is not a universal definition of political
inclusion or a claim that these capacities are binary in practice. Each term may require graded assessment,
and access may remain legitimately restricted by rights, confidentiality, or ecological considerations.
Equation (59) prevents nominal availability from being mistaken for the capacity to create or contest
knowledge. It complements the capability-set approach of Equation (56) without treating a particular
compute allocation as an all-purpose measure of justice.

Institutional dependence can also arise through terms of participation. An archive may require stan-
dardized metadata, an observation network may assign responsibility for quality-control revisions, and
a cloud-based facility may impose rules for security, resource allocation, and preservation. These rules
can provide predictable expectations and reduce coordination costs. They can also impose burdens that
small contributors cannot meet, determine whose observations gain visibility, or limit the practical abil-
ity to leave a service. A federation should therefore record not only who owns a dataset or operates a
server, but who can change standards, approve model updates, alter access rules, allocate computation,
and hear appeals. Technical interoperability becomes publicly meaningful only through examination of
these governed capacities.

The environmental dimension is equally material. Global replication, energy-intensive model train-
ing, high-availability services, and expanded observing systems require electricity, cooling, equipment,
extraction, transport, land or seabed access, and maintenance. Increased infrastructural redundancy can
improve scientific continuity while increasing resource demands. A reduction in the apparent cost of ac-
cessing data may reflect subsidies or the displacement of costs onto host communities, public institutions,
or ecosystems. Therefore improved information flow should be evaluated alongside a multidimensional
account of environmental incidence, as proposed in Equation (45). The European Union’s data-centre re-
porting framework and the IEA’s electricity projections provide bounded context for particular aspects of
environmental accounting; neither supplies a comprehensive causal assessment of a hypothetical global
federation [17, 41].

These considerations are especially important in relation to Al. The ability of an Al system to synthe-
size observations or operate scientific workflows does not give it autonomous access to electricity, mate-
rial resources, legal permissions, scientific instruments, or institutional recognition. Its outputs may be
useful while its operation remains dependent on human-maintained infrastructure and concentrated pro-
prietary services. Conversely, expanded Al capacities can help less-resourced groups conduct analyses
if usable access, support, and critical scrutiny are available. The direction of the institutional effect there-
fore depends on actual production arrangements and governance. The preceding monetary-dissolution
inquiry similarly distinguished user-facing service prices from underlying productive dependence; here
the analogous distinction separates apparent epistemic accessibility from control over the conditions of
scientific inquiry [37].

12,5 Counterexamples, Failure Modes, and Limits of Generalization

The preceding sections suggest that an infrastructure should be evaluated as a configuration of epistemic,
technical, institutional, and ecological relations rather than through an aggregate level of openness or
centralization. Several counterexamples clarify the limits of more ambitious interpretations of the archi-
tecture. They are conceptual or hypothetical tests, not reported failures of existing WMO, Argo, GOOS,
EOSC, or EDITO arrangements.

Table 23 identifies independent ways a federation can fail to satisfy its purported public or scientific
purposes. The cases also show why passing a technical interoperability test cannot automatically certify
institutional legitimacy. The source-access counterexample concerns routing and governance; the model-
plurality counterexample concerns epistemic identification; the trust example concerns accountability;
the computational example concerns productive capacities; the ecological example concerns physical
effects and affected interests. A single evaluation index would require additional normative assumptions
about commensuration and weights. This paper does not supply such a universal weighting rule.

The resulting theory is best understood as a collection of conditional design claims. Under speci-
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Table 23: Counterexamples to overly broad claims about global knowledge infrastructure. Each example
is hypothetical; the revised inference describes a narrower, testable requirement.

Overbroad Hypothetical Revised research requirement
inference counterexample
Global standards All compliant pathways Test service cuts, alternative routes, institutional substitutes
yield global pass through one and lawful eligibility
access unavailable authorization
intermediary
Shared Identical measurement Preserve model plurality and task-specific external validation
observations histories support competing
produce shared models with different
knowledge out-of-sample behaviour
Authentication An authentic, traceable Evaluate scientific verification, commitments and enacted

guarantees trust

Open datasets

output is erroneous and no
remedy is available
A participant can retrieve a

correction separately

Measure effective compute, interpretive and review capaci-

imply equal model but lacks resources to  ties

participation reproduce its claims

Restrictions A derived output reveals Assess re-identification and inferential leakage along down-
eliminate information about a stream uses

sensitive protected location from

information auxiliary data

Replication Redundant services improve Compare resilience gains against bounded ecological and dis-
always improves uptime but substantially tributive impacts

public benefit enlarge water and energy

demand

fied service dependencies, interoperable metadata and provenance can improve discoverability and ret-
rospective traceability. Under appropriate measurement, translation, and validation assumptions, hetero-
geneous observations can support jointly inspectable scientific inferences. Under sufficiently resourced
and legitimate governance arrangements, participants can sometimes contest outputs, negotiate restric-
tions, and enact corrections. Under a bounded environmental design, particular operations may meet
specified ecological criteria. None of these implications establishes a universally scalable global knowl-
edge system, and their conjunction must be tested rather than presumed. The empirical programme
proposed in Section 11, particularly Table 22, supplies starting points for falsifiable tests.

A further limit concerns the temptation to treat historical development as a linear march toward a fully
unified global knowledge order. Observation programmes evolve through changing instruments, insti-
tutions, political relationships, scientific controversies, material constraints, and choices about whose
knowledge is recognized. A represented history can support multiple admissible continuations and com-
peting interpretations without requiring a universal present, a common measure of scientific progress, or
a fixed endpoint of integration. The architecture must therefore allow institutional revisions, changing
membership, alternative epistemic approaches, and, when justified, the dissolution or reconstitution of
particular cooperative relations. Its legitimacy may depend on how participants are able to reshape its
conditions of further development.

Finally, the proposed global infrastructure should not be confused with the end of geographical, dis-
ciplinary, or institutional difference. Scientific inquiry depends on situated observations, heterogeneous
interpretive resources, and the possibility of independent criticism. The research objective is to make
cooperation across those differences technically possible, epistemically accountable, institutionally con-
testable, and ecologically examinable. These are demanding and partly competing requirements rather
than guaranteed properties of federation. Section 13 identifies the resulting independent research pro-
grammes; the conclusion will state the paper’s contribution within these declared limits.
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13 Research Continuations

The preceding inquiry has identified conditions under which independent observation systems might ex-
change records, coordinate scientific inference, and support accountable knowledge production without
surrendering their institutional diversity. It has also exposed limitations that cannot be settled by a gen-
eral infrastructure diagram. A standard for exchanging an observation does not establish that the record
is adequate for a particular investigation; a shared computational service does not ensure equivalent op-
portunities to challenge its outputs; and institutional commitments have to be enacted, maintained, and
revised through practices whose consequences cannot be deduced from a protocol specification. The ob-
jective of this section is to formulate a research programme addressing these unresolved problems while
preserving a clear division of labour among the present paper and subsequent, independently assessable
investigations.

Six continuations are considered: the empirical construction and testing of federated knowledge ser-
vices; ocean exploration and autonomous robotics; ecologically compatible Al infrastructure; the genera-
tion and maintenance of trust in transnational cooperation; common knowledge creation and generalized
translation; and the relationship between epistemic infrastructure and monetary coordination. These
programmes overlap in their dependencies but differ in their primary objects, evidence, and evaluation
criteria. The order of presentation indicates analytical connections rather than a necessary chronological
sequence. Each programme may begin through limited and separately governed experiments. Its contri-
bution should be evaluated through the questions it can answer and the harms or exclusions it can reveal,
rather than through its conformity to a predetermined pathway toward global integration.

The distinction between a programme hypothesis and a test result is central. This paper supplies
conceptual interfaces and some conditional formal statements. It does not report an operational global
federation, independently validated ecological monitoring, an autonomous marine robot deployment, an
enforceable transnational governance institution, or observed monetary dissolution caused by AI. The
following proposals identify what such evidence would have to contain. The case studies in Section 3 and
the synthetic tests in Section 11 supply limited starting points, not demonstrations that the full programme
is feasible or desirable.

13.1 Global Knowledge Architecture and Testing

The first continuation translates the conceptual federation in Section 5 into a reproducible, bounded re-
search system. Its central question is not whether an arbitrary number of servers can exchange bytes.
Rather, it asks whether institutions with different instruments, epistemic assumptions, data-access du-
ties, and computational resources can jointly produce inspectable scientific claims while retaining the
capacity to disagree, correct errors, or withdraw from particular activities under specified rules. The rel-
evant unit of evaluation should therefore include the observation-to-claim process: from instrument and
sampling description, through calibration and provenance, to translation, inference, external validation,
publication, and possible revision.

A minimal pilot might involve three separately administered nodes contributing records relevant
to one expressly bounded coastal question. One node would preserve atmospheric observations and
their quality metadata; another would preserve ocean profiles and their revision histories; a third would
perform a declared inference task with specified uncertainty and review procedures. A discovery inter-
mediary could mediate metadata exchange without controlling the underlying measurements. A parallel
pilot should vary the governance of the intermediary, including a replaceable relay and a single manda-
tory authorization provider. This permits direct assessment of whether the service graph has a critical
dependency of the kind described in Proposition 12.1. The results would be local to these configurations;
successful delivery cannot be extrapolated to an entire planetary network.

The pilot should maintain a versioned research dossier, including observation supports, instrument
histories, source permissions, translation assumptions, model versions, reproducibility requirements,
downstream claims, and dispute records. A task ¢ evaluated over a represented history h may be as-
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signed the dossier
Pan = (Oqn> Pans Tyns Mg, Gan Vans Ran) (60)

where O denotes versioned observations, P provenance and quality context, 7" declared translation pro-
cedures, M models, G permissions and institutional responsibilities, V' validation evidence, and R cor-
rection and review records. Equation (60) is a proposed record structure and does not presume that these
objects are exhaustive, globally standardized, or mutually reducible. An implementation should expose
the schema, missing fields, and mapping failures rather than silently filling gaps with assumed metadata.

The experimental design requires adversarial tests. These should include a corrected instrument se-
ries whose earlier records persist in a downstream model; two semantically similar but scientifically
non-equivalent products; a revoked permission with known downstream copies; an unavailable registry
or identity provider; and a participant able to download data but unable to run the advertised model.
Outcomes should include successful scientific reconstruction, task-dependent translation error, correc-
tion propagation, authorized access, independent criticism, latency, and the resource burden imposed on
less-resourced nodes. Relevant technical precedents include WIS2 services, W3C provenance records,
established metadata conventions, and existing scientific federation efforts; these supply components
and questions rather than a ready-made global solution [65, 71, 7, 14].

A negative outcome should be scientifically productive. For instance, if a federation correctly de-
livers observations but fails to reproduce a cross-institution prediction after a quality-control revision,
the failure identifies a missing dependency or an inadequately specified interpretation procedure. If the
only available remedy is unilateral action by a dominant provider, a nominally distributed architecture
may have passed a connectivity test while failing an accountability test. Research should therefore pub-
lish failure traces, bounds of applicability, contested mappings, and counterfactual alternatives alongside
any demonstration of successful exchange. Expansion to additional domains should follow separately
justified requirements for scientific equivalence, access, and public purpose, rather than assume that an
initial environmental-data pilot licenses universal knowledge integration.

13.2 Ocean Exploration and Autonomous Robotics

The second continuation begins from the ocean as an object of inquiry in its own right. Its importance
does not depend on whether future data centres are placed underwater or whether marine infrastructure
becomes commercially productive. Much of the ocean remains incompletely sampled across depth, ge-
ography, ecological communities, and physical and biogeochemical processes. However, an absence of
detailed measurements must not be rhetorically converted into a single numerical statement about how
much of the ocean is unknown: bathymetric coverage, direct visual observation, chemical sampling, bi-
ological survey, and explanatory model adequacy measure different aspects of knowledge. The research
problem is to improve the epistemic and material conditions under which these different unknowns can
be investigated.

Marine observation involves interacting networks of satellites, research vessels, fixed instruments,
drifting platforms, profiling floats, and autonomous or remotely operated underwater vehicles. These in-
struments vary in their sampling supports, power demands, recoverability, accuracy, ecological footprint,
and ability to operate where communication is limited. Argo, GOOS, and OceanOPS illustrate distinct
elements of sustained marine observation and coordination, but they do not establish that a new robotic
system will function safely in all environments [1, 28, 39]. The European Digital Twin Ocean and its
evolving EDITO infrastructure indicate growing interest in combining marine observations, numerical
models, and reusable computation, while the performance of individual research applications remains an
empirical question [21, 19].

An initial autonomous-robotics research question would be: how should a vehicle select observations
that are scientifically informative while respecting energy, communication, navigation, and ecological
constraints? A research programme could compare a conventional fixed sampling route, an adaptive
uncertainty-reduction route, and a route constrained by habitat sensitivity. The vehicle may carry a
bounded set of sensors for temperature, salinity, dissolved oxygen, optical imagery, or another clearly
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specified variable. Each sensor requires its own calibration and provenance, and the resulting infer-
ence must distinguish measured quantities from latent ecological states. Prior maps and model forecasts
should be treated as revisable aids to sampling, not as privileged descriptions of an ocean environment.

For a declared marine task ¢, represent a candidate observation policy 7 by its evidence yield I, (7),
energetic and material burden C'(), and potential ecological impact vector E(7). One research formu-
lation seeks policies satisfying

nIenI%fh I,(m) subjectto C(m) < Crax, E(7) <¢n Emax- (61)
Here the admissible policy set and componentwise or institutionally specified environmental comparison
=4,» depend on the investigation and its governance. Equation (61) is a design problem, not evidence
of measurable ecological thresholds or the ability to maximize a universal quantity of information. The
meaning of /,, the baseline from which impacts are assessed, and the parties authorized to define and
contest constraints are themselves research subjects.

The experimental sequence should move from simulation and controlled sensor validation to
bounded, independently reviewed field trials where permitted. Test conditions include loss of position-
ing, sensor drift, corrupted acoustic links, unanticipated currents, collision risks, ecological disturbance,
and gaps between simulated and observed species responses. An especially important negative case
is an adaptive sampling policy that increases data volume but systematically avoids scientifically dif-
ficult habitats. Another is an energy-saving route that reduces one measured footprint while imposing
unmonitored disturbance elsewhere. Criteria for responsible deployment must include recovery and
decommissioning plans and independent environmental observation. A marine paper can then contribute
scientific understanding and methodological advances without presupposing an economic or industrial
use of the ocean.

13.3 Ecologically Compatible AI Infrastructure

The third continuation investigates the physical conditions of AI production and their consequences. Al
systems rely on electricity, computing facilities, communications, materials, equipment manufacture,
cooling, maintenance, skilled labour, and institutional permissions. Even if a particular system becomes
more capable of managing its own operations, it remains embedded in physical and ecological processes.
The proposition that Al productive autonomy might reduce monetary dependence across Human—AlI
exchanges therefore requires a more exact account of autonomy’s boundary and the conditions through
which production is reproduced. The companion monetary paper already distinguishes a service’s user-
facing price from the upstream claims and productive dependencies that make it possible [37].

This programme should distinguish operational autonomy (performing a defined activity without im-
mediate direction), supply autonomy (obtaining specified inputs), maintenance autonomy (repairing and
sustaining equipment), and reproductive autonomy (supporting the continued production of essential in-
puts and replacements within a declared system boundary). Each can be evaluated on different scales and
under different ownership rules. A system might manage its own energy scheduling while remaining de-
pendent on external grid connection, semiconductor fabrication, local land and water rights, and human
labour. A privately owned facility and a common infrastructure may have identical physical dependen-
cies but different access and decision-making structures. Autonomy is therefore boundary-relative and
cannot be inferred from computational intelligence alone.

One experimental strand should evaluate Al workload scheduling against measured or bounded phys-
ical constraints. Relevant variables include electricity demand and its timing, equipment and cooling re-
quirements, water withdrawals and consumption where applicable, embodied materials, land-use change,
waste, and environmental effects on affected communities and ecosystems. The 2026 IEA outlook pro-
vides useful contextual evidence of possible growth and electrical constraints, but it is not an estimate of
the footprint of this proposed federation or of a hypothetical subsea installation [41]. In a research design,
operating conditions must be paired with site-specific ecological baselines, alternative technologies, sea-
sonal variability, and counterfactual supply arrangements. The accounting boundary should document
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imports and displaced impacts so that moving infrastructure from land to sea, or from one jurisdiction to
another, cannot itself be recorded as environmental improvement.

A possible comparative study would evaluate three hypothetically equivalent scientific-computing
services: a conventional land-based deployment, a deployment using improved operational management,
and a proposed alternative site or cooling arrangement. Before judging their respective performance, in-
vestigators would determine whether they perform scientifically equivalent tasks, achieve comparable
reliability, and observe the same material and environmental accounting boundaries. Reporting should
distinguish measured quantities, modeled impacts, uncertain assumptions, affected interests, and appli-
cable oversight requirements. A local reduction in electricity use can coexist with increased material
demand or ecosystem disruption. Likewise, lower operational payments do not show that a facility has
become materially autonomous or that its ecological effects have been compensated.

The most informative outcomes may include finding that a technically efficient design is ecologically
unacceptable at a particular site, or that an apparently autonomous Al service depends on concentrated
upstream productive control. Both outcomes would refine the conditions under which infrastructure can
contribute to durable scientific cooperation. A later paper should investigate physical and institutional
feasibility in detail, with domain-specific environmental expertise, independently validated evidence,
and governance participation appropriate to the particular installation. This paper cannot supply such
site-specific assessments.

13.4 Generative Trust and Transnational Governance

The fourth continuation treats trust formation as an independent relational and institutional research prob-
lem. Its starting point is that reliable cross-border knowledge cooperation cannot be derived from authen-
ticated messages, cryptographic signatures, or compatible scientific vocabularies. These instruments can
supply evidence, traceability, and enforceable or contestable commitments under some conditions, but
practical reliance also depends on histories of fulfilment, correction, reciprocity, institutional capacity,
and experiences of vulnerability. Trust may grow, fragment, transfer between organizations, or be dam-
aged by an event that leaves technical compatibility unchanged. The proposed research should explain
these transformations rather than represent trust as a fixed scalar attached to each participating country
or system.

A useful primary object would be a documented commitment relation: who has undertaken which
obligation, toward whom, under which authority, with what conditions for verification, revision, rem-
edy, and exit. A transnational federation could include data custodians, model developers, observing
institutions, community representatives, and affected decision-making bodies. Their commitments may
differ in legal form, practical capacity, cultural interpretation, and geographic reach. Polycentric gover-
nance and open-science scholarship offer relevant perspectives on plurality and participation, but they do
not guarantee identical outcomes across domains [52, 57]. The companion paper on trust should conse-
quently examine how specific arrangements are formed, maintained, challenged, repaired, or dissolved.

The empirical design should include both cooperative histories and adversarial disruptions. One case
might examine a node that publishes an erroneous observational product, acknowledges the mistake,
propagates corrections, and enables affected participants to challenge downstream scientific claims. An-
other might involve a node that satisfies formal notification duties yet lacks capacity to repair the harm.
A third could involve asymmetric resource dependence in which a nominally voluntary participant has
little practical alternative to accepting a dominant provider’s terms. The analysis should avoid imputing
hidden motives: it must distinguish observable conduct, institutional rules, independently documented
outcomes, and competing interpretations of trustworthiness.

A deliberately modest evaluation record for a commitment ¢ can be expressed as

%(c) = (scope(c), authority(c), evidence(c), review(c), remedy(c), exit(c)). (62)

The entries in Equation (62) are fields to be investigated, not a mathematical definition of trust itself.
They may be absent, contested, or only partly realizable. A research programme could evaluate whether
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improving one field produces more effective correction without reducing meaningful participation in
others. It should also test contrary outcomes: increased procedural complexity may inhibit small insti-
tutions, mandatory transparency may compromise protected data, and strengthened legal commitments
may facilitate either cooperative public provision or new exclusionary credit and contractual dependen-
cies.

The governance inquiry must also investigate representation of those affected but not directly partic-
ipating in the technical network. Local communities, ecological interests, institutions with limited com-
putational resources, and contributors whose knowledge is transformed through Al require procedures
proportionate to their exposure and interests. A declaration of global public purpose cannot substitute
for evidence that such procedures operate. This inquiry belongs primarily to the trust-and-governance
companion paper, whose independent contribution should be a testable account of relational formation
and contestability rather than a universal governance prescription derived from the architecture alone.

A distinct research question concerns the formation of workable nomos among heterogeneous inter-
pretive systems. Given a common but incompletely interpreted observation history, researchers could
trace how participating institutions articulate different evidentiary claims, propose bounded practice
rules, justify reservations, authorize a protocol, measure performance, and reopen contested decisions.
Alternative outcomes include partial agreement, coerced or nominal assent, durable disagreement, and
changes in the institutions’ subsequent interpretive capacities. This programme should draw critically on
overlapping consensus, legal pluralism, norm contestation, and applicable international law, rather than
claiming their central insights as new [53, 48, 60, 40]. Its distinctive empirical test would be whether
detailed histories of interpretive difference and protocol performance explain patterns of cooperation or
mistrust beyond what formal membership and technical interoperability alone predict.

13.5 Common Knowledge Creation and Generalized Translation Infrastructure

The fifth continuation develops the constructive infrastructure questions of Section 10 as an independent
research object. A common knowledge environment requires more than repositories: its participants
need experimental facilities, computational access, methodological exchange, credit and contribution
histories, and means to contest the interpretation and downstream circulation of their work. Generalized
translation extends the inquiry further to task-specific transformations of heterogeneous representations,
relations, values, and practices. This programme would design mediation protocols, test software inter-
faces, and examine which practical capacities and institutional safeguards are needed when one partici-
pant’s evidence or value becomes consequential in another participant’s relational context.

A starting testbed could combine two governed research workspaces, an openly licensed marine-
observation record, deliberately divergent scientific or institutional categories, and a proposed shared
task. The implementation should expose the production and circulation interfaces in Table 15, task-bound
preservation judgments in Equation (48), and known-dependent correction review in Equation (50). One
arm would exchange artifacts with conventional semantic mapping; a second would add explicit genera-
tive hypotheses, non-equivalence records, and human-supervised translation; a third would incorporate
authoritative review, benefit/dependency records, and contestation procedures. Research questions in-
clude whether failure disclosures improve scientific decisions, when Al-suggested correspondences over-
claim equivalence, whether affected participants can refuse unauthorized downstream use, and whether
the receiving node gains reproducible knowledge-producing capacity rather than only a downloadable
product. A failed mediation that reveals irreducible disagreement should count as an informative result.

The legal work must distinguish applicable law, independently justified ethics, participant assent,
and a technical policy declaration. The value-circulation work must distinguish provenance, benefit
claims, productive dependencies, recognized authority, and enacted remedy. The proposed field’s con-
tribution would be empirically testable interfaces and comparative evidence, not a universal translation
of all cultural or political orders. Its scope is adjacent to but separate from the trust companion study:
the latter examines the formation and revision of credible relations, while this continuation investigates
implementable mediation and common knowledge-production services.
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13.6 Epistemic Infrastructure and Monetary Coordination

The sixth continuation reconnects the present investigation with the initial monetary-dissolution research
while maintaining a distinct analytical scope. Improved observation, data interoperability, and Al infer-
ence may allow participating institutions to identify production dependencies, verify claims, and coor-
dinate exchanges that previously required more costly intermediaries. These capabilities could support
reciprocal provision, distributed settlement, or revised access arrangements. Yet more detailed knowl-
edge also makes additional transactions, finer-grained billing, and new forms of credit possible. The
direction of monetary change is consequently an empirical and institutional question; richer epistemic
infrastructure is not sufficient evidence of declining monetary dependence [37, 34].

The companion monetary inquiry proposed that Human—Human, Human—AlI, and AI-AI relations
might experience uneven or differently ordered transformations, depending in part on productive auton-
omy and organizational conditions. The present paper can contribute by specifying what participants
would need to know and verify in order to make a particular coordination mechanism possible. It cannot
determine whether those participants would consent to a clearing arrangement, whether heterogeneous
values are commensurable, or whether a legally effective discharge has occurred. A physically closed
exchange circuit need not be a closed monetary obligation circuit; an account balanced within one bound-
ary may depend on excluded productive or ecological relations. Improvements in shared knowledge
therefore affect some conditions of coordination without erasing its political-economic and normative
dimensions.

A bounded experimental design might place a synthetic obligation ledger alongside versioned pro-
duction and energy records in a federated scientific environment. The trial would vary data quality, obser-
vation latency, provenance completeness, institutional eligibility for clearing, and participant capacities
to contest records. Outcomes would distinguish (i) information relevant to recognizing a possible mul-
tilateral cycle, (ii) an authorized, enacted claim reduction, (iii) monetary obligations shifted upstream,
and (iv) newly created credit or access charges. A comparison group using identical production capaci-
ties with different ownership and governance rules would make institutional dependence visible. Such
a trial would not imply that public scientific observations authorize disclosure of private commercial or
personal claims.

Formally, let 77 ;, denote the bounded knowledge and verification capability relevant to a coordina-
tion task ¢ at a represented history h, and A, ;, the set of institutionally admissible settlement actions. A
candidate change in knowledge may alter which actions can be identified or evaluated, while the set of
authorized actions remains separately governed. Hence

Adgn #0  #= AAu#0 or AMy, <0, (63)

where M, ;, denotes a task-specific measure of monetary dependence. Equation (63) is a logical warn-
ing about the absence of an implication, not an estimated effect. Even where epistemic improvements
enable a particular clearing action, the retained claims, productive obligations, credit formation, and
institutional implementation must still be evaluated. This connects the preceding research to a larger
political-economic inquiry without importing the latter’s conclusions into the present paper.

Table 24 distinguishes research outputs whose differences are sometimes concealed by the general
vocabulary of infrastructure. The scientific results of a marine observation mission cannot be judged
solely by the operational costs of computing; a trust arrangement cannot be validated by the absence
of technical errors; and a nonmonetary access service cannot be described as system-wide monetary
dissolution without examining its upstream obligations. Cross-programme learning should therefore
proceed through shared, contestable records and explicit translations between evaluation criteria, not
through a presumed universal measure of public value.

Together, these continuations also suggest a disciplined development strategy. Begin with narrowly
bounded and reversible inquiries; state the epistemic and institutional assumptions; preserve heteroge-
neous records and uncertainty; admit adversarial failures; document downstream dependencies and af-
fected interests; and revise the research programme when the evidence challenges its architecture. Such
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Table 24: Research continuations distinguished by their primary object, evidence, and failure tests. All
listed designs are proposals; none is a completed experimental result.

Continuation Principal research A revealing adverse result
evidence
Federated Versioned cross-node  Records circulate correctly but downstream inferences cannot be
knowledge dossiers, corrected independently revised
architecture outputs,

Ocean exploration
and robotics

Ecologically
compatible Al
infrastructure

Generative trust
and governance

Knowledge
creation and
translation

Epistemic
infrastructure and
money

reproducibility and
access tests
Calibrated marine
observations, route
and habitat evidence,
recovery and
ecological
assessments
Bounded energy,
water, material, land
and ecosystem
accounts;
comparative
scenarios
Commitment
histories, dispute
handling,
participation, enacted
remedies and exit
Cross-context
mediation dossiers,
research reproduction,
loss records and
review histories
Synthetic ledgers,
production
provenance,
authorization and
credit records

Adaptive sampling improves coverage yet systematically misses
an ecologically important regime

Local energy savings coexist with relocated ecological harm or hid-
den supply dependence

Formally compliant commitments provide no practical challenge
or remedy

Fluent exchange masks incommensurability or leaves participants
unable to create or contest knowledge

Improved information increases billing or credit without reducing
systemic monetary dependence
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an approach accommodates cooperation without assuming that national competition, institutional dis-
agreement, or ecological constraints will disappear. It also maintains a distinction between the existence
of a technical possibility and its ethical or political desirability. The broader aspiration is to expand the
capacity for collective inquiry while preserving the conditions under which different participants can
contribute to, evaluate, and reshape that inquiry.

14 Conclusion

This inquiry began with a practical observation and a conceptual difficulty. International scientific net-
works already exchange consequential measurements across jurisdictions that retain separate institutions,
interests, and capacities. Atmospheric and oceanographic observations, common data policies, calibra-
tion procedures, and shared information services demonstrate that some forms of sustained scientific
coordination are possible without a single authority controlling all instruments or records. The difficulty
is that a network able to exchange measurements is not necessarily a network able to establish credible,
revisable, and legitimately usable knowledge. The paper has consequently examined global observation
and knowledge infrastructures as configurations of observational, computational, epistemic, and institu-
tional relations. Its objective has been to specify what a defensible infrastructure inquiry must represent
and test, while keeping the difference between demonstrated arrangements and proposed constructions
visible throughout.

A first result is conceptual. The terms global, observation, and knowledge designate different prop-
erties that cannot be inferred from one another. A dataset may have international reach yet contain sys-
tematic geographic gaps; measurements may be discoverable yet inaccessible under applicable rights;
systems may exchange syntactically valid records without agreeing about the quantity measured; and
compatible scientific claims may be used within institutions that offer affected participants little oppor-
tunity to challenge their consequences. In the vocabulary established in Sections 1 and 2, observational
coverage, access, interoperability, inferential credibility, and legitimate cooperation must be examined
as related but separately evidenced achievements. Their distinction is an analytical safeguard against
equating an expanding data catalogue with an expanding public capacity to know.

The meteorological and ocean-observing cases provide instructive, bounded grounds for this dis-
tinction. WMO information exchange, including WIS2 and differentiated obligations under the Unified
Data Policy, demonstrates a specific way of connecting national and institutional data responsibilities
through common technical and policy arrangements. Argo demonstrates a scientific circulation in which
observations are published and subsequently revised through distinct quality-control processes. GOOS
and associated ocean-observing coordination connect observing requirements, platforms, metadata, and
operational capacities. EDITO illustrates a developing effort to integrate ocean observations, models,
and applications, while remaining a programme whose implementation and performance need continu-
ing assessment [63, 66, 55, 58, 20]. These examples provide neither a universal institutional template
nor a mandate to open every category of information. Their importance lies in the mechanisms they
make observable: differentiated responsibilities, standards, maintenance, quality review, and repeated
cooperation under practical constraints.

A second result concerns the relational conditions of observation. A measurement becomes scientif-
ically interpretable through a history that may include instrument configuration, sampling support, cali-
bration, processing, inferred uncertainty, and subsequent correction. Records cannot be detached from
these conditions without risking changes of meaning. The formal observation vocabulary introduced
in Section 4 represents these dependencies explicitly and makes missingness, partial coverage, and ver-
sion history objects of investigation. The resulting non-identifiability examples show why apparently
precise outputs may fail to determine the environmental quantities that users hope to infer. An archive
that preserves a numerical observation while obscuring its measurement circumstances may distribute
information efficiently while diminishing a participant’s capacity to assess it. Conversely, retaining
provenance and uncertainty does not by itself prove scientific validity; it improves the conditions for
checking particular claims.
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A third result concerns the reach and limits of interoperability. Common identifiers, machine-
readable metadata, shared vocabularies, and documented interfaces enable important forms of technical
cooperation. The architecture proposed in Section 5 therefore includes independently governed obser-
vation nodes, federated discovery, persistent provenance, rule-governed access, versioned models, and
mechanisms for correction. Yet matching metadata does not make different observation procedures
identical, and a successful mapping between two representations need not preserve the inferences
relevant to a particular scientific question. The formal distinctions of Section 6 treat translation as
task-relative and potentially lossy; some information required for an inference may already have been
discarded by an upstream transformation. This suggests that an epistemically responsible federation
should record the purpose, assumptions, and limitations of its translations and preserve the possibility
of principled non-equivalence. Scientific disagreement is then an object for comparison, independent
checking, and reasoned revision, rather than a defect to be suppressed by a universal schema.

The assimilation inquiry reinforces this point. Multiple observations can improve inference when
their errors, supports, and model relations are adequately specified; they can also create unwarranted
confidence when shared biases or correlations are overlooked. Agreements among assimilated products
need not imply agreement about structural models or their admissible continuations. Scientific valida-
tion therefore requires records of model choice, uncertainty characterization, independent evaluation,
and changing observational conditions. The illustrative Bayesian and filtering calculations of Section 7
demonstrate logical limitations under stated assumptions rather than providing new estimates of the per-
formance of deployed weather or ocean models. A prospective federation would need to evaluate these
limitations with domain-specific data and expertise, not merely certify that participating systems produce
outputs in a common format.

A fourth result is institutional. Shared interfaces do not guarantee distributed power, and a formally
federated system may still be vulnerable to the loss or refusal of a critical registry, identity service, com-
puting provider, or governance intermediary. The service-network proposition in Section 12 makes a
limited version of this dependence explicit. At the same time, the alternative of concentrating every
authority in one global operator introduces its own accountability and participation questions. Institu-
tional plurality is consequently a design property to be examined through operational alternatives, rights,
public responsibilities, and the practical ability to leave or contest an arrangement. The architecture pro-
posed here does not prescribe that all participating communities accept an identical form of ownership,
scientific authority, or legal organization.

This institutional concern also changes the meaning of trust. A technically authenticated message
can be erroneous; a traceable decision can be harmful; and an institution may fulfil a reporting require-
ment while failing to correct a disputed output. Trustworthy cooperation therefore involves more than
agreement on protocols or confidence in a system’s numerical accuracy. It can depend on historically
demonstrated performance, acknowledgment of mistakes, reciprocal commitments, meaningful partici-
pation, contestable decisions, and available remedies. In the discussion of Section 8, these features are
represented as matters requiring evidence and practical institutional capacity. They should not be col-
lapsed into a universal trust score or assumed to arise automatically from cryptographic verification. The
proposed companion inquiry into generative trust can investigate how such relations form, transform, de-
teriorate, and become repairable without allowing this paper’s architecture to determine its conclusions
in advance.

A fifth result is ethical and ecological. The public purposes of scientific inquiry coexist with differ-
entiated data rights, community authority, personal or ecological sensitivity, and unequal capacities to
interpret and benefit from research. The FAIR and CARE frameworks illuminate different, complemen-
tary aspects of these concerns; neither licenses a claim that all data should be released without restriction
[61, 6]. Moreover, restrictions on raw records may be ineffective where trained models or derivative
products disclose sensitive attributes. Scientific institutions must therefore consider downstream infer-
ence, access to computational capacity, and the possibility of correction and remedy, including for people
and communities who do not operate the underlying technical systems. These conditions are especially
important as AI becomes more capable of integrating heterogeneous observations and producing persua-
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sive representations whose authority may exceed their evidential support.

A further result concerns the constructive requirements of shared knowledge production and cir-
culation. Beyond federated storage and scientific retrieval, a public infrastructure may need collabo-
rative workspaces, research instruments, accessible computation, methodological education, recordable
research histories, and mechanisms for independent correction. Moreover, generalized translation across
heterogeneous GR contexts may require the situated reconstruction, negotiation, or co-creation of mean-
ings, practices, and values. Partial mediation records can make the intended preservation criteria, trans-
lation losses, relevant authority and resulting dependencies inspectable; they cannot compel equivalent
interpretations or supply legal validity and ethical legitimacy. Section 10 develops prospective services
and exposes their possible adverse outcomes. Its companion research direction would construct and
compare such services rather than assume a universal translation mechanism.

The infrastructure’s environmental relations also remain within the research boundary. Observation
platforms, data transfer, storage, model computation, maintenance, energy provision, and hardware pro-
duction all rely on material capacities with potentially uneven ecological impacts. A deployment that
lowers one site’s operating expenses may relocate energy demand, material extraction, water use, or
habitat disturbance elsewhere. No accounting method introduced in this paper is sufficient to establish
that a particular proposed installation is ecologically beneficial. A responsible research design must
begin with the relevant physical and ecological boundary, baseline evidence, plausible alternatives, un-
certain effects, applicable responsibilities, and monitoring and remedy capacities. These requirements
link scientific knowledge infrastructure to environmental research while leaving site-specific life-cycle
assessment, marine ecology, and engineering validation to independent investigations.

A further connection concerns epistemic bias and the practical need for common norms. Different re-
lationally situated systems may produce divergent understandings of the same evidence and disagreement
over its permissible uses. The possibility of a bounded common protocol does not require interpretive
uniformity: institutions may coordinate a specified action while preserving distinct reasons and reser-
vations. This is a long-studied possibility in diplomacy, political philosophy, and jurisprudence, not a
novelty claimed by the paper. Our narrower proposal is to make the production, interpretation, recog-
nition, contestation and amendment of such protocols examinable as part of infrastructure governance.
Agreement among present participants must not substitute for legal authority, inclusion of affected par-
ties, or independent ethical assessment. The full theory of normative and trust formation is deliberately
left to a companion study.

The hypothetical scenarios of Section 11 provide a method for challenging, rather than celebrating,
the architecture. A drifting sensor can defeat apparently stable data integration; a shared vocabulary
can obscure a consequential model disagreement; formally open records can be unusable to institutions
lacking computational capacity; and a valid access restriction can be undermined by later publication of
derived information. Each example isolates a failure that the existence of common technical interfaces
cannot resolve. The examples are stipulated constructions, with no claim that their numerical settings
reproduce an operational global federation. Their methodological value lies in making the proposed
programme answerable to adverse observations: one should be able to identify which claim fails, which
evidence is missing, and which technical or institutional revision would be required.

The research continuations in Section 13 follow from these limits without forming a compulsory
technological sequence. Global knowledge architecture needs reproducible federation trials and explicit
tests of provenance, authorization, and correction. Ocean exploration and autonomous robotics deserve
independent scientific attention because significant marine phenomena and ecological relations remain
insufficiently observed; data centres are at most one possible application of marine engineering. Ecolog-
ically compatible Al infrastructure requires material and institutional accounting, not simply claims of
software autonomy. Generative trust and transnational governance require observation of commitment
histories, disagreement, asymmetry, and remedies. The earlier study of monetary mediation provides a
further connection: improved observation and inference may facilitate distributed coordination or clear-
ing, but may equally support new forms of pricing, financing, and credit [37, 35]. Each inquiry has its
own empirical objects and criteria of validity. Their productive relation lies in exchangeable, criticizable
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methods and evidence rather than an assertion that one theory already establishes the others.

The comparison between meteorological cooperation and more heterogeneous fields also highlights
the historically achieved nature of common scientific language. The stability of a formal identity un-
der agreed axioms does not make its notation or social practice ontologically primitive. Likewise, an
observed physical regularity can support powerful cross-institutional tests without proving that every
possible observer must represent it through the same mathematics. By treating ontological, relational,
and manifestational reality as coupled, non-hierarchical registers, the present analysis distinguishes po-
tentially observer-independent mathematical or physical structures from the relational emergence of con-
cepts and scientific practices and from their specific manifestations. It suspends a final account of the
first register, rather than denying its possible independent reality; the principal comparison among human
and hypothetical nonhuman GR systems concerns their second and third registers. A productive global
knowledge infrastructure would support task-bounded common languages, document their formation
and revisions, and recognize conditions under which shared manifestations conceal different generative
structures.

The contribution of the present paper is consequently a bounded conceptual and architectural speci-
fication. It identifies distinct levels of interoperability, treats the measurement and revision histories of
knowledge as infrastructure requirements, describes a possible federation of technical and institutional
capabilities, and formulates failures that a later implementation would have to withstand. These con-
tributions should not be mistaken for a deployed international system, a validated universal knowledge
representation, an enacted transnational governance settlement, or evidence that all participating institu-
tions would benefit equally. They remain preliminary until independently tested through comparative
observation networks, reproducible computational experiments, and institutional and ecological research
attentive to those affected by their results.

The central possibility investigated here is that global scientific cooperation can grow through dis-
tributed capacities for observing, interpreting, correcting, and governing shared knowledge, even where
participants retain different interests, resources, and forms of authority. Its realization would depend on
continued technical work and on relations of recognition, responsibility, and trust that cannot be supplied
by the architecture alone. The task is therefore to construct knowledge infrastructures whose claims re-
main open to examination and revision, whose participation and exclusions can be challenged, and whose
material conditions and ecological effects are not hidden behind the circulation of data. Such an inquiry
offers a practical orientation for collective scientific work without treating the world’s plurality, uncer-
tainty, or continuing transformation as problems that a single infrastructure could finally eliminate.

A Formal Vocabulary for Observation Nodes and Histories

This appendix provides a typed, deliberately limited mathematical vocabulary for the relational and fed-
erated infrastructures examined in the main text. The purpose is to make explicit the objects invoked
when the paper speaks of observation events, scientific records, enduring participating organizations, de-
pendencies, revisions, and admissible continuations. In particular, the vocabulary separates a recorded
event from a durable observer, a traceable derivation from a valid inference, and a readable record from
an authorized use. It supplies formal working definitions and small logical results rather than a claim that
an implemented world-scale system has been demonstrated. Sections 4 and 5 motivate its observation
and architectural components; Sections 6, 7, and 8 address distinct issues of interpretation, assimilation,
and institutional authority. In the author’s related exploratory work, relational histories and generative
representations are proposed as ways of describing knowledge formation; the present definitions are a
task-specific application of that perspective [35, 34].

A.1 Types, Events, and Represented Histories

Let Evt be a type of represented event occurrences; its elements are not presumed to be enduring people,
instruments, places, institutions, or Al systems. A chosen finite research dossier consists of aset £ C Evt
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and a family of typed relations among its elements. We distinguish event kinds by a type map
T:E — T, T = {measure, calibrate, record, review, infer, authorize, revise, act}. (64)

Equation (64) is an illustrative finite type list, extensible when a field programme distinguishes further
operations. For example, a buoy’s acquisition of a salinity signal, a laboratory’s decision to revise a
calibration factor, and a repository’s authorization of a derivative product are three events of different
types. The buoy, laboratory, and repository are identifiable through their histories and role relations
rather than being identical to those event vertices. Events can carry identifiers and observations, but an
event identifier is not a metaphysical assertion of a universally unique occurrence independent of the
conventions used to individuate it.
A represented history is specified as

H=(E,D,P,L%), D,PCEXE, (65)

where D records declared epistemic or operational dependency, P records an asserted partial ordering
under stated evidence and conventions, L is a family of additional typed relations (including observa-
tional, provenance, and governance relations), and £ supplies evidence and uncertainty attached to those
assertions. In Equation (65), D and P are separately typed: a model may depend on an earlier published
result without establishing a general ordering of the physical processes described by the two sources.
When P is taken to be a partial order, reflexivity, antisymmetry, and transitivity are stipulated over the
represented domain, not derived from the use of a timestamp. A field-specific dependency graph need
not be acyclic without qualification: repeated iterative updates can form feedback cycles. A provenance
subgraph of immutable recorded version creation may instead be required to be acyclic under an explicit
version-ranking convention.

The construction describes a representation of an inquiry, not a universal ontology of historical time.
An investigator may compare UTC, mission time, depth-referenced geological strata, and local sampling
sequences only where defensible alignment information exists. The distinction between event type, at-
tributed order, and modelled history is essential when several institutions disagree about measurements
or when the events they study have no common coordinate system.

A.2 Observation Occurrences and Record Versions

An observation occurrence ¢ € FEmeasure 1S associated with zero or more record versions. The distinc-
tion matters because an instrument can operate while transmission fails, and because several quality-
controlled products can derive from one acquisition. Let O be a set of immutable record-version identi-
fiers and define a recorded relation Rec C Eineasure X O. For each o € O, attach a typed dossier

p(o) = (t,y,S,k,m,v,U, Py, ). (66)

The fields in Equation (66) correspond to the observation-record schema in Equation (6): identifier;
represented signal; measurement support; calibration context; protocol; units and semantic conventions;
uncertainty and quality; provenance pointers; and conditions of access and authority. Here P, denotes a
record’s provenance links, not the ordering relation P in Equation (65). The dossier is typed but need not
be public in full: a sensitive species location or a restricted cultural observation may be represented by a
governed pointer, access predicate, or suitably protected surrogate instead of an openly released value.

The observational support S is not automatically a point in a common Euclidean coordinate system.
For a remote-sensing swath it may be a footprint, for an Argo profile a depth-resolved sampling path with
instrument-specific reference assumptions, and for an ecological report a region deliberately generalized
to protect sensitive locations. To compare records o;, 0;, an analysis must state a scientifically relevant
compatibility relation o; ~, . 0;, where ¢ is a declared inference task and c a context of admissible
alignments. This relation need not be transitive across heterogeneous methods, and the symbol ~ should
not be read as an equivalence relation unless the required properties have been established.
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A compact schema should also allow absent data to be represented explicitly. Define a status map
0 : OUM — Sgans, where M is a set of expected measurement opportunities, and where permissible
status codes differentiate unattempted collection, failed acquisition, transmission loss, unusable qual-
ity, restricted record, and model-imputed value. These labels can be coarsened for publication where
revealing a detailed missingness reason would itself be sensitive. In particular, a model-generated impu-
tation cannot acquire the type measure simply because it uses the same numerical field as an instrument
product.

A.3 Nodes, Durable Roles, and Institutional Identity

A federation node is treated as a represented role-bearing service arrangement, not as a primitive event.
Let NV be a set of such arrangements with an attribution relation Operates C N x E x R; its third
component denotes a role such as measurement operator, data steward, calibration authority, repository,
model maintainer, or dispute reviewer. For n € N, the associated support of attributed events is

suppg(n;r) = {e € E: (n,e,r) € Operates}, reR. (67)

The map in Equation (67) permits one institution to play several roles and multiple institutions to par-
ticipate in a single event. An organizational succession may replace a node identifier or redistribute
roles while scientific records remain citable. Neither the existence of a software endpoint nor a signed
data product establishes legal personhood, ownership, or moral standing. Those questions require dis-
tinct institutional and jurisdictional descriptions, especially where an Al-operated service acts through a
responsible human or corporate organization.

Durable identity across a changing service configuration is necessarily evidence-relative. A persis-
tent identifier may link versions of a buoy, operator, or repository despite hardware replacement; such
persistence is not evidence that every function, calibration chain, or authorization survives unchanged.
One can model identity hypotheses as links between subhistories supported by maintenance logs, conti-
nuity of responsibility, or governance records. Rival continuity claims may coexist pending adjudication.
This is why the architecture’s ability to resolve a resource identifier is separate from the question of who
can legitimately bind the associated institution to a commitment.

A.4 Coordinate Charts and Partial Synchronization

For an observation programme a, let x, : B, — C, be a partial map assigning locally justified coordi-
nates to selected events. A chart C'; may combine spatial support, local time labels, mission sequence,
depth, or other task-dependent indices. For programmes a, b, coordinate translation is a partial, evi-
denced map ¢qp : Doy € C, — Cp; it carries an uncertainty or qualification record wgp. A suitable
translation claim may be stated as

Xb(e) %Wab QZ)ab(Xa(e))y ec Ea N EIH Xa(e) S Dab7 (68)

where ~,, , means agreement under an explicitly specified tolerance, transformation, or probabilistic
error model. Equation (68) neither asserts that the same event appears in every chart nor guarantees that
mappings between three charts compose without loss. Approximate pairwise consistency can fail around
a cycle of translations, and incompatible sampling supports can defeat a numerical timestamp match. Any
putative global spatiotemporal coordinate representation therefore remains a derived, revisable modelling
achievement.

In practical ocean—atmosphere comparisons, this discipline protects distinctions among an in situ
measurement interval, a satellite pixel aggregation, and the support of an assimilated model cell. Some
correlations can be estimated without asserting that the records refer to identical sampling supports. Like-
wise, a causal or informational dependency edge should not be inferred simply from an earlier timestamp.
The edge requires evidence of source use, operational procedure, or an argued causal model.

107



4523

4529

4530

4531

4532

4533

4534

4537

4538

4539

4540

4555

A.5 Pathwise Consistency of Partial Coordinate Translations

A collection of individually well-formed translation functions need not yield the same result along alter-
native paths. This is an issue of documented compatibility among representations, rather than a claim
that there exists a unique global spacetime chart. For maps ¢4, ¢pe and ¢, equality of the direct and
composed path requires the common domain D, = { € Dgyp : ¢ap(x) € Dpe} N Dy and an additional
compatibility assertion, for example

dc(ﬁbbc(qsab(fp))v Qbac(x)) < 77(95), € Dgpe, (69)

where d.. is a justified comparison metric in the chart C.. and 7 is a declared path-discrepancy tolerance.
The expression concerns the agreement of two representations under an agreed evaluation task; it neither
creates a global coordinate system nor makes the indicated path metaphysically preferred.

Proposition A.1 (Individual map definition is insufficient for path agreement). Even with total functions
between identical coordinate sets, the existence of ¢up, Ppe and ¢, does not entail Gpe. © Pup = Pac-

Proof. Let each coordinate set be R, with ¢q;(z) = x, ¢pc(x) = z, and ¢4c(x) = = + 1. Each map is
total and well defined, yet ¢p.(¢ap(2)) = & # = + 1 = ¢qc(x) for every x. O

The counterexample isolates a missing coherence condition: it does not assert that these three maps
would pass empirical calibration against the same events. In a deployed observatory, map versions, com-
mon sampling support, path-specific uncertainty, and the institution responsible for each mapping need
to accompany a claim of compositional adequacy. If two paths fail to agree within a justified tolerance,
retaining their competing results and initiating review is more defensible than silently selecting the short-
est available path. The same qualification applies to generalized interpretive translations, although their
agreement criteria need not be numeric.

A.6 Typed Dependencies and Provenance Subgraphs

Let K = {uses, calibrates, derives, reviews, supersedes, authorizes, challenges} denote an illustrative set
of edge types. Then a typed dependency multigraph is Gy = (V, A, s,t, k), where V = ELOU N isa
disjoint typed union, A is a set of relation assertions, s,t : A — V identify their sources and targets, and
k : A — K assigns edge kinds. This structure can represent a correction, a model’s input dependency,
and an authorization as different kinds of edges rather than treating all links as a single undifferentiated
provenance relation. Such typing can be exported to a more elaborate provenance vocabulary, but the
present mathematical definition is not a formal implementation of W3C PROV [71].

An immutable version-creation subgraph Gy is obtained by retaining derives and supersedes edges
that point from an existing record version toward a newly created version. Let h : O — N be a verifiable
creation-rank function on the relevant dossier. We impose

(OZ', Oj) cAy = h(Ol) < h(Oj). (70)

Proposition A.2 (Acyclicity of rank-respecting recorded versions). For a finite version graph Gy sat-
isfying Equation (70), Gy contains no directed cycle.

Proof. A directed cycle would yield h(01) < h(o2) < -+ < h(om) < h(o1) by repeated application of
Equation (70). This contradicts the strict ordering of integers. O

Proposition A.2 is conditional on a trusted creation ranking; it does not establish that signatures are
authentic, that records are truthful, that the claimed derivation occurred, or that scientific dependency it-
self is acyclic. For instance, numerical models may incorporate iterative feedback, and rival laboratories
may challenge one another in a cycle of response. A system can preserve both: an acyclic log of im-
mutable assertions concerning a potentially cyclic scientific debate. Nor does a corrected product erase
the previous version; the historical chain preserves the original assertion and the explicit reasons for later
revision. This distinction is consistent with the paper’s emphasis on reconstructable quality-control and
correction histories [56, 71].
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A.7 Scientific Claims, Identifiability, and Task Relative Inference

It is useful to separate measurement products from the scientific claims derived from them. Let X be a
chosen space of candidate model states or histories, Y a space of records admissible under a specified
observation design, and F' : X — Y a deterministic observation map. Let ¢ : X — Z denote a target
scientific quantity or claim. An exact record-based inference rule for ¢ is a function g : Y — Z satisfying
q = g o F. Its existence is a task-relative form of identifiability, not a proof that the complete model
state is observable.

Proposition A.3 (Task-relative factorization criterion). Let F' : X — Y and q : X — Z be functions.
There exists a function g : F(X) — Z such that ¢ = g o F if and only if q(x1) = q(x2) whenever
F(SEl) = F(:IZQ)

Proof. If ¢ = go F, equality of the observations forces equality of the target values. Conversely, assume
q is constant on every fiber F'~!(y) fory € F(X). Define g(y) = q(x) using any x satisfying F(z) = .
Constancy on the fiber makes g well defined and gives ¢ = g o F. O

In a deliberately simplified coastal example, suppose x = (x1,x2) represents contributions from
two locations, while a coarse sensor records only F'(z) = 1 + x2. The total ¢, (z) = x1 + 2 factors
through F' exactly, whereas the contrast ¢_(z) = z1 — x2 does not. States (1,0) and (0, 1) yield the
same observation but different contrasts. Proposition A.3 formalizes the point that a dataset may be
fully adequate for one inquiry and irretrievably insufficient for another. The result is distinct from an
assessment of noisy inference, probabilistic uncertainty, or the social authority of an interpreted claim;
those require additional modelling assumptions. It also supports the main text’s caution against treating
semantic agreement and model translation as a general guarantee of inferential equivalence (Section 6).

A.8 Permissions, Responsibility, and Noninheritance of Access

Institutional authority introduces a layer that cannot be recovered from scientific provenance alone. For
an actor or attributed role a, a record version o, an intended purpose p, and a context ¢ (including ju-
risdiction, affected rights, emergency conditions, and current policy versions), define a partial decision
function

Auth(a, 0,p,c) € {permit, deny, undetermined}. (71)

The third result in Equation (71) indicates a decision not established by the available governance records;
it is not permission. A successful metadata lookup or valid cryptographic signature does not alter this
outcome by itself. The authorization relation may also depend on transformed outputs, identifiable com-
munities, protected ecological sites, downstream use, and dispute status; those requirements should be
made explicit in a deployed scheme [6, 57].

Proposition A.4 (Permissions do not follow derivation by logic alone). The existence of a derivation
edge o — o and permission to access o does not entail permission to access o' unless an additional
governance rule establishes that implication.

Proof. Consider a governance context in which access to source record o is permitted for quality assess-
ment but a derived product o’ reveals a protected habitat location and is restricted. Set Auth(a, o0, p,c) =
permit and Auth(a, o', p,c) = deny. These decisions are logically consistent with the derivation edge.
Hence the implication does not follow from provenance alone. O

Proposition A.4 is a statement about underdetermination by the chosen representation, not a
jurisdiction-specific legal ruling. The converse implication also fails generally: access to a public
aggregate does not grant access to its protected components. Restrictions applied to original files may
be insufficient if model outputs allow sensitive content to be reconstructed. Conversely, retaining
a restricted input identifier may enable authorized audit without publishing the underlying record.
The design requirement is therefore to represent permissions and their justifications alongside, but
independently of, provenance and inference relations.
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A.9 Continuations, Revisions, and Representational Commitments

Let $ be a class of well-typed represented histories. Given H € $), the set C(#) of admissible con-
tinuations contains diagrams of additional, corrected, or reorganized records and relations that satisfy
explicitly declared consistency and governance constraints. We use the word continuation for a permis-
sible extension or transformation of a representation, not for a metaphysically privileged future of the
underlying world. When new evidence adds a previously unrecorded sample, an inclusion % < H’ may
suffice. When a scientific interpretation is revised, a span

TRERy QY 72)

can identify a common auditable part /C without requiring the old and new scientific claims to be mono-
tone refinements of the same truth assignment. Equation (72) is a diagrammatic convention: it neither
requires a category of all histories to be constructed in this paper nor licenses treating corrections as
deletion of historical evidence.

For practical provenance, an append-only event log can record the creation of revised statements and
new evidence while a user-facing current view changes nonmonotonically. Suppose a profile’s salinity
value is adjusted after delayed-mode quality control. The previously released product remains recover-
able under its version identifier, the later product records its calibration basis, and a model that used the
older version can remain reproducible. The most recent record is not automatically the most accurate for
every purpose; quality assessment requires declared measurands, validation procedures, and uncertainty
descriptions.

A continuation relation can also model withdrawal of access or the dissolution of an organizational
partnership. Deleting access from a current authorization view does not retroactively guarantee that
already disseminated copies have become inaccessible. A rigorous federation must distinguish a revised
policy, attempted enforcement, reported dissemination history, and actual use. Consequently, revision,
authorization, and scientific quality are separate predicates over a history, even where their records are
stored within one service.

A.10 Worked Hypothetical Federation Dossier

Consider a purely hypothetical coastal study with three role-bearing nodes: np (a buoy operator), ng
(a satellite data steward), and n, (a scientific laboratory). We stipulate seven represented events: e}
buoy acquisition; e, satellite acquisition; es laboratory calibration review; e4 preliminary assimilation;
es external validation; eg revised buoy product; and e; revised scientific assessment. The scientific
dependencies are declared as e; — e3, e; — ey4, €2 —> €4, €3 — €4, €4 — €5, €4 — €7, e5 — €7, and
eg — e7. They are asserted uses or reviews relations, not an ontological universal order. In particular,
e2 and e3 need not be ordered relative to one another; the dossier records only their relationships to
downstream operations.

Table 25: Hypothetical events, records, and roles in a federated coastal inquiry.

Event Declared operation Role-bearing node Recorded epistemic status

el In situ acquisition npg Buoy signal with uncertain drift

€2 Remote acquisition ng Satellite product with distinct support

es Calibration review nr, Candidate offset and rationale

n Preliminary assimilation nr Model-based synthesis using initial versions

es External validation ng,ng Comparison and documented disagreement

e Revised buoy product ng,ng Adjusted value with new version identifier

e7 Revised scientific nr, Recomputed claim with provenance and un-
assessment certainty

Table 25 contains no empirical measurements. It is a type-checking example. A graph of the declared
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dependencies is shown in Figure 3; no edge is intended to mean that an institution, sensor, or Al system
is a primitive vertex of spacetime.

Arrows: stipulated epistemic or operational dependencies

Figure 3: A finite hypothetical dependency diagram. Vertices are represented events; the nodes that
operate the federation are role attributions, not the vertices.

Suppose the laboratory discovers a drift correction after the initial assimilation. It publishes the
revised buoy record as a new immutable version and cites the original as its source; it does not silently
replace e;. The revised assessment e7 may then depend on both the original model product and the revised
calibration record. If the satellite-derived observations have a distinct spatial footprint, mathematical co-
registration must be stated rather than presumed. If the source includes a sensitive ecological record,
authorization for that record and any derived product must be evaluated separately. Different reviewers
may reach divergent assessments on the same data, which the dossier can record without equating their
disagreement with a technical failure.

The example exposes four different tests: whether the dependency assertions are traceable; whether
the measurements and uncertainties support the scientific claim; whether participating nodes have ade-
quate operational roles and capacities; and whether proposed access or action is legitimately authorized.
None follows from the other three by definition.

A.11 Scope, Failure Conditions, and Further Formal Development

The preceding construction gives a type discipline useful for this discussion paper, but leaves several
objects intentionally open. Events are selected and individuated by research conventions; a history’s
recorded ordering may be incomplete or contested; scientific dependency may contain feedback; and
reliable version logs depend on trustworthy operational practices. Measurement values and calibration
contexts require domain-specific scientific validation. Coordinate alignments are partial and uncertainty-
bearing. Institutional authority depends on real rules and affected parties. None of these features can be
guaranteed by a general graph vocabulary.

Several further results would require additional assumptions or evidence. An observability theorem
for a deployed ocean or atmospheric system needs a validated physical state model and calibrated ob-
servation operations. Statistical claims about missingness or forecast performance need sampling and
held-out data. A proof of robust interinstitutional correction needs a protocol model, failure assumptions,
and specified decision rights. Evaluating actual data-access safeguards requires security and rights anal-
ysis. Ecological and energy impacts require material measurements and explicit boundaries. These tasks
are intentionally separated from the elementary implications proved in Propositions A.2, A.3, and A.4.

The formal vocabulary will support the later appendices’ treatment of federated metadata, translation
counterexamples, illustrative cross-border networks, governance disputes, and evaluation protocols. Its
central methodological claim is modest: observations, interpretations, institutions, and historical contin-
uations can be represented with carefully differentiated types and auditable relations, while the adequacy
of those representations remains open to scientific scrutiny, institutional contestation, and revision.
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B Federated Metadata and Provenance Schema

This appendix translates the typed vocabulary of Appendix A into a preliminary application profile for
a federation of observation and research institutions. Its objective is to specify what a participating
node could publish, validate, preserve, and contest. The proposal is deliberately not a claim that one
universal schema can exhaust heterogeneous scientific practices. A metadata profile permits exchange
of a bounded set of assertions; it does not prove the truth of those assertions, the equivalence of their
interpretations, or the legitimacy of the rules through which they are disclosed. The profile separates
the observation occurrence, a released record version, the scientific operation applied to a record, its at-
tributed institutional responsibility, and the decision governing a particular use. These are related objects,
rather than competing names for a single object.

The design draws selectively on published vocabularies and technical specifications: W3C PROV for
provenance relations, DCAT 3 for catalogues and dataset distributions, DataCite 4.7 for identifiers and
citation metadata, OGC API-Records for discovery interfaces, SOSA/SSN for observation semantics,
and CF conventions for scientific variables and coordinate descriptions. JSON Schema 2020-12 supplies
a possible machine-readable validation language; SHACL can serve graph-oriented profiles. None of
these specifications imposes the full cross-institutional governance model examined here [71, 74, 12,
50, 75, 7, 44, 72]. The names and identifiers used in the example are purely illustrative, not active data
services or registered identifiers.

B.1 A Bounded Interoperability Profile

Let N denote a collection of federation participants, O immutable record versions, E represented events,
and A attributed agents or institutional roles. The proposed federation profile is a tuple

ZF = (%, Id, Prov, Sem, Qual, Pol, Disc, Val), (73)

where 3 gives field types and required-field rules; Id supplies identification and version conventions;
Prov records derivation and revision assertions; Sem identifies declared measurement semantics; Qual
represents uncertainty and data quality; Pol links governing policies and responsible authorities; Disc
defines public or restricted discovery projections; and Val defines validation procedures. Equation (73)
describes a candidate application profile, not a common ontology to which every observation programme
must conform internally. Implementers would map this bounded profile to existing service metadata,
retaining native records and recording any lossy mappings.

The minimum interoperable unit is a versioned assertion envelope, rather than a complete scientific
database. An envelope identifies what was published, by which attributed node and record-production
process, what it purports to describe, how it can be located or requested, and the rules under which the
claim may be used. It need not expose restricted measurements. A record may be discoverable by a pro-
tected surrogate that does not disclose an exact location, and an inaccessible source can remain citable
through a suitable governed identifier. The federation should distinguish discoverable, requestable, re-
trievable, reusable, and reproducible as independent predicates. These distinctions extend the access,
authority, and model-validation considerations developed in Sections 5 and 9.

B.2 Record Identity, Version Identity, and Fixity

A stable resource identifier i groups representations considered versions of a resource by an explicit stew-
arding convention; a version identifier v identifies an immutable released snapshot. Let res : O — I and
ver : O — V be the corresponding functions. The pair (7, v) may address a snapshot, but resolution of
¢ alone may select a mutable default view. A published metadata record should distinguish those opera-
tions. A persistent DOI can be useful for citation without substituting for bitstream fixity, which may be
checked using a named cryptographic digest. DataCite explicitly distinguishes updates to metadata from
significant content revisions in its versioning guidance [12, 13]. In this appendix, no DOI is fabricated
or implied for the worked example.
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For an archived byte sequence b and named digest algorithm H, an integrity assertion takes the form

Fixity(v,b) <= H(b) = d,, (74)

where d,, is the trusted digest committed to record version v. A match in Equation (74) supports identity
of a byte sequence relative to an already trusted digest and algorithm. It does not establish the authen-
ticity of the originally supplied digest, scientific correctness, consent, or completeness of the original
observations. Signatures, key management, and independent validation introduce distinct evidence. In
particular, a checksum is not an environmental measurement-quality certificate.

The schema treats recorded acquisition times and publication times as attributed coordinates with
declared clock, uncertainty, and calibration, rather than proofs of an underlying universal temporal order.
Supersedes, is derived from, and is corrected by are distinct relation types. A new derived product does
not necessarily supersede its inputs; a revised quality assessment may supersede an earlier assessment
while citing the same original signal. Persistent identity, identity of bytes, scientific equivalence, and
institutional continuity are therefore separate questions.

B.3 Typed Core Metadata and Scientific Support

Table 26 presents a compact core profile. Optionality is evaluated relative to a named resource type, so
missing values can have explicit reasons; an empty string is not a satisfactory substitute for unknown
calibration or intentionally withheld location. The proposed machine-readable companion implements a
constrained subset of these fields. Its validation is demonstrative and must not be confused with official
conformance to any of the referenced standards.

Table 26: Proposed fields in a versioned federated record envelope. The fields are locally proposed
extensions or mappings, not a new international standard.

Field group Content and intended interpretation Risk or verification boundary

Identity and type Stable resource ID, immutable version Resolution and fixity do not prove the
ID, version label, record kind, recorded event occurred
schema-profile version

Attribution Steward ID, operational role, asserted Attributed roles require independent organi-
activity or observation-event ID zational evidence

Observation Measurand URI, method URI, units, Shared terms do not prove calibration or sci-

semantics coordinate-frame references, sampling entific equivalence

Quality and status

Provenance

Fixity and versioning

Governance

Discovery and access

support

QC procedure/version, calibration
reference, uncertainty description,
missingness code

Typed references to input versions,
creation/review events, processing
software and parameters

Digest algorithm/value, supersession or
revision links, publication assertion
Steward, policy/version reference,
permitted-purpose query, decision,
appeal channel

Public surrogate fields, service endpoint,
access mode, protected-detail indicator

Quality labels are asserted and task-relative

A lineage graph may omit relevant un-
recorded dependencies

Matching a digest establishes neither truth nor
authorization

A policy URI alone does not establish effec-
tive rights or remedy

Metadata alone can leak protected facts

Observation semantics must explicitly identify the measurand and relevant support: an instantaneous

reading at a point, a depth interval, a satellite footprint, an inferred grid cell, and a scenario-model output
are not interchangeable. When two sources report the same variable name, comparison also depends on
sampling and aggregation procedures, units, frames, calibration, and uncertainty. A field may point to
a vocabulary concept rather than reproduce its definition. Locally tailored mappings then retain their
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derivation, loss conditions, and human review status. Applying CF or SOSA/SSN descriptions can aid
such work without asserting a unique generative model of the represented environment [75, 7].

A particularly important status distinction concerns measured, simulated, assimilated, imputed, and
review-only products. Data lineage should prevent an assimilated field from silently acquiring the sta-
tus of an independent observation. Likewise, a missing record may mean that measurement was not
attempted, acquisition failed, the value failed quality control, dissemination was prevented, or the data
were restricted. These explanations can themselves be sensitive. Hence missingness status may have a
protected detail layer with a non-disclosing public status.

B.4 Provenance Assertions, Revisions, and Knowledge Claims

A provenance assertion is represented by a typed edge (u, k, v, a, e) relating source and target record
versions u, v, edge kind k, asserting role a, and recorded assertion event e. The kinds used, wasGener-
atedBy, wasDerivedFrom, wasAttributedTo, and wasRevisionOf can be mapped as appropriate to W3C
PROV. This mapping is partial and should not be advertised as lossless, since local scientific relations
such as invalidates a calibration assumption have domain-specific meaning [71]. Let Gp = (O, Lp) be
the asserted record-lineage multigraph. A machine can verify well-typed endpoints and declared edge
constraints without proving that every dependency actually occurred.

A record may carry a structured claim or interpretation, including its provenance and supporting
method. We distinguish three predicates,

SchemaValid(o), Traceable(o), ScientificallySupported(o; g, ¢), (75)

where the first checks the structure of the envelope, the second demands an adequately resolvable de-
clared lineage for a chosen provenance profile, and the third expresses a task- and context-dependent
epistemic judgment. The predicates in Equation (75) are independent in general. A well-formed lin-
eage can document a scientifically mistaken calibration, while scientifically persuasive evidence can
temporarily lack complete machine-readable metadata.

Proposition B.1 (Syntactic and provenance validity do not imply epistemic validity). Even if
SchemaValid(o) and Traceable(o) both hold under a chosen schema and complete declared provenance
graph, these conditions alone do not entail ScientificallySupported(o; g, ¢) for every task q and context
c.

Proof. Construct two well-typed records with equal permitted scientific fields and valid chains of ac-
quisition and release. In one dossier, the instrument’s calibration is accurate; in the other, it has an
unobserved additive bias. Both can have complete and consistent asserted provenance, while only the
first supports a chosen high-accuracy quantitative inference. The structural and tracing predicates do not
discriminate between the two unobserved calibration states, so the implication fails. O

Proposition B.1 is a limitation of the asserted representation; it is not an allegation that any named
programme uses incorrect calibration. A federation must permit a later scientific challenge to attach
a review event and issue a new released version. The current view may change nonmonotonically as
evidence evolves, even while the record of what was previously asserted remains auditable. Version
selection should be a documented policy function of release status, validation scope, withdrawal, and
intended scientific use, not simply the operation of choosing the greatest timestamp or version number.

B.5 Governance Decisions, Disclosure, and Purpose Limitation

Access control is modeled as a contextual decision over an actor or role a, a target record or product o,
purpose p, governance context ¢, and policy version A:

Decy(a, 0,p, c) € {permit, deny, undetermined}. (76)
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An undetermined result from Equation (76) is neither presumed approval nor scientific invalidity. In-
stitutionally binding decisions require an identified competent authority, reviewability, appeal, and en-
forcement. A metadata profile can preserve evidence that a decision was asserted, but it cannot create
legitimate authority by technical declaration. A consent record may also be scoped to an institution,
project, purpose, and product version; consent for raw data processing does not invariably authorize pub-
lic release of model outputs. The design is informed by public-data stewardship and community authority
principles, while remaining jurisdiction neutral [6, 57, 25].

Federated policy evaluation needs a declared combination rule. The rule permit if any node permits is
unsafe when different nodes govern distinct resources or purposes. Conversely, deny if any node denies
can suppress independent, legitimately public material. We propose no universal combination algorithm;
instead a request should identify the resource’s relevant stewards and the applicable jurisdictional and
contractual rules. A federation response should be capable of expressing a contested policy interpretation
and the procedure for review. Authentication establishes a presented credential under specified trust
assumptions; it does not determine whether the role holder is entitled to grant access.

A public discovery record can be viewed as a projection wp(0) of a richer protected record 0. An
apparently minimal projection can still reveal sensitive facts through a title, geographic bounding box,
record count, identifier, dataset linkage, or update frequency. Therefore the safety of the public index
is a property of its entire disclosure process and adversarial context, not of its adherence to a short field
list.

Proposition B.2 (Field exclusion does not guarantee contextual non-disclosure). The absence of a pro-
tected field from a public discovery projection does not generally guarantee that the protected attribute
cannot be inferred from that projection and public auxiliary information.

Proof. Consider a record about the presence of a protected species in one of two habitats. Remove the
explicit species-location field, but publish a catalogue collection name that uniquely denotes one habitat.
An observer with the public mapping from collection names to habitats can reconstruct the location. The
protected field was excluded while its value remained inferable from the released projection and auxiliary
information. Hence field exclusion alone does not imply non-disclosure. O

Proposition B.2 motivates threat modelling, contextual review, and protection of derived outputs, in-
cluding Al-accessible summaries and embeddings. It does not assert that all disclosure can be prevented.
If an access policy changes, the system should record the policy update, affected versions and endpoints,
notice to downstream stewards, and any enforceable recall or takedown process. Complete revocation
of already copied information cannot be inferred from updating a discovery record.

B.6 Federated Discovery and Cross-System Validation

The federation should support a small number of declared discovery and retrieval operations: retrieve a
public catalogue entry by resource identifier, query by safe metadata facets, request a named immutable
version, obtain a policy decision, and retrieve an authorized provenance subset. The specific HTTP
paths in a deployment would follow the chosen service standard rather than a universal prescription of
this paper. OGC API-Records and DCAT 3 offer existing models for catalogue discovery and exchange
of descriptions; DataCite contributes stable citation and inter-resource links [50, 74, 12]. A catalogue
response should not be mistaken for evidence that a referenced payload is actually available to a given
requester.
A layered validation pipeline can be summarized as

Parse < Shape < Resolve < SemanticReview < ScientificReview < PolicyDecision, (77)

where < represents a suggested checking dependency rather than mandatory serial execution. Some tasks
can run concurrently; a governance decision may block further scientific processing before data are dis-
closed. The layers mean: parse the format; validate local schema and controlled terms; resolve claimed
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identifiers and version links; check meaning, frames, and admissible translations; review calibration, un-
certainty, and inference; finally adjudicate use under the relevant policy. A failure in one layer should be
reported with its own evidence and status rather than overwritten by an undifferentiated “invalid” flag.

To test an interoperability mapping T, : 2, — X, one must declare a set () of scientific queries
whose preservation matters. A proposed test is

Vg€ Q, Yo € Dy : Ansb(QaTab(O)) e(q,0) Ansa(Q> O)) (78)

with explicitly specified domain D, error model ¢, and evidential conditions. Equation (78) does not
require total or invertible translation. In particular, a coarsened spatial record can preserve regional totals
while failing a habitat-level inquiry. This connects the application profile to the task-relative identifia-
bility result in Proposition A.3 and to the main text’s treatment of epistemic translation (Section 6).

The cross-layer review profile in Equation (18) adds an important restriction to the application profile:
the result of the semantic-preservation test in Equation (78) is an attributed epistemic assessment, while
the result of a policy check is a separate record concerning a specified action, applicable rules and a
claimed competent source. Neither a successful mapping nor a syntactically well-formed permission
statement proves the other. A protocol implementation should retain a review dependency link for each
assessment and distinguish missing evidence from an adverse decision. The accompanying synthetic
fixture examples/fictional_cross_layer_review.json checks this type separation only; it does
not establish legality or field performance.

B.7 Worked Hypothetical Revision and Restricted Derivative

Consider a fictional coastal federation with a buoy operator Np, an ocean laboratory Ny, and a com-
munity data steward No. The operator issues version v of a temperature profile o with a stated but
subsequently questioned calibration. The laboratory produces an assimilation product m; using v; and
a satellite dataset. A later review event identifies a sensor-offset problem and issues corrected profile
version v2. The laboratory produces my with revised inputs; the historical record preserves a typed link
from v to w1 as a correction and from mo to 4 as a later research product. A separate habitat inference
hy derived from m9 may reveal a sensitive breeding site. A valid lineage link to my neither grants open
access to hp nor establishes its ecological reliability.

Table 27: Hypothetical processing and governance decisions across versioned coastal records.

Version Asserted kind and Publication context Interpretive or governance
relationship caveat

vy Instrument profile; acquired Public for specified Later challenged; source version
under calibration k4 research purposes remains citable

my Assimilation product uses v; Public aggregate under Does not constitute independent
and another dataset documented method measurement

Vo Corrected profile; revision of Public with correction Quality change requires support-
V1 notice ing review

ma Reanalysis uses vo; supersedes ~ Public for declared Some interpretations may remain
one public model view purposes disputed

h1 Derived habitat estimate uses Restricted pending Public discovery record must
mo community and ecological  avoid habitat leakage

assessment

A minimal machine-readable specimen accompanies the LaTeX source in examples/, with a locally
proposed JSON Schema, a fictional record, and a validation test. The files are an application-profile
sketch, not official DataCite, DCAT, PROV, or WMO conformant encodings. They use obviously ficti-
tious example identifiers and omit real sensitive coordinates. The script checks structural constraints and
version consistency for this case, but cannot evaluate oceanographic truth, ethics, competent authority,
or the sustainability of infrastructure operation.
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B.8 Implementation and Evaluation Boundaries

The proposed profile can be evaluated on controlled cross-node exercises. A useful test suite would in-
clude a valid but scientifically erroneous calibration record, a scientifically credible record with missing
metadata, an inaccessible source with a public citation surrogate, a changed governance rule, a nonin-
vertible units-and-support translation, and a restricted derivative whose existence alone reveals sensitive
information. The evaluation should report structural validity, discoverability, resolvability, correction
latency, task-specific inferential loss, legitimate access success, unauthorized disclosure risk, and the
ability of participating communities to challenge an interpretation. No single index measures all these
properties.

Three practical limits remain. First, scientific fields inevitably vary between meteorological, oceano-
graphic, genomic, ecological, and social inquiry; a global core must tolerate domain-specific profiles and
acknowledge mapping loss. Second, the infrastructure depends on people and organizations maintaining
sensors, vocabularies, policies, audit channels, and electricity-intensive storage and computation; a pub-
lished schema does not discharge those obligations. Third, institutional disagreement can remain even
when all parties exchange syntactically valid records. Consequently, this appendix proposes a testable
representation for recorded and governable epistemic relations, not an algorithm for replacing indepen-
dent scientific inquiry or legitimate collective decision-making. The later appendices develop semantic
counterexamples, institutional network scenarios, evaluation metrics, and the accompanying evidence
ledger.

C Semantics and Translation Counterexamples

The preceding appendices developed a vocabulary of represented observation events and an application
profile for versioned records. This appendix investigates what those representations do not guarantee.
A node may publish schema-valid data, a receiving node may parse it correctly, a vocabulary mapping
may carry an exactMatch assertion, and the resulting exchange may nevertheless fail to preserve a sci-
entific question. The issue is not merely erroneous conversion. A representation can discard distinctions
essential to a later inquiry, a translation can change measurement support, and different generative mod-
els can remain observationally indistinguishable on the records selected for exchange. Accordingly, the
counterexamples below identify the target quantity, the purported translation, the information or author-
ity omitted, and the condition under which the problem could be detected or repaired. They concern
deliberately fictional data and idealized models; they are neither demonstrations of operational failures
in named international networks nor evidence that any one semantic standard is defective.

This analysis extends Section 6 and Appendix A, and is motivated in part by the earlier exploratory
inquiry into inference of another system’s generative representation [35]. The role of the latter is method-
ological: exchanging outputs can be less demanding than reproducing the processes by which outputs
acquire meaning. Technical vocabularies such as SOSA/SSN, SKOS, and CF conventions help express
measurement and concept distinctions, while a federation must still test which inferences survive a par-
ticular translation [75, 70, 7]. We make no assumption that a universal language of all scientific inquiries
exists.

C.1 Typed Translation Claims and Their Scope

Let X4 and X p be sets of admissible records under the native representations of participating systems
A and B. A translation claim should minimally specify the tuple

TaB = (D,TaB,q4,98,Y,d,€,7), (79)

where D C X 4 is the declared domain, Tyg : D — Xp is a translation, g4 : X4 — Y andqp : X —
Y are interpretations of a particular scientific quantity in a justified common space ), d is a comparison
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function, ¢ is a tolerance or error-bound rule, and -y identifies the relevant measurement, model, version,
and authorization context. The claim is task-adequate only if

d(qa(x),q(Tan(z))) < e(z) for every x € D. (80)

Neither Equation (79) nor Equation (80) asserts that the objects represented by A and B are identical.
The requirement to specify the comparison space matters: if one system records a biodiversity count and
another a legal designation of protected status, there is generally no canonical numerical d between the
two without an additional operational or normative interpretation. Even when d exists, tolerances may
vary by location, instrument support, decision threshold, or intended use.

A translation claim should also identify what was not tested. A publicly reported mean may be
sufficient for a regional-average question but not for extremes; a mesh-cell estimate may be adequate
for coarse forecasting but not for a habitat-localization decision; a concept mapping may be adequate
for search discovery but not for automated scientific or legal substitution. The metadata profile of Ap-
pendix B can record such declarations and their versions. Its structural validation remains separate from
checking Equation (80) against independently constructed cases.

C.2 Aggregation and the Impossibility of Exact Reconstruction

Consider two samples z = (21, x2) € R? from a fictional environmental monitoring process. System A
retains the pair, while system B stores only its arithmetic mean,

T(.%'l,xg) = %(l’l + ZL’Q). (81)

Suppose a later study asks for an extreme-value statistic ¢(z) = max{z1,z2}. The data vectors z =
(0,0) and 2’ = (—2,2) produce the same translated record 7'(z) = T'(2') = 0, but g(z) = 0 and
q(z") = 2. The question was not preserved by aggregation, even though the mean was calculated exactly
and the translated record may be perfectly standards-compliant.

Proposition C.1 (Exact target reconstruction requires fiberwise invariance). For a deterministic trans-
lation T : D — Z and a scientific target q : D — Y, there exists a function g : T(D) — Y satisfying
q=goTonDifand only if q(x) = q(x') whenever x,2' € D and T'(x) = T(2/).

Proof. If ¢ = g o T, equality of translated outputs implies equality of targets. Conversely, when ¢ is
constant on the inverse image of every z € T'(D), define g(z) = ¢(z) for any = with T'(x) = z. The
stipulated constancy makes the definition independent of the choice of x, and hence ¢ = go T. O

Proposition C.1 specializes the factorization result of Proposition A.3 to translation between repre-
sentations. Its scientific significance is task-relative: the mean does factor through the translation in
Equation (81), while the maximum generally does not. Adding precise metadata about the averaging
method can reveal the insufficiency, but cannot recover the discarded contrast without further informa-
tion. Similarly, an Al system learning a plausible distribution of underlying observations from training
data would be estimating a conditional distribution, not performing guaranteed lossless reconstruction
of the omitted samples. Validation should report that distinction rather than interpreting confident model
outputs as recovered evidence.

C.3 A Quantitative Limit on Approximate Reconstruction

Exact factorization can fail even when a receiving system is permitted to return an approximation. A
uniform error tolerance requires additional information about the target’s variation within the records
discarded by the translation. In the simplest finite scalar case this limit can be stated without statistical
assumptions.
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Proposition C.2 (Minimum uniform loss for a finite scalar target). Let D be a nonempty finite set, T :
D — Z a deterministic translation and q : D — R a target. For each z € T(D), let

Aqy(z) = jmax q(x) — x::ﬁ?i?:z q(x). (82)

There exists a reconstruction g : T(D) — R satisfying |q(x) — g(T(x))| < € for every € D if and
only if Ag(z) < 2¢ for every z € T'(D), for e > 0.

Proof. Fix a translated output z. If a proposed g(z) is within ¢ of every source target in that fiber, its
maximum and minimum target values each lie at distance at most ¢ from g(z), so the difference is at most
2e. Conversely, if the difference is at most 2¢, set g(z) to the midpoint of the maximum and minimum
target values. Every target value in the fiber then lies at distance at most ¢ from the midpoint. Repeat
for all fibers. O

For the mean-preserving example in Equation (81), restrict the candidate domain to D =
{(0,0),(—2,2)} and let g be the maximum. The translated output is zero in both cases, with tar-
get values zero and two. Hence the minimum achievable worst-case absolute error is one. A statistical
prior or a trained Al reconstruction method may prefer one source, but it cannot provide a smaller
guaranteed error on this stipulated domain without additional distinguishing information. On an infinite
domain or a target valued in a general metric space, the finite scalar midpoint criterion is not sufficient
as stated; the appropriate requirement instead concerns the existence of an admissible center for every
translation fiber. The stated proposition deliberately makes no universal assertion about probabilistic
recovery or legal interpretation.

C.4 Sampling Support and Reversal under Aggregation

A second error arises without incorrect arithmetic or loss of numerical precision. Consider two observa-
tion strata U and V/, possibly representing two geographically distinct parts of a monitoring network. In
a first represented survey, the positive-event rates are 0.90 in U and 0.10 in V. In another survey, the
corresponding rates are 0.95 and 0.15. Each stratum’s rate is greater in the second survey. However,
if the first survey weights U at 0.9 and V' at 0.1, while the second weights U at 0.1 and V" at 0.9, the
aggregates are

Py = 0.9(0.90) + 0.1(0.10) = 0.82, P, = 0.1(0.95) + 0.9(0.15) = 0.23. (83)

The aggregate declines while both stratum-specific rates rise. This is a standard aggregation-reversal
mechanism illustrated here with fictional observational numbers; it does not imply an actual historical
environmental trend. The separate surveys are indexed by a representational comparison relation, not
by a metaphysically privileged universal time. A federation lacking sampling-weight metadata could
portray the aggregate decline as contradicting the stratum-level increases even though all figures are
internally consistent.

A legitimate comparison therefore requires explicit sampling frame, target population, aggregation
weights, unit, coordinate convention, and support. Reweighting to a common reference population can
sometimes answer a specified comparative question, although that operation changes the estimand and
may require assumptions about representativeness. When those assumptions cannot be justified, the
appropriate outcome is qualified noncomparability rather than silent translation. This example cautions
against treating shared variable names or model-generated homogenization as sufficient evidence of
cross-region equivalence.

C.5 Observational Agreement and Divergent Generative Models

A third limitation concerns models rather than the recorded variables themselves. Let a chosen coordinate
u index locations or sampling positions along a transect. Two candidate functions are f4(u) = 0 and
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fp(u) = u(u — 1). They agree at the sampled positions © = 0 and u = 1, but differ at an unsampled
position u = %, where fB(%) = —%. Identical observed outputs at the selected supports therefore
leave distinct possible continuations of the fitted representation. The example does not privilege u as
physical time; the same mathematical issue occurs across spatial coordinates, experimental conditions,
and relational observation supports.

Let .# be a candidate class of models, .S the selected observation operator, and () a scientific query
about model implications. Observational equivalence is the relation m ~g m’ when S(m) = S(m/).
To infer () uniquely from the available observations, it is necessary that () be invariant within each
~g class. This restates an identifiability requirement at the level of model representations and applies
whether models are expressed by statistical maps, differential equations, simulation systems, or other
generative procedures.

Proposition C.3 (Observational agreement does not determine an unobserved query). If there exist
mi,mge € A with S(m1) = S(mz) but Q(m1) # Q(mz2), no rule using only S(m) can return Q(m)
correctly for every m € M .

Proof. Any such rule must assign the same output to identical observed values S(m1) and S(mz). Since
the required target outputs differ, it must fail for at least one model. g

Proposition C.3 is logically elementary, but has practical consequences for knowledge infrastruc-
ture. Increasing a semantic mapping’s apparent precision cannot resolve a structural lack of identify-
ing observations. Likewise, consensus among several models fitted to the same selected records does
not establish uniqueness of the scientific account unless the candidate model class and the identifying
information are examined. A federation should preserve alternative models, declared priors or assump-
tions, validation support, and disagreements relevant to the intended query. Independent measurement or
carefully targeted experiments may help separate representations that current data leave observationally
indistinguishable, although feasibility and ethical authorization must be evaluated independently.

C.6 Composing Translations and Allocating Error Budgets

In a federated infrastructure, data may pass through several representations: a native sensor record, an
institutional archive, a harmonized scientific dataset, and a model-ready exchange product. Suppose
Tap: Dy — Xpand Tpe : Dp — X are translations, and g4, ¢, go produce comparable quantities
in a metric space (Y,d). Assume Typ(D4) C Dp. If, for a given x € Dy, the two stages satisfy

d(ga(z),qp(Tap(z))) < cap(z) and d(gp(y),qc(TBc(y))) < epc(y) aty = Tap(x), a triangle
inequality yields a composed bound.

Proposition C.4 (Task-relative error bound for composed translations). Under the stated domain and
common-metric assumptions, the composite Tsc o T'xp obeys

d(qa(z), qc(Tec(Tap(x)))) < cap(x) + epc(Tap(w)). (84)

Proof. Insert the intermediate value ¢p(7'4p(x)) and apply the triangle inequality in (Y, d), followed by
the assumed stagewise bounds. O

The upper bound in Equation (84) is a statement about a particular target and a common comparison
metric. It does not imply that a complete dataset, generative process, or governance meaning survives
repeated conversion. It also ceases to apply if the first output is outside the validated domain of the
second, or if ¢4, g, and q¢ refer to different scientific quantities. When translation introduces a model
with uncertain parameters, an appropriate uncertainty propagation calculation requires further conditions
(for instance a local stability or Lipschitz assumption); the additive bound alone does not prove robustness
to such model variation.

As a deliberate failure case, consider a threshold interpretation ¢(y) = 1{y > 0}. Arbitrarily small
perturbations of a numeric value near zero can change the classification completely. A small absolute
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translation error in the underlying numeric measurement therefore need not imply a small error in this de-
rived categorical decision. Stating a tolerance in temperature units cannot automatically certify adequacy
for a threshold-based warning service. Validation should include the decision margin and uncertainty
around the relevant boundary. Similarly, two services may map vocabularies in opposite directions with-
out their round trip preserving scientific meaning: T54(745(x)) can differ from x in ways that matter
for the target query even if both exchanges are syntactically valid.

C.7 Concept Mappings, Context, and Institutional Categories

Consider two catalogues that both attach the label “coastal habitat” to observations. Catalogue A uses
it for a physical class of surveyed environments, while catalogue B uses a legal or management cate-
gory with access restrictions and designated administrative boundaries. A terminological mapping may
support discovery of relevant records, but it cannot legitimately import the legal definition, conservation
status, or permitted-use rule into the other system. These distinctions are not measurement noise. They
concern different kinds of predicates, different evidentiary practices, and different competent authorities.

SKOS explicitly permits distinct mapping relations rather than requiring every cross-vocabulary
match to be treated as identity [70]. In a proposed federation, a vocabulary link should record its de-
clared direction, mapping type, domain of intended use, version, asserting agent, and contestation status.
A particularly consequential error occurs when a broaderMatch or merely related concept is silently inter-
preted as a logical equivalence, allowing a downstream application to substitute one category for another.
Semantic conformance cannot adjudicate such an institutional leap: a legitimately governed catalogue
must make the mapping’s author and justifications challengeable.

The problem becomes more acute for heterogeneous generative representations. A trained classifier,
a mechanistic environmental simulator, and a community-conducted descriptive inquiry may produce
apparently corresponding terms while relying on different methods for recognizing a phenomenon. Their
outputs may be useful together under a task-specific protocol, but a one-to-one term dictionary does
not provide a generally valid translation between the systems’ inferential operations. It is therefore
appropriate for a federation to publish a translation warrant, which identifies the tested tasks, excluded
cases, validation evidence, responsible reviewers, and routes for revision, rather than to certify universal
interoperability.

C.8 Sensitive Derivatives and Auxiliary-Information Leakage

A technically valid and accurate translation can itself introduce an unacceptable disclosure. Suppose
a released aggregate contains the combined number of observations from two sensitive locations. If
one location’s contribution is already public, a recipient may infer the other by subtraction. Merely
suppressing the name or coordinates of the second location does not necessarily prevent reconstruction.
Similarly, a model output may reveal a protected ecological feature indirectly, even when none of the
input records is redistributed openly.

Let D denote a restricted underlying dataset, 7'(D) a candidate public output, a the recipient’s auxil-
iary information, and s(D) a sensitive target. A sufficient condition for exact inferential exposure is the
existence of a reconstruction rule / on the relevant domain such that

s(D) = h(T(D), a). (85)

Equation (85) is not a definition of privacy. When no such deterministic & exists, substantial probabilistic
disclosure can remain possible. Conversely, claiming that some recipient can infer s requires specifica-
tion of their available information and inference assumptions. In the elementary example, 7'(D) =
n1 + ng and auxiliary information @ = n; permit recovery ny = 7'(D) — a exactly. All quantities are
fictional and do not contain real ecological locations.

Rights and disclosure tests therefore apply to derived artifacts, their intended uses, and their audi-
ence context, rather than being inherited automatically from source-record policy. The same principle
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applies to legitimate scientific accountability: a valid provenance chain does not compel a steward to dis-
close a protected input. Well-specified restricted review, safe aggregation, and contestable decisions can
sometimes reconcile reproducibility with rights, but no single technical restriction is adequate for all sci-
entific and governance purposes. This continues the source-versus-derivative distinction of Appendix B
and Section 9.

C.9 Cross-Register Agreement and Manifestational Underdetermination

The three coupled reality registers used in Section 2.4 help specify what a translation test can establish.
Suppose systems A and B have manifest records m 4, m g and task-dependent observation or production
maps 7 4, 7p from their selected relational configurations 7 4, 5. A translation may preserve the selected
output ¢, even when the generating configurations remain distinct:

ga(ma) = ap(Th(ma) = ap(mp),  ma=ma(ra), mp=mp(rs).  (86)
The equality in Equation (86) is an explicitly selected cross-system invariant. In general, it does not
entail r 4 = rp or an isomorphism of the systems’ full relational histories. To see why, consider a sensor
network encoding a binary alert as a numeral and another permitted communication process encoding
the same alert through a repeatable chemical marker. Under a stipulated reader both can recover the
alert bit, while their generating mechanisms, materials, failure modes, and possible meanings of the
signal are different. The example is a logical construction, not an empirical report about organisms
or extraterrestrial cognition. A stronger equivalence conclusion would require independently justified
bridges among practices, histories, and generative mechanisms.

Manifestational difference likewise fails to prove distinct underlying ontologies. Different mathemat-
ical presentations may be definitionally equivalent or preserve selected structures, yet neither a verified
mapping nor shared predictive success alone settles ultimate existence. Ontological questions remain
bracketed unless the inquiry supplies and defends a stronger bridge principle. In applied federation de-
sign, validation should therefore distinguish preservation of a selected scientific quantity, preservation of
the inferential operations used to evaluate it, recognition of the institutionally authorized practice, and the
much stronger claim that two systems have the same generative language. These criteria can be logged
and contested separately.

C.10 Counterexample Register and Evaluation Protocol

Table 28 summarizes the deliberately bounded failures. Each case includes a potentially testable obser-
vation, rather than using an abstract claim of “semantic difficulty” to evade falsification.

Table 28: Hypothetical translation counterexamples and task-relative validation requirements.

Failure mechanism Counterexample Required test or qualification

Aggregation loss Mean preserved, maximum not Compare target across records in the same
recoverable translation fiber

Support shift Within-stratum rates rise while weighted =~ Preserve weights, sampling frame, and esti-
aggregate falls mand

Model Models agree on selected observations, Test observability of the target and alterna-

nonidentification diverge elsewhere tives

Error amplification Small numeric error flips a threshold Inspect margin, stability, and intended deci-
category sions

Concept mismatch Scientific label mapped onto a legal Validate mapping type, use scope, and au-
category thority

Disclosure through Public sum plus external input reveals a Evaluate output and auxiliary information

derivatives protected term together
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A practical cross-node evaluation should assemble a versioned test corpus and a specification of tasks
before measuring interoperability. For each translation, the evaluation record should state its native input
types, calibrated measurement support, intended comparison quantity, validated domain, observed loss,
authorization context, and correction procedure. Negative tests should be mandatory: identical means
with distinct extremes, incompatible spatial supports, changed survey weights, drifted sensor calibrations,
divergent models, unauthorized concept promotion, and sensitive outputs paired with plausible auxiliary
information. Independent reviewers should be able to dispute not only the factual results but also the
selection of the validation tasks and affected communities.

A small executable test suite accompanying the source archive checks only the finite arithmetic coun-
terexamples, model nonidentification example, and triangle-inequality composition example. Such pass-
ing checks would confirm that the illustrative computations have been transcribed correctly; they could
not establish whether a global epistemic translation mechanism is valid in practice. Empirical research
would require real observational programmes, metrological validation, carefully documented permis-
sions, domain experts, and participatory review where communities are affected. Even a successful lim-
ited deployment would not imply that heterogeneous sciences share a single generative grammar. Our
claim is more circumscribed: a federated infrastructure can make the conditions and limits of attempted
translations explicit, testable, revisable, and institutionally contestable.

D Illustrative International Observation Networks

This appendix examines small, deliberately fictional observation networks whose components resem-
ble the roles of meteorological stations, oceanographic platforms, satellite receivers, archives, metadata
catalogues, caches, analytical facilities, and independent reviewers. Its purpose is to separate four prop-
erties that are frequently conflated in discussions of global scientific infrastructure: physical or digital
connectivity; actual discovery and delivery of records; scientific adequacy for a specified question; and
institutionally authorized use, correction, and action. The examples are not a reconstruction of any coun-
try’s observation infrastructure, not a deployment proposal, and not measurements of the resilience of
WMO, Argo, GOOS, or other named programmes. Their finite graphs test only the assumptions declared
here. The distinction matters because established initiatives demonstrate particular exchange and coordi-
nation mechanisms without supplying a universal guarantee of epistemic or institutional interoperability
[65, 64, 39].

The appendix builds on the observation event and role vocabulary of Appendix A, the record profile
of Appendix B, and the translation counterexamples of Appendix C. The federation described in Section 5
provides the architectural context. We first specify typed network layers and access rules, then present an
illustrative nine-role federation, analyse several failures, and describe a reproducible finite test. Scientific
events are not identified with network nodes: the graph’s vertices denote configured service roles, while
particular measurements, reviews, and authorizations remain events that can be attributed to those roles
and revised in a relational history.

D.1 Service Roles, Observation Events, and Typed Links

Let the finite set of service roles be
N={L,M,T,A,B,C,K,P,V}, 87)

where L is a fictional land station, M/ a moored marine observing platform, 7" an orbital-observation
reception service, A and B distinct regional archives, C a discovery catalogue, K a data cache, P a
scientific analysis service, and V' a review service. These symbols abbreviate roles in a finite service
configuration, not fixed or enduring ontological entities. One organization may operate multiple roles;
the personnel, equipment, and organizational authority associated with a role may change while the
assigned role identifier remains the same for the purpose of one test. Conversely, the same represented
organization may participate in several distinct events.
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The model records three typed directed graphs on N: a data-delivery graph Gp = (N, Ep), a
discovery graph Gy = (N, EF), and an independent-review graph Gr = (N, Er). A fourth relation
Perm(s, r, u, ) represents whether a governed record version r from source role s may be used by role
for purpose v under a specified policy interpretation. Separate metadata describe measurement suitability,
version status, and decision authority. The graphs need not have the same edges or share their failure
modes.

NZ (N,GD,GF,GR, Perm,?—[,@), (88)

where H refers to the typed relational history of Appendix A and © is a dossier of quality conditions, ser-
vice dependencies, failure domains, and the declared scientific task. Equation (88) treats access policy as
a contextual relation rather than pretending it follows automatically from a digital edge. Scientific rele-
vance must be evaluated against O: two records can be delivered successfully and still have incompatible
spatial support, units, calibration history, or intended use.

For a required record r, define the route qualification predicate

Use(r, u;y) = Found(r,u) A Delivered(r, u) A Perm(s(r),r, u,v) A Fit(r,7), (89)

where the component predicates are evaluated in a stated network configuration. Fit is not a universal
truth predicate: it stands for task-specific evidence about provenance, uncertainty, calibration, measure-
ment support, and the suitability of the record for a particular inference. In Equation (89), Found means
discovery through currently available metadata services, or through a previously verified and still-valid
direct endpoint. A record may be physically retrievable without satisfying the discovery term for a first-
time user. Similarly, Delivered may be true even when institutional authorization is absent.

D.2 A Small Coastal, Atmospheric, and Orbital Federation

In the hypothetical baseline, observations from L and M are deposited at A, while T" deposits observa-
tions at B. Both archives publish discovery metadata to C, deliver permitted data to a cache K, and offer
direct data paths to the analysis service P. The cache can deliver previously synchronized versions to
P. The review service V receives scientific claims from P and can retrieve source versions separately
from A and B in order to check particular claims. Figure 4 distinguishes selected data, discovery, and
review edges by line style. Permissions and scientific-compatibility conditions are deliberately omitted
from the drawing and specified in prose, since drawing those conditions as additional undifferentiated
edges would invite the false interpretation that delivery and authority are the same relation.

Land —~— 1
/ Archive K

'SR
M N P .
Marine Analysis
——

S )

T
Orbital

Figure 4: Fictional international observation-service network. Solid edges represent data routes, dashed
edges illustrate selected review dependencies, and dotted edges show discovery notifications. The figure
omits authorization and scientific-compatibility predicates, which require separate evaluation.

The fixed example contains three source families S = {L, M,T'}. Its data and review edges are
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declared, respectively, as

Ep = {LA,MA,TB, AK, BK, K P, AP, BP},
Er = {AC, BC,CP}, (90)

where juxtaposition XY denotes the directed edge X — Y. All nodes are initially available and all
three source versions are stipulated to have a valid baseline permission and quality status for a single
hypothetical regional-analysis question. These stipulations do not claim that atmospheric, marine, and
orbital records are scientifically interchangeable. A real comparison would require the sampling and
translation tests of Sections 4 and 6. Under the baseline stipulations, the data paths L — A — P,
M — A — P,and T — B — P make all three represented source families deliverable to P.

D.3 Connectivity, Discovery, and Authorized Scientific Use

For a directed typed graph G, let s ~+ t denote existence of a path under a declared set of available
vertices and edges. Raw connectivity is the indicator Rp(s) = 1{s ~», P}. Fresh discoverability of
a source s requires its archive’s metadata path to C' and the catalogue path to P; the predicate can be
different for an existing consumer retaining a verified endpoint. For the first-time consumer used in the
simulation, define

R=) Rp(s), F=> 1a(s)~a, P}, U=> 1{Rp(s)AFound(s, P) A Perm, A Fit},
seS seS ses

(91)
where a(L) = a(M) = A and a(T)) = B. Equation (91) is an experimental protocol, not a scalar
measure of epistemic credibility. In particular, an independently reviewable scientific output requires
additional evidence about the review service V/, its access to relevant source versions, and its freedom
and competence to challenge P’s inference. We report that property separately instead of folding it into
U.

Proposition D.1 (Authorized usability cannot exceed reachable delivery). For any fixed finite set of
source records, if the admissibility criterion for Use includes a successful data-delivery path as a nec-
essary condition, then the number of usable records is at most the number of deliverable records. The
converse need not hold.

Proof. Every record counted as usable satisfies the delivery predicate in Equation (89). Hence the usable
set is a subset of the deliverable set. For the converse, choose a deliverable record whose purpose-specific
permission is false, or whose calibration evidence is inadequate. The physical data route remains intact
while Use is false. O

Proposition D.1 is elementary but is precisely the inference that generic network diagrams often
obscure. With identical cables and endpoints, changing an authorization decision can change usable
scientific access from one record to zero. Conversely, permission may be granted while a damaged
sensor or non-operating archive prevents delivery. An institution with strong network access but weak
computational capacity may also fail to reproduce the published inference, even after all raw records are
delivered. Section 9 examines the relevant differences between record access and effective epistemic
participation.

D.4 Discovery Cut Sets, Caches, and Prior Knowledge

The service C'is the only discovery catalogue in the fixed baseline. Removing it disconnects the archives
from a new consumer’s discovery process, but it leaves the direct data paths A — P and B — P intact.
This case demonstrates why operational data availability and newly obtainable knowledge of a resource’s
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address can diverge. It also demonstrates the danger of making a catalogue a hidden gatekeeper: describ-
ing the whole architecture as “distributed” does not ensure that users have alternative ways to discover
resources.

Proposition D.2 (Single-catalogue discovery cut). Suppose every currently admissible first-time discov-
ery path from a publisher set () to a consumer p passes through a catalogue vertex c, and no independent
previously trusted endpoint list is available to that consumer. If c becomes unavailable, no record from )
can be newly discovered under that protocol, even if a data-delivery route from a publisher to p survives.

Proof. By hypothesis, every first-time discovery path contains c. Removing ¢ removes all such paths.
The conclusion about data delivery is independent because delivery paths belong to another graph and
need not pass through c. O

Proposition D.2 is a conditional graph-cut statement, not a claim that actual WIS2 has a unique un-
replicated catalogue. WIS2 specifies publisher nodes and global services that include catalogues, brokers,
caches, and monitoring; its operational redundancy must be assessed from the system’s real deployments
and procedures [64, 65]. An alternative trusted catalogue, independently verified manifest, or known di-
rect endpoint would defeat the premise of Proposition D.2. A cache likewise improves resilience only
for particular records and versions already held and valid under the relevant release policy. A public
cache does not imply access to restricted data, guaranteed freshness, or authority to reuse data after a
policy revision.

D.5 Redundancy, Common-Cause Failures, and Dependency Domains

The delivery graph has a short alternative path for L and M: their archive can reach the analysis service
both directly and through /. Removing only the direct link A — P therefore leaves A — K — P avail-
able. Removing the cache alone leaves the direct links available. The same graph can, however, contain
a highly consequential archive dependency: both land and marine sources rely on A. Thus an outage of
A simultaneously affects two otherwise distinct observing programmes. The same mechanism can ap-
pear across domains if nominally separate servers share a physical energy supply, cooling infrastructure,
cloud region, or credential authority.

Proposition D.3 (Disjoint service paths and a single service failure). Let s, ¢ be available endpoints of
a directed service graph. If there are two s—t paths with no shared internal vertices, deletion of any one
internal vertex leaves at least one of these two paths intact. This conclusion need not survive a failure
that removes multiple vertices from a shared physical or institutional dependency domain.

Proof. A vertex internal to at most one of the two internally vertex-disjoint paths cannot belong to the
other path. Removing it therefore leaves the other path. For a shared-domain failure, select one internal
vertex from each path and suppose both rely on a common power supply. Removing the two vertices at
once defeats both routes, despite their graph-theoretic disjointness. O

The conclusion of Proposition D.3 is deliberately narrower than a reliability guarantee. Different
routes may share the same archive, software implementation, governmental access restriction, or un-
modelled physical dependency. A realistic failure analysis therefore needs an additional hypergraph or
incidence relation DependsOn C N x F mapping service roles to dependency domains F, together with
an assessment of correlated events. Assuming independent edge failures would make redundancy seem
stronger than warranted when the dependency structure is unknown. A different source of resilience may
arise from institutional capabilities: another scientifically qualified organization may be able to review
or reconstruct observations even when it cannot reproduce the original platform’s exact measurement
events.
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D.6 Finite Stress Tests and Interpretable Outcomes

Table 29 reports a set of deterministic tests on Equation (90). The table counts available source families,
not the number or quality of individual observation records. R counts families with a data route to P;
F counts families discoverable by a first-time consumer using the current catalogue; U counts families
satisfying all baseline delivery, discovery, permission, and fitness predicates. For each scenario, service
outages remove the affected vertex and all incident edges. A denied marine permission sets the use
predicate for M to false without changing its data links. The last scenario removes the review-edge
B — V toillustrate loss of independent source access for the orbital family even when the three displayed
counts remain unchanged.

Table 29: Deterministic outcomes on the hypothetical nine-role network; all counts range from zero to
three.

Scenario and intervention R F U Interpretation and uncounted limitation

Baseline, full permissions 3 3 3 Scientific validity still requires external assessment

Catalogue C unavailable 3 0 0 Known endpoint access may survive; first-time discovery fails

Archive A unavailable 1 1 1 Land and marine source families share an archive dependency

Direct data link A — P unavailable 3 3 3 Cached route maintains reachability under stipulated cache state

Cache K unavailable 3 3 3 Direct archive paths preserve delivery

Marine-use permission denied 3 3 2 Delivery is not authorized use

Review edge B — V unavailable 3 3 3 Independent review of orbital source lacks stipulated direct ac-
cess

Analysis service P unavailable 0 0 0 Observation acquisition may continue elsewhere

In the final row, discoverability is measured for consumer P, so the count becomes zero when that
consumer is unavailable. Other consumers might continue operating. In the catalogue-outage row, U = 0
applies to the specified first-time workflow; it would not necessarily hold for a prior user who retains
a still-authorized endpoint. In the cache and direct-link rows, the assumed route through K is valid
only where a current and permitted copy has been synchronized. The graph cannot establish that such a
copy actually exists, that latency is adequate for warning operations, or that a scientific product meets its
uncertainty requirement. The last observation in Table 29 is likewise not a conclusion that an external
reviewer loses every possible verification route: it concerns the one independent link included in the
stipulated review layer.

A second test varies scientific rather than network conditions. Suppose the land station and the marine
platform both publish compatible numerical fields but the marine series undergoes undetected calibration
drift. Every service path, discovery notification, and permission in Equation (90) can remain intact. Yet
an inference mixing these signals may be biased, and the network’s counts remain R = F = U = 3
only if the assumed fitness flag has not been updated. Independent calibration review could subsequently
change Fitys and reduce U to two. The episode demonstrates a limitation of a purely digital topology:
scientific credibility depends on evidence and history, not on a graph’s edge count.

D.7 Cross-Border Rights, Accountability, and Effective Participation

Even the fully connected baseline leaves institutional questions unresolved. The operators of A and
B may hold different responsibilities for public records, embargoed measurements, or community-
governed ecological information. An analysis service may have permission for climate modelling but
lack authorization to publish fine-grained species locations. A reviewer might be allowed to inspect
protected data within a secure environment without receiving an unrestricted copy. The same record
can have different permitted uses and versions as an institution’s rules, the applicable jurisdiction, or
community decisions change. The record profile of Appendix B can preserve these claims and their
provenance; it cannot establish their legal validity or normative legitimacy.

Similarly, effective participation depends on computation, staff capacity, language, methodological
knowledge, and the ability to contest findings. Suppose archive operators provide identical access cre-
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dentials to two universities, while one can run the relevant ocean model and the other lacks the required
computation and calibration expertise. Their formal access may be equal while their ability to repro-
duce or challenge inferences is unequal. The ethical and governance criteria of Section 8 and Section 9
therefore complement the graph model. A credible federation needs mechanisms for alternative review
pathways, transparent decisions, correction of metadata and models, responsible incident notification,
and access to meaningful remedy; establishing these mechanisms remains an institutional project requir-
ing empirical evaluation.

A useful experimental audit should report stage-specific outcomes rather than publishing a single
“resilience” score. For each task, report observation acquisition and quality, new discovery, authorized
delivery, compute availability, independent scientific reproducibility, institutional responsiveness, and
ecological or community effects. It should also identify which actor is accountable when an assumption
fails and how evidence about that failure enters the revision history. The fictional tests here show only
that some of these dimensions can move independently in an explicitly stated network.

D.8 Scope of the Representation and Empirical Continuations

The appendix does not estimate real-world global observation coverage, outage rates, cross-border per-
missions, climate-prediction quality, or community trust. The graph has few nodes, stipulated capabil-
ities, and deterministic interventions. It omits transmission latency, changing traffic loads, packet loss,
measurement uncertainty distributions, organizational budgets, and adaptive behaviour. The conclusions
of Propositions D.1, D.2, and D.3 follow under the stated predicates, but their applicability to an actual
programme would depend on faithfully mapping its technical, legal, and scientific conditions. WMO'’s
distributed WIS2 services and the internationally coordinated observing networks tracked by OceanOPS
illustrate useful distinctions between operating nodes, shared exchange services, operational metadata,
and the activities of national contributors; their actual deployment details must be examined on their own
terms [64, 39, 62].

The accompanying executable example checks the graph counts and the key counterexamples of Ta-
ble 29. A subsequent empirical study should replace its fictional graph with authorized observations of
system operation, identify independent failure domains, document scientific task and permission classes,
and undertake controlled tests where they do not threaten safety-critical warning services. Institutional
participants and affected communities should be able to challenge the selected tasks, access rules, and
assumptions about acceptable failures. The primary methodological outcome is a distinction: globally
connected observation services, scientifically credible knowledge, and legitimate cooperation are over-
lapping but separable accomplishments. A meaningful infrastructure theory should specify which one
has been demonstrated in each case.

E Governance Scenarios and Dispute Procedures

This appendix tests a limited question: what can a federated observation infrastructure actually establish
about a disputed publication, access restriction, or scientific correction when different participating in-
stitutions possess different claims to authority? It extends Section 8, the protected-derivative analysis of
Section 9, the metadata profile in Appendix B, and the typed service dependencies of Appendix D. All
organizations, communities, records, rules, and outcomes in the worked examples below are fictional.
The scenarios are procedural thought experiments, not an account of the law of any jurisdiction, a pro-
posal to override Indigenous or community authority, or evidence that one arrangement is universally
superior.

The appendix has two objectives. One is analytical: to keep technical authentication, scientific merit,
legally recognized authority, and ethically defensible governance separate. The other is constructive: to
specify a minimal dispute protocol that can record rival positions, preserve evidence, request a provi-
sional response, identify the competent decision forum, and report the effectiveness and limitations of
an attempted remedy. A data catalogue may carry records of such steps, but recording a step does not
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make the step just, authoritative, or executable. The distinction is especially important where sensitive
ecological information, unequal computing resources, and potentially urgent public warnings meet [57,
6, 52].

E.1 Governance Units, Standing, and the Scope of a Claim

Assume a finite set of institutional role-bearers I, observation versions R, derived artefacts Y, scientific
tasks I', and rule systems J. The role-bearers can include a record custodian, an instrument operator,
a scientific author, a community or collective with recognized interests, a publishing service, an inde-
pendent reviewer, and a remedial decision forum. Their role assignments may change with a relational
history h; they are not identified with event vertices in the underlying observation complex. Standing to
file a dispute, competence to decide it, practical capacity to participate, and jurisdiction to impose a rem-
edy need not coincide. Neither the mere possession of a file nor the ability to authenticate its provenance
establishes any of those capacities.
Let a claim record be
c= (L, a,w,y, X,0,K, € he), (92)

where ¢ is a stable record identifier, & € I is the claimant, w € R U Y is the contested object, ~y
specifies the intended use, Y is the requested change (for example restrict, correct, review, or restore), o
identifies the affected persons, organizations, or ecological interests insofar as they can be responsibly
specified, « records asserted authority and its scope, ¢ names the evidence dossier, and h. links the
filing event to its provenance history. Equation (92) represents an assertion; the assertions in x and e
may be incomplete, incompatible, or disputed. Claims about nonhuman ecological effects may require
a representative procedure rather than a fictional direct signature by a species or ecosystem.

A separately typed decision record may contain issuer, mandate, considered evidence, rule-
version references, affected object versions, decision, provisional measures, reasons, review path, and
verification-of-execution status. It is important to record the scope of a decision: an institution compe-
tent to correct its own sensor record may lack authority to compel another organization’s model to be
retrained or an independently operated service to retract a derivative. Rights of access, rights to publish,
duties to correct, and power to bind third parties therefore require separate predicates. FAIR-oriented
reuse and CARE-oriented collective authority illuminate different, potentially interacting concerns and
should not be collapsed into an undifferentiated “open data” flag [61, 6].

E.2 Four Illustrative Institutional Arrangements

Hold fixed a small set of scientific data services and an identical dispute over a derived marine record.
Vary the institutional procedure instead of the technical data graph. The following four arrangements
are stipulated alternatives. Repository-local governance assigns initial correction and release decisions
to each record custodian and exposes a documented escalation route. Bilateral reciprocal governance
makes a data-sharing agreement between two organizations the specified source of review and remedy,
while leaving outsiders’ standing unresolved. Federated multi-party review uses a jointly constituted
forum for defined cross-institutional classes of disputes, while primary scientific records and operational
custody remain distributed. Fragmented governance has independent local rules and no accepted com-
mon dispute forum for some cross-border conflicts. No arrangement has an automatic ethical ranking:
each may differ in jurisdictional enforceability, affected-community participation, emergency respon-
siveness, resources, and exit conditions.

The comparison in Table 30 concerns authority topology: who can ask, decide, review, and exe-
cute. It is different from the packet-routing and discovery topology analyzed in Appendix D. Under one
topology, access to a record may continue while no institution accepts competence to adjudicate a dis-
pute about its use. Under another, a shared appeal forum may exist on paper while a community lacks
translation assistance, funds, secure computational access, or a means of presenting evidence. Polycen-
tricity describes the possibility of multiple centers of rule-making and coordination; it does not establish
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Table 30: Hypothetical governance arrangements under the same observation network and disputed
derivative.

Arrangement Initial decision locus Potential route for cross-party Distinctive limitation to
dispute evaluate

Repository-local Originating custodian Escalation under custodian’s Custodian may not bind a
published procedure downstream publisher

Bilateral reciprocal Joint agreement parties Designated contractual review Affected outsiders may lack
forum standing or remedy

Federated multi-party Mandated shared review body  Defined appeal and correction Participation cost, mandate
workflow across members boundaries, and enforce-

ment
Fragmented Separate local authorities Negotiation if all parties agree Conflicting permissions can

persist without resolution

that their decisions are mutually consistent or that weaker participants automatically receive effective
remedies [51, 52].

E.3 Conlflict of Rules and Decision Authority

Consider a data-use request ¢ = (w, 7y, u, h) concerning a versioned object, purpose, user, and relevant
history. For institution 4, let p;(q) belong to {permit, deny, undetermined}. The vector of available
policy positions is

p(q) = (pi(q))ic1, Resolve; : p(¢) — {permit, deny, pending}, (93)

where [, lists the institutions with potentially applicable authority and j indexes an explicitly recog-
nized conflict-resolution rule. The rule cannot be derived from metadata syntax. A priority rule, consent
requirement, appeal, emergency exception, or abstention procedure must be justified by an applicable
governance arrangement and must state whose authority it claims to recognize. Equation (93) is deliber-
ately not a claim about the lawfulness of any particular priority order.

Proposition E.1 (Policy records do not determine a unique joint authorization). Suppose a request has
two applicable, authenticated policy records with contradictory outcomes, one permitting and one deny-
ing the same purpose-specific release, and no mutually accepted rule that resolves their priority. Then
the records alone do not determine a unique federation-wide authorization outcome.

Proof. Consider the same authenticated pair (permit,deny). A hypothetical resolution procedure giv-
ing priority to the permitting decision outputs permit, whereas a procedure requiring agreement of all
competent parties outputs deny or pending. Both procedures receive identical policy records. Without a
specified and recognized selection rule, the observed metadata do not distinguish the outputs. The propo-
sition concerns logical underdetermination, not whether either candidate procedure would be legally or
ethically acceptable. g

Proposition E.1 has a practical design implication: a federation’s API should be able to represent
a pending conflict without quietly converting it into a permission. A safe interim response for an un-
resolved sensitive release may be restricted processing or postponement, but even that choice is a pro-
visional measure requiring institutional justification, prompt review, and consideration of the harms of
delayed scientific action. An emergency publication procedure must similarly declare its legal and pro-
cedural basis, the minimum information released, its expiry or review condition, and subsequent avenues
of contestation. The point is to make the tradeoff accountable, not to install a technical veto or emergency
override by default.
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E.4 A Dispute Protocol with Reviewable Transitions

For a specified governance arrangement, define a dispute dossier state s in the finite set S whose possible
labels are filed, notified, preserved, interim, reviewed, decided, remedy attempted, appealed, and closed.
These labels denote roles of events in a workflow, not stages of a universal social time. A particular
procedure may allow concurrent evidence preservation and notification, appeals after an initial decision,
or a reopened matter after new evidence. The transition relation 7; C & x £ x S must be indexed by the
applicable procedural rules and accompanied by a ledger of evidence and actors; an unqualified global
ordering of events is unnecessary.
An illustrative state transition may be permitted only if its role-specific guard is satisfied:

(s,e,s') € Tj = Guard,(e, s, mandate, evidence, notice) = 1. (94)

For example, decided should normally require identification of the decision issuer, the relevant rule ver-
sion, a reasoned determination, evidence considered, any refused evidence with explanation, and a review
route. remedy attempted is not the same as remedy executed; execution needs separate evidence from the
services and institutions affected. A restrictive provisional action must disclose its stated purpose, pro-
portionality rationale, and a procedure for reconsideration, subject to justified confidentiality constraints.
Equation (94) is a proposed software-validation condition, not proof that the resulting procedure is fair.

The state model intentionally admits unknown, disputed, and not applicable values where appro-
priate. It does not silently fill missing consent or standing data with permission. Nor should the state
labels imply that disputes are necessarily resolved in a linear sequence: the relational history may con-
tain branching reviews, parallel scientific assessments, new submissions, and superseded decisions. A
machine-readable dispute record should preserve those relationships and the accessibility of the reasons
to affected participants. Metadata specifications such as W3C PROV help represent derivation and re-
sponsibility assertions, but their structural validity remains distinct from the authority and effectiveness
of an institutional decision [71, 74].

E.5 Scientific Corrections, Retractions, and Effective Remedies

Disputes about knowledge can concern the reliability of a sensor, translation of a variable, release of a
sensitive derivative, authorship or contributor recognition, misuse of community-governed data, or the
validity of an Al-generated inference. These disputes need different remedies. Correcting an observa-
tion value requires a quality-control and versioning process. Retracting a public derivative may require
notifying downstream consumers, updating model registries, and identifying outputs already produced.
Recognition and participation disputes may require changes to attribution, review procedures, or access
to analysis infrastructure. Ecological harms may require measures outside the information system en-
tirely. A single generic “resolved” bit cannot encode these distinct obligations.

Let A(c) be the set of remedial actions ordered for claim ¢ and let X}, () be the available execution
evidence for each action a at history h. A minimal representation of completion is

Completed(c,h) =1 == Va € A(c), VerifiedExecution(a, X(a)) = 1. (95)

The reverse implication need not hold: executing the enumerated actions may leave unrecognized af-
fected parties, irreversible dissemination, or harms outside the decision body’s mandate. Equation (95)
is therefore a conservative reporting condition on the specific ordered remedies, not a definition of sub-
stantive justice.

Proposition E.2 (Complete technical traceability does not entail effective remedy). There are two insti-
tutional arrangements with identical authentic provenance records for an erroneous released derivative
and the same recorded correction decision, but different levels of effective remedial execution.

Proof. Fix the record versions, their provenance DAG, the discovery metadata, and a decision requiring
the publisher to correct a derivative and notify recipients. In arrangement A, the publisher can update the
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affected service and reach the relevant recipients; verification evidence confirms both ordered actions.
In arrangement B, the publisher lacks authority over the service and cannot identify a downstream redis-
tributor. The same provenance and decision records exist in each arrangement, but the ordered actions
are verified only in A. Therefore provenance and a recorded decision alone do not determine effective
remedy. O

Proposition E.2 complements the main-text result in Section 8. Technical integrity may make facts
contestable, but does not supply legal standing, translation assistance, practical access to a tribunal, en-
forcement capability, or reversal of a disclosure. A federation should measure these capabilities instead
of treating correction metadata as their substitute. In particular, an independently operated downstream
model may encode sensitive source information even after the source record is restricted; removal of the
source from public discovery does not mechanically erase the derivative, as Section 9 discusses.

E.6 A Worked Hypothetical Coastal-Observation Dispute

Consider a fictional marine observatory M publishing a nearshore temperature record r; through archive
A. An analysis laboratory P uses r1 and a coastal survey record r to publish a geographically detailed
risk map y;. A coastal stewardship body C' subsequently claims that y; exposes a sensitive ecological
location and that the declared data-use purpose did not authorize this level of disclosure. Separately,
a monitoring scientist S detects a possible calibration drift in 71, which could affect the magnitude of
a public heat-risk estimate. These are two different claims: one concerns authorization and ecological
incidence; the other concerns scientific validity. Neither automatically decides the other.

Assume a shared review rule that grants C' standing to challenge disclosure and .S standing to request
measurement review, without presuming that their assertions are correct. The review body can impose
a temporary restricted-view mode on the federated portal only if its mandate covers that service. It can
require the observatory to preserve r; and relevant calibration evidence, ask the laboratory for a repro-
ducible derivation record, and provide the parties with reasons and an accessible opportunity to respond.
After scientific review, the observatory publishes a corrected version 7] if justified, and the laboratory as-
sesses whether y; must be recalculated. After an independent disclosure review, the body may conclude
that a less granular derivative g5 is appropriate for a particular public-warning purpose while protected
detail remains available only in a controlled research setting, again subject to the applicable rules.

Table 31: Fictional coastal dispute: a bounded procedural trace and the evidence it cannot itself supply.

Recorded step Required evidence in the hypothetical Remaining question
dossier

Filing and standing Claims by C and S; applicable standing Are the standing rules legitimate and inclusive?
rules; affected versions

Evidence preservation r1,72,y1 identifiers, calibration and Are the scientific records complete and reliable?
derivation manifests

Provisional response Competent issuer, narrow release Is the restriction justified and proportionate?
restriction, review conditions

Scientific decision Drift assessment and published 7} if Does the correction support the revised inference?
warranted

Disclosure decision Purpose, ecological sensitivity, reasons for ~ Are affected interests adequately represented?
chosen precision

Remedy verification Portal update, downstream notices, Which independently circulated copies persist?

controlled derivative audit

The trace in Table 31 illustrates why provenance and dispute adjudication require linked but different
records. The calibration issue might be resolved with no change to access policy, while the disclosure
issue may survive even after calibration is corrected. An emergency warning could justify public release
of some coarsened information under a specific rule, but the exception would need an articulated basis
and subsequent review. It cannot be inferred from the mere existence of a risk map. A review body
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unable to reach downstream recipients should record its incomplete execution rather than claiming that
the disclosure has been reversed. The result must remain provisional where the pertinent institutional
competencies or affected interests have not been established.

E.7 Participation Capacity, Appeals, and Institutional Exit

The existence of an appeal form does not establish that a participant can actually use it. A fictional
claimant may need interpretation into a working language, staff time, access to the restricted evidence
in a secure setting, resources to reproduce model outputs, and protection against retaliation or exclusion.
These are practical conditions for contestability. Let G be the directed graph of notice, representation,
submission, review, and appeal services available to a particular affected participant. A graph route from
the participant to a competent independent reviewer is necessary for the represented appeal workflow,
but not sufficient for a meaningful outcome: accessibility, mandate, fair hearing, execution, and remedy
require separate assessment. Section 8 discusses these institutional properties, and the more general
theory of historically generated trust belongs to the planned companion investigation.

Proposition E.3 (An appeal route is not a sufficient condition for effective review). For a fixed claimant
and a specified review procedure, directed reachability from the claimant to a review node does not
imply that the claimant can obtain an effective review. Conversely, if all prescribed channels to the only
competent review node are absent, review cannot be obtained through that stipulated procedure.

Proof. For the first claim, choose a graph with a delivery path for an appeal submission but stipulate
that the claimant cannot access the necessary evidence or that the review node lacks power to issue an
effective decision. Reachability holds and effective review fails. For the converse, the stated proce-
dure accepts submissions only through paths terminating at its competent review node; with no such
path, no submission can arrive under the procedure. Both claims are relative to the stipulated route and
competence model, not to every imaginable informal or external remedy. O

Exit is similarly multidimensional. A member organization might stop new sharing, withdraw a
particular service, cease participation in a shared rule-making body, or request revocation of specified
derivatives. Each action can have a different effective scope. Previously published public informa-
tion may remain copied, and legitimately held archival copies may be subject to retention requirements.
A governance model should therefore identify which prospective exchanges an exit decision changes,
which earlier obligations remain, how downstream users are notified, and who can challenge the exit
conditions. Equal treatment is not guaranteed by making the same exit form available to institutions
with unequal operational dependencies.

E.8 A Bounded Normative-Coordination Deossier

One further fictional case isolates the difference between agreement on data content and agreement on
what to do with it. Three institutions receive the same observation record and jointly validate its metadata
and calibration. They nevertheless offer three different readings of its significance and disagree about
the permitted disclosure resolution. The federation should record these as independent assertions, with
their respective generating methods, purposes, supporting reasons, and institutional mandates; it should
not silently replace them with the ruling participant’s preferred label.

A candidate normative-coordination dossier has the following typed fields: observation and inter-
pretation versions; affected participants and the stated bases of standing; proposed practice rule and its
bounded scope; distinct reasons for assent, rejection or reservation; legal authority if claimed; review
and voting procedure; resource conditions of participation; application and performance events; dissent
and reopened claims; and authorized revision or remedy events. The dossier does not decide which norm
is correct. It permits researchers to reconstruct which arrangements were considered, who could affect
the candidate space, and why a purportedly common rule continued or failed.
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For a protocol n and documented participants P, distinguish the following predicates:
Acceptp(n), Validy(n), Enacted,(n), Legitimate-(n). (96)

Here J denotes applicable sources of legal and institutional authority, A the documented execution his-
tory, and C' a declared set of normative evaluation criteria that may itself be disputed. The predicates are
distinct. In particular, Acceptp(n) does not entail Valid;(n), Enacted;,(n), or Legitimate(n): a unan-
imous but unauthorized agreement, an agreed but unimplemented rule, and an agreed rule excluding
affected interests supply immediate counterexamples. Nor does disagreement automatically establish
illegitimacy, because an applicable legal rule and a scientifically justified procedure can be contested.
Equation (96) is a bookkeeping distinction, not a substantive legal decision procedure.

A comparative protocol should deliberately include failures: interpreted evidence that yields no work-
able norm; apparently successful assent under unequal dependence; valid agreements that are not enacted;
and performance histories in which repeated correction makes limited cooperation possible despite con-
tinuing theoretical disagreement. These are empirical research cases for the proposed companion work
on generative trust, with no assertion of universal convergence. Article 38 of the ICJ Statute and the
ILC’s 2026 general-principles discussion may inform an analogy about identifying legal sources where
relevant, but cannot confer international-law status on a data-federation rule [40, 42].

E.9 Evaluation Protocol and Boundaries of Inference

The proposed governance arrangements can be compared through a structured audit, not a universal
governance-efficiency score. A useful research protocol should record: the types and numbers of dis-
putes; proportions with accessible notice and evidence; diversity of recognized claimants; provisional
measures and their duration; reasons and rule versions; availability of independent review; time and
resources required under a specified measurement convention; execution and downstream notification
evidence; the ability to reopen decisions; and ecological or social effects not repaired by informational ac-
tions. Where participant privacy or ecological sensitivity is at issue, even aggregate publication of these
metrics requires disclosure review. The relevant denominators, missing values, and excluded disputes
must be stated. Rates computed only from accepted complaints would conceal potentially important
differences in standing or access.

Several apparently attractive conclusions are not warranted. More logged disputes do not by them-
selves prove a less trustworthy federation; they may indicate greater access to remedy. Fast closure does
not necessarily mean an equitable decision; it may reflect summary dismissal or limited participation.
Full provenance does not establish correct science. A large number of participating institutions does not
establish balanced authority. A single jurisdiction’s rule cannot automatically bind every other institution
participating in a data federation. Finally, a procedural remedy for mistaken disclosure need not reverse
ecological harm or erase sensitive knowledge from downstream systems.

The claims in Propositions E.1, E.2, and E.3 are conditional logical counterexamples, not empirical
findings about WMO, GOOS, Argo, or a particular legal regime. International programmes supply exam-
ples of coordination under distinct mandates and responsibilities, not a ready-made worldwide adjudica-
tive order [63, 31, 57]. Future investigation would need comparative institutional fieldwork, authorized
documentation of disputes, legal analysis in the relevant jurisdictions, interviews that respect confiden-
tiality and informed consent, and carefully controlled evaluations of notification, correction, and redress
workflows. The appendix’s contribution is a bounded governance vocabulary: a federation can record
the history of a disputed claim, make conflict explicit, and support verifiable steps toward correction,
while the credibility and legitimacy of those steps remain subjects of human and institutional inquiry.

F Evaluation Metrics and Research Protocols

The proposed federation should be evaluated as a set of scientific and institutional relations whose ob-
served performance depends on the task, sampling design, participating institutions, affected communi-
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ties, and the boundary of the investigation. A successful test of network availability does not establish the
validity of a scientific inference; a well-calibrated prediction does not establish permission to disseminate
its inputs; and a timely governance decision does not establish an effective remedy. This appendix de-
velops a bounded evaluation vocabulary, possible measurements, and research protocols for examining
these distinctions. It extends the evaluation discussion in Section 11 and the fictional infrastructures and
dispute procedures of Appendices D and E. The metrics and examples below are proposals or synthetic
calculations, not measurements from WMO, Argo, GOOS, or an implemented global federation.

F.1 Evaluation Objects, Boundaries, and Estimands

An evaluation must first state what is being assessed. Let a declared evaluation protocol be the tuple
II= (anNnamvpna-AHaMH)v (97)

where H denotes a documented, possibly partially ordered collection of relevant observation and de-
cision events; ANy identifies participating and affected institutional roles; 77y is the set of scientific and
governance tasks; Dy specifies eligible records and observation supports; Ay records applicable permis-
sions and responsibilities; and My specifies measurements, missing-data rules, comparison conditions,
and validation procedures. The protocol tuple in Equation (97) is not a commitment to an external univer-
sal clock. Where elapsed durations matter, the protocol must specify compatible timestamp conventions,
synchronization tolerances, and censoring rules; otherwise relational precedence is sufficient.

For an evaluand k and task ¢, an estimand is a target property 6y, ;(II), such as the proportion of
eligible queries successfully completed under a given fault condition, the error of an environmental
prediction on a specified reference sample, or the execution rate of a specified correction obligation. The
empirical estimate 6, ; must be accompanied by its denominator, support, design assumptions, precision,
exclusion rules, and provenance. A synthetic test may verify a software property within a finite test
fixture, but it cannot estimate 6 for an unobserved real population.

Evaluation objects should be kept separate: observation records, instrument and calibration histo-
ries, translation mappings, model inferences, delivery services, access and governance decisions, and
ecological interventions. A federation-level aggregate obscures these objects unless a justified mapping
explicitly links them. The FAIR principles address data findability and reuse, whereas CARE draws at-
tention to collective benefit and authority; neither supplies a ready-made scalar score for all the scientific
and normative properties considered here [61, 6].

F.2 Observation Quality, Coverage, and Scientific Reproducibility

An observation-level assessment should document reference measurement conditions, calibration trace-
ability, units and coordinate conventions, spatial and temporal support, quality flags, missingness, and
whether data are provisional or revised. Following the concern developed in Section 4, a numerical
error rate is interpretable only relative to a specified reference procedure and uncertainty characteriza-
tion. Argo’s real-time and delayed-mode quality-control distinction illustrates why record versions and
reprocessing status matter when comparisons are made across institutions [56, 2].

For an explicitly defined finite set Dy of required observation units, one elementary reporting-
completeness measure is

~ - w; 1{an eligible, interpretable record for 7
Cn = 2iepy wil{an elig P }, w; > 0. (98)
ZieDn wi

The weights and frame are specified by the evaluation design. Equation (98) measures completeness
relative to the declared frame, not geographical coverage of unobserved ocean regions or independent
scientific correctness. Duplicate observations need not improve it; withheld and unknown cases must
not disappear from the denominator without explanation.
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Proposition F.1 (Observed coverage cannot identify unobserved environmental states). Let the available
observations depend only on the restriction of an environmental field x to a proper sampled support
S C Q. In the absence of a constraint connecting the field on S to the field on 2\ S, no statistic of these
observations alone identifies a quantity that can vary solely with x|q g.

Proof. Construct two fields « and 2’ agreeing on S but differing on 2 \ S. They generate identical
observed data and every statistic measurable from those data, but a target functional depending on the
difference outside S has distinct values. An identified estimate of that target from those observations
would need to equal both values, which is impossible. O

Proposition F.1 explains why a high reported completeness score cannot establish global representa-
tiveness. Reference comparisons must consider selection mechanisms, correlated sensor errors, model
dependence, the distinction between reference data and ground truth, and changes introduced by reanal-
ysis. Scientific reproducibility should include the ability to reconstruct a stated result from a declared
combination of input versions, code or executable model identification, parameter settings, environment
records, and permissible access to required resources. A result may be computationally repeatable under
a particular implementation while its scientific premise remains contested.

A practical protocol should evaluate reference-consistent error when suitable independent compari-
son data exist; uncertainty calibration and coverage of declared prediction intervals; the reproducibility
of a selected inference under explicitly described software and data versions; and the rate at which doc-
umented revisions propagate to derived results. Independent validation is needed because training or
assimilating an observation into a model and then scoring the model against that same observation can
overstate out-of-sample performance. Appropriate holdouts should respect instrument, geographical, in-
stitution, and relevant dependency domains. Existing assimilation practice and reanalysis documentation
provide methods and cautionary examples rather than automatically portable accuracy guarantees [16,
33, 9].

F.3 Semantic Translation, Model Plurality, and Uncertainty

Translation evaluation must specify both the source representation and a target scientific task. For a
source record 7, translation 7’, source-task quantity (s, and target-task estimator (), define, where an
agreed comparison scale exists,

0g(r,T) = do(Qs(r), Qi (T'(r))) . (99)

The discrepancy d¢ in Equation (99) is meaningful only when @), and ); have been operationally related
and dg is defensible for that task. A semantic mapping could preserve measurement units and a mean
while failing to preserve extremes, sampling supports, uncertainty assumptions, or the available infer-
ential continuations, as Appendix C demonstrates. A zero discrepancy for one task does not establish a
lossless translation.

The protocol should register known and unknown concept mappings, contextual exclusions, source
versions, intended users, the validity range of each translator, and the ability to challenge mappings.
Numerical comparisons should be complemented by review of category boundaries, scientific disagree-
ments, and who has authority to declare equivalence. For the model layer, assessment should preserve
distinct model versions and assumptions, and report both agreement within a given task and substantive
divergence under alternative admissible models. Uncertainty sources should be separated into measure-
ment, representational translation, parameter, structural-model, selection, and governance-related uncer-
tainty; they cannot all be reconstructed from a single ensemble spread.

A useful counterfactual experiment creates two source datasets with identical aggregate means but
different tails, then checks whether a recipient’s hazard-extreme calculation changes. A second experi-
ment uses two generative models agreeing on observed support but diverging under out-of-support per-
turbations. These are falsifiable, synthetic demonstrations of representation limits, not evidence that any
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named international service actually commits such an error. Where target quantities lack a shared numer-
ical scale, the protocol records structured qualitative disagreements rather than fabricating a universal
distance measure. SOSA/SSN, CF conventions, and SKOS support useful descriptions and concept re-
lations, but they do not remove these task-specific limitations [75, 7, 70].

F.4 Operational Reliability, Discovery, and Authorized Usability

An infrastructure evaluation needs distinct tests of endpoint availability, new-record discovery, success-
ful authorized retrieval or processing, scientifically adequate interpretation, and reliable downstream
correction. Let Qpr be a preregistered set of task queries with both eligible and denied requests, and let
D(q) and U(q) indicate technically deliverable and authorized/scientifically fit completion respectively.
A bounded usability measure is

= 2gegy YaH{U(9)}

UH == )
ZQEQH Yq

vg > 0, (100)

under the assumption that the evaluation has verified the relevant authorization and fitness criteria. An
authentication failure, deliberate and legitimate denial of a restricted request, and an unplanned out-
age are not interchangeable kinds of failure. For example, a restricted endpoint may correctly deny an
unauthorized requester, which should count as successful enforcement of the access policy rather than
unsuccessful service delivery. Equation (100) therefore applies only to the declared set of eligible tasks;
policy-enforcement tests receive separate scores and explicit denominators.

The graph experiments in Appendix D show why critical discovery services, archived endpoints,
caches, and review services require separate test plans. Fault injection should distinguish single-service
loss, shared credentials, dependence on one cloud or power system, organizational withdrawal, and incon-
sistent registry versions. If two nominally redundant paths have conditionally independent availability
probability p given the absence of a common-cause outage of probability ¢, then a simple illustrative
expression is

P(at least one path available) = (1 — ¢) [1 — (1 — p)?] . (101)

Forp = 0.8 and ¢ = 0.1, the value is 0.864, compared with 0.96 when the common-cause mechanism is
absent. These numbers are hypothetical and only characterize the stipulated probability model. Real fed-
eration evaluation requires observed dependency domains, failure correlations, reconfiguration events,
and a documented distinction between discovery outages and continued access via prior knowledge.

Table 32: Proposed evaluation dimensions and distinct evidence requirements. Metrics are task-relative,
not a composite score.

Dimension Operational indicator or test Evidence and limiting condition

Observation Calibration and revision trace; Reference quality, selection and missingness require
frame-defined completeness investigation

Inference Holdout performance, uncertainty Model structural errors and extrapolation remain sep-
coverage, reproducible derivation arate

Translation Target-task discrepancy; known Meaning and context need scientific and contributor
unsupported mappings review

Infrastructure Discovery, delivery and usable authorized = Shared failure domains and applicable permissions
completions under fault injection must be declared

Governance Notice, standing, review, correction and Procedural record does not establish legitimacy or ef-
verified remedy execution fective relief

Participation Capacity to contribute, reproduce, Resource, language and institutional asymmetry re-
interpret and challenge results quire inquiry

Ecology Contextual energy, water, materials and Baselines, counterfactuals and independent measure-

environmental incidence

ments required

Table 32 deliberately avoids a total ranking of global knowledge infrastructures. A lower latency or
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higher replication factor can coexist with unjustified release of sensitive records, greater environmental
costs, or exclusion of affected participants.

F.5 Institutional Accountability, Participation, and Remedy

Governance evaluation should begin with a register of potentially affected parties and the applicable le-
gal and institutional mandates, not merely a set of accepted complaints. The relevant outcomes include
whether an affected person or institution receives notice, has access to intelligible reasons and relevant
evidence, can submit a challenge, receives a competent decision, and can verify downstream remedy
execution. Even these observable components cannot replace a substantive assessment of fairness, law-
fulness, scientific adequacy, or environmental responsibility. Appendix E specifies the fictional dispute
procedure used as an illustrative test fixture.

A reported remedy-execution fraction requires a carefully identified population. If Oy is a set of
obligations triggered under a specified rule and F(0) indicates independently evidenced execution within
a declared evaluation window or relational closure condition, a descriptive rate is

5 ZOEOH I{E(O) = 1}
RH - ’OH‘ 3

|Ou| > 0. (102)

The rate must separately account for unknown execution, not-yet-verifiable claims, disputed obligations,
and inaccessible archives. Equation (102) is undefined when no obligations were triggered; it is neither
zero nor one by convention. It does not identify the harms that may persist after a technically successful
correction.

Proposition F.2 (Equal observable closure rates need not imply equal access to remedy). Two gover-
nance arrangements can display the same fraction of closed accepted disputes while differing in the
proportion of affected parties able to file, obtain evidence, receive independent review, and secure exe-
cuted remedies.

Proof. Construct two fictional arrangements in which all ten accepted disputes are marked closed. In the
first, ten of ten affected parties can file and all ten have evidence access and verified executed remedies.
In the second, only ten of one hundred affected parties can file; those ten are summarily closed without
evidence or execution. Both publish a closure fraction of 10/10 = 1, while access and remedy differ.
The constructed equality establishes non-identification from the published closure rate; it does not rank
real institutions. O

Proposition F.2 motivates denominators inclusive of known and potentially excluded claimants and
qualitative investigation of those who cannot enter the procedure. Metrics should distinguish complaint
volume, admission rates, reasons for rejection, accessibility, time and expense under a specified measure-
ment convention, independent review, downstream notification, appeal, and documented remedy execu-
tion. Institutions should have protected ways to report suppressed complaints or unresolved grievances.
Participants with fewer computational and linguistic resources may need independent technical assis-
tance to meaningfully challenge a scientific claim. An appeal portal alone is not evidence of effective
participation [52, 57].

F.6 Equitable Scientific Capacity and Recognition of Contributors

Access to a common dataset and authority to use it do not imply equal ability to reproduce or critically
evaluate a published inference. A protocol should measure the required compute budget, availability of
necessary software and calibration resources, access to secured processing environments, expert review
opportunities, and the practical ability of less-resourced participants to propose revisions. An experiment
might randomly assign access to a documented reproducibility package under appropriately consented
conditions, while recording not only success but also reasons for nonparticipation, labor costs, time, and
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dependence on proprietary intermediaries. Random allocation is not appropriate when it would deny
rights or essential warning information; nonexperimental and participatory designs may be required.
Contributor recognition should record data stewardship, local observations, instrument maintenance,
community knowledge, interpretive work, and correction efforts, without flattening these contributions
into a single monetary or bibliometric unit. Collective or community authority may require access restric-
tions and participation rules not captured in conventional author lists. CARE and the UNESCO Open
Science Recommendation offer ethical reference points; specific obligations must still be determined
through applicable law, institutional practice, and participation by those affected [6, 57]. A strong proto-
col reports capacity differences alongside outcomes and documents who designed the evaluation criteria.
It should not impose one external notion of legitimate participation as a universally binding definition.

F.7 Ecological Performance, Resource Accounting, and Counterfactuals

The proposed infrastructure consumes energy and materials and may affect land, water, and ecosystems
through facilities, networks, sensors, and maintenance activities. Ecological evaluation should therefore
preserve a vector of measured or estimated impacts under a clearly defined system boundary, rather than
assuming a common monetary scale:

ern (CL) = (EeleCa Wiithdrawal Wconsumption» Membodied Lfootprinta H, ecological) a (103)

The entries of Equation (103) may have incompatible units, measurement supports, uncertainties, and
decision relevance. A comparison across actions a and a’ should specify comparable functions served,
ecological baselines, location and resource context, operating horizon, upstream supply-chain bound-
aries, and the distribution of impacts among affected systems. The absence of a numerical value for
Hecological must be reported as an evidence gap, not silently set to zero.

A simple impact contrast Ae = er(a) — er(a’) is not a causal effect unless the design supports
the counterfactual interpretation. Power-source accounting, water stress, manufacture, disposal, land
conversion and habitat disturbance should be examined separately; energy-efficiency improvements can
coincide with larger total consumption. The European Commission’s data-centre sustainability reporting
arrangements and the IEA’s analyses provide external context for some measurable quantities, without
supplying a complete assessment of a proposed marine or global observation federation [17, 41]. Any
marine deployment, including autonomous observation systems, needs site-specific ecological review;
it is not justified solely by better computation or nominal low-carbon electricity.

F.8 Comparative Study Design, Failure Conditions, and Evidence Governance

The evaluation programme should proceed through distinct, documented modes of inquiry. First, formal
and synthetic tests establish logical properties of bounded schemas, graph structures, and algorithms; they
require fixed versions of code and assumptions, and their conclusions are limited to the model. Second,
controlled federation sandboxes test data discovery, access enforcement, computation and correction un-
der faults and institutional rule conflicts, ideally with independent observers and safe fictional records.
Third, domain-scientific evaluations compare predictions and translations against independently curated
references with instrument- and geography-aware holdouts. Fourth, participatory institutional studies
investigate access, trust, reasons for disagreement, rights, and remedies under consent and appropriate
research ethics. Fifth, environmental assessment requires independently supported baselines, alterna-
tives, site-specific observation, and disclosure of unresolved ecological uncertainty.

Table 33 supplies a protocol hierarchy, not a requirement that all investigations be conducted by a
single institution. Each protocol needs prospective disclosure of research questions, task frames, test
populations, versions, primary indicators, plausible confounders, missing-data mechanisms, governance
of sensitive records, and criteria for suspending unsafe activity. Where preregistration could expose pro-
tected ecological locations or confidential institutional procedures, a versioned confidential preregistra-
tion with an appropriate independent custodian is preferable to indiscriminate publication. Independent
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Table 33: Proposed research protocols, possible failures, and permitted inferences.

Protocol Specified test and potential failure Interpretive boundary

Formal/synthetic Schema invariants, graph cuts, translation Tests defined model; cannot infer deployment
counterexamples, fixed-seed regressions quality

Operational sandbox Unauthorized request rejection, shared-domain ~ Requires realistic roles and dependencies for
outages, version conflict and correction transfer
propagation

Scientific holdout Independent calibration, out-of-domain Observational selection and reference uncer-
inference, uncertainty calibration and revision tainty matter
reproducibility

Institutional fieldwork Accessible filing, affected-party standing, Context-specific, confidential, and not cap-
review, execution and perceived legitimacy tured by a score

Ecological assessment Functional baseline, alternative comparison, Site, time support, causal design and uncer-
life-cycle impacts and ecological response tainty required

replication should be supported through permitted access or controlled computation rather than through
unlawful copying of restricted data.

F.9 An Operational Trial Dossier and Decision-Error Benchmarks

For each test, fix a versioned trial configuration IT = (Q, N, S, M, A, V'), where @ is the set of eligi-
ble tasks and assessment questions, /N the participating research nodes, .S the documentary source and
dependency boundary, M the candidate models and mediation procedures, A the attributed review au-
thorities and affected-participant procedures, and V' the protocol, source and software versions. These
symbols are labels for evaluable components; they do not imply that legal or cultural authority is ex-
haustively enumerable. The test dossier must further record exclusion rules, missingness, protected-data
procedures, independent reviewers and the planned conditions for rejecting, withholding or revising the
evaluation.

An explicit intervention matrix can compare a basic interoperability arm ag, a generative-hypothesis
and loss-record arm a;, and an arm as also using competent review-support and correction tracking.
Tasks must be defined so that their possible legitimate uses and known critical incompatibilities can
be evaluated independently of the candidate interfaces. Where comparisons involve participating re-
searchers, assign comparable tasks with randomized or counterbalanced order when appropriate, hold
scientific resources and disclosure rights comparable across arms, and document carryover and practice
effects. The study should not artificially create a difference in participants’ legal entitlements, conceal
consequential risks, or use private community knowledge without an independently justified basis.

For an eligible reference set ()4 consisting of tasks assessed as legitimately usable within the study
boundary, let L be the tasks for which a pilot public endpoint releases the proposed result. Conditional
usable-release coverage is

L
QualifiedCoverage,, = L0 Q4

Q4|

It should be presented alongside the unsafe-release rate in Equation (51), the hold-for-review fraction,
and category-specific error counts. These rates have no defined numerical value if their reference de-
nominator is empty and are not estimates of real-world probability without a justified sampling design.
In cases of disputed reference status, report the disagreement, conditional results under alternative adju-
dications and reasons a numerical estimate is unavailable. Comparisons should preserve the distinction
between a scientific reference decision, the right to disclose a source, and the authority to permit the
downstream act.

For a source correction e and a declared, known dependency graph Dy, let Rj,(e) be the nonempty
recorded set of descendants eligible for screening, Si,(e) C Ry (e) those with documented screening, and
Ny, (e) the contactable recipients to whom a notification is owed under the pilot protocol. Useful process

Q4] > 0. (104)
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measures include

ScreenedCoverage;, (e) = 15u(e)l NotifyCoverage;, (e) =

| Rn(e)l”
provided both denominators are nonzero and the notification obligations have been established. The
first ratio measures bounded screening of recorded descendants; the second measures documented no-
tifications to known contactable recipients. Neither measures all real-world downstream effects. The
dossier must separately describe missing graph edges, unreachable recipients, disputed obligations, non-
responses, verified computational changes and observed changes to real practices. A correction can alter
a published claim without implying that its recipients have acted upon it.

| N}ILIOtified ( e) |

Ly N 2 105
N (©) £58)

Table 34: Measurement boundaries for the pilot evaluation; quantities should not be combined into a
single infrastructure score.

Dimension Required observations Important non-identification
Task-relative Reference-supported matches, Correct wording does not establish generative equivalence
translation known mismatches, unresolved

cases, declines and rationales
Public release and Release, hold, refusal, reviewed A signed dossier cannot confer legal competence
authority scope and independent source

status
Correction and Known descendants, Known dependency reach does not measure total influence
contestation screenings, notifications,

appeals and verified changes
Common productive Eligible applicants, realized Artifact access does not measure independent agency
capacity compute/instrument allocation,

reproducible tasks and costs
Marine and Functional service units, Simulation or local energy savings do not identify field benefit
ecological effects lifecycle inventory, baseline,

habitat risk and alternatives

Predeclared study failure includes a public release of a known restricted record, presentation of a false
mapping as tested equivalence, silent promotion of an unreviewed policy assertion into permission, loss
of an in-scope correction without an alert, or exclusion of an otherwise eligible participant for an undis-
closed reason. These failures are relevant to the specified implementation and require investigation; they
are not proofs of a universal mathematical impossibility. An ecological safety trigger, a competent legal
refusal, withdrawal of relevant consent or an independent decision that the study lacks an acceptable evi-
dentiary baseline should suspend the affected operation. Numeric site-specific ecological thresholds and
binding legal conditions cannot be chosen by a synthetic test script and require appropriate independent
processes.

A small JSON dossier distributed with the editable project illustrates the logic of release, hold and
rejection over invented statuses, including one example where a technically valid and epistemically plau-
sible operation must be held because of an unresolved review. The associated deterministic script checks
the gate’s declared invariants and demonstrates how a naive acceptance rule would mishandle cases. This
example has neither domain-expert ground truth nor evidence of legal validity. Its only warranted con-
clusion is that a transparent and locally testable interface can represent selected failure modes without
granting itself institutional authority. Together with Table 21, it gives the constructive proposal a repro-
ducible starting point while leaving its practical benefits and harms open to independent investigation.

The proposed theory would be challenged by recurrent failures to preserve declared task-specific
semantics across translations, an inability to propagate corrections despite documented responsibilities,
unanticipated dependence on critical central intermediaries, materially unequal ability to contest analy-
ses despite nominal access equality, or ecological costs incompatible with the programme’s stated obliga-
tions. Conversely, successful software and simulation results alone would not establish that a worldwide
epistemically and institutionally legitimate federation has been achieved. This paper offers testable archi-
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tecture proposals and classifications; it neither implements their entirety nor substitutes computational
indicators for scientific, political, and ethical judgment.

G Evidence and Source-Verification Ledger

The present investigation combines descriptions of operational scientific programmes, published techni-
cal standards, philosophical and institutional scholarship, conditional mathematical propositions, hypo-
thetical federation designs, and small synthetic verification exercises. Those materials serve different
evidential functions. An official description may document a programme’s stated roles and interfaces
while leaving its actual performance open to independent evaluation; a valid theorem may follow from
stipulated assumptions without determining whether those assumptions describe the world; and a pass-
ing software test may establish a particular computational property without certifying scientific accu-
racy, lawful access, or ethical legitimacy. This appendix organizes the boundaries among these forms
of support and specifies procedures for maintaining a revisable source-to-claim ledger. Its purpose is
auditability and disciplined interpretation, rather than the retrospective declaration that all claims in the
manuscript have been independently verified.

G.1 Audit Object, Claim Identity, and Scope of Verification

A useful ledger treats a claim as an identifiable, versioned object rather than an undifferentiated sentence
surrounded by references. Let a claim record be represented by

c= (Lc, Pcy Ocy Ocy We, Vc)a (106)

where (. is a stable claim identifier; p. is the proposition, description, or evaluative statement being ad-
vanced; o, records its scope, relevant observation and institutional boundaries, and declared conditions;
. is its epistemic status; w, identifies available warrants and the support relation assigned to them; and
V. denotes the record version and revision links. A claim’s grammatical tense, citation count, or ap-
parent mathematical precision does not determine c.. A status can change when the underlying claim,
cited source, or evaluation design changes. No common universal time coordinate is required for such
revisions; version identifiers and a declared precedence relation suffice for the audit trail.

The ledger distinguishes at least three objects: a source record (a publication, standard, dataset,
legal text, research protocol, or executable artifact), a verification event (a particular examination of an
explicitly named portion of that record), and a claim-support judgment (the reason the examined portion
bears upon the claim’s wording). Sources can have valid bibliographic identities without having been
read in full; verifying a DOI or publication date establishes neither the accuracy of all content nor the
support of a nearby inference. Moreover, a verified relation between one cited passage and one narrowly
worded claim does not automatically transfer to larger claims assembled from several premises.

For reproducible checking, the associated verification record should identify the reviewed source
version or access date, exact passage or section, verification method, reviewer role where available, claim
wording checked, and unresolved objections. Restricted materials may be represented through controlled
identifiers and authorized custodial records; a publicly inspectable citation is not always a permissible
output. A transparent ledger can disclose the existence and limitation of such restricted evidence without
disclosing the sensitive observation itself.

G.2 Evidence Categories and the Strength of a Warrant

Table 35 distinguishes the principal types of statement used throughout this paper. The categories concern
the kind of warrant required, not an ordinal ranking of intellectual worth. A philosophical argument can
be well developed without being an empirical result, while an operational service claim can be well
documented without supporting a normative inference. The appropriate standard of scrutiny follows the
claim’s content.
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Table 35: Claim classes, admissible warrants, and inference boundaries in the present manuscript.

Claim class Appropriate verification object What it does not establish alone
Programme Dated institutional documents, operational — Independent effectiveness, universal adoption, legitimacy
description specifications, recorded activities
Technical standard  Versioned normative text, conformance Semantic equivalence, scientific truth, authorized use
requirements, test profiles
Scientific Calibrated records, sampling design, Generality outside support, finality of interpretation
observation uncertainty and independent comparison
Formal result Explicit assumptions, valid derivation, Applicability to actual institutions or ecosystems
definitions and edge cases
Synthetic Executable code, input fixture, expected Real-world frequency, causal impact, external validity
demonstration output and reproducibility log
Institutional or Competent authority, applicable rules, Jurisdiction-independent permissions or effective remedy
legal claim decisions, procedural evidence
Normative Publicly stated evaluative premises, An objective scalar verdict from technical indicators
evaluation affected interests and reasoned
contestation
Research Test design, plausible alternatives, Confirmation by conceptual plausibility or precedent
hypothesis disconfirming observations

A four-part descriptive status is sufficient for a small working ledger: documented means that an
identified source was examined for a specific bounded statement; derived means that a conclusion follows
from stated premises or a completed computation subject to a checked argument; proposed identifies an
architecture, model, normative framework, or test that has not been field-validated; and unresolved marks
a claim requiring additional evidence or conceptual refinement. These are labels on particular claims,
not blanket labels on publications. A single source may support a documented description and motivate
a proposed inference without providing evidence that the inference has been achieved.

For clarity, verification also has levels of depth: identification of bibliographic metadata; exami-
nation of a publisher abstract or institutional overview; review of a relevant text or standard section;
verification of a formal derivation or executable example; and independent empirical replication or in-
stitutional assessment. These steps cannot be collapsed into a universal numeric credibility score. A
manuscript can have extensive citations yet only partial coverage of the source-to-claim relationships
that matter most.

G.3 International Observation Programmes as Bounded Precedents

The institutional cases in Section 3 serve as precedents for particular forms of cooperation, rather than
proof of the full proposed federation. WMO’s description of WIS2 identifies publication nodes, discov-
ery functions, notification and data-transfer mechanisms, and a staged operational transition. Official
WMO documents support these specific architectural and institutional descriptions, while deployment
reliability, social uptake, and benefit distribution require additional independent evidence [66, 68, 64, 63].
Claims about system status must remain tied to an identified documentary version and reference period;
an operational announcement must not be silently converted into a claim of universal implementation.

Argo documentation provides a different kind of precedent. Public programme materials distinguish
real-time observations from delayed-mode quality-controlled records and explain the importance of ad-
justed data, uncertainty estimates, and flags. This substantiates the need for versioned scientific records
and the possibility of retrospective correction. It does not demonstrate that every ocean observation
is complete, that all derived products are error-free, or that a general-purpose global epistemic system
already exists [1, 2, 56, 62]. The reported quality-control procedures and the merits of the proposed
federation occupy different evidential categories.

GOOS and OceanOPS contribute evidence for international coordination of observing networks, vari-
ables, deployment and operational information under plural organizational responsibilities [58, 31, 39].
The European Digital Twin Ocean and EDITO illustrate documented initiatives relating observations,
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models, and computational services, but the description of a developing platform is neither proof of fully
operational worldwide coverage nor proof of scientific equivalence among participating models [20, 21,
19]. Likewise, the UN’s early-warning programme supplies a framework connecting risk knowledge,
monitoring, communication, and preparedness, whereas local effectiveness depends on arrangements
and evidence beyond the framework itself [59, 69].

Table 36: Bounded claims retained from the principal institutional cases. “Further evidence” identifies
tasks for later research, not known deficiencies in every programme.

Case Documented relevance to this paper Further evidence needed for broader claims

WIS2 / WMO Exchange infrastructure, roles, common Coverage by context, resilience, cross-border bene-
specifications, policy categories fit, rights and recourse

Argo Distributed measurement, delayed quality Sampling representativeness, full derivative lin-
control, record revision eage, impacts on decisions

GOOS / OceanOPS  Coordinated observing variables, networks and ~ Governance effectiveness, resource equity, indepen-
operational metadata dent performance comparison

EDITO Developing ocean-model, data and computing Deployed interoperability, reproducibility, lifecycle
integrations ecological effects

Early warning Multi-component science-to-action framework  Last-mile response, local participation, causal re-

ductions in loss

The comparative reading of Table 36 supports a research strategy: identify a concrete documented
mechanism, specify the extrapolation being proposed, and state the observation or institutional evaluation
needed to test it. It does not support the inference that previous cooperation eliminates geopolitical
competition or the need for new forms of credible commitments and governance.

G.4 Technical Standards, Semantics, and Knowledge Claims

Technical specifications provide more determinate evidence about representation and exchange than
about knowledge validity. W3C provenance conventions offer a vocabulary for expressing relations
among entities, activities and responsible agents; DCAT supplies catalogue descriptions; SOSA/SSN de-
scribes sensor, observation and actuation terms; OGC interfaces provide interoperable routes to certain
records or sensing functions; and CF conventions address scientific data metadata [71, 74, 75, 50, 49,
7]. Their stated functions support the vocabulary developed in Appendices A and B; they do not jointly
entail that any two models infer the same phenomena from a record.

The FAIR principles concern the findability, accessibility, interoperability and reuse of digital objects,
including machine-actionable metadata, while the CARE principles call attention to collective benefit,
authority, responsibility and ethics in Indigenous data governance [61, 6]. Their use here is complemen-
tary and deliberately limited. A FAIR-compliant description can point to legitimately restricted data;
conversely, open publication of a sensitive record does not demonstrate that affected communities have
granted consent or that ecological disclosure risks were assessed. UNESCO’s Recommendation on Open
Science supplies a relevant international normative reference while allowing questions of differentiated
access, implementation and accountable participation to remain open [57].

A representative support chain is standard text ~» conformance rule ~ test evidence ~ bounded
interoperability claim. An additional chain is necessary to support an epistemic inference: a valid mea-
surement context, task-compatible semantics, a defensible inferential procedure, uncertainty assessment,
and evaluation against suitable reference evidence. Section 6 and Appendix C show by formal coun-
terexample why the first chain cannot substitute for the second.

A machine-readable schema can be validated without establishing the truth of an observation or the
legitimacy of its disclosure. The example JSON Schema and fictitious coastal record in Appendix B
therefore have the status of a testable proposed data profile; they should never be described as a com-
pleted certification against all relevant international standards. A registry’s statement of a derivative’s
source is similarly distinct from independent reproduction of the scientific derivation or confirmation
that redistribution is permitted.
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G.5 Formal Results, Synthetic Tests, and Independence of Evidence

For mathematical propositions, the ledger should preserve definitions, assumptions, proof references,
counterexamples to stronger conclusions, and applicable domains. Examples include the observation-
factorization condition in Proposition A.3, the translation limits of Proposition C.1, the intermediary
dependence result in Proposition 12.1, and the ecological and governance metric limits in Propositions F.1
and F.2. Their proofs examine stipulated structures; validating those structures against actual practices
requires separate research.

A useful verification descriptor for a result R is

Wr = (AR, Pr, Xg, Er), (107)

where Apg records mathematical assumptions and domains, Pz names the checked proof, X identifies
relevant counterexamples or edge cases, and E contains any external empirical comparison, potentially
empty. Equation (107) is an audit schema, not a scalar probability of truth. A correct proof withEp = &
can remain a valid theorem, but no inference about the prevalence or practical usefulness of its conditions
is warranted from that proof alone.

The manuscript’s small Python scripts test specifically declared synthetic inputs for JSON Schema
validity, aggregation counterexamples, graph reachability and service cuts, governance logic, sensor
drift, and proposed evaluation metrics. A passing check establishes the observed output of that imple-
mentation under those inputs. It does not test all possible inputs, prove the program free of defects,
independently replicate an Earth-observation system, or estimate actual cross-border scientific perfor-
mance. Reproducibility reports should include input versions, tested assertions, software requirements,
observed outcomes and known untested cases. These reports belong alongside the code and should be
maintained when the corresponding manuscript proposition changes.

Proposition G.1 (Citation multiplicity does not establish independent corroboration). Consider a claim ¢
and multiple documentary records s1, . . . , s, that all reproduce a single unverified originating assertion
S0, with no additional independent observation or argument. The number n of citing records alone
supplies no independent empirical corroboration of c.

Proof. Construct two possible underlying states, one in which c is true and one in which c is false, while
the same originating assertion s and its reproductions occur in each. The visible citation set {s1, ..., s, }
is identical in both states and hence cannot distinguish them. Increasing n by adding further reproductions
of sg therefore does not establish the truth of c. Independent corroboration requires additional evidential
information, not merely additional references. ]

Proposition G.1 concerns the dependence structure of sources; it is not an accusation about any spe-
cific institution or author. It has particular relevance to press releases, programme summaries that repro-
duce common project descriptions, and secondary articles citing one initial report. An evidence ledger
should therefore record shared source origins where they are known. It should not report a larger bibli-
ography as equivalent to a larger number of independent measurements.

G.6 Governance, Participation, Ecological Claims, and Restricted Evidence

A distinct ledger branch is needed for the institutional and ethical judgments in Sections 8 and 9. The exis-
tence of an access policy, appeal form, or documented complaint outcome can be checked by examining
its published text and, where lawfully available, administrative records. Evidence of effective participa-
tion or remedy requires further inquiry into who could submit claims, obtain information, request review,
secure enforcement, and contest adverse outcomes. Cases in Appendix E are explicit fictions, not obser-
vations of national or international dispute mechanisms. Institutional and legal conditions also vary with
the responsible parties, applicable jurisdictions, and specific data uses.

Ecological claims require their own observation and causal structure. A life-cycle environmental
inventory may include electricity, water, material inputs and land use, but a numerical inventory alone
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does not show which ecological changes were caused by a particular infrastructure. Impact claims need
declared baselines, counterfactual alternatives, spatial and relational supports, monitoring periods, un-
certainty, affected species and communities, and plausible confounders. The IEA’s data-centre energy
outlook supplies system-level contextual estimates, not a site-specific impact assessment of the proposed
federation [41]. Guidance on sensitive biodiversity observations illustrates why a source can be useful for
conservation while requiring qualified publication or access protections [8]. These sources support the
questions and possible measures, not a conclusion that a hypothetical marine or computing installation
is ecologically compatible.

Where verification would require publishing protected observations, the ledger can distinguish a pub-
licly inspectable claim summary from a restricted evidential dossier held by an accountable custodian.
The public record should state what claim was evaluated, the general method used, the authority for
restriction, what remains unverified by outside parties, and any available route for independent autho-
rized review. It must not expose precise locations of sensitive biological resources, confidential personal
records or restricted security information merely to create a technically complete public provenance trail.
Such restrictions constrain independent verification and should be reported as limitations rather than
invisibly omitted.

The same distinction applies to Al-assisted synthesis. A generated summary, model output or pro-
posed semantic correspondence is a derived object whose provenance and version can be recorded. Those
records do not guarantee that the generating model faithfully interpreted its sources. The audit should
therefore identify substantive human scholarly responsibility, independent source checking where possi-
ble, and unresolved interpretive disagreements. The paper’s Al-assistance notice specifies responsibility
for the text; it cannot substitute for source-to-claim verification.

G.7 Previous Research, Intellectual Attribution, and Claim Boundaries

The present paper extends a research programme that considers money, productive relations, hetero-
geneous value circulation, and the interpretation of generative representations. The earlier monetary-
dissolution discussion supplied motivating hypotheses about monetary dependence, infrastructural con-
ditions and distributed clearing. The earlier Knowledge Pressing investigation motivated attention to
generative processes rather than output-level translation alone. Both should be identified as exploratory
predecessors, not independent demonstrations of the effectiveness of global knowledge infrastructures
[37, 35, 34].

Existing scholarship on situated observation, collective scientific criticism, classification systems,
boundary objects, and epistemic injustice provides conceptual resources for analyzing these infrastruc-
tures [32, 46, 54, 5, 23]. These works are cited for specific conceptual contributions rather than enlisted
as wholesale endorsements of this architecture. Similarly, the literature on commons and polycentric gov-
ernance motivates comparative institutional analysis, while the actual viability of a proposed federation
depends on the conditions and evidence of its own setting [51, 52].

Scholarly attribution should be specific but proportionate. A source may inspire a research perspec-
tive, supply a conceptual distinction, document a technical procedure, or establish a result directly used
by an argument. These relations have different strengths and should be described accordingly. The
paper’s original contributions consist principally of the synthesized epistemic architecture, task-relative
conceptual distinctions, proposed formal vocabulary, conditional propositions and research-design ques-
tions. The originality claim remains provisional pending comprehensive literature review and indepen-
dent scholarly assessment. Repetition of a researcher’s name or the multiplication of self-citations should
not be mistaken for evidential strength.

G.8 Selected Primary-Source Audit and Version Boundaries (October 2026)

A further selected audit was undertaken on 25 October 2026 to inspect the relevant portions of publicly ac-
cessible institutional source pages and standards. The purpose was to verify bounded descriptive claims
in the institutional history, implementation proposal, and governance discussion. The companion source
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package retains an itemized, machine-readable register of the reviewed claim wording, bibliography key,
source address, reviewed passage or heading, documentary support, and remaining uncertainty. This in-
spection is narrower than an exhaustive reading of the bibliography and does not purport to replicate
reported measurements or establish legal validity in a disputed case.

Some temporal distinctions are consequential. The WIS2 operational announcement specifies 1 Jan-
uary 2025 as the start of the operational phase [66]; the EOSC Association reports an operational federa-
tion with fourteen production-grade nodes on 8 October 2026 [14]. Those are dated institutional claims,
not independent measurements of completeness, effectiveness, or continuous service. DataCite describes
Metadata Schema 4.7 as released on 3 March 2026, while the CF catalogue distinguishes released version
1.13 (December 2025) from its subsequent working draft [12, 7]. Technical references should therefore
be read as version-specific instruments rather than timeless guarantees of interoperability.

The WMO provisional 2026 Guide to Instruments and Methods of Observation requires particular
care: the institution’s 5 October announcement calls the edition provisional and states that approval
consideration would occur at the November 2026 INFCOM meeting [67]. Its guidance is pertinent to
the observational scenario, but this paper does not represent that provisional version as a finally ap-
proved post-meeting edition. EDITO’s September 2026 technical update documents provider-reported
development activities, including data-lake synchronization and work on publication tools; it does not
independently validate all envisioned digital-twin services [19].

Standards also have distinct scopes. W3C PROV represents provenance assertions, DCAT 3 supports
catalogue descriptions and version-related information, OGC API-Records supplies discovery interfaces,
and ODRL supplies a policy-expression model [71, 74, 50, 73]. Neither schema conformance nor the
presence of a declared policy determines scientific correctness, competent authority, legal permission, or
procedural legitimacy. Data-use vocabularies and community labels provide complementary precedents
for representing use conditions; the identity of an appropriate decision-maker and the permissibility of
an actual operation remain to be established independently [25, 45].

Table 37: Illustrative results of the selected October 2026 primary-source audit. “Supported” denotes
documentary support for the stated bounded claim, not independent real-world confirmation.

Source group Bounded documentary finding Residual verification task

WMO/WIS2 Operational start date and Independent performance and rights assessment
differentiated exchange-service
roles supported

Argo Near-real-time and delayed-mode ~ Sample-level calibration and correction-lineage checks
revision procedures documented

EDITO and EOSC Dated programme development Deployed capability, service equity and reliability tests
and federation-status claims
documented

DataCite, CF, W3C, OGC Named versions and stated Conformance, scientific adequacy and authorized use
technical scope documented

Local Contexts, GA4GH Community labels and data-use Competence, permissions and affected-party review
vocabulary described

ICJ and ILC Primary legal text and 2026 ILC Jurisdiction-specific applicability; no new legal author-
draft conclusions identified ity inferred

GOOS 2025 report Report title and institutional Original report/full statement not directly inspected in
reference located this pass

The official UN reproduction of the ICJ Statute identifies Article 38 as concerning the legal sources
applied by the Court in disputes submitted to it. The International Law Commission’s 2026 material
consists of draft conclusions and commentaries rather than a treaty [40, 42]. The distinction matters when
international-law analogies are used to design a federation: neither source automatically makes a project
protocol legally binding. A separate source-access limitation remains for the linked 2025 GOOS status-
report webpage, which could not be directly inspected during this pass; detailed programme metrics
should therefore be checked from the underlying report before being cited as audited observations [38].
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G.9 Ledger Maintenance, Open Verification Tasks, and Release Criteria

The source-to-claim ledger is best maintained as a living record. Its update procedure is: identify the
claim and exact source passage; classify the claim and verification depth; record source provenance and
dependencies; check wording against the evidence and counterexamples; document any restrictions and
affected interests; record uncertainty and required further review; and assign a new version when the
judgment or claim changes. A later correction should preserve the link to the earlier claim rather than
simply overwrite it, because auditability requires a recognizable history of interpretation and repair.

A simple non-normative coverage statistic can count claims whose declared minimal review proce-
dure has been completed:

> ccc we 1{required check Q(c) documented as completed}

ZCEC We 7

The finite set C, weights w,., and check rules © must be declared in advance. Equation (108) mea-
sures recorded completion of selected verification procedures; it is not a posterior probability that the
manuscript is true, and it cannot certify the trustworthiness of a global scientific institution. A high
value could coexist with an important unexamined conceptual error, unreliable reference observations,
or inaccessible participants. Unperformed checks should remain visible in the denominator.

7(C; Q) = w, > 0. (108)

Proposition G.2 (Verification coverage does not establish truth or legitimacy). For any finite claim set
and verification protocol whose checks are limited to syntactic, bibliographic, or documentary complete-
ness, a coverage score of one does not logically entail that every claim is empirically true or institution-
ally legitimate.

Proof. Choose a claim that accurately cites a programme’s announced aspiration but incorrectly con-
cludes that the aspiration has already been independently achieved. It can pass every prescribed check
of source existence, correct bibliographic metadata, and presence of a relevant institutional document.
The empirical conclusion can nevertheless be false. Alternatively, a correctly recorded restriction can be
challenged as illegitimate by an affected participant. In either case the declared verification procedures
can all be marked complete while truth or legitimacy fails. The claimed entailment therefore does not
follow. O

For this release, remaining tasks include a full-text and version-specific audit of each high-
consequence external source; verification of the exact language and scope of institution-specific
policies; independent examination of all mathematical proofs and omitted limiting cases; systematic
evaluation of the code under additional adversarial fixtures; scrutiny by relevant domain scientists of the
observation and assimilation claims; comparative research on access, trust and governance with affected
participants; and independent ecological evaluation of any proposed physical deployment. None of
these can be replaced by compiling LaTeX or running synthetic tests.

Table 38 records practical thresholds for the subsequent revision programme. Each threshold is tied
to a type of evidence, and none is intended to yield a general certification of science, governance or
ethical value.

This ledger therefore preserves an essential boundary for the whole inquiry. The manuscript doc-
uments existing forms of global observation cooperation and published standards; it proposes a more
general epistemic and institutional architecture; it proves selected conditional formal results and tests
selected fictional examples; and it identifies questions that require future scientific, legal, social and eco-
logical investigation. These categories may inform one another, but none substitutes for the others. The
completed first draft is suitable for systematic scholarly review precisely because its claims are accom-
panied by the conditions and limits under which they are presently supportable.
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Table 38: Evidence required before strengthening selected claims in a subsequent release.

Potential strengthened claim Required additional inquiry Present limitation
Global federation works in Implemented testbed, independent metrics, Architecture and fictional network tests only
practice access and failure testing
Translation preserves Task-defined datasets, reference methods, Conditional results and synthetic counterex-
scientific inference uncertainty and external validation amples only
International governance Jurisdiction-specific examination and Hypothetical procedures and formal distinc-
provides effective remedy participatory outcome evidence tions only
Ecological impact is Site-specific baseline, life-cycle accounting, = General account, no original field impact es-
acceptable alternatives, monitoring and affected-party timates
review
Scientific and institutional Defined participants, comparative access and  Proposed indicators, no intervention evalua-
equity improves capacity evidence, contestability assessment  tion
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