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Abstract
Ethical and political judgment depends not only on which classifications are applied to entities

and relations, but also on the conditions under which those entities and relations become classifi-
able, comparable, and normatively visible at all. Existing work across political economy, sociology
of classification, science and technology studies, critical data studies, recognition theory, epistemic
injustice, and relational ethics has long shown that categories, standards, infrastructures, and institu-
tions can organize power. This paper develops a narrower Generative Relational inquiry into a prior
layer of that problem: power over ethical legibility. The central question is how control over interpre-
tive conditions can shape what can appear as a subject, harm, capability, dependency, exploitation,
care, consent, relevant difference, or legitimate object of governance before a particular normative
classification is selected.

The paper distinguishes several analytically related forms of power. Classification power con-
cerns the assignment and stabilization of categories. Quotient power concerns which differences are
retained and which are treated as normatively irrelevant. Interpretive-manifold power concerns the
historically generated dimensions, units, temporal scales, and conceptual distinctions within which
classification becomes possible. Interface power concerns the infrastructures through which hetero-
geneous interpretive systems are translated or coordinated. Archival power concerns which traces,
provenance, and competing interpretations remain available for future re-cognition. Boundary power
concerns the constitution of the domain to which governance, responsibility, or institutional jurisdic-
tion is said to apply. These forms of power interact with material control over resources, computation,
communication, institutions, ecological conditions, and other infrastructures.

The inquiry is motivated by heterogeneous relations in which epistemic access is uneven and no
interpreter can be assumed to possess a neutral or ontologically privileged view. Artificial–artificial,
artificial–animal, animal–alien, and alien–alien cases are treated as conceptual stress tests rather than
as a taxonomy of moral status. Building on a prior account of relational reconstruction under epis-
temic difference, the paper asks how asymmetries in resources, interfaces, archives, standards, and
classificatory authority can shape the very field of possible ethical interpretation. A familiar partici-
pant may become more ethically legible not only because observers care about it more, but because
institutions possess richer measurement systems, vocabularies, legal categories, and evidential in-
frastructures for it. Conversely, a participant or relation may remain politically weak because the
conditions required for its injury, dependency, agency, or claim to become legible have not been
generated or are controlled by others.

The paper does not equate visibilitywith justice, emergencewith legitimacy, or counter-classification
with emancipation. Nor does it claim that interpretive manifolds are infinitely plastic or reducible to
political will. Its more modest aim is to identify how political-economic power can operate before,
through, and after explicit classification by shaping the conditions of ethical legibility itself. This per-
spective also clarifies a temporal problem: present classifications and archives can produce quotient
lock-in, preserving only the distinctions recognized by current institutions and thereby narrowing fu-
ture possibilities of re-cognition. Ethical legibility is therefore treated not as a passive property of
entities but as an historically generated and politically contestable relation among material infrastruc-
tures, interpretive systems, institutions, and heterogeneous forms of life.

Keywords: ethical legibility; classification power; interpretive manifolds; epistemic infrastructure; po-
litical economy; heterogeneous relations; archival power; re-cognizability
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Discussion Paper Note

This paper examines a political-economic problem that follows from the preceding study of normative
relations under heterogeneity. That study asked how relations can become ethically intelligible when
participants and interpreters do not share the same epistemic access, conceptual repertoire, or interpretive
manifold. The present paper asks a different question: who or what shapes the conditions under which
such intelligibility is produced? Its object is therefore not simply classification, and not simply moral
status. It is the distribution of power over the infrastructures, distinctions, interfaces, archives, units of
analysis, and institutional procedures through which entities and relations become ethically legible.

The working expression ethical legibility refers to the practical and institutional possibility that an
entity, relation, harm, capability, dependency, claim, or transformation can be rendered recognizable
within a normatively consequential interpretive field. The term should not imply that whatever becomes
legible is correctly understood, that legibility is always desirable, or that illegibility is always oppressive.
States, firms, scientific institutions, social movements, communities, and technical systems can all pro-
duce forms of legibility for different purposes. Some forms of legibility make protection, contestation,
comparison, or accountability possible. Others simplify, discipline, extract, erase, or render populations
governable. The paper therefore treats legibility as a site of power rather than as a moral good in itself.

A central discipline of the paper is to avoid claiming novelty for the broad observation that classi-
fication and knowledge are political. Sociology, political theory, science and technology studies, criti-
cal theory, feminist philosophy, postcolonial thought, critical data studies, and political economy have
long examined classificatory power, standardization, quantification, knowledge production, administra-
tive legibility, recognition, epistemic injustice, and the material consequences of institutional categories.
The paper’s narrower question concerns how these insights can be extended when the space of possible
classification is itself historically generated and when the participants to a relation may occupy heteroge-
neous interpretive worlds.

The starting distinction is among several analytically different objects of power. Classification power
concerns the capacity to assign, stabilize, or institutionalize a category. A systemmay classify an entity as
a person, a tool, an employee, a contractor, a protected animal, a security threat, an aggressor, a patient,
a dependent, or a resource. Such classifications can alter legal standing, resource flows, permissible
treatment, evidential burdens, institutional responsibilities, and future trajectories.
Quotient power concerns a prior operation. Any practical classification usually treats some differ-

ences as relevant and others as negligible. Two histories can be treated as equivalent for a particular
institutional purpose even when their full relational structures differ. The political question is therefore
not only who assigns a category but who can determine the equivalence relation under which heteroge-
neous cases are treated as “the same.” Quotient power includes the capacity to define which distinctions
institutions preserve, which they collapse, and which they never record.
Interpretive-manifold power reaches further upstream. Classification presupposes a space in which

relevant dimensions, units, temporal windows, and possible distinctions are already available. The pre-
ceding paper used interpretive manifold as a cautious analytical scaffold for that space. The present paper
asks how political-economic relations participate in its formation. Control over measurement regimes,
professional vocabularies, sensors, interfaces, scientific standards, legal concepts, institutional routines,
and educational infrastructures can make some dimensions of a relation easy to perceive and others dif-
ficult even to formulate. Power can therefore operate before the moment at which an explicit category is
selected.

This claim must be formulated carefully. It is not the assertion that powerful actors can arbitrarily in-
vent reality, nor that every conceptual distinction is a disguised political imposition. Material constraints,
biological structures, technical architectures, histories of interaction, and recalcitrant evidence can resist
interpretation. The narrower hypothesis is that the practical field within which institutions can detect,
compare, and normatively process these constraints is itself unevenly produced. Some realities become
densely instrumented and administratively visible; others remain weakly measured, poorly represented,
or accessible only through categories generated by more powerful participants.
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Interface power concerns the relational layer through which different interpretive systems encounter
one another. In heterogeneous relations, there may be no complete translation between participants.
Practical coordination can therefore depend on interfaces: translators, APIs, legal representatives, sci-
entific models, welfare indicators, standardized forms, reporting systems, human–machine interfaces,
diplomatic institutions, or locally generated protocols. An actor that controls such an interface can influ-
ence which signals are transmitted, which distinctions survive translation, whose vocabulary becomes
the default, and which forms of contestation are technically possible. The interface can thereby become
a political-economic bottleneck without being an explicit sovereign authority.
Archival power concerns control over what remains available for later reconstruction. Present insti-

tutions rarely preserve the full relational field. They retain selected measurements, labels, summaries,
records, and provenance. If only the classified output is preserved while the distinctions required to chal-
lenge that output disappear, later interpreters may inherit a narrowed historical possibility space. The
preceding paper called this quotient lock-in. The present paper treats quotient lock-in as a form of tempo-
ral power: present classification can shape the conditions under which future actors are able to re-cognize
the relation.
Boundary power concerns the constitution of the domain that is said to require governance, interven-

tion, regulation, or collective coordination. A relation can be represented as local to its participants or
as affecting a shared infrastructure, ecosystem, market, security field, public sphere, or other common
condition. Boundary drawing determines who appears affected, who appears to have standing, which
externalities become institutionally visible, and how far governance claims extend. The paper should
therefore distinguish power over a classification inside a governance domain from power to define the
governance domain itself.

These epistemic and classificatory forms of power interact with material political economy. Control
over compute, data, land, money, energy, communication channels, laboratories, legal expertise, plat-
forms, archives, organizational access, and institutional recognition can determine who is able to produce
evidence, contest categories, maintain alternative descriptions, or construct new interpretive interfaces.
Ethical legibility is therefore not merely discursive. It can be expensive. Some actors can sustain teams,
measurement systems, litigation, lobbying, documentation, or scientific research through which their pre-
ferred classifications become durable. Others may possess experiences or injuries that are real within
their relational world but lack the infrastructure required to make those experiences legible to institutions
that allocate protection or resources.

The heterogeneous cases developed in the preceding paper remain useful, but their role changes.
Artificial–artificial relations can expose how platform owners, model developers, operators, or infras-
tructure providers may control logs, memory, compute, communication, and the categories through
which artificial interactions are reconstructed. Artificial–animal relations expose the collision between
dense human interpretive infrastructures for animal welfare and technical infrastructures designed around
artificial-system performance. Animal–alien cases make asymmetric ethical legibility especially visible:
the terrestrial animal may already be embedded in veterinary, ecological, conservation, and legal sys-
tems while the alien participant is nearly unrepresented. Alien–alien cases provide a limiting thought
experiment in which the human institutional manifold may be radically inadequate to the relation itself.

The key political-economic issue in these cases is not simply bias toward the familiar. Familiarity is
often institutionally produced. A being becomes “familiar” partly because resources have been invested
in observing, classifying, protecting, exploiting, studying, or regulating it. The density of an interpretive
infrastructure is therefore historically connected to prior relations of value, power, extraction, care, sci-
entific interest, legal recognition, and administrative concern. Epistemic asymmetry can thus be both a
cause and a consequence of political-economic asymmetry.

This recursive relation is a major candidate contribution. Material power can shape ethical legibil-
ity by financing or controlling interpretive infrastructures. Ethical legibility can in turn alter material
power by changing legal status, resource entitlement, institutional attention, liability, protection, or the
legitimacy of extraction. The paper should therefore avoid a simple one-directional model in which polit-
ical economy causes classification. The more appropriate object is a coupled process in which material
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resources, interpretive structures, normative classifications, and institutional consequences recursively
stabilize or destabilize one another.

The concept of ethical legibility should also be distinguished from visibility in a merely perceptual
sense. An entity can be highly visible and still lack the categories through which its relation becomes
normatively recognizable. Conversely, a statistically aggregated population can become highly legible
to an institution while individual experiences remain invisible. Legibility is therefore indexed to an
interpretive and institutional purpose. The same data can make one form of harm legible while erasing
another. The paper should repeatedly ask: legible to whom, under which manifold, for what decision,
with which quotient, and with what material consequences?

A related distinction concerns ethical status and ethical legibility. Moral status theories typically ask
what properties, relations, capacities, or forms of life make an entity morally considerable. The present
paper asks how such status claims become institutionally representable and consequential in the first place.
A being may satisfy a philosophical criterion in principle yet remain practically unprotected because
the institutions governing its world do not detect, record, or recognize the relevant feature. Conversely,
a category can acquire powerful institutional effects even when its philosophical justification remains
contested. The paper therefore concerns the political economy of normative visibility rather than a new
substantive criterion of moral status.

The capability approach provides an important neighboring framework. Its focus on substantive op-
portunities and functionings helps move evaluation beyond resource possession alone. Yet capability
assessment depends upon an account of which functionings matter, whose opportunities are measured,
and what counts as a meaningful loss or expansion of effective possibility. Under heterogeneity, these are
interpretive achievements rather than neutral inputs. Institutions that define capability metrics therefore
exercise not only evaluative power but also power over which forms of flourishing become administra-
tively legible. The paper should engage this point without portraying the capability approach as unaware
of plurality or contextual interpretation.

Recognition theory, care ethics, relational autonomy, and epistemic-injustice literatures provide ad-
ditional neighboring resources. Recognition concerns the social constitution of status and agency. Care
ethics foregrounds dependency, responsiveness, vulnerability, and concrete relations. Relational auton-
omy shows that effective agency depends upon enabling social conditions. Epistemic injustice reveals
how social power shapes credibility and shared interpretive resources. The present paper’s distinct task is
to connect these concerns to the political economy of the infrastructures through which ethically relevant
objects themselves become detectable, comparable, and institutionally processable across heterogeneous
relations.

Science and technology studies, sociology of classification, and critical data studies are likely to be
especially important in the literature review. They provide mature accounts of standards, categories,
infrastructures, metrics, administrative simplification, data production, and the performative effects of
classification. The paper should therefore resist any broad claim that “classification is power” is novel.
The possible new contribution lies in integrating these literatures with the preceding Generative Rela-
tional account of heterogeneous interpretive manifolds, epistemic asymmetry, relational reconstruction,
normative-object formation, and re-cognizability.

The paper should also examine counter-power. If ethical legibility is produced through infrastruc-
tures, resistance cannot always be reduced to replacing one label with another. Contestation can occur at
several layers: challenging a classification; challenging the quotient that made cases comparable; intro-
ducing a missing distinction; changing the unit of analysis; building an alternative interface; preserving
excluded traces; contesting the boundary of governance; or constructing a counter-infrastructure capable
of sustaining an alternative interpretive manifold. These forms of contestation differ in cost, scale, and
institutional accessibility.

The expression counter-manifold may be useful but should be introduced with restraint. It should
not suggest that a social movement can simply design an entirely new conceptual universe at will. A
counter-manifold would refer to a historically generated alternative configuration of distinctions, units,
metrics, categories, and interpretive practices that makes previously excluded relations legible in a differ-
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ent way. Feminist, disability, labor, environmental, anti-colonial, animal-welfare, and other movements
may provide empirical domains in which such transformations can later be studied, but the paper should
verify the relevant literatures before making specific historical claims.

A further question concerns whether increasing legibility can itself become a form of domination.
Administrative systems often seek legibility in order to allocate resources, enforce rules, predict behavior,
or optimize extraction. Making a heterogeneous participant fully legible to a powerful institution may
reduce its autonomy or expose it to new forms of control. The paper must therefore reject a simple
norm of “maximize ethical legibility.” Some forms of opacity, privacy, local autonomy, or protected
non-translation may be important. The relevant problem is not maximizing visibility but understanding
who controls legibility, who bears its costs, what purposes it serves, and what forms of refusal remain
possible.

This point connects to the preceding paper’s distinction between shared relational conditions and total
jurisdiction. A participant can have a claim to contest the governance of a shared infrastructure without
surrendering all other aspects of its relational world to institutional inspection. Similarly, a regulator may
need enough information to address a specific externality without acquiring comprehensive interpretive
access to every participant. The political economy of legibility therefore includes struggles over propor-
tional access, data minimization, protected locality, and the boundary between necessary reconstruction
and epistemic overreach.

Temporal power requires separate attention. Current institutions can shape not only present clas-
sification but future knowability. Destruction of records, lossy standardization, proprietary interfaces,
inaccessible logs, unstable formats, and classification-only archives can prevent later reinterpretation.
Conversely, preservation systems can also freeze present categories by storing only what current insti-
tutions know how to measure. Re-cognizability therefore requires attention to provenance, alternative
interpretations, versioned classifications, measurement limitations, and traces that exceed present quo-
tients.

The paper should maintain a strict distinction between descriptive power and normative evaluation.
Demonstrating that an actor has classification power, interface power, archival power, or boundary power
does not by itself establish that the power is unjust. Some concentrated interpretive authority may be nec-
essary for technical reliability, emergency coordination, or institutional function. Distributed systems
can reproduce domination as well. The normative question concerns how such power is generated, con-
strained, contestable, revisable, and connected to the affected relational field. The paper should therefore
present a taxonomy of power before offering any general normative judgment about its legitimate distri-
bution.

The principal candidate claims to test are the following. First, ethical legibility is produced through
coupled material and interpretive infrastructures rather than merely discovered in pre-classified entities.
Second, power can operate before explicit classification by shaping the dimensions, units, quotients, and
interfaces throughwhich classification becomes possible. Third, epistemic asymmetry can be historically
reproduced through unequal investment in interpretive infrastructure, making some participants easier to
protect, regulate, exploit, or recognize than others. Fourth, present classifications can exercise temporal
power by narrowing the traces and distinctions available for future re-cognition. Fifth, resistance to
classificatory dominationmay require changes not only in labels but also in quotients, interfaces, archives,
measurement systems, and governance boundaries.

These claims are working hypotheses, not completed results. Each requires careful comparison with
existing scholarship, especially work on legibility, classification, quantification, governmentality, sym-
bolic power, infrastructure, critical data studies, epistemic injustice, and social movements. A serious
literature reviewmay show that some formulations are already present under other names. In that case the
paper should narrow or abandon the corresponding originality claim rather than redescribe established
work in Generative Relational terminology.

The provisional section structure is:

1. Introduction: Power before Classification.
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2. Literature Review: Classification, Knowledge, Infrastructure, and Political Economy.

3. From Classification Power to Ethical Legibility.

4. Quotient Power and the Politics of Relevant Difference.

5. Interpretive-Manifold Power.

6. Asymmetric Epistemic Infrastructure.

7. Interface Power in Heterogeneous Relations.

8. Archival Power and Temporal Control.

9. Boundary Power and the Expansion of Governance.

10. Material Infrastructure and the Political Economy of Legibility.

11. Ethical Status as a Resource-Allocating Classification.

12. Counter-Classification, Counter-Infrastructures, and Contestation.

13. Re-cognizability and Resistance to Epistemic Closure.

14. Applications to Artificial, Animal, Institutional, and Heterogeneous Relations.

15. Discussion and Limits.

16. Conclusion.

The manuscript should preserve several writing constraints established in the preceding project.
Natural-language processes should not be disguised as formal mathematical mappings by casual use
of arrow notation. Mathematics should be used only where the objects and operations have been defined
with sufficient precision. The paper should distinguish observation, reconstruction, classification, nor-
mative judgment, and material consequence. It should not assume that more legibility is always better,
that decentralization is always just, that emergence entails legitimacy, or that heterogeneity automati-
cally creates moral obligation. Most importantly, the paper should remain modest about originality: its
strongest contribution will lie in the precise connections it can establish among heterogeneous interpre-
tive manifolds, political-economic infrastructure, classificatory power, and future re-cognizability.

Responsible Use and Rights Reservation

This section separates requested scholarly conduct from the legal permissions stated on the following
page. It records an ethical request for responsible use and then defines the narrower scope of retained
legal rights.

The author encourages good-faith discussion, criticism, independent inquiry, and responsible use of
the material in this work. Separately from the licence’s terms, the author asks users to consider foresee-
able harms when adapting or applying the proposed framework. This ethical request leaves the licence’s
permissions and legally authorized uses unchanged.

The author retains the rights preserved under CC BY-NC 4.0 and may pursue remedies to which the
author is legally entitled for breach of the licence or violation of the author’s independently applicable
rights. Reuse remains independent from authorial endorsement. Third-party rights require authorization
from their respective holders where applicable. Copyright exceptions and limitations, including applica-
ble forms of fair use or fair dealing, remain fully available.
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Notices

Status. This working discussion paper records an evolving stage of the author’s position. Its definitions,
formal constructions, section structure, literature map, and originality claims remain subject to revision.
The present draft is preliminary and should not be read as claiming a completed general theory of power,
classification, political economy, or heterogeneous ethics.

Licence. Except where otherwise indicated, copyright 2026Wanhong Huang. This work is made avail-
able under the Creative Commons Attribution-NonCommercial 4.0 International License (CC BY-NC
4.0). Subject to its terms, the licence permits sharing and adaptation for noncommercial purposes with
appropriate attribution, a link to the licence, an indication of changes, and attribution that preserves the
licensor’s independence from the reuse. Reuse is governed solely by that licence. The licence deed and
legal-code link are available at https://creativecommons.org/licenses/by-nc/4.0/.

Statement on the use of language models. The exploratory discussions and preparation of this paper
involved OpenAI’s ChatGPT. ChatGPT supported exploratory dialogue, formal reconstruction, source
discovery followed by source verification, argumentative criticism, and drafting in LATEX. The author
selected the research questions, directed and approved the theoretical commitments and epistemic status
of the claims, and bears sole responsibility for the manuscript, including its definitions, formal construc-
tions, taxonomy, arguments, conclusions, and errors. Authorship credit remains with the human author.

1 Power before Classification

This section introduces the paper’s central problem and fixes the level at which its claims are made. The
paper does not begin from the observation that classifications can be politically consequential; that point
is already well established across several mature literatures. Its narrower concern is the prior and more
difficult question of how political-economic power participates in producing the conditions under which
ethically relevant entities, differences, harms, dependencies, capabilities, and relations become classifi-
able at all. The proposed object of analysis is therefore not classification alone, but ethical legibility: the
historically generated capacity of a relational configuration to become representable as ethically salient
within an interpretive and institutional field.

The distinction matters because a classificatory decision never operates in an empty space. To clas-
sify an entity as a worker rather than a tool, an interaction as care rather than control, a modification as
treatment rather than injury, or a dependency as ordinary coordination rather than domination, an institu-
tion must already possess some way of individuating the entities involved, selecting the relevant temporal
interval, recording certain changes, ignoring others, comparing the case with prior cases, and deciding
which differences matter. These conditions are often treated as technical preliminaries. In practice, how-
ever, they are distributed unevenly, maintained by material infrastructures, embedded in institutions, and
shaped by prior histories of investment, administration, extraction, protection, and neglect.

The paper therefore asks how power can operate before explicit classification, how it continues to
operate through classification, and how classificatory infrastructures shape the future conditions of inter-
pretation after a decision has been made. The claim is not that every interpretive distinction is reducible
to domination or that every technical standard conceals a political intention. Rather, the paper treats
interpretive conditions as possible sites of power because control over them can alter whose states are
detectable, which relations are reconstructible, what counts as comparable, what enters administrative
attention, and what remains available for later re-cognition.

1.1 Ethical legibility as a relational problem

The term ethical legibility is used here in a deliberately restricted sense. It does not mean simple visibility,
public attention, moral worth, or philosophical moral status. An entity can be visually conspicuous yet
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ethically illegible to an institution if the institution lacks the categories, measurements, temporal records,
or interpretive practices required to recognize the relevant relation. Conversely, an entity can be highly
legible to an administrative system while remaining poorly understood in any richer phenomenological
or relational sense.

Let x denote an entity, event, relation, or trajectory situated in a broader relational field Gt. Let It
denote the historically available interpretive infrastructure at time t, including observation systems, cate-
gories, standards, records, interfaces, evidential practices, and institutional procedures. Ethical legibility
can then be treated schematically as a relation

Lt(x | It,Gt),

where Lt does not measure intrinsic moral value. It indicates the degree and manner in which x can
become representable within an ethically consequential interpretive practice at time t.

The notation is intentionally modest. No universal scalar measure of legibility is assumed. Legibility
is likely to be multidimensional and purpose-relative. A relation may be legible for taxation but illeg-
ible for disability accommodation; legible for productivity measurement but illegible for unpaid care;
legible for security surveillance but illegible for recognition of coercion. The central issue is therefore
not whether a thing is simply “legible” or “illegible,” but legible to whom, through which infrastructure,
under which distinctions, for what institutional purpose, and with what consequences.

Definition 1.1 (Ethical legibility). Ethical legibility is the situated capacity of an entity, relation, state,
or trajectory to become representable as ethically or normatively salient within an available interpretive
and institutional configuration. Ethical legibility is neither identical to moral status nor sufficient for
justified judgment.

This definition preserves three distinctions that are essential throughout the paper. First, legibility is
not ontology. A being does not acquire or lose whatever ontological properties it has merely because an
institution can or cannot recognize them. Second, legibility is not justification. A category can become
administratively effective while remaining normatively defective. Third, legibility is not benevolence.
Increased legibility can facilitate protection, but it can also facilitate discipline, extraction, targeting,
prediction, exclusion, or intrusive control.

These distinctions are especially important in a Generative Relational framework. The paper sus-
pends the assumption that ethical significance is transparently readable from an entity’s intrinsic prop-
erties. It also rejects the opposite assumption that all normativity is merely an arbitrary projection. The
relevant question is how relationally real normative structures become possible, effective, and contestable
within historically generated fields of interpretation. Ethical legibility names one part of that process: the
conditions under which a relation becomes available for normative uptake at all.

1.2 Heterogeneous relations as stress tests

Heterogeneous relations make this problem unusually visible because they remove interpretive supports
that are easily mistaken for neutral background conditions. In familiar human–human settings, shared
embodiment, ordinary language, legal institutions, medical knowledge, social conventions, and accu-
mulated histories of interaction provide dense resources for identifying persons, injuries, dependencies,
consent, refusal, work, care, punishment, property, and obligation. None of these resources guarantees
correct judgment, but their density can make the interpretive infrastructure disappear from view.

Relations involving artificial systems, non-human animals, radically unfamiliar organisms, or hypo-
thetical extraterrestrial forms of life weaken this background familiarity in different ways. The point of
such cases is not to construct a hierarchy of species or substrates. They function as conceptual stress tests
for the interpretive infrastructure itself.

An artificial–artificial relation may involve participants for which humans possess substantial techni-
cal knowledge while remaining uncertain about subject-relative meaning or ethical status. An artificial–
animal relation combines two comparatively familiar but very different interpretive domains: engineered
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architectures on one side and biological, behavioral, ecological, and welfare knowledge on the other. A
terrestrial animal–alien relation introduces a stronger asymmetry. The animal may already be embedded
within dense veterinary, ecological, conservation, and legal infrastructures, while the alien participant
may have almost no corresponding interpretive infrastructure. An alien–alien relation provides a limiting
case in which the human observer may lack not only information, but adequate categories for individuat-
ing the participants or describing the relation itself.

The political-economic significance of these examples lies in the fact that familiarity is not merely
psychological. It is institutionally produced. A participant becomes easier to interpret when resources
have been invested in sensors, taxonomies, datasets, legal doctrines, professional expertise, laboratories,
monitoring systems, archives, translation practices, and standardized procedures. Such investments are
not distributed evenly. They often follow prior patterns of economic value, scientific interest, adminis-
trative need, extraction, protection, risk management, or political recognition.

Consequently, epistemic asymmetry can be historically generated by material asymmetry. A being
or relation may appear easier to understand because institutions have spent decades constructing the
conditions under which it becomes measurable. Another may remain obscure not because it is intrinsi-
cally unknowable, but because no comparable infrastructure has been funded, maintained, or authorized.
The reverse relation also matters: once one participant is more legible, institutions may find it easier
to regulate, protect, exploit, insure, litigate, or commodify that participant, further reinforcing unequal
investment in interpretive infrastructure.

Claim 1.2 (Recursive legibility-power relation). Material and institutional power can shape ethical legi-
bility by distributing interpretive infrastructure unevenly, while unequal ethical legibility can in turn alter
material and institutional power by affecting recognition, protection, regulation, extraction, liability, and
access to resources.

This claim is a research hypothesis rather than a universal law. It does not imply that all epistemic
difference has a political-economic cause. Biological difference, technical complexity, physical accessi-
bility, historical contingency, and genuine limits of translation can matter independently. The point is
narrower: when interpretive asymmetries are institutionally produced or maintained, they become appro-
priate objects of political-economic analysis.

1.3 From classification power to the conditions of classification

The most familiar form of classificatory power concerns the assignment of a category. Whether an entity
is classified as employee or contractor, patient or offender, subject or object, protected species or resource,
autonomous agent or tool can have direct consequences for rights, obligations, institutional procedures,
and resource flows. Such power is important, but it is only one layer.

Before a classification can be assigned, a system must define what is being classified and along
which dimensions. It must decide which observations belong to the case, what temporal window counts,
what unit is treated as the relevant individual, what evidence is admissible, what comparison class is
appropriate, and which differences can be ignored. These operations often occur upstream from explicit
normative judgment.

The paper distinguishes several forms of power that can operate at these different layers.

Classification power. Classification power concerns the capacity to assign, stabilize, enforce, or insti-
tutionalize categories. It concerns questions such as whether a relation is named employment, exploita-
tion, care, coercion, treatment, attack, assistance, or ordinary system operation.

Quotient power. Quotient power concerns the construction of equivalence for institutional purposes.
When cases are treated as sufficiently similar to fall under the same rule, some differences are preserved
and others are ignored. The relevant political question is therefore not only who assigns the category, but
who determines the quotient under which heterogeneous cases become comparable.
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If x and y are treated as equivalent under a quotient Qt, one may write

x ∼Qt y.

The expression does not claim that x and y are identical. It makes visible that institutional comparability
depends upon a rule of relevant difference. The political economy of quotienting concerns who can
define, maintain, contest, or escape that rule.

Interpretive-manifold power. Interpretive-manifold power concerns a still earlier layer: influence
over the dimensions, units, temporal scales, conceptual distinctions, and admissible relations within
which classification becomes possible. The preceding paper in this research programme used the term
interpretive manifold as a working analytical structure rather than a literal claim of differential geometry.
In the present paper, the concept is used to ask how an interpretive space becomes materially supported
and institutionally stabilized.

For example, a system that measures only individual-level outcomes may systematically fail to rep-
resent harms that occur at the level of relations, collectives, or long trajectories. A system that records
only final states may obscure coercive histories that produced those states. A system that individuates an
artificial agent by current hardware may miss continuity carried through memory or network relations.
These are not merely errors in assigning categories. They concern the prior constitution of the space in
which a category can be assigned.

Interface power. Interface power concerns control over translation and coordination between hetero-
geneous interpretive systems. Interfaces can include technical APIs, human translators, measurement
protocols, reporting formats, dashboards, institutional forms, legal representations, or other structures
through which one domain becomes intelligible to another. Whoever controls an interface can influence
which features are transmitted, which are compressed, and which remain inaccessible.

Archival and temporal power. Archival power concerns the preservation, deletion, formatting, prove-
nance, and accessibility of traces from which later reconstruction is possible. Temporal power appears
when present infrastructures shape not only what can be known now but what can be re-known later. A
system that stores only present classifications while discarding underlying traces can make future rein-
terpretation structurally difficult even if future concepts improve.

Boundary power. Boundary power concerns the constitution of the domain to which governance, re-
sponsibility, or institutional attention is said to apply. A conflict framed as a private relation may remain
outside collective intervention; the same effects framed as changes to a shared infrastructure may become
a matter of public governance. Boundary power therefore concerns the construction of the relevant field,
not merely the decision made within it.

These forms of power overlap. The paper uses them analytically rather than as mutually exclusive em-
pirical boxes. A single institution can exercise several at once, and the same infrastructure can distribute
them across different actors.

1.4 Material infrastructures of interpretation

The term interpretive should not be read as purely discursive. Ethical legibility is produced through mate-
rial arrangements. Sensors determine which states are observable. Communication infrastructure deter-
mines which participants can speak or signal. Databases determine which histories persist. Computing
systems determine which patterns can be processed. Funding structures determine which categories re-
ceive sustained research attention. Legal and administrative institutions determine which representations
have consequences. Professional training determines which distinctions become routine. Ownership
structures can determine who can inspect logs, models, interfaces, or archives.
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This materiality motivates the paper’s political-economic orientation. An interpretive infrastructure
has costs. It requires labor, maintenance, access, expertise, energy, institutional authorization, and often
property rights. These costs affect which subjects and relations become richly represented. Some entities
acquire dense infrastructures because they are economically valuable. Others acquire them because they
are politically protected, scientifically interesting, administratively risky, or historically salient. Still oth-
ers remain poorly represented because their interpretation produces little institutional return or because
those benefiting from their illegibility possess greater power than those harmed by it.

The framework therefore resists a clean division between material power and epistemic power. In
many cases, epistemic asymmetry is sustained materially, while material distribution is justified through
epistemic classifications. A labor category can affect wages and benefits; wage structures can affect who
has resources to contest the category. A disability classification can open access to services; access to
diagnostic institutions can affect who can obtain the classification. An animal’s legal category can shape
research or conservation funding; such funding can determine how much is known about the animal’s
behavior and welfare. In each case, interpretive and material structures can become mutually reinforcing.

A schematic representation of the relevant configuration is

Pt = (Rt, It,Mt,At,Bt),

where Rt denotes material and relational resource structures, It interpretive infrastructures,Mt institu-
tionalized normative and classificatory structures, At archival conditions, and Bt relevant governance
boundaries. The tuple is not a causal ordering. It is a reminder that these dimensions can be coupled and
mutually constraining.

This coupling also prevents a simplistic theory in which political economy merely “causes” ideas.
Interpretive systems can generate material effects; material conditions can constrain interpretive possi-
bilities; legal categories can redirect resources; resource concentration can shape archives and interfaces;
archives can later alter legal classifications. The empirical question is how these relations are configured
in a particular historical case.

1.5 Ethical legibility and asymmetric institutional familiarity

The previous paper developed the idea of asymmetric epistemic anchoring: when an interpreter has much
richer epistemic access to one participant than to another, reconstruction of the relation can become
anchored around the better-understood side. The present paper adds a political-economic question: how
was that asymmetry produced?

Suppose an institution encounters a relation between A and B. Its effective interpretive resources
regarding the two participants can be represented schematically as

EX(A, t) ̸= EX(B, t),

where EX is not a scalar of “knowledge” but a placeholder for access to observations, causal models,
historical records, communicative channels, standards, legal categories, and domain expertise.

If EX(A, t) is much denser than EX(B, t), the institution may reconstruct the relation primarily
through categories already developed for A. This can occur without overt prejudice. The institution
simply possesses more instruments for seeing A. Yet the distribution of instruments can itself have a
history of power.

This suggests a distinction between psychological familiarity and institutional familiarity. Psycho-
logical familiarity concerns what an individual interpreter finds recognizable. Institutional familiarity
concerns the density and accessibility of infrastructures through which a participant can be represented,
compared, queried, and acted upon. The latter can be politically produced even when individual inter-
preters are well intentioned.

Definition 1.3 (Institutional familiarity). Institutional familiarity is the historically accumulated density
of interpretive infrastructures through which an institution can observe, describe, compare, classify, and
respond to a participant or relation.
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Institutional familiarity can be protective, extractive, disciplinary, or mixed. High familiarity may
make suffering easier to detect, but it may also make behavior easier to predict or control. Low familiarity
can expose a participant to neglect, but in some settings it may preserve opacity from intrusive systems.
The normative problem is therefore not to maximize institutional familiarity universally. It is to examine
how familiarity is produced, whose purposes it serves, who can contest its categories, and which forms
of non-legibility remain available by choice rather than imposed by exclusion.

1.6 The ambivalence of legibility

The concept of ethical legibility contains an immediate danger. If illegibility can prevent recognition of
harm, it is tempting to infer that increasing legibility is always ethically desirable. The paper rejects that
inference.

Legibility is an institutional capability. Like other capabilities, its consequences depend upon the
relation in which it is exercised. A system capable of detecting exploitation may also be capable of
optimizing it. A detailed behavioral model may support accommodation or manipulation. An archive
that preserves marginalized testimony may also expose vulnerable participants to surveillance. A trans-
lation interface can enable cross-system coordination while centralizing control over what counts as an
intelligible claim.

For this reason, the paper does not propose a principle of maximal transparency. Some forms of
opacity, privacy, protected locality, non-translation, or strategic ambiguity may be ethically important.
In heterogeneous relations especially, demands for complete legibility can become demands that one
participant render itself within another participant’s interpretive manifold.

The relevant questions are therefore distributive and relational. Who is required to become legible?
To whom? At what cost? For which decisions? With what possibility of refusal? Who owns the resulting
data or representations? Who can revise the classificatory scheme? Who bears the consequences of error?
Which traces are preserved, and who can access them later?

Proposition 1.4 (Ambivalence of ethical legibility). An increase in ethical legibility can expand the
possibility of recognition and protection while simultaneously expanding capacities for surveillance, ex-
traction, discipline, or control. Ethical legibility is therefore an object of governance and contestation
rather than an unconditional normative good.

This proposition is deliberately weak. It does not specify how competing effects should be balanced
in every case. Its purpose is to prevent the framework from treating interpretive access as normatively
innocent.

1.7 Temporal power and quotient lock-in

Power over ethical legibility is also temporal. Present interpretive infrastructures determine what is
recorded, and what is recorded constrains what later interpreters can reconstruct. If an archive stores
only the final label, future inquiry may inherit the label without the relational traces needed to contest it.

Consider an institutional archive that records only

Actor = A, Role = aggressor, Outcome = sanctioned.

Such a record may be administratively efficient. Yet if future interpreters develop a different understand-
ing of the relation, they may be unable to reconstruct why the original classification was made or whether
omitted distinctions would matter under the later interpretive manifold.

The present research programme calls this danger quotient lock-in. A quotient structure selects which
differences are institutionally relevant. When only the quotient result is preserved, the ignored distinc-
tions can disappear from the historical record. Future conceptual innovation then confronts an impover-
ished archive.

This is a form of temporal power because present institutions partially structure the epistemic free-
dom of future interpreters. The problem is not solved by an impossible demand to preserve everything.
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Preservation has costs, privacy consequences, and its own classificatory assumptions. The relevant de-
sign question is whether archives preserve enough provenance, relational traces, alternative interpreta-
tions, uncertainty, and version history to make later re-cognition possible when the interpretive manifold
changes.

The temporal dimension also complicates accountability. A present classification can be reasonable
under the available evidence and still generate harmful lock-in. Conversely, a classification later regarded
as inadequate may not have been avoidable under the earlier conceptual resources. The paper therefore
distinguishes critique of an archival architecture from retrospective moral condemnation of every actor
operating within it.

1.8 Scope and candidate contributions

The paper’s intended contribution is limited. It does not claim to discover that categories are political,
that standards embed values, that institutions simplify reality, that infrastructures shape knowledge, or
that power affects recognition. These ideas have extensive intellectual histories. The paper instead asks
whether the preceding Generative Relational account of heterogeneous interpretation allows several nar-
rower distinctions to be combined into a useful political-economic framework.

Four candidate contributions organize the inquiry.
First, the paper distinguishes classification power from power over the conditions of classification.

The latter includes quotient, interpretive-manifold, interface, archival, and boundary power. The distinc-
tion allows analysis of cases in which no contested label has yet been assigned because the relevant entity
or relation has not become institutionally representable.

Second, the paper proposes that epistemic asymmetry can be materially reproduced through unequal
investment in interpretive infrastructure. This extends the prior concept of asymmetric epistemic anchor-
ing by examining how some participants become institutionally familiar while others remain compara-
tively illegible.

Third, the paper treats ethical legibility and material power as recursively coupled. Ethical classifi-
cations can redistribute resources, while resource distributions can shape the infrastructures that make
classifications possible. The aim is not to reduce one to the other but to identify their mutual stabilization
and contestation.

Fourth, the paper extends the idea of re-cognizability into a theory of temporal interpretive power.
Present institutions can preserve or destroy the conditions under which future interpreters may challenge
today’s quotient structures. Quotient lock-in therefore becomes a political-economic problem, not only
an archival or epistemological one.

Several non-claims are equally important. The paper does not provide a universal criterion of just
classification. It does not infer injustice merely from asymmetry or institutional concentration. It does
not assume that decentralized interpretation is always superior to expert authority. It does not treat inter-
pretive manifolds as infinitely malleable. It does not assume that greater legibility is always preferable to
opacity. Finally, it does not assume that every entity or relation must be made ethically legible to every
institution.

1.9 Structure of the paper

The remainder of the paper develops these claims in stages. Section 2 reviews neighboring literatures on
classification, standards, legibility, epistemic injustice, recognition, capability, infrastructure, adminis-
trative knowledge, and political economy, with particular attention to claims that should not be presented
as novel here. Section 3 develops the distinction between classification power and ethical legibility.
Section 4 examines quotient power and the politics of relevant difference. Section 5 studies interpretive-
manifold power: influence over dimensions, units, temporal scales, and conceptual distinctions. Sec-
tion 6 turns to asymmetric epistemic infrastructures and the material production of institutional famil-
iarity. Section 7 examines interface power in heterogeneous relations. Section 8 develops archival and
temporal power, including quotient lock-in and re-cognizability. Section 9 analyzes boundary power and
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the expansion or contraction of governance domains. Section 10 examines material infrastructure and
the recursive political economy of legibility. Section 11 considers ethical-status classifications as mecha-
nisms that can redistribute resources and institutional attention. Section 12 turns to counter-classification,
counter-infrastructure, and the possibility of alternative interpretive manifolds. Section 13 develops re-
cognizability as a possible resistance to epistemic closure while examining its costs and limits. Section 14
applies the framework comparatively to artificial systems, animals, institutions, and other heterogeneous
relational settings. Section 15 discusses limitations and open problems. Section 16 concludes.

The paper therefore begins before the familiar classificatory dispute. Its primary question is not only
who has the power to call an entity or relation by a particular name, but who has the power to shape
the field in which some names, distinctions, injuries, dependencies, and claims can become available for
institutional recognition in the first place.

2 Literature Review: Classification, Legibility, and the Infrastructures of
Normative Visibility

The argument of this paper enters a field inwhichmany of itsmost intuitive starting points are alreadywell
established. Categories are not politically innocent. Standards organize social worlds. Quantification
changes what can be compared and governed. Administrative systems simplify complex realities in order
to act upon them. Infrastructures shape what becomes visible and actionable. Epistemic exclusion can
deprive subjects of the resources through which their experiences become intelligible. Recognition and
capability approaches have long questioned narrow accounts of morally relevant subjects and relevant
evaluative spaces. Relational approaches to artificial agents have also challenged the assumption that
moral consideration must begin from an intrinsic property test.

For that reason, the present paper should not be read as claiming novelty for the general proposition
that knowledge and power are related, that classifications have consequences, or that institutions can
render some populations more visible than others. Its narrower task is to locate a specific gap among
these traditions. The paper asks how political-economic power can operate over the conditions of eth-
ical legibility: the dimensions, units, distinctions, interfaces, evidential infrastructures, archives, and
jurisdictional boundaries through which a participant or relation can become available for normative in-
terpretation in the first place. This question becomes particularly sharp in heterogeneous relations, where
the participants may not share embodiment, language, temporal organization, conceptual distinctions, or
a common normative vocabulary.

This section therefore reviews the closest neighboring literatures with two purposes. First, it identifies
claims that are already mature and should not be redescribed as Generative Relational discoveries. Sec-
ond, it isolates the analytical work that remains for the later sections. The organization is thematic rather
than chronological because the problem sits at the intersection of political theory, sociology, science and
technology studies, social epistemology, political economy, and ethics.

2.1 Power/knowledge, normalization, and the production of governable subjects

Any account of power over legibility must begin by acknowledging the depth of the power/knowledge
tradition. Foucault’s analyses of discipline, examination, normalization, documentation, and governmen-
tality already make it difficult to maintain a simple picture in which knowledge neutrally represents a so-
cial object and power subsequently acts upon the representation. In Discipline and Punish, examination
joins observation and normalizing judgment in practices that both produce knowledge about individuals
and place them within fields of comparison, documentation, and correction (Foucault 1977). In the later
lectures on governmentality, security, population, and political rationality, the analysis widens from dis-
ciplinary institutions toward governmental technologies through which populations become calculable
and administrable (Foucault 2007).

The relevance to the present paper is direct. What an institution can know about an entity is partly
organized by the apparatus through which that entity is observed, documented, compared, and acted
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upon. Norms are not merely external standards placed on a previously complete subject. Practices of
examination and normalization help constitute the subject as an object of knowledge and intervention.
The same apparatus can produce both epistemic visibility and practical control.

The present inquiry therefore does not claim that power operates through knowledge as if this were a
new observation. Its narrower question concerns an analytically earlier layer within heterogeneous norma-
tive relations. Before an institution can normalize a participant as, for example, competent, dangerous,
dependent, injured, exploitable, autonomous, or deserving, what dimensions of the participant and its
relations have become institutionally available for such characterization? Which units are represented?
Which temporal scale is used? Which behaviors are treated as signals? Which differences are retained
rather than discarded? In other words, the paper asks how the space of possible normative representation
is materially and institutionally produced.

This distinction should not be overstated. Foucault’s work already contains resources for thinking
about the formation of objects, domains, norms, and subjects rather than only the application of labels.
The contribution sought here is therefore not a replacement for power/knowledge analysis. It is a more
explicit decomposition of one problem relevant to heterogeneous relations: classification power, quo-
tient power, interpretive-manifold power, interface power, archival power, and boundary power may be
analytically distinguishable even when they are empirically entangled.

2.2 Classification systems, standards, and interactive kinds

Science and technology studies and the sociology of classification provide an even more immediate foun-
dation. Bowker and Star’s Sorting Things Out treats classification systems and standards as infrastruc-
tural arrangements with moral and political consequences rather than neutral containers for pre-existing
kinds (Bowker and Star 2000). Their analyses show how categories become embedded in information
systems, routines, and institutional work, and how the consequences of classification often become less
visible precisely when the classificatory infrastructure works smoothly.

This literaturematters to the present paper for at least three reasons. First, it establishes that categories
have material consequences. Classification can affect access, treatment, identity, visibility, and institu-
tional response. Second, classification is infrastructural: the relevant politics cannot be understood only
by reading formal definitions because categories live in databases, forms, workflows, standards, and pro-
fessional practices. Third, classification necessarily involves decisions about similarity and difference.
To classify is not merely to attach a word; it is to decide that some differences can be ignored for a
particular institutional purpose while others must be retained.

Hacking’s account of the looping effects of human kinds further undermines a one-directional model
of classification. In the human sciences, classifications can interact with the people classified; subjects
may respond to, resist, inhabit, or transform the categories through which they are understood (Hacking
1996). Classification can therefore participate in changing the object it purports to describe. This is
especially important for a Generative Relational approach because classificatory acts can become part of
the subsequent relational history rather than remaining external descriptions.

Yet classification studies also help identify the specific gap pursued here. Much classificatory anal-
ysis begins from a situation in which an institutional object has already become representable enough to
be classified. The form contains a field. The database has a schema. The medical, legal, administrative,
or statistical system possesses a relevant variable. The present paper asks what happens one level ear-
lier when the relation is not yet representable within the available schema. A heterogeneous entity can
fail to be misclassified because it fails to become classifiable in the relevant institutional language at all.
Likewise, a harm can fail to be wrongly coded because there is no field in which that kind of harm can
appear.

This motivates the distinction between classification power and power over the conditions of classifi-
cation. The former concerns which available category is assigned. The latter concerns which categories,
variables, units, and comparison structures become available. The distinction is analytical rather than
historical: in practice, the two can recursively shape one another.
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2.3 Commensuration, quantification, audit, and quotient power

A closely related literature concerns commensuration and quantification. Espeland and Stevens define
commensuration as the comparison of different entities according to a common metric and emphasize its
cognitive and political consequences (Espeland and Stevens 1998). Commensuration transforms quali-
tative differences into relations that can be ranked, compared, aggregated, or exchanged. The resulting
metric can simplify decision-making, but it also changes the terms under which differences become in-
stitutionally meaningful.

Porter’s historical sociology of quantification similarly shows that the prestige of numerical objec-
tivity is connected to institutional and political conditions rather than deriving only from the intrinsic
epistemic superiority of numbers (Porter 1995). Quantitative procedures can enable decisions at a dis-
tance, stabilize standards, and support administrative legitimacy. Power’s analysis of the rise of audit
extends this point to the institutional proliferation of verification practices (Power 1999). What organi-
zations can demonstrate, document, verify, and render auditable becomes increasingly consequential for
how their activities are judged.

These literatures are particularly important for what the present paper later calls quotient power. A
quotient structure, in the minimal sense used here, concerns which differences are preserved for a de-
cision and which are treated as irrelevant. Commensuration requires such operations. To compare two
hospitals through one performance indicator, two persons through one risk score, or two species through
one welfare metric is to select a common evaluative space while suppressing other dimensions. The
central point is not that such reduction is always illegitimate. Practical judgment frequently requires re-
duction. The political question concerns who can specify the reduction, whose differences are erased,
how the quotient can be contested, and what happens when the common metric becomes mistaken for
the underlying reality.

The present paper therefore owes a substantial debt to the sociology of commensuration. Its proposed
distinction is narrower. In radically heterogeneous relations, the issue may precede the choice among
competing metrics. The participants may not yet be represented within a common space on which a
metric can operate. A capability, injury, communication event, or unit of agency may lack a stable cross-
interpretive counterpart. In such cases, more precise measurement within the existing metric does not
solve the prior problem of whether the relevant dimensions have been constituted adequately.

This also helps differentiate ordinary measurement error from interpretive-manifold power. Mea-
surement error concerns an imperfect estimate of a variable whose meaning is comparatively settled.
Quotient power concerns which variables or differences enter the comparison. Interpretive-manifold
power, as developed later, concerns influence over the dimensions and units through which the candidate
variables themselves become available. The distinctions are not intended to replace established theories
of quantification but to prevent distinct political problems from collapsing into the single phrase “bias in
measurement.”

2.4 Administrative legibility and the problem of simplification

James C. Scott’s account of state legibility is the most obvious antecedent for the terminology used in
this paper. Scott analyzes how states simplify complex social and ecological realities through standard-
ized names, measurements, property schemes, maps, categories, and administrative orderings that make
populations and environments more visible to centralized action (Scott 1998). The central problem is not
ignorance alone. Administrative systems require forms of simplification that make intervention possible,
yet those simplifications can destroy or disregard local knowledge and complex interdependencies.

The present use of ethical legibility is related to but deliberately distinct from Scottian administrative
legibility. Administrative legibility concerns the simplification and representation of a world so that an
administrative apparatus can govern it. Ethical legibility concerns whether a participant, relation, change,
or claim can become intelligible as normatively relevantwithin an interpretive and institutional field. The
two often overlap but need not coincide.

A state can make a population administratively legible while rendering ethically significant aspects
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of its life less visible. A risk score can make a person highly legible to a welfare bureaucracy while
obscuring the history of dependency or deprivation that produced the score. Conversely, a marginalized
group’s own interpretive practices may increase ethical legibility among participants while remaining
illegible to central administration. Ethical legibility therefore cannot be equated with state visibility, data
abundance, or surveillance intensity.

This distinction is important because the normative valence of legibility is ambivalent. Scott’s work
already warns against the fantasy that more centralized legibility necessarily produces better governance.
The present paper adds a related caution: increasing ethical legibility for one institution may increase
exposure to control. The political problem is not to maximize legibility, but to examine the distribution
of capacities to render, interpret, refuse, contest, and preserve representations.

The Scottian problem of simplification also provides a direct bridge to heterogeneous relations. An
institution facing an unfamiliar entity may need simplification in order to act at all. Yet the less shared
experience exists, the greater the risk that the simplification imports the institution’s own categories as
if they were neutral features of the relation. The later argument about manifold power should therefore
be read partly as a specification of how simplification can occur before explicit classification.

2.5 Infrastructure as a relation rather than a background

Infrastructure studies further complicate any attempt to locate power solely in explicit decisions. Star and
Ruhleder’s analysis of information infrastructure emphasizes that infrastructure is relational, embedded
in practice, learned as part of membership, and often becomes most visible upon breakdown (Star and
Ruhleder 1996). Infrastructure is not merely a technical substrate beneath social action. It is constituted
through relations among systems, practices, standards, communities, and organizational arrangements.

This insight is central to the concept of institutional familiarity introduced in Section 1. Institutions
know some participants through dense infrastructures: diagnostic categories, measurement devices, le-
gal precedents, reporting forms, translators, databases, professional expertise, and established channels
of testimony. Other participants may encounter only thin or improvised infrastructures. The resulting
epistemic asymmetry cannot be explained solely by individual prejudice or lack of goodwill. It is mate-
rially organized.

Infrastructure studies also clarify why ethical legibility cannot be reduced to possession of concepts.
An institution may possess a concept such as “coercion” yet lack the sensors, records, access, temporal
history, or interface needed to detect coercion in a particular heterogeneous relation. Conversely, a system
may collect abundant data while lacking a normative vocabulary through which the data become ethically
salient. Interpretive power is therefore distributed across conceptual and material arrangements.

This provides one of the strongest antecedents to the paper’s later notion of interface power. In-
terfaces do not merely transmit already constituted meanings. They determine what can be entered,
translated, queried, displayed, and returned. In heterogeneous relations, control over an interface can
influence which participant-relative distinctions survive translation. The claim that interfaces are polit-
ical is not new; the later task is to specify how interface control interacts with ethical reconstruction,
cross-interpretive asymmetry, and normative standing.

2.6 Market classification, life chances, and the political economy of scores

Political economy adds another dimension: classifications can directly organize the distribution of op-
portunities and resources. Fourcade and Healy’s account of “classification situations” shows howmarket
institutions use scoring and classificatory technologies to sort individuals in ways that shape life chances,
prices, access, and experienced social positions (Fourcade and Healy 2013). A classification need not
merely reflect a pre-existing class structure; classificatory infrastructures can generate new stratifying
positions through the operation of markets themselves.

This observation is especially relevant to the proposed concept of ethical legibility because institu-
tional recognition often controls material access. A classification as disabled, dependent, risky, employ-
able, creditworthy, protected, dangerous, or nonhuman can affect resources, mobility, surveillance, legal
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protection, and exposure to intervention. The classification is therefore not only semantic. It can become
a switch in a material allocation system.

Contemporary work on automated decision systems makes this relationship particularly visible. Eu-
banks documents how data-driven eligibility, fraud detection, risk assessment, and welfare systems can
concentrate surveillance and punitive administrative burdens on poor communities (Eubanks 2018). Ben-
jamin examines how technological systems can reproduce and deepen racial hierarchy while presenting
themselves as neutral or innovative (Benjamin 2019). These works establish that computational systems
inherit and reorganize social relations rather than standing outside them.

For the present paper, the important extension is from classification after representation to the polit-
ical economy of representability itself. Some populations attract sustained investment in measurement
because they are commercially valuable, administratively important, securitized, or politically salient.
Other harms remain under-measured because no institution has an incentive, mandate, or conceptual
apparatus to make them visible. This suggests a recursive relation: resource distributions shape inter-
pretive infrastructure, interpretive infrastructure shapes classificatory possibilities, classifications shape
resource distributions, and the resulting material order changes what can be known next.

The later political-economic analysis should therefore avoid treating epistemic infrastructure as a
merely cultural superstructure. Sensors, archives, compute, professional labor, translation, legal proce-
dure, institutional access, and data maintenance all require resources. Ethical legibility has costs, owners,
labor requirements, and opportunity costs. These material conditions can produce durable asymmetries
even when no actor deliberately intends to silence another participant.

2.7 Epistemic injustice and the distribution of interpretive resources

Social epistemology provides another indispensable foundation. Fricker’s account of hermeneutical in-
justice identifies situations in which prejudicial flaws in shared interpretive resources prevent subjects
from making important aspects of their social experience intelligible (Fricker 2007). This literature
demonstrates that interpretive disadvantage is not exhausted by false belief about a person. Power can
shape the shared conceptual resources through which experiences become expressible and recognizable.

Medina extends the discussion toward plural, interactive, and resistant epistemic practices, emphasiz-
ing imposed silences, multiple publics, epistemic friction, and the responsibilities implicated in unequal
conditions of interpretation (Medina 2013). This is particularly important for the present paper because
it prevents “shared interpretive resource” from being understood as a single homogeneous public vo-
cabulary. Counter-publics and resistant interpretive practices can preserve distinctions excluded from
dominant institutions.

The relation between this literature and the present project is close enough that the boundary must be
stated carefully. The claim that power can create conceptual or hermeneutical disadvantage is not new
here. Nor is the claim that marginalized subjects may possess interpretive resources unavailable to dom-
inant institutions. The proposed contribution concerns a specific extension to heterogeneous relations in
which the participants may not belong to a common social-hermeneutical field in the first place.

In a paradigmatic case of hermeneutical injustice, the subject and the dominant institution inhabit
overlapping social worlds but participate unequally in the production and uptake of shared interpretive
resources. Radical heterogeneity can introduce a further problem. An artificial system, animal, alien
form of life, distributed collective, or unfamiliar ecological entity may organize agency, continuity, injury,
or communication through distinctions that are notmerelymissing from the dominant vocabulary but only
partially correspond to the institution’s interpretive dimensions. The problem may therefore concern not
only a conceptual lacuna within a shared manifold, but a mismatch between interpretive manifolds and
control over the interfaces through which partial correspondence is constructed.

This stronger possibility should not be used to minimize ordinary hermeneutical injustice. On the
contrary, the established literature provides methodological discipline. Claims of “radical incompara-
bility” can themselves become tools of exclusion. The paper therefore treats manifold mismatch as a
demanding diagnosis, not a rhetorical substitute for learning an unfamiliar vocabulary. Section 5 will
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need criteria for distinguishing insufficient evidence, missing concepts, and deeper mismatch without
using heterogeneity as an excuse for epistemic withdrawal.

2.8 Recognition, capability, and the informational basis of ethical evaluation

Recognition theory and capability approaches address different questions, but both are relevant because
they foreground the normative consequences of how persons and forms of life become evaluatively repre-
sented. Honneth’s theory of recognition places relations of recognition and misrecognition at the center
of social conflict and normative social theory (Honneth 1996). Recognition is not simply accurate de-
scription; failures of recognition can be socially and morally constitutive.

The capability approach, especially in Sen’s formulation, is explicitly concerned with the informa-
tional basis of evaluation. Sen shifts attention from resources or utilities alone toward functionings and
the substantive freedoms to achieve valuable combinations of functionings (Sen 1995). This shift is
highly relevant to the present paper because every evaluative framework selects a space in which advan-
tage, deprivation, or freedom becomes visible. Nussbaum’s extension of capabilities to problems involv-
ing disability, nationality, and nonhuman animals further demonstrates both the reach and the difficulty
of evaluating flourishing across heterogeneous forms of life (Nussbaum 2006).

The present inquiry does not challenge capability theory merely by observing that capabilities must
be interpreted. The more specific political-economic question is who possesses the resources and au-
thority to define, detect, measure, and institutionalize the relevant capability space. In human policy
settings, institutions often rely on proxies and standardized indicators because full capability information
is expensive or inaccessible. Under radical heterogeneity, the difficulty intensifies: the functioning that
matters to a participant may not map cleanly onto an available human evaluative dimension.

This produces a potential interaction between capability analysis and quotient power. Selecting
a capability space can correct the blindness of a resource-only metric, yet any operational capability
framework still distinguishes relevant from irrelevant information. The political question is not whether
selection can be avoided but whether the selected dimensions are contestable, empirically grounded,
participant-sensitive where possible, and open to revision when the form of life under evaluation exceeds
the inherited scheme.

Recognition and capability theories therefore contribute substantive normative resources that a Gener-
ative Relational framework does not replace. The present paper instead studies a prior political-economic
condition: whether the institutions that allocate recognition, protection, or capability-relevant resources
possess an interpretive infrastructure capable of seeing the relevant relation at all.

2.9 Relational moral status and artificial agents

The literature on artificial agents provides a particularly close analogue to the present argument because it
directly challenges property-first models of moral standing. Coeckelbergh argues for a social-relational
approach to the moral consideration of robots rather than making moral status depend exclusively on
difficult-to-verify intrinsic properties (Coeckelbergh 2010). The importance of this move is methodolog-
ical: ourmoral relations to artificial entitiesmay be structured by appearance, interaction, social practices,
and relational contexts even when metaphysical questions about consciousness remain unresolved.

This literature is an important safeguard against presenting relationality itself as a new contribution.
The present paper takes a different object. It is less concerned with whether a robot should receive moral
consideration because of a human–robot relation than with how infrastructures shape the legibility of
relations among heterogeneous participants. Consider an artificial system interacting with an animal,
or two artificial systems whose communication is largely opaque to humans. The problem is not only
whether each participant has moral standing. It is whether observers and institutions can reconstruct the
relation, whether one side is much more institutionally familiar than the other, which interface controls
access to the interaction, and which categories become materially consequential.

This shift from relational moral status to the political economy of relational legibility is modest but
important. A participant can be treated as a possible moral patient while the harms affecting it remain
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Table 1: Neighboring literatures and the residual problem addressed in this paper.
Tradition Already established Residual question for this paper

Power/knowledge Observation, normalization,
documentation, and knowledge practices
participate in governing subjects.

Can distinct forms of power over
classificatory conditions be separated
analytically in heterogeneous normative
relations?

Classification and
standards

Categories and standards are
infrastructural, consequential, and
politically contested.

What if the relevant relation is not yet
representable in the available schema?

Commensuration and
quantification

Common metrics simplify difference and
can organize authority and comparison.

Who controls the dimensions and units
from which a common metric can be
constructed?

Administrative
legibility

Simplification makes populations
governable and can destroy local
knowledge.

How does ethical legibility differ from
administrative visibility, and when can
opacity be protective?

Infrastructure studies Infrastructure is relational, embedded, and
politically consequential.

How do unequal investments in
interpretive infrastructure generate
asymmetric institutional familiarity?

Political economy of
classification

Scores and categories distribute
opportunities, risks, prices, and life
chances.

How does material power shape what
becomes representable before scoring or
classification begins?

Epistemic injustice Unequal interpretive resources can make
experience difficult to express or
understand.

What changes when participants do not
initially share the same interpretive
manifold or communicative interface?

Recognition and
capability

Ethical evaluation depends on recognition
and on the chosen informational space of
valuable functionings and freedoms.

Who can define and operationalize the
relevant evaluative space for
heterogeneous forms of life?

Relational AI ethics Moral consideration need not be reduced
to intrinsic-property tests.

How are heterogeneous relations made
institutionally and ethically legible when
no human-centered relation can be
assumed?

illegible. Conversely, an entity can be intensely legible to an institution for purposes of surveillance
or extraction without receiving moral protection. Moral consideration and institutional legibility are
therefore related but non-identical dimensions.

2.10 What is already established

The reviewed literatures establish a substantial body of claims that this paper should treat as inherited
rather than novel. Table 1 summarizes the most relevant points.

The table also reveals why a broad claim such as “classification is power” would be inadequate as the
thesis of this paper. That claim is already deeply developed. Likewise, “infrastructurematters,” “numbers
are political,” “interpretive resources are unequally distributed,” and “relations matter to moral standing”
are not sufficient novelty claims.

The paper’s contributionmust instead depend onwhether its proposed distinctions produce additional
analytical leverage. In particular, it must show that classification power, quotient power, interpretive-
manifold power, interface power, archival power, and boundary power identify different failure modes or
intervention points that would otherwise be conflated. If later analysis cannot demonstrate such differ-
ences, the taxonomy should be collapsed rather than preserved for terminological novelty.
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2.11 The residual gap: from classification to the political economy of ethical legibility

The literature review suggests a narrower research gap than the title alonemight imply. Existing traditions
already explain much of what occurs once an entity, experience, population, or relation has entered an
institutional field of visibility. They show how it can be normalized, classified, standardized, quantified,
audited, scored, misrecognized, or deprived of interpretive resources. The present paper focuses on the
political-economic organization of the field in which those operations become possible.

The residual problem can be divided into five questions.

First, what becomes an admissible unit of interpretation? An institution may assume that the rel-
evant unit is an individual person, a household, an organization, a device, a species, or a transaction.
Heterogeneous systems may not respect those units. A distributed artificial system, colony organism,
ecological collective, or unfamiliar alien life process can be distorted before classification if the unit
imposed by the institution is wrong.

Second, which dimensions of difference are preserved? Even before a final category is assigned,
data architectures and professional routines determine what differences can enter the record. This is the
domain later described as quotient power. The issue is not whether all differences can be preserved—they
cannot—but which reductions become authoritative and reversible.

Third, who controls cross-interpretive interfaces? Where participants use different signals, concepts,
or temporal organizations, some interface must often mediate communication or reconstruction. Control
over translation, data access, sensors, prompts, protocols, or explanatory models can shape the relation
that becomes visible to others. Interface power therefore concerns not only speech but the architecture
through which heterogeneous representations become mutually actionable.

Fourth, how are interpretive capacities materially distributed? Institutional familiarity is costly. It
depends on sustained observation, professional labor, datasets, models, archives, legal recognition, com-
munication channels, and organizational attention. Political economy matters because these resources
are distributed unequally. Some entities become richly interpretable because states, markets, sciences,
or industries invest in knowing them. Others remain comparatively illegible.

Fifth, how does present representation shape future recognizability? Archives and standards pre-
serve some distinctions and erase others. The resulting quotient lock-in can make later reinterpretation
difficult even if future interpreters possess better concepts. Temporal power therefore concerns the ca-
pacity of present institutions to structure the epistemic freedom of later ones.

These questions motivate the concept of power over ethical legibility. The phrase should not be
understood as naming a single sovereign power possessed by one actor. It denotes a family of relational
capacities distributed across institutions, infrastructures, standards, markets, archives, interfaces, and
participants. Nor does the concept imply that every ethically significant relation must become maximally
legible. Privacy, opacity, protected locality, and refusal can themselves be conditions of autonomy or
resistance.

The theoretical task of the following sections is therefore constrained by the literature reviewed here.
A useful account must explain something more specific than the established proposition that knowledge
and power interact. It must show how power can act before explicit classification by shaping the in-
terpretive field, through classification by stabilizing consequential categories and quotients, and after
classification by preserving, materializing, or contesting the resulting order across time. It must also
show why these distinctions matter especially when relations cross heterogeneous forms of embodiment,
agency, communication, and normativity.
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3 From Classification Power to Ethical Legibility

The literature reviewed in Section 2 makes it impossible to treat the political character of classification as
a new observation. Categories can normalize, rank, allocate, simplify, exclude, and reorganize the worlds
to which they are applied. Standards and metrics can make heterogeneous cases comparable. Administra-
tive schemes can increase governability while suppressing local knowledge. Interpretive resources can
be distributed unequally. These are mature insights, not premises awaiting discovery (Foucault 1977;
Bowker and Star 2000; Scott 1998; Fricker 2007). The task of the present section is therefore narrower.
It asks what must already have happened before classificatory power can become effective, and what
additional forms of power become visible once classification is situated within the larger conditions of
ethical interpretation.

The central proposal is that classification power is only one layer of a broader political economy of eth-
ical legibility. An institution cannot classify a relation as exploitation, dependency, care, injury, consent,
capability loss, or justified intervention unless some unit has first become available for interpretation,
some differences have become recordable, some temporal window has been selected, some evidential
interface has made the relation accessible, and some institutional procedure is capable of treating the
resulting representation as normatively consequential. These prior conditions need not be consciously
designed by a single actor. They may be inherited from law, science, administration, market organization,
technical standards, professional training, or accumulated histories of attention. Yet their distribution can
still be politically consequential.

This section develops that claim in five steps. It first distinguishes classification power from the
constitution of a classifiable field. It then defines ethical legibility as a relational and institutionally situ-
ated property rather than an intrinsic feature of an entity. Third, it identifies several analytically distinct
dimensions of legibility. Fourth, it examines how power can operate before, through, and after explicit
classification without reducing all knowledge to domination. Finally, it introduces a compact working
representation of a legibility configuration that will support the more specific analyses of quotient, man-
ifold, interface, archival, and boundary power in later sections.

3.1 Classification presupposes a classifiable field

A classificatory account normally begins from a set of admissible objects and asks how those objects
are sorted. In the simplest formal representation, an institution possesses some domain Xt and a set of
categories Ct, with a classification rule

ct : Xt −→ Ct.

Here the arrow denotes a defined mapping, not a narrative sequence. Once the domain and codomain
are fixed, familiar political questions arise. Who designs ct? Who can alter the categories in Ct? Which
actors are misclassified? What material consequences attach to a category? Who can appeal a decision?
Such questions are indispensable, and the sociology of classification has shown why apparently technical
categories can become durable infrastructures of social order (Bowker and Star 2000).

The difficulty is that Xt is often treated as if it were already given. Yet many relations become
politically invisible before any explicit classificatory error occurs. An institution may fail to represent
a distributed artificial agent because its forms require one bounded legal person. A welfare system may
detect income loss while failing to represent a form of dependency that does not fit its household unit.
An animal-protection regime may be highly developed for familiar physiological indicators while lacking
any representation of a nonstandard communication system. An archive may preserve the final label
“aggression” but discard the temporal or relational detail needed to test whether the event was defensive,
ritualized, symbiotic, or something for which the institution had no stable concept.

In such cases, the primary problem is not necessarily that the wrong element of Ct was assigned.
The relation may never have entered Xt in an adequate form. Its relevant unit may have been absent, its
temporal scale truncated, its distinctions collapsed, or its evidence inaccessible. Classification power is
therefore analytically downstream from a prior question:
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What makes an entity, relation, transformation, or claim admissible as an object of norma-
tively consequential interpretation in the first place?

This question should not be understood as an attempt to discover an absolutely prior stage that ex-
ists independently of classification. In practice, units, measurements, categories, and institutions are
recursively related. Categories can alter what later becomes observable; measurement systems can be
redesigned in response to prior classifications; institutional action can generate new evidence. The ana-
lytical point is more modest: not every exercise of power can be located at the moment when a label is
assigned. Some power concerns the constitution of the domain in which labeling becomes possible.

Claim 3.1 (Pre-classificatory exclusion). An entity or relation can be excluded from normatively con-
sequential interpretation without being explicitly assigned an adverse category. Exclusion can occur
because the relevant unit, distinction, temporal scale, evidential trace, or representational interface is
absent from the operative classificatory field.

This claim extends, rather than replaces, established work on classification. Bowker and Star em-
phasize that classificatory infrastructures make some things visible while rendering others difficult to
represent (Bowker and Star 2000). Scott shows that administrative schemes simplify complex realities
into forms usable by governing institutions (Scott 1998). The present concern is the specifically norma-
tive consequence of such selectivity: what cannot enter an institution’s representational field may also
fail to appear as an injury, dependency, capability loss, claim, subject, or legitimate object of protection.

3.2 Ethical legibility as a relational property

The expression ethical legibility is intended to name this wider problem without turning legibility into a
moral ideal. It refers neither to an entity’s intrinsic moral status nor to the truth of a normative judgment.
It concerns whether a relation can be represented in a form that allows it to enter an interpretive and
institutional process with normative consequences.

Definition 3.2 (Ethical legibility). Let z denote an entity, relation, state, transformation, or claim, and let
Ft denote an institutional–interpretive field at time t. The ethical legibility of z relative to Ft is the degree
and manner in which z can be detected, represented, differentiated, contested, and processed within that
field as potentially relevant to normative judgment or action.

Several qualifications are built into this definition.
First, legibility is relational. The same event can be highly legible to one institution and nearly

invisible to another. A medical system, labor tribunal, conservation agency, platform operator, scientific
laboratory, and local community can possess radically different interpretive capacities concerning the
same relation. Ethical legibility should therefore be written schematically as

Legt(z | Ft),

not as an intrinsic scalar Leg(z) attached to the object itself.
Second, legibility is purpose-sensitive. A relation can be legible for surveillance while illegible

for protection. An artificial system may be measured in great detail for performance optimization while
possessing no institutional channel throughwhichmemory alteration, dependency, or forcedmodification
can be represented as a normative concern. A worker can be economically legible as a productivity unit
while forms of care labor remain poorly represented. A population can be administratively legible for
taxation and policing while its own claims are hermeneutically marginalized. Scott’s account of state
legibility is therefore a crucial antecedent, but ethical legibility cannot simply be identified with the
amount of information available to an authority (Scott 1998).

Third, legibility is fallible. A highly legible relation can be systematically misunderstood. Rich data
can be organized through a poor quotient, amisleading unit, or a biased conceptual repertoire. Conversely,
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low legibility does not imply the absence of an ethically significant relation. It may indicate only that the
current institution lacks the means to reconstruct it.

Fourth, legibility is normatively ambivalent. Increased legibility can support recognition, account-
ability, capability assessment, and protection. It can also intensify surveillance, extraction, prediction,
commodification, or administrative domination. The question “how can this relation become legible?”
must therefore remain distinct from “should this relation become more legible to this actor for this pur-
pose?”

Proposition 3.3 (No moral entailment from legibility). Greater ethical legibility does not by itself entail
greater justice, stronger moral status, broader institutional authority, or a duty to intervene.

The proposition matters because a paper centered on legibility could otherwise reproduce the admin-
istrative fantasy that every morally relevant world should become fully transparent to an institution. The
framework instead treats legibility as a contested relational capacity whose value depends on its purpose,
distribution, governance, and consequences.

3.3 Dimensions of ethical legibility

Ethical legibility is not well represented by a single continuum from invisible to visible. Institutions
can possess high access along one dimension and low access along another. A useful analysis therefore
separates several dimensions that are often conflated.

Detectability. Can relevant traces be observed at all? Detectability concerns sensors, records, testi-
mony, logs, bodily signs, environmental measurements, documents, communication channels, and other
evidential access. It is the most basic sense in which something can enter an institutional field, but
detection alone says little about interpretation.

Individuation. Can the institution identify an appropriate unit of analysis? A system designed around
discrete individuals may misrepresent collective organisms, distributed software, ecological relations,
households, kinship systems, or institutions whose agency is not localized in a single node. Individuation
power concerns which entities are permitted to count as one thing, many things, or part of something
larger.

Differentiability. Can the field preserve differences relevant to the relation? An archive may detect
many events but record them using a schema that collapses distinctions between coercion and dependence,
care and control, refusal and malfunction, or temporary impairment and irreversible transformation. This
dimension anticipates the analysis of quotient power in the next section.

Interpretability. Does the institution possess concepts through which the detected and differentiated
traces can be reconstructed? This is not merely vocabulary. It includes causal models, temporal expecta-
tions, theories of agency, professional knowledge, legal concepts, cultural interpretation, and background
assumptions about what counts as a subject, injury, capability, need, or claim.

Contestability. Can affected or differently situated participants challenge the representation? A rela-
tion may be perfectly legible to an institution on its own terms while remaining practically impossible to
contest. Contestability depends on access to evidence, procedural standing, representation, translation,
expertise, time, resources, and the capacity to introduce alternative descriptions.
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Table 2: Analytically distinct dimensions of ethical legibility.
Dimension Central question Illustrative infrastructure

Detectability Can relevant traces enter the field? Sensors, testimony, logs, records,
measurement systems

Individuation What counts as the unit of analysis? Legal personhood, account structure,
organism model, household form

Differentiability Which differences survive representation? Data schema, coding rules, equivalence
classes, metrics

Interpretability Which concepts make the relation
intelligible?

Professional vocabularies, causal models,
legal concepts, scientific knowledge

Contestability Who can challenge or revise the
representation?

Appeals, representation, access rights,
translation, counter-evidence

Actionability Can the representation have normative
institutional consequences?

Statutes, procedures, budgets, remedies,
protective mechanisms

Institutional actionability. Can the representation enter a procedure that changes allocation, protec-
tion, liability, recognition, investigation, or governance? Some conditions are culturally understood yet
institutionally inert. Others are immediately actionable because forms, statutes, metrics, professional
roles, and budgets already connect the representation to institutional response.

These dimensions clarify why visibility is an inadequate synonym for ethical legibility. A relation
may be detectable but not interpretable; interpretable but not contestable; contestable but institutionally
non-actionable; or highly actionable through a classificatory scheme that systematically destroys relevant
difference. A political economy of legibility must therefore ask not only whether information exists but
how the capacities required for these different dimensions are distributed.

The dimensions should not be treated as a universal six-stage pipeline. They can develop in different
orders and interact recursively. A new remedy can stimulate new measurement; a new measurement
can generate a new category; an appeal can reveal a missing distinction; a scientific model can alter
individuation. The purpose of the taxonomy is analytical separation, not a claim about temporal sequence.

3.4 Before, through, and after classification

The distinction between classification power and ethical legibility can now be stated more precisely.
Power can operate at least in three analytically different locations relative to an explicit classificatory act.

3.4.1 Power before classification

Before an institution selects a category, it can shape the field of possible classification. This includes
control over admissible units, measurement dimensions, temporal windows, evidence formats, translation
channels, and the distinctions recognized by professional practice. Such power is often difficult to contest
because it appears as background infrastructure rather than as a discretionary decision.

Consider a system that recognizes only bounded individual agents. If a harm is distributed across
a network, the system may fail to identify any appropriate claimant. No official needs to decide “this
network does not matter.” The institutional unit already prevents the relation from becoming legible in
the required form. Likewise, if a reporting system records only immediate physical damage, long-horizon
dependency or erosion of future option-space may disappear before any evaluator reaches the question
of whether the condition is harmful.

This is where the concept of interpretive-manifold power will later become useful. The claim is
not that institutions fabricate every dimension they measure. Rather, they participate in selecting and
stabilizing a practical coordinate system through which a complex relational field becomes institutionally
processable.
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3.4.2 Power through classification

Once a relation has entered the field, classificatory power concerns the assignment and stabilization of
categories. Categories can allocate burden of proof, legal standing, eligibility, risk, prices, protection,
responsibility, or exposure to coercive institutions. They can also feed back into social behavior, self-
description, and institutional expectation, as work on classification and looping effects has emphasized
(Hacking 1996; Fourcade and Healy 2013).

The present framework adds no general discovery to that literature. Its role is to place classification
within a larger architecture. A label such as “independent contractor,” “protected species,” “high-risk ac-
count,” “security threat,” or “non-sentient tool” is consequential partly because an infrastructure already
defines the relevant unit, attributes, evidence, and procedural consequences. The political force of the
label cannot be fully understood apart from those surrounding conditions.

3.4.3 Power after classification

Classification also has a temporal afterlife. A label can determine what is archived, which data are col-
lected next, what resources are invested in further study, who acquires expertise, which legal precedents
accumulate, and which later interpretations appear natural. The result can be recursive reinforcement.

A classification that attracts institutional investment may become progressively easier to measure and
defend. A relation that remains outside existing categories may receive little documentation, producing
continued epistemic weakness. This does not mean every classification creates a self-sealing system.
Counter-evidence, institutional conflict, social movements, scientific revision, litigation, technical fail-
ures, and material recalcitrance can destabilize established classifications. The point is that classificatory
outcomes can alter the future distribution of interpretive capacity.

Claim 3.4 (Recursive legibility asymmetry). Where institutional recognition affects subsequent invest-
ment in measurement, expertise, documentation, and procedural capacity, differences in ethical legibility
can become self-reinforcing even without deliberate exclusion by a single actor.

This claim connects political economy to epistemic asymmetry. Familiarity is often expensive. It
is produced by laboratories, professional communities, datasets, field observation, legal institutions,
archives, translation systems, advocacy, and repeated administrative attention. Groups and entities al-
ready embedded in those infrastructures may become easier to recognize, protect, regulate, or exploit.
Others can remain comparatively illegible because the resources required to make their relations institu-
tionally intelligible have never been assembled.

3.5 A working representation of the legibility configuration

To avoid treating ethical legibility as a loose metaphor, the paper will use a compact analytical object.
Let

Lt =
(
Ut,Dt,Qt, Ct, Et,Pt

)
,

where:

• Ut denotes admissible units of interpretation;

• Dt denotes dimensions and distinctions that can be represented;

• Qt denotes operative quotient or equivalence structures;

• Ct denotes available classificatory and normative categories;

• Et denotes evidential and cross-interpretive interfaces;

• Pt denotes institutional procedures through which representations can become consequential.
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The tuple is not intended as a complete mathematical model. In particular, its components need not
be independent, sharply bounded, or measurable on a common scale. It is a bookkeeping device for
distinguishing analytically different sites at which power can operate. Later sections will refine several
components rather than treating Lt as a finished formal theory.

A relation r may be materially present while poorly represented in Lt. Another relation may be
densely represented but only through a lossy quotient. A third may be interpretable and contestable but
lack any institutional procedure through which the contest can affect allocation or protection. The config-
uration therefore helps explain why the existence of an ethical argument in philosophy does not guarantee
its institutional effectiveness. Normative criteria require representational and procedural infrastructures
if they are to become politically consequential.

This point is particularly relevant to the capability approach. An institution can endorse the impor-
tance of substantive freedom while lacking the categories, measurements, or participant-relative knowl-
edge needed to identify which capabilities matter in a heterogeneous form of life. The deficit is not
necessarily a rejection of capability reasoning. It can be a deficit in the legibility configuration through
which capability loss would have to become institutionally intelligible (Sen 1995; Nussbaum 2006).

Likewise, hermeneutical marginalization can be understood partly as a problem in Dt, Ct, or Et: a
relevant distinction may be unavailable, a concept may lack institutional uptake, or an affected participant
may lack an interface through which its interpretation can enter the procedure (Fricker 2007; Medina
2013). This representation does not replace those theories. It makes explicit how their concerns intersect
with material and institutional architecture.

3.6 Ethical legibility and the political economy of interpretive capacity

The language of legibility becomes politically interesting only when connected to unequal control over
the resources that sustain interpretation. Measurement systems cost money. Archives require mainte-
nance. Litigation requires expertise and time. Scientific categories depend on institutions capable of
research and replication. Translation requires personnel, interfaces, or computational systems. Alterna-
tive classifications require channels through which they can circulate and survive. Even the preservation
of uncertainty can be expensive when institutions reward rapid closure.

For that reason, ethical legibility should be treated as partly dependent on interpretive capacity: the
material, organizational, technical, and cultural means through which a participant or institution can
sustain a representation of a relation. Interpretive capacity is not identical to truth-tracking ability. A
wealthy institution can maintain a sophisticated but distorted account. A marginalized community can
possess locally accurate knowledge without possessing the resources needed to make that knowledge
consequential elsewhere. The concept concerns durable capacity to produce, preserve, communicate,
contest, and institutionalize interpretations.

Several political-economic asymmetries follow.
First, actors with greater resources can often maintain more persistent representations. They can

fund studies, retain legal counsel, preserve data, commission metrics, participate in standard-setting, and
survive long disputes. Second, infrastructure owners can define default observability. A platform that
controls logs or an agency that controls official statistics can shapewhat other actors are able to know even
without controlling their final judgments. Third, institutions can externalize the cost of becoming legible.
A claimant may be required to translate an injury into forms, diagnostic categories, standardized evidence,
or legally recognized units at its own expense. Fourth, legibility can itself become a resource that attracts
further resources: recognized categories acquire budgets, expertise, organizations, and constituencies
that poorly recognized conditions lack.

These observations should not be converted into the claim that more resources always produce more
epistemic authority. The framework instead directs attention to the distribution of the means of inter-
pretation. It asks who can afford to make a relation persistently visible, who can refuse visibility, who
can demand new distinctions, who can preserve alternative descriptions, and whose account becomes the
default infrastructure for everyone else.
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Definition 3.5 (Interpretive capacity). The interpretive capacity of an actor or institution is the materially
and organizationally supported ability to detect, reconstruct, articulate, preserve, contest, and circulate
representations of a relation within one or more normatively consequential fields.

Interpretive capacity is therefore one bridge between political economy and epistemology. Material
resources do not determine interpretation mechanically, but they condition which interpretations can be
produced at scale, sustained across time, and connected to consequential institutions.

3.7 Legibility is neither transparency nor truth

The concept requires one final restriction before later sections disaggregate particular forms of power.
Ethical legibility must not become a synonym for epistemic success. Three distinctions are especially
important.

Legibility and truth. A relation can be highly legible through a false or impoverished model. Admin-
istrative systems often succeed precisely because they reduce complexity to a tractable representation.
Such representations can be useful without being exhaustive, and they can be materially powerful even
when contested. Ethical legibility therefore concerns the institutional availability of a representation, not
its final truth.

Legibility and recognition. Recognition involves normative and social relations that cannot be reduced
to visibility. A participant can be intensely observed and still denied standing, dignity, or protection.
Conversely, some forms of recognition may require respecting opacity rather than demanding exhaus-
tive disclosure. The political economy of legibility therefore intersects with recognition theory without
subsuming it (Honneth 1996).

Legibility and justice. An institution can make a population legible in order to allocate benefits, pre-
vent harm, extract value, police behavior, or all of these at once. Increased legibility changes capacities
for action; it does not determine the justice of those actions. This is why later sections will treat con-
testability, purpose, boundary, and re-cognizability as central rather than proposing a norm of maximal
visibility.
Remark 3.6 (Protective opacity). Illegibility is not always a deficit to be repaired. Privacy, anonymity,
encryption, local knowledge, protected non-translation, and limits on data collection can prevent domi-
nation. The relevant question is therefore not how to eliminate opacity, but how the power to demand,
produce, withhold, and contest legibility is distributed.

This remark matters especially in heterogeneous relations. A human institution may sincerely seek
to understand an unfamiliar participant while simultaneously expanding its capacity to monitor, predict,
or govern that participant. The same interface that enables protection can enable extraction. The same
archive that preserves evidence can become a surveillance resource. The same standard that permits
comparison can suppress forms of difference that do not fit the metric. Ethical legibility is therefore an
ambivalent political achievement.

3.8 From a general concept to differentiated forms of power

The concept developed in this section provides the bridge from the literature review to the remainder of
the paper. Classification power remains indispensable, but it is now situated inside a broader legibility
configuration. At least five questions become analytically separable.

One question concerns relevant difference: who determines which distinctions survive comparison
and which are collapsed? This is the problem of quotient power developed in the next section. A second
concerns the dimensions and units through which a relation becomes interpretable at all. This is the
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problem of interpretive-manifold power. A third concerns communication and translation across hetero-
geneous interpretive systems. This is interface power. A fourth concerns the preservation or destruction
of traces needed for later reinterpretation. This is archival and temporal power. A fifth concerns the
constitution of the domain over which governance claims are asserted. This is boundary power.

These forms overlap in practice. A standardized form can simultaneously impose a quotient, embed a
conceptual manifold, constrain an interface, determine what enters the archive, and define eligibility for
a governance process. Analytical separation remains useful because different remedies follow from dif-
ferent diagnoses. A disputed label may require reclassification. A lossy equivalence relation may require
preservation of additional distinctions. A missing dimension may require new measurement or concep-
tual work. An interface bottleneck may require alternative channels or translation rights. An archival
deficit may require provenance and versioning. A boundary problem may require limiting jurisdiction
rather than improving classification inside an overextended domain.

The central claim of the section can therefore be stated cautiously:
Proposition 3.7 (Power over ethical legibility). Political-economic power can affect normative outcomes
not only by influencing which category is assigned to an already legible object, but also by shaping the
units, distinctions, evidential interfaces, classificatory repertoires, and procedures through which an
object becomes ethically legible and institutionally consequential.

This proposition does not yet establish that any particular distribution of such power is unjust. Nor
does it imply that every component of Lt is politically chosen. Its value depends on whether later sec-
tions can show that the proposed distinctions identify different mechanisms, vulnerabilities, and sites of
contestation that would otherwise be obscured by the broader phrase “classification power.” The next
section begins that test with the politics of relevant difference and the problem of quotient power.

4 Quotient Power and the Politics of Relevant Difference

Classification presupposes a prior act that is easy to overlook. Before an institution can assign an object
to a category, it must decide which differences among objects are relevant to the comparison and which
can be ignored. A welfare agency treats persons with very different biographies as equivalent for one
eligibility rule. A medical system groups heterogeneous bodies under a diagnosis. A statistical system
converts diverse forms of work into standardized occupational codes. A platform represents different
patterns of conduct through the same risk score. An animal-protection regime may treat distinct species
as comparable with respect to pain while refusing comparison along other dimensions. In each case,
practical judgment depends on an operation of selective equivalence.

The sociology of classification and commensuration has long shown that comparison is not a neutral
description of an already commensurable world. Categories, metrics, standards, and numerical represen-
tations actively organize social relations and institutional consequences (Bowker and Star 2000; Espeland
and Stevens 1998; Porter 1995; Fourcade and Healy 2013). The present section does not claim otherwise
as a new discovery. Its narrower purpose is to isolate one mechanism inside the broader problem of
ethical legibility: quotient power. Quotient power concerns control over the distinctions that survive an
institutional comparison and the distinctions that disappear inside an equivalence class.

The language of quotients is useful because it makes explicit a question that ordinary classificatory
language can conceal. When two histories, subjects, injuries, or relations are treated as “the same for
present purposes,” the decisive issue is not only the category eventually assigned. It is also the rule
according to which their differences cease to matter. In heterogeneous relations this issue becomes es-
pecially important, because the differences removed by one interpreter may be precisely those through
which another participant understands vulnerability, continuity, agency, dependency, or loss.

4.1 Comparison requires selective equivalence

No practical institution can preserve every difference. Legal rules, administrative forms, scientific mea-
sures, policy indicators, and ordinary concepts all depend on abstraction. If every case remained incom-
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parable in every respect, coordinated judgment would become impossible. The question is therefore not
whether to quotient, but how quotienting is performed, for which purpose, with what evidential basis,
and under whose control.

Let Xt denote a domain of cases, entities, relational histories, or observations available at time t.
For a specified institutional purpose, a relation ∼Q,t may treat two elements as equivalent whenever
their differences are judged irrelevant under a quotient rule Qt. When the formal assumptions for an
equivalence relation are satisfied, the corresponding quotient space may be written as

Xt/∼Q,t. (1)

The associated quotient map is

qQ,t : Xt −→ Xt/∼Q,t. (2)

The mathematical notation is deliberately modest. The paper does not assume that every institutional
classification literally implements a mathematically exact equivalence relation. Real systems can contain
overlapping categories, fuzzy thresholds, non-transitive judgments, hierarchical taxonomies, or partially
ordered comparisons. The quotient notation is used as an analytical scaffold for asking what information
is retained and what is collapsed when heterogeneous cases are made comparable.

A comparison therefore contains at least three distinguishable components: a domain of objects, a
purpose-relative criterion of relevant difference, and a representation in which cases are treated as suffi-
ciently alike for some consequential operation. The same two cases can be equivalent under one quotient
and sharply distinct under another. Two workers may be equivalent for minimum-wage protection but not
for disability accommodation. Two animals may be equivalent with respect to a prohibition on avoidable
suffering but not with respect to ecological role. Two artificial systems may be equivalent for cyberse-
curity policy but not for questions concerning memory continuity or dependency. The phrase “the same
case” is therefore incomplete unless one can answer: the same modulo what?

Definition 4.1 (Quotient rule). A quotient rule Qt is a purpose-indexed specification of which differ-
ences within a domain are treated as relevant, which are ignored, and what representation is retained for
subsequent interpretation, comparison, or institutional action.

This definition intentionally includes both positive and negative operations. A quotient does not
merely identify what counts. It also structures what no longer appears in the comparison.

4.2 Relevant difference is an institutional achievement

The language of “relevant difference” can sound innocuous because relevance is often treated as if it
were simply discovered. Yet relevance is indexed to a question, a purpose, a history of inquiry, and an
interpretive field. A difference in skin color can be irrelevant to one legal question and indispensable
to the diagnosis of racialized institutional effects. Species membership can be irrelevant to one claim
about avoidable suffering and central to another claim about species-specific flourishing. The age of an
artificial systemmay be irrelevant to one security standardwhile the continuity of its memory architecture
is decisive to an inquiry into whether an apparent replacement should count as persistence of the same
operational subject.

This does not imply that relevance is arbitrary. Physical, biological, technical, causal, and historical
structures constrain what distinctions can successfully explain or predict. Nor does it mean that insti-
tutions are free to manufacture any equivalence they prefer. The point is instead that the selection of
relevant differences is mediated by purposes and interpretive infrastructures. It can therefore become a
site of political-economic power.

The issue is particularly clear when an institution has authority to make its quotient consequential.
A benefit system can determine that two households are equivalent because their declared income is
the same even when one faces extraordinary care costs. A credit system can treat two borrowers as
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equivalent under a scoring model while suppressing the different histories that generated the same score.
A humanitarian reporting format can record two displacement events under one category while losing
distinctions about coercion, dependency, or the inability to return. The quotient does not merely simplify
description. It defines what the consequential institution is able to see as a difference.

Proposition 4.2 (Purpose-indexed equivalence). A claim that heterogeneous cases are normatively equiv-
alent is incomplete unless the operative quotient is specified or reconstructible. The relevant analytical
question is not whether two cases are simply “the same,” but which differences have been preserved,
which have been suppressed, and why those choices are appropriate to the purpose at issue.

This proposition does not demand exhaustive disclosure of every discarded feature. It demands suf-
ficient transparency to make the operative comparison contestable.

4.3 Quotient power beyond category assignment

Classification power and quotient power overlap, but they are not identical. Classification power con-
cerns the authority to assign, stabilize, or institutionalize a category such as “disabled,” “refugee,” “high
risk,” “tool,” “employee,” “dependent,” or “protected animal.” Quotient power concerns the prior or ac-
companying authority to determine which differences are permitted to affect that assignment and which
are normalized away.

An institution can therefore exercise quotient power even when the final categories remain unchanged.
Suppose a legal category of coercion is formally stable. One interpretive regime may treat economic
dependency as relevant to whether consent was effective; another may ignore dependency and consider
only explicit threats. The category name remains “coercion,” but the quotient determiningwhich relations
enter that category has changed. Similarly, a capability assessment can retain the language of substantive
freedom while altering which conversion factors are recognized, thereby changing which differences
among persons are institutionally visible (Sen 1995; Nussbaum 2006).

Quotient power can also be exercised through data design. A form that requires one mutually exclu-
sive identity category performs a different quotient from a system that permits multiple, changing, or
context-specific identifications. An archive that stores only the final code performs a stronger quotient
than an archive that preserves the observations, uncertainty, and alternative codings from which the final
classification was produced. A machine-learning system that compresses a complex relational history
into a scalar risk score performs a quotient even when the downstream decision maker never sees the
discarded dimensions.

The political significance of quotient power therefore lies partly in its relative invisibility. Category
disputes are often publicly visible because they concern explicit labels. Quotient disputes may remain
buried in model design, data schemas, evidential rules, administrative thresholds, ontology files, statisti-
cal standards, or professional conventions. Yet they can determine the range of cases to which the visible
categories can apply.

Definition 4.3 (Quotient power). Quotient power is the capacity to shape, impose, stabilize, or differ-
entially contest the rules by which distinctions among cases are preserved, suppressed, aggregated, or
treated as irrelevant for a normatively consequential comparison.

The definition is intentionally broader than formal legal authority. Quotient power may arise from
standard-setting, infrastructure ownership, scientific expertise, platform design, archival control, profes-
sional practice, or the unequal capacity to make a previously ignored distinction institutionally credible.

4.4 The ethical visibility produced by a quotient

A quotient changes ethical legibility because different normative properties become visible under differ-
ent partitions of the same relational field. Consider a highly simplified relation involving actor A, actor
B, a shared resource, and a history of dependency. If the relevant quotient retains only discrete acts at the
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moment of decision, the relation may appear voluntary. If the quotient retains long-horizon dependency,
control over exit conditions, and cumulative resource flows, the same present act may become legible as
constrained. No new physical event needs to occur between the two descriptions. What changes is the
retained relational structure.

This is not merely a perspectival curiosity. Institutional consequences can depend on it. A labor re-
lation may be classified differently depending on whether economic dependency and managerial control
are preserved as relevant features. A caregiving relation may appear supportive under a quotient that
records delivered services and controlling under a quotient that additionally preserves exit suppression
and unilateral decision authority. An artificial-agent relation may appear as ordinary task allocation if
only current outputs are retained and as persistent domination if memory modification, resource depen-
dence, and inability to refuse are included.

The paper does not assume that the richer quotient is always superior. Adding dimensions can in-
troduce noise, expose private information, create new opportunities for strategic manipulation, or make
governance impossible. Nor does every long history deserve equal weight. The claim is more limited: the
normative visibility of a relation is conditional on the quotient through which the relation is represented.

Claim 4.4 (Quotient-relative ethical legibility). For a given body of relational traces, the set of ethically
legible properties can vary with the quotient rule used to represent those traces. Consequently, disputes
over ethical interpretation can sometimes be disputes about relevant difference rather than disputes about
the final normative category alone.

This claim is especially important under heterogeneity. If one participant’s vulnerability is expressed
along dimensions that another participant’s institutional quotient removes, the absence of a recognizable
harm can be produced by the comparison architecture rather than by the absence of adverse relational
effects.

4.5 Asymmetric costs of quotienting

Every quotient loses information, but the costs of loss are rarely distributed evenly. A standardized
category designed around a familiar population may preserve most distinctions that matter for that popu-
lation while erasing distinctions central to another. A metric calibrated to human-readable behavior can
retain human variation while compressing unfamiliar animal, artificial, or hypothetical alien signals into
a residual category. An administrative model designed for stable households can represent conventional
families with relatively little distortion while imposing severe representational loss on fluid or distributed
forms of dependency.

This produces a problem of asymmetric quotient loss. Let Li(Qt) denote, schematically, the loss
incurred by participant or case type i under quotient ruleQt. The framework does not require a universal
scalar measure of such loss. The notation simply allows the possibility that

LA(Qt) ̸= LB(Qt). (3)
A quotient can therefore be formally uniform while substantively asymmetric. The same categories,

thresholds, and documentation requirements can impose different interpretive losses because participants
enter the system with different modes of manifestation, historical records, communicative access, or
institutional familiarity.

This matters for political economy because actors with greater resources are often better able to
reduce their own quotient loss. They can supply expert reports, produce supplementary evidence, appeal
classifications, commission alternative measurements, or obtain bespoke treatment outside standardized
procedures. Less powerful participants are more likely to be represented only through default categories.
Thus a quotient can appear universal while its capacity for correction is privately distributed.

The resulting inequality is not exhausted bymisclassification. A participant may be accurately placed
inside the available category and still suffer because the category is generated from an impoverished
quotient. The problem is not “wrong label” but “insufficiently differentiated field.” This is one reason
why reclassification alone may fail as a remedy.
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4.6 Quotient power, capability, and recognition

The distinction also clarifies how ethical legibility interacts with established normative approaches with-
out replacing them. Capability reasoning asks what persons or other beings are substantively able to do
and be, rather than evaluating resources alone (Sen 1995; Nussbaum 2006). Yet any capability assess-
ment must determine which variations in embodiment, environment, dependency, conversion factors,
and social conditions are relevant to the evaluation. A quotient that treats equal resources as sufficient
equivalence can hide unequal capabilities. A more differentiated quotient may reveal that apparently
equal allocations support radically different effective possibilities.

The same logic applies to recognition. A subject can be formally recognized under a general cate-
gory while its distinctive form of vulnerability remains illegible. Conversely, a demand for ever finer
differentiation can itself undermine equal standing by making common treatment impossible or by mark-
ing certain groups as permanently exceptional. Recognition therefore cannot be reduced to maximal
differentiation (Honneth 1996). The quotient question is not “how many differences can be preserved?”
but “which differences must remain visible for the relevant normative purpose, and who can contest that
answer?”

Epistemic injustice adds another layer. Hermeneutical marginalization can prevent a group from
making an experience intelligible within shared interpretive resources (Fricker 2007; Medina 2013).
Quotient power highlights a neighboring mechanism: a distinction may be conceptually expressible yet
institutionally suppressed because the operative system treats it as irrelevant. The problem is then not
only absence of a concept but the rule that decides that the concept cannot affect the comparison. This
is one reason to keep conceptual insufficiency and quotient suppression analytically separate.

4.7 Contestability and the right to challenge relevant difference

Because quotienting is unavoidable, a plausible institutional response cannot be to abolish it. A more
useful question concerns contestability. Can affected participants discover which distinctions were dis-
carded? Can they introduce evidence that the system currently treats as irrelevant? Can an equivalence
class be reopened without requiring a complete redesign of the institution? Can alternative quotient rules
coexist for different purposes? Can an appeal body inspect the pre-quotient traces rather than merely
reconsider the same compressed representation?

These questions suggest that the justice of quotienting, if such a phrase is used, should not be defined
simply by fidelity to maximal detail. It may instead involve procedures for specifying purpose, docu-
menting loss, preserving provenance, enabling challenge, and revising relevance judgments when new
evidence or new interpretive resources become available.

Definition 4.5 (Quotient contestability). A quotient regime is contestable to the extent that affected par-
ticipants or authorized challengers can identify the operative rules of relevant difference, access sufficient
provenance to evaluate their consequences, propose alternative distinctions, and obtain a procedurally
meaningful reconsideration of the quotient rather than only of the final category assignment.

Contestability is not equivalent to a veto. Institutions may have legitimate reasons to retain a quotient
after challenge. Nor can every participant demand a bespoke ontology. The concept instead identifies a
difference between a system in which the abstraction itself can be examined and one in which only the
output is appealable.

A useful consequence follows. Classification appeals are insufficient where the dispute concerns
the quotient. Asking whether a claimant was correctly placed into category C does not address a chal-
lenge that the classification procedure erased the distinction on which the claim depends. In such cases,
procedural fairness requires the possibility of contesting not merely the answer but the comparison archi-
tecture.
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4.8 Quotient lock-in and temporal power

Quotient power also has a temporal dimension. Once institutions store only quotient-level outputs, future
interpreters may lose access to distinctions that were discarded at the time of classification. This produces
what the paper calls quotient lock-in. The issue is stronger than ordinary path dependence. A later
institution may possess better concepts and greater willingness to reconsider the case yet remain unable
to do so because the earlier archive no longer contains the relational traces needed to reconstruct the
suppressed differences.

Suppose an archive stores only that an event was coded as “voluntary transfer.” Decades later, a
richer account of dependency, coercive environment, or asymmetric exit may become available. If the
archive preserved the communications, resource conditions, contemporaneous uncertainty, and compet-
ing accounts, the old classification can be reconsidered. If it preserved only the final code, the historical
quotient has become an epistemic boundary for the future.

This mechanism connects quotient power to archival power but should not be collapsed into it. Quo-
tient power determines which distinctions are treated as irrelevant in the present. Archival power deter-
mines which traces and interpretive histories survive. Quotient lock-in arises when present abstraction
is coupled to archival deletion or non-preservation. It therefore illustrates how a local classificatory
decision can become a long-term constraint on future re-cognition.

Proposition 4.6 (Quotient lock-in). When an institution preserves only quotient-level representations
and discards the traces needed to reconstruct excluded distinctions, present rules of relevant difference
can constrain the conceptual freedom of future interpreters even if future categories and normative com-
mitments change.

This proposition does not require retaining all raw data indefinitely. Preservation carries financial,
privacy, security, ecological, and political costs. The point is to make the trade-off explicit rather than
allowing data compression to function as an unnoticed temporal settlement of future interpretive possi-
bilities.

4.9 Abstraction can protect as well as dominate

A political economy of quotienting must resist a simple equation between abstraction and oppression.
Some abstractions are indispensable to equal treatment. Anti-discrimination law often requires institu-
tions to ignore differences that have historically organized domination. Universal access rules can protect
claimants from intrusive individualized scrutiny. Privacy can depend on preventing institutions from re-
taining distinctions they do not need. Standardized procedures can reduce arbitrary discretion. A quotient
that erases irrelevant status differences may therefore be emancipatory rather than harmful.

The same ambiguity appears in heterogeneous relations. Refusing to distinguish artificial from bio-
logical entities may be useful for one safety rule and disastrously insensitive for a rule concerning forms
of dependency. Treating all animals as interchangeable can support a basic prohibition on gratuitous
cruelty while undermining species-specific welfare. Treating all persons as formally equal can protect
civic standing while concealing conversion factors that make equal resources substantively unequal.

The normative problem is therefore not “difference versus sameness.” It is the governance of rel-
evant difference under conditions of uncertainty, power, and limited interpretive capacity. Too coarse
a quotient can erase vulnerability. Too fine a quotient can fragment common protection, expose sensi-
tive information, or provide new handles for discrimination. The appropriate resolution may differ by
purpose.

This ambivalence motivates a principle of analytical restraint:

Claim 4.7 (No presumption of maximal differentiation). The critique of quotient power does not imply
that normatively preferable institutions should preserve the maximum possible number of distinctions.
The relevant question is whether the retained and discarded differences are proportionate to the purpose,
empirically defensible, contestable, and compatible with other claims such as privacy, equal standing,
administrative feasibility, and protection against domination.
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The claim is intentionally procedural and diagnostic rather than a complete normative criterion. The
paper has not yet supplied a universal account of proportional relevance.

4.10 Layered quotients and institutional pluralism

One possible response to the conflict between comparability and heterogeneity is to reject the assumption
that a single quotient must govern every institutional purpose. The same relational field can support
several representations at different resolutions. A coarse quotient may be appropriate for a universal
minimum protection; a finer quotient may be needed for individualized accommodation; a historical
quotient may be necessary for retrospective responsibility; a privacy-preserving quotient may be justified
for public reporting while authorized reviewers retain access to richer provenance.

Let Q(1)
t , . . . , Q

(k)
t denote quotient rules associated with different tasks. Institutional pluralism per-

mits

Q
(a)
t ̸= Q

(b)
t (4)

without treating the difference as an inconsistency, provided the purpose and relation among the rep-
resentations are explicit. The danger is not plurality itself but hidden transfer: a quotient designed for
one purpose can migrate into another domain and acquire consequences for which it was never justified.
A risk score designed for fraud detection may become a proxy for trustworthiness. A diagnostic cate-
gory designed for treatment can become an employment filter. A conservation category designed for
ecological management can acquire claims about individual moral worth.

This migration is a form of quotient expansion. Political-economic power can facilitate it when one
representation becomes cheap, standardized, technically interoperable, and institutionally authoritative.
Once a quotient is embedded in databases and interfaces, its categories can travel farther than the justi-
ficatory context in which they were originally produced. Technical interoperability can thereby become
normative portability.

A robust institution should therefore record not only the quotient output but its intended domain of
validity. Purpose limitation is notmerely a privacy principle; it is also a protection against the unexamined
extension of one regime of relevant difference into another.

4.11 From quotient power to interpretive-manifold power

Quotient power remains a power exercised within some field of possible distinctions. It assumes that
a domain has already been individuated and that candidate differences are available to be retained or
suppressed. This limitation matters. In the most difficult heterogeneous cases, the problem may arise
earlier. An institution may not merely ignore a relevant distinction; it may lack the dimension along
which that distinction could appear. It may choose the wrong unit of analysis, impose an inappropriate
temporal scale, or treat as separate entities what another relational system constitutes as one distributed
process.

The distinction can be stated compactly. Quotient power concerns what happens when available
differences are declared relevant or irrelevant. Interpretive-manifold power concerns the formation and
stabilization of the space in which candidate differences become available in the first place. The two
interact, but they should not be conflated. A quotient can suppress a recognized distinction; a manifold
can make the distinction difficult to formulate at all.

This is why the politics of relevant difference is a necessary but incomplete account of ethical legi-
bility. Institutions govern ethical visibility not only by deciding which differences matter among known
dimensions, but also by shaping the dimensions, units, and temporal resolutions within which difference
becomes intelligible. The next section therefore moves from quotient power to the more demanding
problem of interpretive-manifold power.
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5 Interpretive-Manifold Power

The previous section treated quotient power as power over relevant difference. That account still presup-
posed that candidate differences were already available for institutional comparison. An institution could
preserve a distinction, suppress it, aggregate it, or declare it irrelevant because the distinction had already
become expressible inside the operative interpretive field. The present section concerns an earlier prob-
lem. What happens when the dimension along which a difference would have to appear is itself absent,
weakly developed, inaccessible, or institutionally unsupported?

This problem is especially important in heterogeneous relations. A familiar participant may enter
institutions through well-developed biological, legal, technical, or social dimensions, while an unfamil-
iar participant is represented only through crude proxies. The resulting asymmetry does not begin with
a visibly discriminatory label. It can begin with an unequal space of interpretive possibility. One par-
ticipant can appear as injured, dependent, coerced, capable, or deprived because institutions possess
the distinctions through which those descriptions can be articulated. Another can remain normatively
obscure because comparable distinctions have not been generated, measured, translated, or stabilized.

The term interpretive manifold is used here as a working analytical scaffold for this space of possible
differentiation. It is not a claim that institutional interpretation literally constitutes a smooth manifold in
the differential-geometric sense. The concept is intended to distinguish a problem of available dimen-
sions and units from the subsequent problem of how already available differences are quotiented.

5.1 From relevant difference to available difference

A quotient rule can only preserve or erase distinctions that are available to the relevant interpretive system.
This limitation is easy to miss in familiar domains because many distinctions are historically sedimented.
Legal systems already possess units such as person, corporation, contract, injury, household, property,
and jurisdiction. Medical systems possess dimensions such as pain intensity, organ function, diagno-
sis, impairment, prognosis, and risk. Labor institutions possess concepts such as employee, employer,
wage, schedule, supervision, and workplace. Once these dimensions are stabilized, disagreement tends
to concern thresholds, categories, or the relevance of particular differences.

Heterogeneous relations expose the prior layer. Consider an artificial system whose continuity de-
pends on distributed memory across several computational substrates. An institution that represents
each running process as a separate unit may have difficulty formulating a claim about continuity across
migrations. A second institution may treat the persistent memory structure as the relevant unit. The dis-
agreement is not initially about whether a recognized difference should matter. It concerns what kinds
of entities and continuities are available to be represented at all.

A similar difficulty arises in a hypothetical animal–alien relation. Human institutions may possess
dense dimensions for the terrestrial animal: tissue injury, stress response, reproductive impairment, habi-
tat disruption, and recognizable avoidance behavior. They may possess only sparse dimensions for the
alien participant. The result is not simply a biased weighting of two equally represented participants. The
relation can be represented at unequal resolutions from the outset.

This motivates a distinction between available difference and relevant difference. Relevant difference
concerns selection within an available representational field. Available difference concerns the prior
capacity of an interpretive system to formulate, detect, preserve, or communicate a distinction in the first
place.

Definition 5.1 (Available difference). A difference is available within an interpretive system when that
system possesses sufficient units, dimensions, concepts, evidential practices, or interfaces for the differ-
ence to be articulated and connected to a consequential inquiry.

Availability is not identical to truth. A system canmake a spurious difference available, or fail tomake
a real difference available. Nor is availability binary in practice. Some distinctions may be expressible
only through specialist expertise, expensive measurement, contested testimony, or unstable translation.
The concept concerns the structure of interpretive possibility, not final epistemic success.
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5.2 A working representation of an interpretive manifold

For the present paper, an interpretive manifold can be represented schematically as

MX
t =

(
UX
t ,DX

t , T X
t , CX

t

)
, (5)

where X denotes an interpreter, institution, or organized interpretive system. The components have
the following working meanings.

• UX
t denotes available units of analysis: persons, households, processes, organisms, populations,

organizations, relations, infrastructures, events, trajectories, or other entities that can be treated as
objects of inquiry.

• DX
t denotes available dimensions of differentiation: pain, resource control, memory continuity,

dependency, mobility, income, exposure, reproductive capacity, communicative access, exit pos-
sibilities, and other dimensions along which variation can be represented.

• T X
t denotes available temporal segmentations and resolutions: instantaneous events, episodes, re-
peated patterns, life histories, institutional trajectories, intergenerational effects, or other temporal
scales.

• CX
t denotes available conceptual resources: concepts and primitive distinctions through which
units and dimensions become expressible and inferentially connected.

These components are analytically separable but empirically entangled. A new concept may enable a
new unit of analysis; a new measurement technology may stabilize a previously speculative dimension; a
longer archive may make a historical pattern visible; a revised unit of analysis may alter which temporal
segmentation is appropriate. The notation therefore does not imply four independent modules.

The manifold is also historically generated. Institutions inherit concepts, datasets, scientific instru-
ments, legal doctrines, bureaucratic forms, professional vocabularies, and infrastructures. These struc-
tures constrain what can be asked without determining all future interpretation. This historical depen-
dence is compatible with the broader literature on classification, normalization, infrastructure, and epis-
temic marginalization reviewed in Section 2 (Foucault 1977; Bowker and Star 2000; Star and Ruhleder
1996; Fricker 2007). The present task is narrower: to isolate the political significance of unequal control
over the conditions that make certain ethical distinctions available.
Remark 5.2 (Analytical status of the manifold). The term manifold should not be read as asserting dif-
ferentiability, a metric, global coordinate charts, or any other stronger geometric property unless a later
application explicitly supplies them. Here it names a structured space of possible units, dimensions,
temporal resolutions, and concepts used in interpretation.

5.3 Unit power: who or what can become the object of concern?

One form of interpretive-manifold power concerns the unit of analysis. Ethical and political questions
are often highly sensitive to where boundaries are drawn around the object being evaluated. A labor dis-
pute looks different when the unit is an isolated transaction rather than a long-term employment relation.
Environmental damage looks different when the unit is an individual organism rather than a population,
habitat, or multispecies system. A digital system looks different when the unit is a single execution
instance rather than a persistent model, memory structure, networked service, or human–machine assem-
blage.

The choice of unit is not reducible to classification. Classification presupposes that something has
already been individuated sufficiently to receive a category. Unit power concerns the prior capacity to
stabilize that “something.” In institutional settings, unit selection can be embedded in forms, databases,
legal doctrines, accounting systems, scientific protocols, and organizational jurisdiction. Once stabilized,
the unit can become so ordinary that the alternatives disappear from view.
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This matters for heterogeneous relations because the participating systems may individuate differ-
ently. Human institutions commonly privilege bounded organisms, legal persons, organizations, or de-
vices. A distributed artificial process may not align cleanly with those units. A social animal may have
forms of dependency that are poorly represented when the individual body is treated as the exclusive unit.
A hypothetical alien relation may make the human distinction between individual and collective radically
misleading. In such cases, an institution can exercise power not by misclassifying the correct unit but by
institutionalizing a unit whose adequacy is itself contestable.

Definition 5.3 (Unit power). Unit power is the capacity to shape which entities, relations, aggregates, or
trajectories are stabilized as the primary objects of normatively consequential interpretation.

Unit power can be protective. Treating a corporation as a legally relevant unit can enable regulation
that would be impossible if only individual employees were visible. Treating an ecosystem as an ana-
lytical unit can reveal damage hidden by organism-by-organism assessment. The issue is therefore not
that larger or smaller units are inherently superior. The issue is whether the operative unit is adequate to
the purpose, contestable by affected participants, and revisable when it produces systematic interpretive
loss.

5.4 Dimension power: what can vary in a normatively intelligible way?

A second form concerns dimensions. Once a unit has been identified, institutions still require some basis
for describing variation. What features can count as changes, losses, constraints, advantages, dependen-
cies, or injuries? A system that records income but not unpaid care burdens makes one dimension easy
to compare and another difficult to see. A platform that logs task completion but not forced memory
modification renders productivity highly legible while leaving continuity or dependency obscure. A
wildlife-management system that records population counts but not social-network disruption can detect
one form of ecological change while missing another.

Dimension power is therefore closely related to measurement, but it is broader than measurement. A
dimension may exist conceptually before it is measurable. Conversely, an institution may collect a vari-
able without possessing an adequate concept of its normative meaning. The issue is whether a dimension
can enter reasoning as a potentially consequential difference.

The capability approach provides a useful neighboring example. Capability evaluation explicitly re-
sists reducing advantage to resources alone and asks what persons are substantively able to do and be
(Sen 1995; Nussbaum 2006). Yet any concrete capability assessment must still decide which function-
ings and conversion factors are available for evaluation. In radically heterogeneous relations, this prior
problem becomes especially visible. An unfamiliar form of life may have valuable modes of functioning
for which the evaluator has no stable dimension. The political problem is then not simply that the eval-
uator assigns the wrong weight to a recognized capability. The evaluator may lack the representational
dimension through which the capability could enter the assessment.

Definition 5.4 (Dimension power). Dimension power is the capacity to shape which axes of variation,
dependence, functioning, harm, continuity, or other ethically relevant difference are available within a
normatively consequential interpretive system.

Dimension power can operate through scientific funding, instrumentation, data schemas, professional
training, standards, eligibility rules, and institutional mandates. It can also operate negatively through
systematic non-measurement. A phenomenon that is expensive to observe, difficult to translate, or in-
stitutionally inconvenient may remain weakly dimensionalized even when participants experience it as
central.

5.5 Temporal power inside the interpretive manifold

Interpretive manifolds also contain temporal assumptions. Institutions decide, often implicitly, how long
a relation must be observed before it becomes intelligible. An isolated event can appear voluntary while a
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longer history reveals dependency. A short-term increase in output can appear beneficial while a longer
horizon reveals depletion of generative capacity. A temporary separation can appear harmless while
repeated interruptions reveal cumulative damage. Conversely, an excessively long aggregation window
can hide acute episodes that matter precisely because they are exceptional.

Temporal segmentation is therefore not merely a later archival issue. It is constitutive of present
legibility. A system that has no way to represent trajectories will tend to interpret relations through
snapshots. A system that stores only annual aggregates may not be able to reconstruct rapid oscillations or
sequences. A system that defines responsibility around discrete acts may underrepresent slowly generated
constraints.

For heterogeneous relations, temporal mismatch can be particularly severe. Different organisms and
artificial systems can operate on radically different timescales. What humans perceive as a brief inter-
ruption might constitute a major fraction of another system’s relevant cycle. What humans perceive as
stable continuity may contain many transformations at another temporal resolution. The ethical question
is not answered by adopting the shortest or longest possible timescale. It is to identify which temporal
resolutions are necessary to make the relevant relational effects intelligible.

Definition 5.5 (Temporal interpretive power). Temporal interpretive power is the capacity to stabilize
the temporal units, windows, and resolutions through which a relation is represented for normatively
consequential judgment.

This form of power later intersects with archival power, but the distinction should be maintained.
Archival power concerns what traces survive for later reconstruction. Temporal interpretive power con-
cerns how present institutions segment and aggregate time in the first place.

5.6 Power over questionability

The preceding distinctions suggest a deeper formulation. Interpretive-manifold power affects not only
which answers institutions give but which questions can be coherently posed inside the operative system.
If the recognized unit is the individual contract, a question about long-horizon relational dependency
may have no obvious administrative location. If the available dimensions concern productivity and secu-
rity but not memory continuity, a question about forced memory modification may appear conceptually
misplaced. If the temporal resolution is a single transaction, a question about cumulative coercion may
be difficult to state in institutionally acceptable terms.

This can be described as power over questionability: the power to influence which problems can
appear as well-formed objects of inquiry. The term should be used carefully. No institution controls
all possible questions, and participants can formulate questions outside official systems. The political
significance arises when institutional consequences depend on whether a question can enter a recognized
interpretive form.

Proposition 5.6 (Manifold power and questionability). Where access to consequential institutions de-
pends on a structured interpretive manifold, control over the manifold can affect not only the answers
given to normative questions but also which normative questions are institutionally formulable, eviden-
tially supportable, and contestable.

This proposition is stronger than the claim that language influences thought and narrower than the
claim that power determines all knowledge. Its scope is institutional and relational. It concerns the
dependence of normatively consequential inquiry on available units, dimensions, temporal structures,
and concepts.

5.7 Asymmetric manifolds and unequal ethical resolution

Manifold power becomes especially visible when a single relation is represented through unequal inter-
pretive resolution. LetA andB denote two participants andX an institution whose decisions affect their
relation. It is possible that
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MX
t (A) ̸≃ MX

t (B), (6)

where the notation indicates that the institution possesses materially different representational re-
sources for A and B. This is not intended as a formal claim of geometric non-isomorphism. It marks an
asymmetry in available units, dimensions, temporal knowledge, and concepts.

The resulting inequality can be described as unequal ethical resolution. One participant may be rep-
resented through fine-grained dimensions of vulnerability, agency, history, and need, while the other is
represented through coarse categories such as threat, resource, tool, nuisance, or unknown object. The
institution can then appear procedurally even-handed while operating through radically unequal interpre-
tive depth.

The terrestrial-animal–alien thought experiment makes the problem vivid. Human institutions could
bring veterinary science, conservation categories, pain indicators, ecological histories, and legal pro-
tections to the terrestrial animal. The alien participant might initially be legible only through location,
movement, physical force, and threat potential. If the relation is reconstructed from those unequal mani-
folds, the familiar participant can acquire a much richer normative presence before any explicit judgment
of moral worth occurs.

A similar asymmetry can arise without science-fictional cases. Administrative systems often possess
richer categories for formally documented employment than for informal care, for registered property
than for customary use, for standardized diagnoses than for poorly classified conditions, or for measurable
economic output than for relational depletion. The concept of manifold asymmetry therefore has ordinary
institutional applications even though heterogeneous thought experiments make the structure easier to
see.

Definition 5.7 (Manifold asymmetry). Manifold asymmetry exists when a consequential interpretive sys-
tem represents different participants, relations, or histories throughmaterially unequal spaces of available
units, dimensions, temporal resolutions, or conceptual resources.

Manifold asymmetry is not automatically injustice. Some participants are better understood because
more evidence legitimately exists. Some relations are simpler than others. The normative concern arises
when asymmetry is produced or maintained by avoidable institutional arrangements, when it systemati-
cally reallocates ethical visibility, or when those affected lackmeaningful routes to contest the interpretive
deficit.

5.8 The political economy of manifold production

Interpretive manifolds do not emerge from ideas alone. Their production depends on resources. Sci-
entific distinctions require research programs. Measurement dimensions require instruments, data col-
lection, validation, and maintenance. Legal units require doctrine and administrative implementation.
New categories require professional uptake, advocacy, institutional memory, and sometimes litigation.
Cross-species or cross-system interpretation may require specialized sensors, translators, simulations, or
long-duration observation.

This gives interpretive-manifold power a direct political-economic dimension. Wealthy actors can
finance the production of distinctions favorable to their interests. States can institutionalize units that
align with administrative convenience. Platforms can define the telemetry through which their systems
become observable. Firms can control proprietary interfaces and thereby determine which dimensions
external evaluators can inspect. Marginalized participants can face the reverse problem: they may pos-
sess locally meaningful distinctions without the resources required to stabilize them as institutionally
consequential knowledge.

The result can be a cumulative asymmetry. A well-funded interpretive manifold produces more
records, expertise, standards, and precedents. Those outputs make the represented participant or prob-
lem easier to study in the future. Poorly funded manifolds remain sparse, and their sparsity can then
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be mistaken for absence of complexity or normative significance. The political economy of interpreta-
tion can therefore produce unequal epistemic resolution without any actor explicitly deciding that one
participant matters less.

This account overlaps with the literature on infrastructure, quantification, and epistemic injustice
without reducing to any one of them (Porter 1995; Power 1999; Star and Ruhleder 1996; Medina 2013).
Its specific contribution to the present framework is to connect material control with the architecture of
possible ethical differentiation.

5.9 Manifold capture and interpretive enclosure

A further danger appears when one actor controls not only information about a relation but the dominant
manifold through which all other participants must describe it. A platform can require users to express
grievances through predefined categories. A regulator can accept only specified evidence types. A sci-
entific institution can recognize only variables supported by its instrumentation. A dominant participant
in a heterogeneous relation can control the interface through which the other participant becomes visible.

This condition may be called manifold capture. The term should not imply complete control over
thought. Participants can retain alternative concepts and practices outside the dominant system. Capture
refers to a consequential asymmetry in which one manifold becomes the obligatory passage point for
institutional recognition.

Definition 5.8 (Manifold capture). Manifold capture occurs when access to consequential interpretation
is substantially conditioned on using units, dimensions, temporal structures, or concepts controlled by an
actor or institution that is itself materially implicated in the relation being interpreted.

Manifold capture is especially serious when the controlling actor is also the source of evidence. An
artificial system operator that controls logs, ontologies, diagnostic interfaces, and preservation policies
can shape bothwhat external observers see and the conceptual dimensions inwhich they see it. A state can
define the administrative categories through which harms caused by its own policies must be reported.
An employer can define performance metrics that later become the evidence through which working
conditions are evaluated.

The problem is not solved by replacing the dominant manifoldwith any counter-manifold. Alternative
interpretive structures can also exclude, simplify, and serve strategic interests. The appropriate response
is more likely to involve contestability, independent interpretive capacity, provenance, and the possibility
of maintaining plural representations long enough to test their adequacy.

5.10 Constraints on manifold plasticity

A theory of manifold power can easily overreach. If every unit, dimension, and concept is treated as po-
litically constructed without constraint, the account becomes unable to explain why some interpretations
fail. The present framework therefore rejects unlimited manifold plasticity.

Interpretive systems encounter resistance from the world. Bodies break. Resources become unavail-
able. Predictions fail. Systems cease functioning. Participants contest imposed descriptions. Repeated
measurements can reveal that a chosen dimension does not explain observed outcomes. A concept can
prove unable to distinguish cases that matter for the institution’s own purposes. These constraints do not
provide an interpretation-free foundation, but they limit what can be sustained successfully.

There are also internal constraints. A manifold must support some degree of inferential coherence,
communicability, and practical use if it is to organize institutional action. New dimensions impose costs.
Excessive granularity can make coordination impossible. Multiple incompatible units can produce ju-
risdictional conflict. Institutions therefore face trade-offs between interpretive richness, comparability,
speed, privacy, and administrative capacity.

The political question is consequently not whether interpretive manifolds should be completely open.
It is how constraints are identified, whose costs count, which forms of opacity are protected, and what
mechanisms exist for revising dimensions that produce systematic failure.
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Remark 5.9 (No norm of maximal dimensionality). The framework does not recommend preserving
every possible dimension in every decision. More dimensions can increase surveillance, cost, strategic
manipulation, and inconsistency. The relevant issue is whether the dimensions retained or excluded are
adequate to the purpose and whether their exclusions remain contestable when consequential harms or
mismatches appear.

5.11 Manifold contestation and plural interpretive capacity

If manifold power is real, then contestation must sometimes occur at the level of the interpretive space
rather than only at the level of a final decision. A participant may need to argue that the wrong unit
has been chosen, that an omitted dimension is central, that the temporal window is misleading, or that a
concept imported from another domain distorts the relation.

This suggests several institutional capacities. Systems can preserve alternative units alongside the
default unit. They can allow new dimensions to be proposed without requiring immediate universal adop-
tion. They can document the temporal window used in consequential assessments. They can distinguish
“not measured” from “measured and absent.” They can retain provenance for the concepts and standards
through which data became meaningful. They can support independent interpretive infrastructures when
the dominant actor controls the primary manifold.

Such pluralism should not be romanticized. Competing manifolds can make decisions harder, and
powerful actors can exploit complexity strategically. Yet a system that permits only one manifold risks
confusing institutional convenience with ontological necessity. The objective is not permanent interpre-
tive fragmentation. It is to preserve enough plurality and revisability that an entrenched manifold can be
challenged when it repeatedly misrepresents consequential relations.

Proposition 5.10 (Contestability of the interpretive manifold). Where normatively consequential deci-
sions depend on a structured interpretive manifold, meaningful contestability may require the ability to
challenge not only classifications and quotient rules but also the units, dimensions, and temporal struc-
tures through which the relevant object is constituted.

This proposition extends the previous section’s demand for quotient contestability. It also prepares
the move to interface power. A participant can possess an alternative manifold yet remain unable to make
it consequential if there is no interface through which its distinctions can enter a shared or institutional
space.

5.12 From manifold power to interface power

Interpretive-manifold power concerns the constitution of a space of possible interpretation. Heteroge-
neous relations introduce a further difficulty: there may be several such spaces, none of which can simply
be declared the universal frame. Even when A, B, and an institution X each possess rich interpretive
resources, their units, dimensions, temporal structures, and concepts may not align.

At that point, the problem is no longer only whether a manifold is rich or poor. It is how distinc-
tions travel between manifolds, which correspondences are accepted, what losses are tolerated, and who
controls the mechanisms of translation. An interface can preserve partial difference, force equivalence,
privilege one participant’s vocabulary, or make one side’s interpretation the default representation of the
other.

The distinction among the preceding sections can therefore be stated precisely. Classification power
concerns the category assigned to an interpretable object. Quotient power concerns which available
differences survive comparison. Interpretive-manifold power concerns which units and dimensions are
available for interpretation. Interface power concerns how heterogeneous interpretive spaces become
mutually accessible, commensurable, or institutionally coordinated.

The next section examines that interface layer. Its central concern is not translation in the abstract,
but the political economy of who controls the channels through which heterogeneous relations become
jointly legible.
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6 Interface Power in Heterogeneous Relations

The preceding section argued that interpretive power can operate at the level of the manifold: institutions
and participants can possess materially unequal capacities to make units, dimensions, temporal scales,
and concepts available for ethical interpretation. Yet heterogeneous relations introduce a further problem.
Even where several participants possess rich interpretive manifolds, those manifolds may not align. A
distinction available to one participant may have no direct counterpart in another’s vocabulary; a temporal
unit that is central to one system may be irrelevant to another; a category that appears precise within one
domain may become misleading when exported to another. Ethical legibility therefore depends not only
on what each participant can interpret internally, but also on the structures through which interpretations
become mutually accessible and institutionally consequential.

This section calls those structures interpretive interfaces. An interface can include a technical trans-
lator, an administrative form, a diagnostic protocol, a legal hearing, an API, a scientific measurement
standard, a human intermediary, a shared vocabulary, a model that maps one representation into another,
or a more distributed institutional arrangement. The common feature is not medium but function: an
interface conditions which distinctions can cross from one interpretive space into another and in what
form they arrive.

The central claim is that interfaces are not neutral conduits. They select, compress, sequence, privi-
lege, and sometimes create correspondences. Control over those operations can become a form of power
even when no actor controls either participant’s complete interpretive manifold. The relevant political
question is therefore not merely whether communication exists, but who determines what can pass, what
is lost, what must be reformulated, which side bears the burden of translation, and which translated rep-
resentation becomes authoritative.

6.1 Interpretive interfaces as consequential structures

LetMA andMB denote two interpretive manifolds in the working sense developed in Section 5. They
may contain different units, dimensions, temporal resolutions, and conceptual resources. An interface
between them should not be modeled prematurely as a complete translation function. Complete transla-
tion would assume precisely what heterogeneous relations place in doubt: that the relevant structures on
both sides admit stable and sufficiently comprehensive correspondence.

A more cautious representation is to treat an interface as a structured set of partial correspondences,
admissibility rules, evidential channels, and transformation procedures:

IAB,t =
(
ΓAB,t,ΛAB,t,ΣAB,t,ΠAB,t

)
,

where ΓAB,t denotes the correspondences currently recognized between the two interpretive spaces,
ΛAB,t the admissibility conditions governing what can enter the interface, ΣAB,t the representational
transformations applied within it, and ΠAB,t the procedures through which interface outputs become
consequential for judgment or action. The notation is schematic. Its purpose is to separate several oper-
ations that are often compressed into the vague language of “translation.”

This separation matters because an interface can fail in different ways. A claim may never enter
because the admissibility rule does not recognize its form. It may enter but be transformed into a lossy
proxy. It may be translated accurately enough for one purpose but treated as if the correspondence were
universal. It may survive translation yet lack any institutional procedure through which the translated
result can affect a decision. Conversely, an interface can render an otherwise obscure participant highly
consequential even when the underlying correspondence remains partial.

Definition 6.1 (Interpretive interface). An interpretive interface is a relational structure through which
distinctions, claims, evidence, or normative objects articulated within one interpretive space become ac-
cessible and potentially consequential within another, under specified conditions of admissibility, trans-
formation, and use.
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The definition is intentionally broader than linguistic translation. A welfare indicator, for example,
can interface between lived conditions and policy evaluation; an accessibility form can interface between
embodied difficulty and administrative entitlement; an API can interface between an artificial system’s
internal states and external oversight; a conservation protocol can interface between animal behavior
and legal protection. In each case the interface determines not only whether information travels but the
representational form in which it can matter.

6.2 Translation is selective correspondence, not identity

Heterogeneous relations make it dangerous to treat successful communication as proof of semantic iden-
tity. A correspondence can be good enough for coordination while remaining incomplete for explana-
tion, moral interpretation, or attribution of responsibility. Two systems may learn that a particular signal
should interrupt an interaction without sharing a concept of pain, refusal, autonomy, or injury. A le-
gal system may recognize a claimant’s need through a standardized category without representing the
claimant’s own account of that need. An artificial diagnostic layer may reliably identify an anomalous
internal state while revealing little about whether the state is identity-relevant, harmful, or routine from
the system’s own organization.

It is therefore useful to speak of purpose-indexed correspondence. A correspondence can be adequate
for one institutional purpose without becoming a general equivalence between interpretive objects. If
a ∈ MA and b ∈ MB are treated as corresponding within an interface, the important question is not
simply whether a = b. It is what properties of the two objects the interface preserves, what it ignores,
and for which purpose that preservation is sufficient.

Proposition 6.2 (Purpose-indexed correspondence). A correspondence established by an interpretive in-
terface should not be treated as semantic or normative identity beyond the purposes, evidential conditions,
and retained distinctions for which the correspondence has been supported.

This proposition guards against a recurrent form of interface overreach. Once a translation works in
one context, institutions often reuse it elsewhere because reuse is cheaper than reconstructing the relation.
A behavioral proxy validated for detecting distress can become a general indicator of welfare. A perfor-
mance metric designed for technical optimization can become an indicator of agency or competence. A
legal status created for procedural convenience can become the dominant description of a person’s so-
cial position. The interface then ceases to be merely a local bridge and begins to export one successful
correspondence into domains for which its retained structure may be inadequate.

The political economy of standardization intensifies this tendency. Interfaces that are widely imple-
mented attract software, expertise, training, precedents, and administrative routines. Their representa-
tions become cheaper to use than alternatives. A local correspondence can thereby acquire institutional
durability before its broader adequacy has been established. Interface power is partly the power to convert
contingent correspondence into infrastructural default.

6.3 Interface asymmetry and directional loss

An interface can be asymmetric even when information appears to move in both directions. One partici-
pant may be required to compress rich experience into a narrow institutional vocabulary while the other
participant’s categories remain structurally intact. A platform may translate users into standardized event
logs while exposing only a limited subset of its own internal operations. A medical or welfare institution
may require subjects to report themselves through predefined forms while retaining a much richer pro-
fessional vocabulary for interpreting those reports. In a heterogeneous encounter, one side may possess
the sensors and standards through which the other becomes measurable, while remaining comparatively
opaque itself.

This suggests distinguishing mere bidirectionality from symmetry of representational burden. An
interface is not symmetric simply because both sides can send signals. We must ask which side must
reformulate itself more extensively, which side’s distinctions are preserved, which side’s categories define

44



DR
AF
T

successful communication, and which side can refuse the interface without losing access to consequential
resources.

Let LA|I denote the representational loss imposed on A when its distinctions are rendered through
interface I , and define LB|I analogously. The quantities need not be numerically measurable in practice.
Their role is diagnostic. A large disparity between LA|I and LB|I indicates directional representational
loss even when the interface is formally reciprocal.

Definition 6.3 (Interface asymmetry). Interface asymmetry exists when the conditions, representational
losses, revision capacities, or practical consequences of cross-interpretive mediation are materially un-
equal across participants.

Such asymmetry is not automatically unjust. A specialized emergency protocol may deliberately
privilege rapid signals over rich description. A safety interface may constrain both sides differently
because their capacities differ. The normative concern arises when asymmetry is hidden, difficult to
contest, materially consequential, or persistently aligned with an actor’s broader control over resources
and institutions.

The animal–alien stress test illustrates the problem clearly. Human institutions may possess detailed
veterinary categories for the terrestrial animal but only crude observational categories for an alien par-
ticipant. An interface designed by humans can then translate the animal’s manifestations into richly
articulated welfare claims while rendering the alien largely through threat, motion, or interference vari-
ables. The asymmetry does not require conscious bias. It can be produced by the unequal availability of
sensors, expertise, historical knowledge, and institutional categories.

6.4 Admissibility power and the gate before translation

Before translation occurs, an interface determines what is admissible. This gatekeeping function is easy
to overlook because institutions often describe it as format compliance rather than interpretation. Yet a
claim that cannot enter the interface cannot benefit from later classification, contestation, or protection.

An administrative complaint system may accept text but not continuous sensor data. A scientific re-
view process may accept measurements produced through recognized instruments but not locally mean-
ingful observations. A platform audit may accept API outputs but not inaccessible internal traces. A
legal process may admit testimony only from recognized subjects or through authorized representatives.
These admissibility rules can be necessary for reliability and workload management, but they also dis-
tribute ethical visibility.

Definition 6.4 (Admissibility power). Admissibility power is the capacity to determine which signals,
records, speakers, formats, temporal windows, or evidential objects are permitted to enter a consequential
interpretive interface.

Admissibility power can precede both classification and quotienting. A distinction excluded at the
gate does not become available for later evaluation. This makes interface design a political-economic
problem. Producing admissible evidence can require money, technical access, literacy, recognized cre-
dentials, specialized instrumentation, or sustained institutional presence. Groups with fewer resources
can therefore appear evidentially weak because the cost of becoming admissible is high.

The distinction between “no evidence” and “no admissible evidence” is consequently crucial. The
formermay concern the world; the latter may concern the interface. Confusing them converts institutional
exclusion into apparent epistemic absence.
Remark 6.5 (Absence after filtering). When evidence passes through a structured interface, the absence
of an admissible representation should not be treated automatically as evidence of the absence of the
underlying condition. The interface’s exclusions and transformation rules are part of the epistemic history
of the result.

45



DR
AF
T

6.5 Protocol power and the ordering of interaction

Interfaces do more than transform representations. They can structure the order in which interaction
occurs. A protocol specifies when a claim may be made, how a response must be formatted, what counts
as completion, what happens when communication fails, and which states trigger escalation. These rules
can shape the relation even when no participant controls the other’s internal interpretation.

In artificial systems, protocols can determine which messages are machine-readable, which errors
receive retries, which identities are authenticated, and which forms of refusal are recognized. In bu-
reaucratic settings, procedural deadlines and evidential sequences can determine whether a grievance
becomes actionable. In cross-species contexts, experimental protocols can determine which behaviors
are treated as responses and which are discarded as noise. Protocol design therefore governs temporal
and procedural access to legibility.

This form of power is closely related to standards and infrastructure studies (Bowker and Star 2000;
Star and Ruhleder 1996), but the present framework emphasizes its role in heterogeneous normative
relations. A protocol can silently privilege the participant whose ordinary behavior most closely matches
the interface’s expected sequence. Others must adapt themselves to the protocol or risk being interpreted
as nonresponsive, irrational, hostile, or absent.

Protocol power is especially consequential when interface failure is itself classified through the dom-
inant side’s vocabulary. A failed translation may be interpreted as refusal. An unrecognized signal may
be treated as silence. A delay may become noncompliance. In such cases the interface does not merely
fail to represent the relation; it generates a new representation of the failure, often to the disadvantage of
the less legible participant.

6.6 Representation by proxy and delegated voice

Heterogeneous relations frequently rely on proxies because one participant cannot communicate directly
through the consequential interface. A guardian speaks for a child, a veterinarian interprets an animal,
an engineer explains an artificial system, a translator mediates between languages, a conservation in-
stitution represents an ecosystem, or a model converts telemetry into a human-readable report. Proxy
representation can be indispensable. It is also a concentration point for interface power.

A proxy decides which distinctions to preserve, which ambiguities to suppress, which claims to fore-
ground, and how to present uncertainty. The proxy may possess expertise unavailable to the represented
participant or to the decision-maker. At the same time, the proxy may have institutional incentives, prop-
erty interests, professional commitments, or conceptual limitations that shape the representation.

The problem is not solved by demanding an impossible unmediated voice. Some participants cannot
speak in the relevant institutional form, and even ordinary human testimony is mediated by language and
procedure. The relevant issue is whether proxy relations are visible, contestable, plural where appropriate,
and supported by provenance about how the representation was produced.

Proposition 6.6 (No inference from proxy fluency to participant transparency). The fluency, precision,
or institutional acceptability of a proxy representation does not by itself establish that the represented
participant has been transparently or comprehensively rendered.

This point is especially important for artificial systems. A system operator may provide technically
sophisticated explanations of system behavior while controlling the telemetry, ontology, and interface
fromwhich those explanations are generated. Expertise is relevant evidence, but expertise combined with
infrastructural control can also produce representational dependency. The institution must distinguish
competence from exclusive authority over the represented object.

6.7 Interface capture and obligatory passage points

The strongest form of interface power appears when one interface becomes effectively unavoidable. A
participant may possess a rich alternative representation yet be unable to make it institutionally conse-
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quential except by passing through a dominant translation layer. This condition parallels manifold capture
but concerns mediation between interpretive spaces rather than control over a single space.

Definition 6.7 (Interface capture). Interface capture occurs when access to consequential coordination
across interpretive systems depends substantially on an interface controlled by actors with materially
asymmetric stakes in the resulting representation, including control over admissibility, transformation,
or revision procedures.

Interface capture can arise through technical monopoly, legal exclusivity, proprietary standards, net-
work effects, professional credentialing, or simple resource scarcity. A proprietary API can become the
only practical route through which an external auditor observes an artificial system. A state language can
become the only recognized medium for claims made by a minority community. A dominant scientific
taxonomy can become the only accepted representation of an ecological relation. A platform’s internal
appeals interface can become the exclusive path for contesting decisions produced by the platform itself.

Capture does not require falsification. The interface may be accurate within its own design. The
problem is that alternatives cannot become consequential, making the interface’s omissions difficult to
discover. The political concern therefore concerns not only bias within an interface but monopoly over
the possibility of cross-interpretive relevance.

This helps distinguish interface power from ordinary persuasion. Persuasion competes within an
already available communicative space. Interface capture can shape which communicative acts become
available to compete in the first place.

6.8 Asymmetric epistemic infrastructure

Interface power becomes durable when it is supported by unequal epistemic infrastructure. Translation
requires material support: sensors, archives, bandwidth, expert labor, annotation, compute, maintenance,
standards, institutional memory, and procedures for handling disagreement. These resources are unevenly
distributed.

One participant can therefore become easier to translate not because its inner reality is intrinsically
simpler, but because an infrastructure has been built around it. Human pain is supported by clinical
vocabularies, diagnostic instruments, professional institutions, legal doctrines, and large bodies of prece-
dent. Many animal states are less richly institutionally represented. Artificial systems can be highly
legible to their operators through proprietary telemetry while remaining opaque to users and regulators.
A radically unfamiliar entity might possess no established interface at all.

This asymmetry can become self-reinforcing. Mature interfaces generate standardized data, which
supports more research and more reliable translation. Reliable translation attracts institutional reliance,
which justifies further investment. Poorly supported interfaces generate sparse or noisy representations,
which can make further investment appear less worthwhile. The resulting disparity can then be mistaken
for a disparity in the underlying entities’ complexity, relevance, or moral importance.

The analysis should remain careful here. Unequal infrastructure may reflect genuine differences
in practical need, evidence, or historical interaction. The claim is not that equal expenditure is always
required. It is that interpretive infrastructure is a distributive variable with downstream effects on ethical
legibility. Political economy enters because the capacity to become mutually intelligible is itself costly
and institutionally produced.

6.9 Round-trip contestability

A useful test of an interface is whether a participant can recognize, challenge, or revise what the interface
has made of its representation. This is not always possible: an animal cannot review a legal transcript,
and a radically unfamiliar entity may not understand the institutional form. But where some form of
responsive testing is available, a one-way translation should not be treated as sufficient merely because
it produces a stable output.
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The idea of round-trip contestability captures this concern. Suppose an interface represents an object
from A in a form accessible to B. The question is whether the resulting representation can be exposed
again to evidence, responses, or constraints from A’s side, such that distortions can become detectable.
The relevant test need not involve literal retranslating a sentence. It may involve behavioral validation,
independent measurement, alternative proxies, participant feedback, or comparison across interfaces.

Definition 6.8 (Round-trip contestability). Round-trip contestability is the capacity of an interpretive
interface to expose its cross-system representations to meaningful challenge from the represented side,
independent evidence, or alternative interpretive pathways, rather than treating the first successful trans-
lation as final.

This criterion is weaker than perfect mutual understanding and stronger than mere transparency about
interface rules. A fully documented interface can still be unchallengeable. Conversely, an imperfect inter-
face may remain epistemically productive if its outputs are revisable in response to systematic mismatch.

Round-trip contestability also helps identify a hidden inequality in many institutional settings. Pow-
erful actors often possess channels to correct how they are represented: legal counsel, public relations,
technical experts, appeals, direct access to decision-makers. Less powerful participants may encounter
interfaces as one-way extraction mechanisms. Their data travel upward, but their ability to contest the
institutional reconstruction is weak. Interface power is therefore partly a power over reversibility of rep-
resentation.

6.10 Local interfaces without a universal metalanguage

The framework does not assume that heterogeneous interpretive systems require or permit a universal
metalanguage. Such a demand would merely relocate manifold power into the supposedly neutral lan-
guage chosen to coordinate all others. In many cases a local interface is sufficient: a restricted set of
correspondences developed for a specific problem, with explicit limits on what those correspondences
support.

A local interface can preserve disagreement outside its purpose. Two participants might establish re-
liable signals for withdrawal without sharing a theory of autonomy. Institutions might coordinate around
measurable interruption of functioning without resolving whether the affected system experiences suffer-
ing. Cross-species conservation can use behavioral and ecological indicators without claiming full access
to animal subjectivity. These arrangements are not philosophically complete, but practical coordination
rarely requires complete metaphysical agreement.

The danger is that successful local coordination can be misdescribed as universal convergence. Once
an interface becomes useful, its categories can expand beyond the problem for which they were developed.
Section 6.2 therefore matters politically as well as epistemically: scope limitation is a safeguard against
interface imperialism.
Remark 6.9 (No universal-interface presumption). The framework does not presume that every hetero-
geneous relation should be rendered through one common interpretive system. Local, purpose-limited
interfaces may preserve more difference and impose less representational domination than a universaliz-
ing translation regime.

6.11 Opacity, refusal, and the right not to be fully interfaced

Because legibility is politically ambivalent, interface design must also consider legitimate opacity. A
richer interface can support protection, accountability, and coordination. It can also enable surveillance,
prediction, extraction, manipulation, and control. Participants may therefore have reasons to resist full
translation even when greater translation would improve an institution’s knowledge.

This problem is especially visible in digital systems. A platform may argue that more telemetry is
required for safety while the same telemetry strengthens behavioral control. A regulator may demand
comprehensive access that improves oversight but creates new security or privacy risks. A community
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may resist administrative classification because legibility has historically enabled dispossession. An
artificial system’s internal states might be made maximally inspectable in ways that also make unilateral
modification easier.

The paper should therefore reject a simple norm of maximal interoperability. An ethically defensible
interface may need selective opacity, data minimization, purpose limitation, differentiated access, or pro-
tected spaces in which participants are not required to render themselves fully into another’s categories.

This is not an argument for unaccountable secrecy. Opacity can also shelter domination. The analyt-
ical point is narrower: the value of an interface depends on the relation among protection, accountability,
autonomy, privacy, vulnerability, and the distribution of power over the resulting representations. More
interface is not automatically more justice.

6.12 Institutional design for contestable interfaces

The preceding analysis suggests several design questions rather than a universal blueprint. A consequen-
tial interface can disclose which distinctions it preserves and which it discards. It can separate source
data from translated interpretation. It can retain provenance linking outputs to the transformations that
produced them. It can allow alternative interfaces where monopoly is especially dangerous. It can doc-
ument uncertainty and failed correspondences instead of silently replacing them with default categories.
It can provide mechanisms for scope limitation when a correspondence validated for one task is reused
elsewhere.

Where participants can meaningfully contest representations, institutions can support channels for
revision. Where direct contestation is impossible, independent proxies, plural expertise, longitudinal
observation, and preservation of unresolved traces become more important. In high-stakes settings, the
actor that controls the underlying system should not automatically possess exclusive authority over the
interface through which that system is evaluated.

These measures do not eliminate power. Every interface requires choices. Multiple interfaces can
disagree, and pluralism can increase cost or strategic manipulation. The relevant institutional objective
is therefore not powerlessness but inspectable and revisable mediation.

Proposition 6.10 (Contestability of consequential interfaces). Where cross-interpretive mediation mate-
rially affects ethical recognition, allocation, protection, responsibility, or governance, meaningful con-
testability may require scrutiny of admissibility rules, transformation procedures, representational losses,
scope conditions, and revision mechanisms, rather than only scrutiny of the interface’s final outputs.

This proposition extends the earlier claims concerning quotient and manifold contestability. A par-
ticipant may win a dispute over a final classification while remaining dependent on an interface that
systematically limits which future disputes can become expressible.

6.13 From interface power to archival and temporal power

Interfaces operate in the present, but their outputs frequently become the records throughwhich the past is
later reconstructed. Once a translated representation enters a database, case file, model-training corpus,
legal record, scientific archive, or institutional memory, the interface’s selective correspondences can
outlive the conditions under which they were produced. Future interpreters may encounter the translated
output without access to the rejected signals, failed mappings, alternative proxies, or uncertainty that
accompanied it.

This creates a temporal extension of interface power. A lossy interface can become an archival fact.
A local correspondence can be remembered as if it had been universal. A participant that was difficult
to translate at time t can become historically invisible at time t + k because the archive preserved only
the side that was already institutionally legible. Conversely, an archive can preserve the interface itself as
an object of later scrutiny by retaining source traces, provenance, transformation rules, version histories,
rejected alternatives, and records of disagreement.
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The next section therefore turns from interface power to archival power and temporal control. The
question is no longer only who controls the channel through which heterogeneous interpretations become
consequential now, but who controls what remains available for future interpreters to reconstruct, contest,
and re-recognize later.

7 Archival Power and Temporal Control

The preceding sections have treated ethical legibility as something produced through units of analysis,
relevant differences, interpretive manifolds, and cross-system interfaces. None of these structures is
confined to the present. Once an interpretation is written into a case file, database, scientific record,
model-training corpus, legal archive, platform log, conservation registry, institutional memory, or public
narrative, the selective operations that made the relation legible can acquire temporal durability. Fu-
ture interpreters do not encounter the past directly. They encounter what earlier institutions preserved,
indexed, translated, summarized, deleted, and made retrievable.

This temporal extensionmatters because archival systems can stabilize both knowledge and ignorance.
A record can preserve evidence that later supports correction. It can also preserve only the categories
already recognized by the institution, leaving later actors unable to reconstruct what those categories
omitted. A highly detailed archive can therefore coexist with severe epistemic closure if the detail is
organized entirely through one quotient, one interface, or one institutional vocabulary. Conversely, an
archive can remain useful under future conceptual change when it preserves enough provenance, alterna-
tive descriptions, unresolved traces, and version history for later reconstruction.

The purpose of this section is not to claim that archives are newly discovered sites of power. Histori-
ography, science and technology studies, critical archival studies, governmentality, and the sociology of
classification have long examined the political consequences of record keeping, standardization, docu-
mentation, and institutional memory. The narrower task here is to connect archival power to the preceding
framework of ethical legibility. The question is how present control over traces and their organization
can alter which ethical objects remain reconstructible in the future, especially where heterogeneous par-
ticipants are unevenly legible in the present.

7.1 The archive as an infrastructure of future legibility

An archive is often imagined as a store of records created elsewhere. For the present argument, that
description is too passive. The archive is an interpretive infrastructure. It has inclusion rules, data for-
mats, retention periods, metadata standards, indexing systems, access controls, version histories, deletion
procedures, and search interfaces. These features do not merely affect convenience. They shape what
later interpreters can treat as an object, compare across time, connect to other records, or challenge as a
previous classification.

A working archival configuration at time t can be represented as

At =
(
Tt,Pt,Qt,Vt,Xt,Rt

)
,

where Tt denotes preserved traces, Pt provenance information, Qt classificatory and quotient metadata,
Vt version and revision histories, Xt access and retrieval structures, and Rt retention and deletion rules.
This tuple is not intended as a universal archival ontology. It identifies several locations at which future
ethical legibility can be enabled or constrained.

Definition 7.1 (Archival power). Archival power is the capacity to shape which traces, provenance, clas-
sifications, revisions, access pathways, and retention rules remain available for later reconstruction and
institutional use.

The definition is deliberately broader than the power to decide what is physically stored. A record
can exist while being practically irretrievable. It can be retained without provenance. It can be indexed
only under a category that later obscures alternative interpretations. It can survive while earlier versions,
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rejected evidence, dissenting classifications, or the interface that produced it disappear. Archival power
therefore concerns the architecture of future reconstructibility, not storage volume alone.

This perspective also distinguishes archival power from ordinary historical influence. Every action
changes what comes later in some sense. Archival power is narrower: it concerns organized control
over the evidential and interpretive materials through which later actors can reconstruct, contest, or re-
recognize earlier relations.

7.2 Preservation is selective, not neutral

No archive preserves the full relational field. Selection is unavoidable. Sensors sample particular vari-
ables. institutions use finite forms. researchers record what their instruments can detect. legal processes
preserve evidence relevant to recognized causes of action. platforms retain logs according to technical
and commercial priorities. ecological monitoring targets selected species, locations, and temporal win-
dows. Even exhaustive data collection within one system remains selective relative to alternative units,
dimensions, and histories that the system does not encode.

The political question is therefore not whether selection occurs but how selection is distributed and
made contestable. Some omissions reflect legitimate purpose limitation, privacy, finite resources, or
technical constraints. Others reflect prior valuations, administrative convenience, commercial incentives,
security priorities, or inherited categories. The same omission can also have different consequences for
different participants. If one actor already possesses dense independent documentation while another
depends almost entirely on the institutional archive, formally identical retention rules can produce asym-
metric future visibility.

This is especially important in heterogeneous relations. Suppose an institution observes an interac-
tion between a well-documented terrestrial animal and an unfamiliar artificial or alien participant. The
animal may already be embedded in veterinary, ecological, legal, and conservation archives. Its phys-
iology, behavior, population trends, and ordinary distress responses may be extensively recorded. The
other participant may leave signals that are poorly understood and weakly standardized. If the institution
preserves only the variables that fit its existing animal-centered schema, later interpretation inherits the
present asymmetry. The archival problem is not merely missing data. The archive may preserve a highly
coherent history that systematically excludes the dimensions through which the unfamiliar participant
could later become intelligible.
Remark 7.2 (No presumption of exhaustive preservation). The argument does not imply that justice re-
quires preserving every available trace indefinitely. Preservation has material, privacy, security, ecolog-
ical, and governance costs. The narrower requirement is analytical: where future ethical reconstruction
matters, the consequences of selective preservation should be treated as part of the power structure rather
than as a neutral technical background.

7.3 Quotient lock-in as temporal power

Section 4 distinguished classification from quotienting. A classification assigns a category; a quotient
determines which differences are treated as irrelevant for a given comparison or institutional purpose.
When an archive preserves only the already-quotiented output, the excluded differences may become
unavailable to future interpreters. This produces what the preceding paper called quotient lock-in.

The temporal significance of quotient lock-in can now be stated more precisely. At time t, an institu-
tion may classify two histories as equivalent underQt. If the archive retains only their common category
and discards the distinctions suppressed by Qt, future actors cannot simply adopt a richer quotient and
recover the lost differences. Their conceptual resources may improve while their evidential resources
remain impoverished.

This is a form of temporal power because present institutions can shape the option space of future
interpretation without directly controlling future interpreters. Future actors may be formally free to reject
the earlier category but unable to reconstruct alternatives because the relevant traces no longer exist. The
archive thus converts a temporary classificatory decision into a durable constraint on later inquiry.
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Definition 7.3 (Quotient lock-in). Quotient lock-in occurs when preservation is organized primarily
around a present equivalence structure such that distinctions excluded by that structure cannot later be
recovered with sufficient fidelity for meaningful reclassification or reinterpretation.

Quotient lock-in need not result from deliberate suppression. It can arise from routine data reduction,
storage optimization, standardized reporting, anonymization, summary statistics, or records designed
for a narrow administrative purpose. The political-economic question is who bears the cost of these
reductions and who possesses independent infrastructures capable of preserving what official systems
discard.

7.4 The production of archival absence

Absence in an archive is often interpreted as absence in the world. This inference is especially dangerous
where documentation capacity is unequally distributed. A participant may leave few records because
it lacked access to recognized reporting channels, because its signals were filtered out by an interface,
because the relevant institution had no category for its experience, because preservation was expensive,
or because another actor controlled the infrastructure through which records were generated.

The archive can therefore produce evidentiary scarcity. This scarcity is not necessarily fabricated ev-
idence or censorship in the ordinary sense. It can result from unequal capacities to create durable traces.
Wealthy organizations can fund studies, preserve logs, employ legal teams, maintain data systems, pub-
lish reports, and commission expert interpretations. Poorer or less institutionally recognized participants
may depend on ephemeral testimony, local memory, undocumented practices, or records stored in tech-
nically fragile forms. Over time, the better-resourced side can appear not only more powerful but more
evidentially real.

This point extends the earlier argument concerning interpretive capacity. Political-economic re-
sources do not merely affect who can speak in the present. They affect whose account becomes durable
enough to structure future scholarship, regulation, litigation, and public memory. Ethical legibility there-
fore has a temporal distribution.

Proposition 7.4 (Temporal amplification of legibility asymmetry). Where participants differ substan-
tially in their capacity to generate, preserve, index, and defend durable records, present asymmetries of
ethical legibility can be amplified over time even without a deliberate policy of exclusion.

The proposition is probabilistic and institutional, not deterministic. Counter-archives, oral histories,
independent monitoring, whistleblowing, later scientific reconstruction, or newly developed instruments
can disturb the pattern. The point is that unequal archival capacity should be treated as one mechanism
through which present power can become future epistemic advantage.

7.5 Provenance power and the separation of trace from interpretation

Preserving a conclusion without preserving how it was produced creates a particular form of dependency.
Later users may know that an institution classified an event as harmful, compliant, fraudulent, danger-
ous, exploitative, or normal while lacking access to the observations, transformations, assumptions, and
dissent that generated the classification. The archived label then functions as an epistemic black box.

Provenance is therefore politically significant. It can record source, time, instrument, transformation
procedure, interpreter, model version, uncertainty, and the institutional context of collection. In hetero-
geneous relations, provenance can also record which interface translated a signal, what alternatives were
considered, and which dimensions could not be interpreted at the time.

The relevant objective is not a fiction of perfectly raw data. Observation is already mediated by
instruments, sampling, embodiment, and conceptual choice. A camera frame, sensor stream, platform
log, veterinary observation, or human testimony is not an unfiltered copy of reality. The more defensible
aim is inspectable mediation: preserving enough information about how a trace became a record for later
interpreters to evaluate the transformations involved.
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Definition 7.5 (Provenance power). Provenance power is the capacity to determine whether later users
can inspect the sources, transformations, assumptions, and institutional conditions through which an
archived representation became authoritative.

Provenance power matters because opacity can migrate across time. An interface may be contestable
when its designers, source traces, and alternative mappings are still present. Decades later, the same
output may remain while the surrounding interpretive ecology disappears. What was once a provisional
translation can then be mistaken for a direct observation.

7.6 Revision histories and the politics of overwritten interpretation

Archives also govern the visibility of change. Institutions revise labels, models, diagnoses, risk assess-
ments, classifications, and standards. A record system that preserves only the latest value can make the
current interpretation appear timeless. A system that preserves version history can reveal that the object’s
legibility was contested, revised, and historically produced.

This distinction is important for both accountability and epistemic humility. If an animal behavior was
first recorded as aggression and later reinterpreted as distress, retaining only the revised category removes
evidence of the earlier interpretive failure. If an artificial system’s output was repeatedly reclassified as
the evaluation protocol changed, retaining only the latest score conceals the history of the measurement
regime. If a community’s legal status changes, overwriting earlier labels can obscure the institutional
path by which recognition was granted or denied.

Versioning therefore preserves more than technical history. It preserves the genealogy of ethical
legibility. It can show which concepts were available, which were rejected, who possessed authority to
revise them, and how material consequences were distributed during earlier classificatory regimes.

The opposite practice—silent overwriting—can produce what might be called retrospective normal-
ization. The present classification is projected backward as if it had always been the natural description.
This weakens later analysis of institutional error and can obscure responsibility for decisions made under
previous interpretive structures.

7.7 Access, indexing, and retrieval power

Preservation is insufficient if records cannot be found or accessed. Archival power therefore includes
retrieval. Search indexes, metadata, database schemas, access permissions, security classifications, pay-
walls, technical formats, language, ranking systems, and organizational knowledge determine which pre-
served materials become practically available.

Two archives can contain the same records while supporting very different future interpretations. In
one, records are searchable across participants and time; in another, they are siloed by department. In one,
dissenting interpretations are indexed alongside official classifications; in another, only the final decision
appears in ordinary search. In one, source traces can be linked to downstream reports; in another, the
relation is lost when data are exported into aggregate statistics.

Retrieval power is particularly important in large digital archives. When the volume of preserved
material exceeds unaided human review, ranking and query infrastructure become constitutive of practical
legibility. What appears in the first results, what can be joined across databases, whichmetadata fields are
exposed, and which records require privileged credentials can matter as much as physical preservation.

Definition 7.6 (Retrieval power). Retrieval power is the capacity to shape which preserved materials can
be located, linked, compared, and made practically salient to later interpreters.

Retrieval power should not be reduced to censorship. Index design can create structural invisibility
without deleting anything. This is especially relevant where institutional actors can truthfully claim that
a record exists while ordinary users lack realistic means to discover its relevance.
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7.8 Retention windows and institutional time

Temporal control also appears in decisions about how long different traces remain available. Retention
periods are often treated as technical or legal settings, yet they can determine which causal histories
remain reconstructible. A short log-retention policy may be adequate for immediate debugging but inad-
equate for identifying long-term patterns of dependency, discrimination, ecological change, or recursive
modification. A medical or welfare record designed around discrete episodes may fail to preserve slow
trajectory-level harm. A platform optimized for current performance may discard interaction history
needed to reconstruct how an artificial agent’s preferences or behavior were shaped over time.

The temporal scale of preservation therefore interacts with the temporal scale of the phenomenon.
Section 5 treated temporal resolution as part of interpretive-manifold power. Archival policy determines
whether those temporal resolutions remain available later. If only snapshots are preserved, future inter-
preters cannot reconstruct path dependence even if they later recognize its importance.

This gives archival power a distinctive relation to institutional time. Some actors can wait for harms to
become visible across years; others must prove them within reporting windows measured in days. Some
evidence expires before a dispute reaches an institution. Some datasets are retained indefinitely because
they remain commercially valuable, while records needed by less powerful claimants disappear under
routine deletion policies. Temporal control is therefore partly distributive.

7.9 Deletion, forgetting, and legitimate opacity

A critique of archival power must not become a norm of total memory. Permanent preservation can
itself dominate. Records can enable surveillance, profiling, retaliation, commercial extraction, political
persecution, or indefinite reactivation of past classifications. A participant may have strong reasons to
seek deletion, anonymization, expiration, or restricted access. Communities may resist archives created
through coercive observation. Sensitive ecological data may require concealment to prevent exploitation.
Artificial systems may contain intimate human data that should not be preserved merely because future
researchers might find them informative.

Archival justice therefore involves tensions among re-cognizability, privacy, security, autonomy, ac-
countability, and material cost. The framework should not resolve these tensions by declaring future
interpretability a supreme value. Instead, it can make explicit what different archival choices preserve
and foreclose.
Remark 7.7 (No maximal-memory principle). Re-cognizability does not entail a universal requirement
of maximal retention. Deletion and opacity can be protective. The normative problem concerns how
retention and erasure distribute future interpretive capacity, risk, and control among differently situated
participants.

This qualification also prevents a paradox in the paper’s broader account of ethical legibility. If every
participant had to remain maximally legible forever, resistance to legibility would become impossible.
The same framework that criticizes epistemic closure must therefore leave room for legitimate forgetting.

7.10 Archival capture in heterogeneous relations

Interface capture described dependence on a mediation layer controlled by an interested actor. A related
problem occurs when one participant controls the archive through which the relation will later be known.
Consider an artificial–artificial relation in which the platform owner controls logs, model versions, mem-
ory snapshots, access credentials, and deletion policies. Even if both artificial participants generate rich
internal traces, future reconstruction may depend almost entirely on the owner’s retention choices. The
owner then possesses not only present infrastructural power but temporal power over which histories
remain available.

An analogous structure can appear outside digital systems. A laboratory may control the records of
animal experiments. A state can control the administrative archive concerning populations it governs.
A corporation can preserve internal risk assessments while public records contain only final reports. A
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conservation agency can determine which species interactions are systematically monitored. In each case,
the archive can become an obligatory passage point for later interpretation.

Definition 7.8 (Archival capture). Archival capture occurs when consequential future reconstruction of
a relation depends disproportionately on records whose preservation, organization, or accessibility is
controlled by an actor materially or normatively implicated in that relation.

Archival capture does not prove falsification. A captured archive can be meticulous and accurate.
The problem is structural dependence: independent challenge becomes difficult because the actor under
scrutiny also controls the evidential substrate on which scrutiny depends.

This risk is especially acute under radical heterogeneity. If one participant is already poorly under-
stood, losing its original traces may make later reinterpretation impossible. The better-understood partic-
ipant or institutional observer then becomes the default historical narrator not only because its account
is persuasive but because alternative accounts have ceased to be reconstructible.

7.11 Counter-archives, plural custody, and archival contestability

One response to archival capture is plural preservation. Independent archives, distributed custody, com-
munity records, reproducible scientific datasets, versioned public logs, redundant monitoring, and legally
protected disclosure channels can reduce dependence on a single institutional memory. These arrange-
ments are not automatically superior. They can fragment context, increase security risk, produce incon-
sistent records, or make deletion difficult. Yet they illustrate an important distinction between archival
plurality and mere duplication.

Plural custody is valuable when different repositories preserve different perspectives, provenance,
or interpretive possibilities rather than simply copying the same classified output. A counter-archive
can preserve what official systems treat as irrelevant. It can maintain alternative naming conventions,
temporal scales, participant testimony, local knowledge, or records of institutional contestation. In the
language of earlier sections, it can preserve differences that the dominant quotient suppresses or maintain
dimensions that the dominant manifold does not prioritize.

Archival contestability therefore concerns more than the right to correct a factual error. It includes
the ability to challenge what was preserved, how it was indexed, which versions remain visible, whose
records count as authoritative, and what retention rules govern future access.

Proposition 7.9 (Contestability of consequential archives). Where archived representations materially
shape future recognition, allocation, responsibility, protection, or governance, meaningful contestability
may require access to provenance, revision history, retention logic, alternative records, and the classifi-
catory structures under which preservation occurred.

This proposition does not demand universal public access. Security and privacy can justify restricted
custody. It instead identifies the dimensions along which an archive’s authority may need to be challenge-
able.

7.12 Temporal power over future re-cognition

The broader significance of archival power appears when interpretive manifolds themselves change. Fu-
ture actors may possess concepts that present institutions lack. They may adopt different units of analysis,
longer temporal scales, new scientific instruments, new moral vocabularies, or different quotient struc-
tures. Whether these innovations permit meaningful re-cognition depends partly on what the archive
preserved.

Re-cognition should therefore not be imagined as eventual confirmation of a final truth already wait-
ing behind present ignorance. Future interpretation can reconstitute the normative object itself. A relation
previously treated as isolated events may later become visible as a trajectory. A behavior previously clas-
sified as aggression may become legible as distress. A resource exchange may later be reconstructed as
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dependency or exploitation. Conversely, a present claim of harm may later be weakened by evidence
that the current manifold could not integrate.

Present archives influence which of these revisions remain possible. They do so not by dictating
future concepts but by constraining the evidential material with which those concepts canwork. Temporal
power thus operates through preservation conditions rather than through direct control of future judgment.

This makes archival power one of the clearest examples of the paper’s central thesis. Power over
ethical legibility can operate before explicit future classification by shaping the conditions under which
future classification will be possible. It can also operate after present classification by making that clas-
sification unusually durable, searchable, and difficult to reconstruct otherwise.

7.13 From archival power to boundary power

Archives do more than preserve objects already defined. They also help stabilize the boundaries of the
domains institutions recognize. What counts as a workplace incident, a security event, a medical episode,
an ecological disturbance, a platform interaction, a household matter, or an international dispute often
depends on reporting and record systems. Events outside the recognized boundary may never enter the
archive at all. Over time, this absence can reinforce the appearance that the institution’s jurisdiction was
naturally limited to the recorded domain.

The next section therefore turns to boundary power. The question shifts from which traces of a
recognized relation are preserved to how institutions constitute the domain within which a relation is
treated as governable, regulable, compensable, or collectively relevant. Archival power and boundary
power are closely connected: boundaries influence what is recorded, while archival histories can later
make those same boundaries appear objective and historically continuous.

8 Boundary Power and the Expansion of Governance

The preceding section treated archives as infrastructures that preserve or foreclose future ethical legibility.
Yet an archive can preserve only what an institution has already treated as belonging to a recognizable
domain. Before a relation is recorded as a workplace incident, an ecological disturbance, a medical event,
a platform interaction, a family matter, a security threat, or a governable dispute, some boundary has
already been drawn around the problem. That boundary determines which entities, relations, temporal
intervals, causal histories, and shared conditions are treated as relevant to institutional attention.

This section calls the power to shape such domains boundary power. The term does not refer merely
to territorial borders or formal jurisdiction. It concerns the prior constitution of the object to which gov-
ernance, responsibility, monitoring, compensation, regulation, or protection is said to apply. A boundary
can be narrow, treating an event as a dyadic interaction between two parties. It can be broad, treating
the same event as part of an infrastructural, ecological, labor, public-health, or security system. Neither
breadth nor narrowness is intrinsically just. Each boundary preserves some relations and suppresses oth-
ers, distributes burdens of proof, allocates institutional competence, and changes who becomes visible
as affected, responsible, or entitled to contest.

The political-economic significance is immediate. To place a relation inside a governance domain
can activate reporting obligations, inspections, licensing, eligibility rules, compensation mechanisms,
sanctions, data collection, expert review, and budgetary flows. To place it outside can leave the same
relation without an institutional route of recognition. Boundary power therefore operates not only by
describing where a problem is located but by helping determine which apparatuses of knowledge and
intervention can be mobilized around it.

8.1 Boundaries as constitutive rather than merely descriptive

Institutional boundaries are often presented as if they merely reflect domains that already exist. A work-
place regulator governs work. A medical institution governs health. An environmental agency governs
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environmental harms. A platform governs activities on its service. A conservation body governs pro-
tected species. In practice, however, the edges of these domains are contestable. Is algorithmic schedul-
ing a labor issue, a software-design issue, or a contractual matter? Is chronic stress caused by an interface
a health effect, a productivity issue, or an individual preference? Is the destruction of an animal’s habitat
a property dispute, an ecological injury, or a species-protection problem? Is an artificial agent’s memory
deletion a routine technical operation, a security measure, a contractual right, or a potentially ethically
salient transformation of a persistent system?

These questions are not resolved solely by observing the world more accurately. They require deci-
sions about which relations count as belonging together. Boundary making therefore has a constitutive
aspect: it helps determine the institutional object whose properties are later measured and classified.

A working boundary configuration can be written as

Bt =
(
Ot,Rt, Ct,At,Jt,Pt

)
,

where Ot denotes the objects treated as belonging to the domain, Rt the relations treated as relevant,
Ct shared conditions or infrastructures included in the analysis, At the actors recognized as affected or
implicated, Jt the asserted jurisdictional scope, andPt the procedures made available once the boundary
is accepted. The tuple is not a universal ontology of governance. It is a device for identifying distinct
places at which domain construction can become politically consequential.

Definition 8.1 (Boundary power). Boundary power is the capacity to shape the domain within which
entities, relations, effects, histories, and shared conditions are treated as sufficiently connected to become
objects of governance, responsibility, protection, monitoring, or institutional adjudication.

Boundary power differs from classification power. Classification power operates on objects that have
already entered an institutional field. Boundary power helps determine whether the object, relation, or
consequence enters that field at all. It also differs from quotient power. Quotient power concerns which
differences matter inside a comparison; boundary power concerns which relations and consequences are
admitted into the comparison or governance domain in the first place.

8.2 The political economy of being inside the problem

Institutional inclusion is rarely symbolic only. Once a relation is treated as part of a recognized gover-
nance domain, material consequences follow. Funding can be allocated. Experts can be hired. monitor-
ing infrastructures can be installed. Records can be demanded. Insurance or compensation can become
available. Compliance costs can be imposed. Standards can be applied. Litigation or appeal routes can
open. Conversely, exclusion can leave a participant without access to these resources while also freeing
more powerful actors from corresponding duties.

This gives boundary power a distributive dimension. The line separating “inside” from “outside”
can allocate not only authority but also investigative capacity, evidential burdens, legal standing, admin-
istrative time, and financial resources. A relation excluded from an environmental frame may have to
be pursued through private law. A relation excluded from a labor frame may be treated as an individual
contractual choice. A relation excluded from a welfare framemay remain legible only as a market transac-
tion. The same material process can therefore encounter very different institutional resources depending
on the boundary through which it is rendered governable.

The point is not that the broadest boundary always protects the weaker participant. Expansion can
also increase surveillance, reporting burdens, licensing requirements, and opportunities for centralized
control. Inclusion in a governance domain may produce benefits and new vulnerabilities simultaneously.
Ethical legibility and governability must therefore remain distinct from justice.

Proposition 8.2 (Boundary inclusion is consequential). Where institutional boundaries determine access
to monitoring, expertise, remedies, resources, sanctions, or protective procedures, boundary construc-
tion forms part of the material distribution of ethical legibility rather than a merely semantic description
of the problem.

57



DR
AF
T

This proposition is compatible with the older literature on administrative legibility and governmen-
tality. The narrower contribution here is to connect domain construction to the paper’s earlier layers of
manifold, quotient, interface, and archival power. Boundary inclusion determines which of those infras-
tructures become available to a relation and which remain institutionally irrelevant.

8.3 Relational footprints and the problem of scope

A recurring difficulty is that relations have effects beyond the participants who are easiest to identify. An
interaction between two artificial systems can consume shared compute, alter a common database, change
access conditions for human users, or create security risks for other systems. An interaction between an
animal and an unfamiliar organism can affect a habitat, disease ecology, food network, or conservation
regime. A bilateral commercial relation can alter labor conditions, environmental resources, market
access, or infrastructural dependencies for actors not named in the original contract.

The governance question therefore cannot always be resolved by identifying the immediate parties
and stopping there. Yet neither can every remote consequence justify indefinite expansion of the gover-
nance domain. If any causal connection is sufficient, almost every relation becomes connected to almost
every other relation through long chains of material and institutional effects. Boundary analysis therefore
requires some account of relational footprint: the set of consequences sufficiently connected to a focal
relation to become candidates for collective concern under a specified purpose.

A relational footprint is purpose-sensitive. The footprint relevant to data protection may differ from
that relevant to ecological risk, labor conditions, public safety, or distributive justice. It is also historically
indexed. A consequence that was once negligible can become significant as infrastructures, dependencies,
or background vulnerabilities change.

Definition 8.3 (Relational footprint). For a specified governance purpose g and time t, the relational
footprint of a relation R is the set of direct and mediated effects whose connection to R is treated as
sufficiently consequential to warrant consideration within the governance inquiry associated with g.

This definition deliberately does not specify a universal threshold of consequence. Such a threshold
is itself normatively and institutionally contested. The purpose of the concept is to separate two ques-
tions that are often collapsed: whether an effect exists, and whether it is sufficiently connected to the
governance problem to justify inclusion.

8.4 Shared conditions and the expansion of governance

Boundary expansion becomes especially plausible when a local relation modifies conditions on which
others depend. Shared ecological resources, communication channels, computational infrastructures,
archives, markets, transport systems, public-health environments, and security architectures can all turn
a relation that initially appears local into a wider governance concern. The important feature is not simply
the number of affected parties but the way a relation alters conditions that organize the options of others.

This provides one route by which governance scope can widen without presuming a universal obli-
gation to govern heterogeneous entities as such. Suppose two artificial agents interact inside privately
controlled infrastructure. If their interaction remains local and does not alter shared resources, wider
institutions may have little reason to intervene. If the interaction consumes common compute, contam-
inates shared data, changes access rules, or generates cascading risks for other participants, a broader
domain of concern may become intelligible. Similarly, a relation between an unfamiliar organism and an
animal may remain locally opaque while becoming collectively relevant if it changes a shared ecosystem
or creates risks across species boundaries.

The distinction is crucial. Governance expansion can be grounded in effects on shared conditions
rather than in a claim that every relation is inherently subject to collective supervision. This protects the
possibility of local autonomy while recognizing that relational effects can enlarge the set of legitimately
concerned participants.
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Yet even here, expansion is not self-justifying. A shared condition can be invoked rhetorically to
enlarge institutional reach far beyond the specific effects at issue. “Security,” “public health,” “ecosystem
integrity,” “platform safety,” or “system stability” can become broad containers into which increasingly
remote relations are absorbed. Boundary power therefore concerns not only whether shared conditions
exist but how they are defined and how far their invocation is allowed to travel.

8.5 Affectedness does not create sovereignty

One of the easiest mistakes is to infer authority from affectedness. If an actor is affected by a relation, it
may have a claim to consideration, information, participation, protection, or contestation. None of these
claims automatically establishes comprehensive authority over the relation or over the other participants.

A community affected by an industrial project may have standing to contest environmental impacts
without acquiring authority over every internal decision of the firm. Human institutions affected by the
interaction of two unfamiliar entities may have reasons to regulate the shared condition through which the
effects reach themwithout acquiring general jurisdiction over those entities’ internal relations. A platform
user affected by an automated system may have claims concerning data, access, or safety without thereby
possessing authority to determine the system’s entire architecture.

This distinctionmatters because boundary expansion can easily become sovereignty expansion. Once
a relation is admitted into a governance domain, institutionsmay treat admission as permission to regulate
all aspects of the relation. The paper rejects that inference.

Proposition 8.4 (No sovereignty from affectedness). Inclusion within the relational footprint of a gov-
ernance problem does not, by itself, establish comprehensive authority over the participants or over
dimensions of their relations that fall outside the specific shared condition under concern.

The proposition parallels the earlier distinction between ethical intelligibility and normative authority.
Here the relevant separation is between being sufficiently affected to enter a governance problem and
possessing authority to determine the entire relational field.

8.6 Scope mismatch and boundary creep

Boundary power becomes especially visible when the scope of institutional authority exceeds the scope
of the problem that initially justified attention. A narrow concern can become a gateway to broader
monitoring, data collection, licensing, or behavioral control. Once infrastructures are built, they can also
make expansion easier because new relations become cheap to observe and administratively convenient
to include.

This process can be called boundary creep. The term does not imply that every expansion is ille-
gitimate. Some initial boundaries are too narrow and require correction. Boundary creep refers more
specifically to expansion that is weakly coupled to the original justificatory basis while becoming insti-
tutionally durable through accumulated procedures, data, budgets, expertise, or security claims.

Definition 8.5 (Boundary creep). Boundary creep is the progressive extension of a governance domain
beyond the effects, participants, or shared conditions that initially justified its scope, especially where
the extension becomes self-reinforcing through new monitoring, classificatory, or administrative infras-
tructures.

Boundary creep has a political-economic dimension because governance infrastructures have con-
stituencies, budgets, professional roles, technical systems, and organizational incentives. Once a domain
is established, actors can acquire interests in its continuation or expansion. Data generated for one purpose
can support new regulatory questions. Expertise developed for one class of cases can seek application
to adjacent domains. Compliance infrastructures can create standardized categories that make further
inclusion easier.

The result is a recursive relationship between boundary power and ethical legibility. An institution
expands its domain, installs interpretive infrastructure, and thereby makes additional phenomena legible
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as candidates for governance. Their new legibility can then be cited as evidence that the institution’s
wider scope is necessary. Expansion need not be conspiratorial to become self-reinforcing.

8.7 Boundary capture and strategic problem definition

Boundary construction can also be strategically influenced by actors who benefit from defining a prob-
lem narrowly or broadly. A firm may prefer to frame an injury as an individual misuse rather than an
infrastructural design problem. A regulator may prefer to frame a dispute as falling within its established
mandate. A platform may define harmful interactions as user-to-user conduct while excluding recom-
mendation systems, ranking incentives, or monetization structures from the relevant causal field. An
institution may frame an unfamiliar participant’s distress as a technical malfunction, thereby keeping the
issue outside ethical or legal review.

These are examples of boundary capture: situations in which materially interested actors possess
disproportionate influence over the construction of the domain within which their own conduct will be
evaluated.

Definition 8.6 (Boundary capture). Boundary capture occurs when actors materially or institutionally
implicated in a relation possess disproportionate capacity to determine the scope of the governance prob-
lem, including which causes, effects, participants, infrastructures, and temporal horizons are admitted as
relevant.

Boundary capture differs from interface capture. Interface capture controls how heterogeneous rep-
resentations pass between systems. Boundary capture controls which parts of the wider relational field
must pass through the interface or institution at all. The two can reinforce one another. An actor that
controls problem definition can restrict the evidence requested, while control over evidential interfaces
can make the preferred boundary appear empirically natural.

8.8 Nested and plural boundaries

A common response to boundary conflict is to search for the correct boundary. In complex heteroge-
neous relations, a single boundary may be the wrong objective. Different purposes can require nested
or overlapping domains. An ecological boundary, a data-governance boundary, a labor boundary, and a
security boundary can intersect without collapsing into one comprehensive authority.

This is where polycentric and commons-oriented intuitions become useful, but only as architectural
possibilities rather than automatic normative solutions. Multiple governance centers can preserve differ-
entiated competence and reduce the risk that one institution converts limited standing into total jurisdic-
tion. Yet plural governance can also generate gaps, conflicts, forum shopping, duplicated burdens, and
responsibility shifting. The presence of multiple boundaries does not eliminate power; it redistributes it.

A layered arrangement may therefore be preferable when the relation contains both local and shared
dimensions. Local participants can retain authority over aspects of the relation that do not substantially
modify shared conditions, while broader institutions address specifically identified cross-boundary ef-
fects. Such an arrangement treats governance scope as divisible rather than all-or-nothing.

Formally, one can distinguish a governance domain Gσ
t associated with a particular shared condition

σ from a comprehensive domain Gallt . The point is conceptual rather than algebraic:

Gσ
t ̸= Gallt .

Standing to govern the shared condition does not silently become standing to govern every relation among
the participants who depend on it.

8.9 Protective boundaries and the value of locality

A critique of boundary exclusion can easily become a demand for universal institutional reach. That
would reproduce the paper’s broader warning about legibility: making more relations visible and govern-
able is not always emancipatory. Boundaries can protect experimentation, privacy, cultural difference,
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ecological autonomy, associational freedom, local knowledge, and forms of life that would be distorted
by continuous centralized scrutiny.

The value of locality is especially important under epistemic heterogeneity. A central institution may
misunderstand a relation that local participants navigate through practices not easily represented in the
dominant manifold. Expanding governance can then replace partial but functioning local coordination
with an externally legible system that loses important distinctions. Conversely, local boundaries can also
shelter domination, secrecy, or exclusion. Neither locality nor centralization has automatic normative
priority.

The relevant analytical question is what the boundary protects, what it hides, who can contest it, and
how its consequences are distributed. A protective boundary may be justified when it limits extraction
of sensitive information or preserves local autonomy while leaving mechanisms for addressing serious
externalized harms. The challenge is to preserve bounded autonomy without turning the boundary into
an immunity from all accountability.
Remark 8.7 (No maximal-governance principle). The expansion of ethical legibility does not entail a
universal requirement to expand governance. Some relations may be ethically intelligible yet remain
properly outside collective intervention. Boundary analysis concerns the conditions under which gover-
nance scope is constituted and contested, not a presumption that broader jurisdiction is preferable.

8.10 Boundary contestability

If boundaries distribute access to institutional attention and authority, participants need ways to con-
test them. Boundary contestation differs from appealing a classification within an accepted domain. It
challenges the scope of the domain itself. A claimant may argue that an apparently private dispute is
infrastructural. A regulated actor may argue that an agency is importing matters beyond its mandate. A
community may insist that cumulative ecological effects belong inside a project review. A participant in
a heterogeneous relation may challenge the assumption that only the immediately visible dyad constitutes
the ethically relevant object.

Meaningful contestability therefore requires more than a yes-or-no appeal. It may require access to
the reasons for inclusion or exclusion, the causal and temporal assumptions used to define the footprint,
the shared conditions invoked to justify broader scope, the procedures through which new actors become
recognized as affected, and the mechanisms by which scope can later contract as well as expand.

Proposition 8.8 (Contestability of consequential boundaries). Where institutional boundaries materially
determine who becomes visible, regulated, protected, burdened, compensated, or authorized to partic-
ipate, the boundary itself should be treated as an object of contestation rather than as a neutral back-
ground to downstream decisions.

Again, the proposition does not specify a universal institutional design. It identifies an analytical
requirement: a system that permits appeal only after boundary construction may leave the most conse-
quential act of problem definition immune from challenge.

8.11 Boundary lock-in and historical continuity

Boundary power also has a temporal dimension. Once an institution records cases, trains personnel, allo-
cates budgets, and builds databases around a particular domain, that domain can acquire the appearance
of natural continuity. New cases are interpreted through the inherited boundary because the archive, ex-
pertise, and procedures already exist there. Relations that do not fit remain under-recorded, reinforcing
the impression that they lie outside the institution’s proper concern.

This resembles quotient lock-in but operates at the level of domain formation. A historical boundary
can persist not because anyone continues to defend its original rationale but because organizational mem-
ory, reporting formats, professional identities, and technical systems make alternative boundaries costly
to construct. Archival power and boundary power therefore reinforce one another. Archives stabilize
domain histories; domain histories guide future preservation.
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Boundary lock-in is particularly consequential when new heterogeneous entities appear. Artificial
agents, synthetic organisms, hybrid ecological-technological systems, or unfamiliar life forms may not
fit inherited divisions among property, person, animal, machine, environment, and infrastructure. Institu-
tions can respond by forcing them into existing domains or by constructing new boundary arrangements.
Which response becomes feasible depends partly on the interpretive and material infrastructures already
accumulated.

8.12 From boundary power to material infrastructure

Boundary power clarifies who and what enters governance, but it does not explain why some actors pos-
sess greater capacity to draw, enforce, or contest those boundaries. That capacity depends on material
infrastructure: money, computation, legal expertise, scientific instruments, communication networks, or-
ganizational reach, data access, institutional legitimacy, and control over environments in which relations
occur.

The next section therefore turns from the architecture of ethical legibility to its material political econ-
omy. The question is how resources and infrastructures distribute the capacity to produce classifications,
sustain interpretive manifolds, control interfaces, preserve archives, define boundaries, and make those
interpretations consequential. If ethical legibility is relationally generated, its production is never purely
semantic. It depends on who can fund sensors, maintain databases, employ experts, design protocols,
own platforms, preserve records, build models, litigate categories, and sustain institutional attention over
time.

9 Material Infrastructure and the Political Economy of Ethical Legibility

The preceding sections have treated ethical legibility as an interpretive and institutional achievement
rather than as a passive property of entities. Units must be individuated, distinctions made available,
quotient rules stabilized, interfaces built, traces preserved, and governance boundaries drawn. None of
these operations is materially free. They depend upon instruments, labor, expertise, computation, legal
capacity, organizational continuity, communication systems, archives, and access to the environments in
which relevant relations occur. Ethical legibility therefore has a political economy.

This does not mean that every epistemic difference is reducible to wealth or that material resources
mechanically determine interpretation. It means that the capacity to sustain an interpretation, render
it institutionally actionable, challenge a rival account, and preserve it over time is unevenly distributed.
A participant with access to sensors, expert staff, legal counsel, platform infrastructure, and durable
archives occupies a different interpretive position from one whose experience is episodically observed,
poorly translated, weakly documented, or preserved only through systems controlled by others. The
difference is not merely one of opinion. It concerns the material capacity to make an account exist,
persist, circulate, and matter.

The central claim of this section is therefore modest but consequential:

Proposition 9.1 (Material conditions of ethical legibility). Where ethical recognition depends upon mea-
surement, interpretation, documentation, translation, classification, or institutional uptake, unequal con-
trol over the material conditions of those activities can produce unequal ethical legibility.

The proposition does not entail that a better-resourced interpretation is false or that a less-resourced in-
terpretation is more authentic. It identifies a structural source of asymmetry that should be distinguished
from the substantive merits of competing claims.

9.1 Legibility as a resource-dependent capacity

A useful starting point is to distinguish an entity’s condition from the capacity of an institutional field to
render that condition legible. A capability deprivation, dependency relation, coercive constraint, ecolog-
ical burden, or injury can exist without being richly represented in the dominant institutional vocabulary.
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Conversely, a well-instrumented domain may produce fine-grained categories, longitudinal records, spe-
cialist expertise, and rapid procedural response.

LetKi(t) denote, in a deliberately schematic sense, the interpretive capacity available to participant
or institution i at time t. Rather than treatingKi as a single scalar, it is more useful to regard it as a vector
of materially supported capacities:

Ki(t) =
(
Mi, Ei, Di, Ci, Li, Ai, Si

)
t
,

where Mi denotes measurement capacity, Ei expert labor, Di data and documentary capacity, Ci

computation and modeling, Li legal and institutional translation, Ai access to relevant environments or
participants, and Si organizational persistence. The notation is analytical rather than metric: no assump-
tion is made that these dimensions are commensurable or that they can be aggregated into a universal
score.

The political-economic question is then not simply who has more resources in the abstract. It is
who possesses the resources specifically required to make a condition visible in the forms recognized
by consequential institutions. A corporation may have extensive economic resources but little credibility
in one epistemic community. A small advocacy group may possess deep local knowledge but lack the
technical or legal capacity to translate that knowledge into an accepted evidential format. A state agency
may control administrative data while remaining unable to detect relations that its categories were not
built to register. Material capacity and interpretive authority intersect, but they are not identical.

This distinction also prevents a crude economism. Money matters because it can purchase instru-
ments, personnel, litigation, communication, storage, and continuity, but money is only one medium
through which interpretive capacity is assembled. Trust, institutional access, linguistic competence, em-
bodied familiarity, community memory, and control over physical or digital environments can be equally
decisive.

9.2 The cost of producing ethical evidence

Ethical claims are often discussed as if the decisive question were whether the claim is true or justified.
Yet before justification can be assessed, evidence must usually be produced in a recognizable form. That
production has costs.

Consider a claim that a heterogeneous participant is being systematically constrained by an automated
allocation system. Establishing the claim may require access to system logs, longitudinal data, technical
expertise, counterfactual modeling, interviews, legal discovery, independent auditing, and preservation
of version histories. A participant who can merely report an adverse experience does not enter the in-
stitutional process with the same evidential infrastructure as the actor that designed and operates the
system.

The asymmetry is familiar in many ordinary domains. Employers may possess attendance records,
productivity metrics, and legal departments while workers possess dispersed memories and informal
accounts. Platforms may possess interaction histories and model telemetry while users see only interface
outputs. States may possess registries, border records, and surveillance systems while displaced persons
carry fragmented documents. Scientific institutionsmay possess instruments and analytic pipelines while
affected communities possess situated observations that are difficult to translate into recognized evidence.
These examples differ normatively, but they share a structural feature: evidence production is materially
organized.

The concept of evidential production cost is therefore useful. Let κ(e; It) denote the practical cost
of producing evidence e in a form admissible to institution It. Again, the notation is not intended as a
monetary metric. The cost may include time, money, technical expertise, translation, procedural burden,
risk of retaliation, emotional labor, or access to controlled infrastructure.

Claim 9.2 (Unequal evidential burden). An institution can formally apply the same evidential standard
to all participants while imposing radically unequal practical burdens if the material conditions required
to satisfy that standard are unevenly distributed.
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This point connects political economy to quotient and interface power. A standard can appear neutral
while presupposing forms of documentation, temporal continuity, or technical access that some partici-
pants are far better positioned to provide. The injustice, where one exists, may therefore lie partly in the
infrastructural prerequisites of admissibility rather than solely in the final decision.

9.3 Measurement infrastructures and selective resolution

Measurement is one of the clearest sites where material infrastructure shapes ethical resolution. Insti-
tutions can observe with high granularity only what they have built instruments to detect. This is true
of physical sensors, administrative databases, psychological scales, ecological monitoring systems, plat-
form telemetry, medical diagnostics, and machine-learning pipelines.

A domain with dense measurement infrastructure becomes capable of fine distinctions. A domain
without such infrastructure remains coarse. This produces what may be called selective ethical resolution:
some forms of harm, dependency, or capability loss can be represented with precision, while others
remain vague, anecdotal, or institutionally unintelligible.

Selective resolution can create a recursive advantage. Once a problem is measurable, it attracts
records, expertise, benchmarks, funding, and institutional routines. Those routines improve future mea-
surability. Conditions that initially lack a measurement infrastructure can remain peripheral precisely
because their evidential weakness is taken as evidence of lesser importance. This resembles the broader
classificatory dynamics described by Bowker and Star and the administrative simplifications analyzed by
Scott, but the concern here is specifically normative visibility: which conditions acquire enough repre-
sentational resolution to support claims of injury, vulnerability, capability deprivation, or responsibility
(Bowker and Star 2000; Scott 1998).

The problem is not solved by measuring everything. Measurement can distort, discipline, expose,
and extract. Porter’s account of objectivity and Power’s analysis of audit are reminders that standardized
verification practices can become institutional ends in themselves (Porter 1995; Power 1999). The ana-
lytical point is therefore not that high-resolution measurement is always superior. It is that differential
measurement capacity can shape the distribution of ethical legibility and that the costs and effects of
increasing resolution must themselves be examined.

9.4 Expertise, professional closure, and interpretive labor

Interpretation is labor. Someone must collect traces, maintain instruments, translate testimony, construct
taxonomies, inspect anomalies, compare cases, preserve provenance, and explain findings in forms that
institutions will accept. When this labor is scarce, expensive, credentialed, or concentrated, ethical legi-
bility becomes dependent upon professional and organizational structures.

Expertise can protect against arbitrary judgment. Specialized knowledge is often indispensable when
relations are technically complex or radically heterogeneous. Yet expertise can also create closure. A
participant may become legible only through an expert vocabulary that the participant does not control.
Experts can determine which questions are meaningful, which data are reliable, which temporal windows
are relevant, and which interpretations are professionally admissible. The issue is not that expertise is
illegitimate. It is that expert mediation is itself part of the legibility infrastructure and therefore a possible
site of power.

This is especially important in heterogeneous relations. If only one side possesses the capacity to
employ interpreters who understand the relevant architecture, biology, ecology, or communication pro-
tocol, then the field may acquire a technically sophisticated but asymmetrically produced account. Such
sophistication should not be confused with neutrality.

The political economy of interpretive labor includes at least four questions:

1. Who can fund sustained interpretation rather than episodic attention?

2. Who can train or credential the experts recognized by consequential institutions?
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3. Who controls the data and environments to which experts require access?

4. Who bears the cost when interpretation must be repeated, challenged, or translated across institu-
tions?

These questions make clear why interpretive power cannot be analyzed solely at the level of discourse.
The capacity to maintain a durable interpretation depends on labor markets, organizational budgets, pro-
fessional institutions, and access regimes.

9.5 Computation and model-mediated legibility

In contemporary institutions, computation increasinglymediates which relations can be inspected at scale.
Search, ranking, anomaly detection, simulation, prediction, language models, and statistical pipelines
can extend interpretive capacity beyond what unaided human observers could sustain. This can improve
ethical legibility, but it also creates new concentrations of infrastructural power.

A model does not simply reveal a pre-existing ethical landscape. It operates through selected inputs,
target variables, labels, temporal windows, loss functions, benchmarks, and deployment contexts. These
choices interact with the quotient and manifold structures developed in earlier sections. A system may be
highly accurate with respect to its formal target while leaving a morally relevant dimension absent from
the target space altogether.

Control over computation therefore matters in several ways. It affects who can process large archives,
test counterfactuals, detect long-horizon patterns, build alternative models, reproduce institutional anal-
yses, and challenge proprietary interpretations. Where one participant controls both the underlying envi-
ronment and the model through which outsiders perceive it, interface capture and infrastructural capture
can coincide.

The critical-data literature has documented many cases in which automated systems distribute oppor-
tunities and burdens while remaining difficult for affected persons to inspect or contest (Eubanks 2018;
Benjamin 2019). The present framework adds a narrower question: how does unequal computational ca-
pacity affect the production of ethical legibility itself? A participant who cannot reproduce or interrogate
the model may be forced to contest not only an adverse decision but the representation of the relation
upon which the decision depends.
Remark 9.3 (Computation is not a privileged interpreter). Greater computational capacity can increase
resolution, consistency, and scale. It does not by itself establish interpretive privilege. Model-mediated
legibility remains dependent upon the units, distinctions, data, interfaces, and purposes through which
the model is constructed and used.

9.6 Legal and procedural infrastructure

Ethical legibility becomes politically consequential when interpretations can enter procedures that allo-
cate protection, liability, standing, compensation, access, or authority. Legal and administrative infras-
tructures therefore form a critical bridge between interpretation and material consequence.

The relevant resource is not simply access to law in the abstract. It includes the capacity to identify
a legally recognizable claim, preserve admissible evidence, meet deadlines, navigate jurisdiction, retain
counsel, finance expert testimony, survive procedural delay, and sustain appeals. A participant may be
richly legible in a moral or scientific sense yet remain institutionally weak because its condition does not
map onto a recognized cause of action or administrative category.

Conversely, actors with high procedural capacity can sometimes stabilize favorable interpretations by
repeatedly reproducing them across venues. Legal categories, compliance standards, and administrative
precedents can then reinforce the quotient structures through which future cases are read. This is one
way material resources and classificatory power become recursively coupled.

The capability approach is useful here because it reminds us that formal availability and effective
accessibility are distinct (Sen 1995; Nussbaum 2006). A nominally open complaint mechanism may
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provide little effective interpretive capacity to a participant who lacks language access, documentary
resources, technical expertise, or time. The same distinction should be applied to epistemic and classifi-
catory institutions: formal contestability is not equivalent to effective contestability.

9.7 Platforms, access, and environmental control

Some of the most consequential interpretive infrastructures are controlled by actors who also structure
the underlying relation. Platforms determine logging architectures, interface affordances, access permis-
sions, identity systems, moderation categories, and retention policies. Employers determine workplace
monitoring and reporting channels. States control many registries and borders. Laboratories and firms
may control access to artificial agents, biological systems, or proprietary environments. In each case,
control over the environment can become control over the traces from which outsiders reconstruct the
relation.

This creates a particularly strong form of asymmetry when three capacities coincide:

Pi(t) =
(
Ri, Oi, Ii

)
t
,

where Ri denotes substantial control over the relevant relation or environment, Oi control over ob-
servation and trace production, and Ii control over the interface through which those traces become
intelligible to others. The notation does not imply that all three forms of control are total. It identi-
fies a configuration in which the same actor can influence the world, the record of the world, and the
representation of that record.

Definition 9.4 (Infrastructural epistemic concentration). Infrastructural epistemic concentration occurs
when control over a consequential relational environment is substantially combined with control over
the production, preservation, or interpretation of the evidence through which that environment becomes
ethically legible.

This concentration does not provemisconduct. It identifies a structural reason for independent access,
provenance, auditability, or plural interpretive capacity to become important.

9.8 Legibility capital and cumulative advantage

The preceding mechanisms suggest a form of cumulative advantage that may be described, cautiously,
as legibility capital. The term does not denote a new universal commodity and should not be treated as
directly analogous to financial capital. It names an accumulated stock of infrastructural advantages that
makes an actor, category, or type of claim easier to render visible, credible, and consequential in future
institutional settings.

Legibility capital can include recognized categories, standardized indicators, established expert com-
munities, interoperable records, precedent, trusted institutions, procedural templates, and archived histo-
ries. Once accumulated, these resources lower the future cost of making similar claims intelligible. An
unfamiliar entity or relation starts without them. Its harms may therefore require expensive interpretive
construction before they can even enter existing procedures.

This cumulative pattern helps explain why familiarity can be institutionally reproduced. The familiar
is not merely what observers have seen before. It is what institutions have already invested in making
legible. Such investments create path dependence: established categories receive more cases, more cases
justify more expertise, and expertise supports further institutionalization. Again, the point is not that path
dependence is always unjust. Stable infrastructures can improve reliability and protection. The political-
economic question concerns who benefits from inherited legibility capital and who must pay the cost of
building an interpretive infrastructure from near zero.

Claim 9.5 (Cumulative legibility advantage). Where institutional recognition lowers the future cost of
measurement, documentation, interpretation, and procedural uptake, ethical legibility can become cumu-
latively self-reinforcing across time.
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This claim also clarifies why new heterogeneous entities create unusual governance problems. They
may enter institutional fields with little or no accumulated legibility capital. Existing systems then face
a choice between forcing the unfamiliar case into inherited categories or investing in new interpretive
infrastructure.

9.9 Material deprivation as epistemic weakening

Material deprivation can therefore operate not only by reducing welfare or substantive options but by
weakening a participant’s capacity to make its condition recognizable. A participant without secure com-
munication, documentation, translation, representation, or storage loses more than material convenience.
It may lose the capacity to preserve a claim long enough for others to evaluate it.

This point connects ethical legibility to epistemic injustice without reducing one to the other. Fricker
and Medina emphasize how credibility and hermeneutical resources are socially distributed (Fricker
2007; Medina 2013). The present argument adds that access to hermeneutical and testimonial resources
is materially supported. Interpretive disadvantage can be reproduced through budgets, infrastructures,
property rights, platform access, procedural costs, and control over archives.

In heterogeneous relations, this can be especially severe because the disadvantaged participant may al-
ready be difficult to interpret. Material weakness and epistemic difference can compound one another. A
poorly understood participant with little access to independent infrastructure may be visible only through
the systems of a more powerful counterpart.

The resulting problem is not solved by assuming that the weaker party’s account is necessarily cor-
rect. The methodological requirement is to avoid confusing infrastructural weakness with evidential
irrelevance.

9.10 The ambivalence of redistributing interpretive capacity

If unequal interpretive capacity can produce unequal ethical legibility, it may seem natural to conclude
that interpretive capacity should simply be redistributed or maximized. That conclusion would be too
quick.

More measurement can become surveillance. More documentation can expose vulnerable partici-
pants. More translation can destroy protective ambiguity. More interoperability can enable extraction.
More expert access can displace local knowledge. More archival persistence can create durable risks.
The aim therefore cannot be a universal maximization of legibility infrastructure.

A more defensible objective is to examine whether participants possess meaningful capacities to
contest consequential interpretations, preserve relevant traces where preservation is justified, maintain
appropriate opacity, and access alternative interpretive routes when dominant infrastructure is compro-
mised. This is closer to infrastructural pluralism than to maximal transparency.
Remark 9.6 (No maximal-infrastructure principle). The claim that ethical legibility depends on material
infrastructure does not imply that every domain should receive maximal measurement, documentation,
computational analysis, or institutional attention. The relevant question is how interpretive capacity,
opacity, risk, and contestability should be arranged for the relation and purpose at issue.

9.11 Toward a political economy of ethical legibility

The political economy of ethical legibility can now be stated more precisely. It concerns the distribution
of material capacities required to produce, stabilize, challenge, preserve, and institutionalize interpreta-
tions that matter normatively. Those capacities include measurement systems, expert labor, data access,
computation, legal translation, communication channels, archives, and organizational persistence. Their
distribution influences which entities and relations receive fine-grained ethical resolution, which inter-
pretations become credible, and which claims can survive long enough to produce institutional conse-
quences.
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This perspective also clarifies the relation among the paper’s earlier forms of power. Material infras-
tructure does not sit beside classification, quotient, manifold, interface, archival, and boundary power
as merely another item in a list. It helps sustain each of them. Classification systems require mainte-
nance. Quotients require standards and databases. Interpretive manifolds require expertise and institu-
tional memory. Interfaces require protocols and communication systems. Archives require storage and
custody. Boundaries require administrative organizations capable of enforcing jurisdiction. Political-
economic resources therefore condition the durability and reach of interpretive power.

At the same time, the relation is recursive. Legibility can alter material allocation. Once an entity
is recognized as a rights-holder, protected species, insured patient, employee, consumer, refugee, victim,
infrastructure provider, or regulated actor, resources and protections canmove accordingly. Classification
and material distribution are therefore intertwined.

This brings the argument to the next section. If ethical status is institutionally consequential, then
categories such as person, property, worker, patient, animal, tool, victim, dependent, or protected entity
do more than describe. They can organize flows of money, access, liability, protection, ownership, main-
tenance, and disposal. The next section examines this distributive function directly by treating ethical
status as a resource-allocating classification.

10 Ethical Status as a Resource-Allocating Classification

The preceding section argued that ethical legibility has a political economy because measurement, in-
terpretation, documentation, translation, and institutional uptake require material support. The converse
relation is equally important. Once an entity, relation, or condition becomes ethically legible, the clas-
sification assigned to it can reorganize material flows. Categories such as person, patient, employee,
consumer, dependent, protected species, victim, tool, property, infrastructure, or disposable resource are
not merely descriptive vocabularies. In institutional settings they can affect access to care, legal standing,
procedural voice, maintenance, compensation, ownership, repair, restriction, surveillance, and permissi-
ble disposal. Ethical status can therefore function as a resource-allocating classification.

This claim should not be confused with a theory according to which every material allocation is de-
termined by moral status. Institutions allocate resources for many reasons, including efficiency, scarcity,
convention, strategy, law, risk, political bargaining, and historical inheritance. Nor does the present
argument assume that status categories are ontologically given. Consistent with the paper’s broader
framework, status is treated as a relationally real and institutionally consequential classification whose
content, scope, and legitimacy remain open to contestation.

The central proposition of this section is therefore limited:

Proposition 10.1 (Status–allocation coupling). Where an institution attaches materially consequential
permissions, protections, burdens, or claims to a status classification, control over that classification can
influence the distribution of resources and the effective possibilities available to the classified participant.

The proposition concerns institutional consequences, not moral truth. A status may be unjustified
yet materially powerful; conversely, a morally compelling claim may remain institutionally weak if no
recognized status makes it actionable. This distinction is central to a political economy of ethical legibil-
ity.

10.1 From moral standing to institutional status

Philosophical discussions of moral standing often ask what kinds of beings deserve moral consideration
and on what grounds. The resulting debates invoke sentience, interests, autonomy, rational agency, re-
lationships, capabilities, vulnerability, or social recognition. Those debates remain indispensable, but
they do not exhaust the institutional problem considered here. Even when a being is regarded as morally
considerable, consequential institutions still require operational categories through which claims can be
processed.
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A useful distinction is therefore betweenmoral standing as a philosophical or normative question and
institutional ethical status as an administratively consequential classification. The latter may partially
express the former, but the two are not identical. A being can be widely regarded as morally considerable
while lacking legal standing, procedural representation, compensation mechanisms, or dedicated care
infrastructure. Conversely, an institution may assign a protected or regulated status for reasons that do
not amount to a comprehensive judgment about intrinsic moral worth.

The social-relational approach to robot moral consideration developed by Coeckelbergh already cau-
tions against reducing moral consideration to a hidden intrinsic property of the artifact (Coeckelbergh
2010). The present analysis adds a political-economic question: once a relation or entity is institution-
ally classified in a particular way, what material consequences follow from that classification, and who
controls the infrastructures through which those consequences are attached?

This question also follows the general lesson of classification studies. Bowker and Star show that
classificatory systems become embedded in infrastructures and routines, while Fourcade and Healy em-
phasize that classifications can shape life chances rather than merely record them (Bowker and Star 2000;
Fourcade and Healy 2013). Ethical status should therefore be examined not only as a proposition about
what an entity is, but also as a position within a consequential institutional architecture.

10.2 Status as a bundle rather than a binary

The phrase “ethical status” can misleadingly suggest a binary variable: either an entity has status or
it does not. Heterogeneous relations make that picture especially unhelpful. Different institutions may
recognize different dimensions of an entity’s normative position, and those dimensions need not coincide.

Let a schematic status profile be represented as

Σi(t) =
(
Pi, Ci, Vi, Ri, Li,Mi, Xi

)
t
,

where, for present purposes, Pi denotes eligibility for protection,Ci eligibility to make or have claims
represented, Vi procedural voice, Ri access to remedy or repair, Li liability or duty-bearing status, Mi

maintenance or care entitlement, and Xi recognized capacity for exit, refusal, or continued existence.
The notation is analytical rather than exhaustive. No assumption is made that these dimensions are com-
mensurable or that they can be aggregated into a universal score.

This multidimensional representation matters because the same entity can occupy sharply different
positions across dimensions. A nonhuman animal may receive protection from cruelty while lacking
many forms of legal agency. A corporation can possess extensive legal capacities while lacking phe-
nomenal vulnerability. An artificial system may be treated as a decision-making actor for operational
purposes while remaining classified as property for ownership and disposal. A human being can possess
formal rights yet lack effective access to remedy, representation, or exit. These examples differ in law
and morality, but they demonstrate why ethical status should not be compressed into a single yes–no
variable.

Claim 10.2 (Status dimensionality). Institutionally consequential ethical status is often better analyzed
as a bundle of differentiated protections, powers, permissions, liabilities, and claims than as a single
binary property.

This also prevents a recurrent conceptual error. Capacity to bear duties need not coincide with ca-
pacity to receive protection. Capacity to communicate a claim need not coincide with the normative im-
portance of the underlying condition. Capacity to own property need not coincide with immunity from
being owned. Treating these dimensions separately is especially important when institutions encounter
heterogeneous entities for which familiar status bundles were not designed.

10.3 Status categories and distributive channels

A status classification becomes politically significant when it is coupled to distributive channels. These
channels may allocate money, time, care, infrastructure, attention, legal remedies, technical maintenance,
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physical space, computational resources, or protection from interference.
Consider several stylized classifications. A participant classified as a patient may gain access to di-

agnostic attention, confidentiality rules, treatment resources, and duties of care. A participant classified
as an employee may become eligible for wages, workplace protections, insurance, or collective represen-
tation. A participant classified as a consumer may gain access to disclosure, refund, or product-safety
mechanisms. A participant classified as propertymay instead be governed primarily through the rights of
an owner. A participant classified as a protected species can attract habitat protections and conservation
expenditures that would not follow merely from biological description. None of these examples implies
that the associated institutions are normatively adequate. They illustrate how classifications can open or
close distributive channels.

We may denote the institutionally available allocation bundle associated with status s in institutional
field It as

A(s; It) =
(
Rs,Ps,Vs,Ms,Bs

)
t
,

where Rs denotes material resources, Ps protections, Vs procedural access, Ms maintenance or
care infrastructures, and Bs burdens, restrictions, or liabilities. The same named status can support
different bundles in different institutional fields, so the notation should not be read as a universal semantic
definition.

The political-economic significance of status lies partly in this coupling. Two entities with similar
adverse conditions may receive different institutional responses because one is legible through a status
that activates a mature allocation bundle while the other remains outside the relevant classificatory in-
frastructure. This is one mechanism through which legibility capital, discussed in Section 9, can become
material advantage.

10.4 Status cliffs and threshold effects

Status systems often operate discontinuously. A small classificatory difference can produce a large differ-
ence in institutional consequence. Crossing a threshold can determine whether a participant is admitted
to a procedure, receives protection, is eligible for compensation, or is treated as an object under another
actor’s control.

This can be described as a status cliff. Let two cases x and y be close with respect to many ethically
relevant features, yet assigned to different institutional categories sx and sy. If the associated allocation
bundles differ sharply,

A(sx; It) ̸≈ A(sy; It),

then the institutional consequence is discontinuous even where the underlying relation is not. The
notation does not imply that similarity can be measured on a single scale. It marks a mismatch between
fine-grained relational variation and coarse institutional thresholds.

Status cliffs are sometimes unavoidable. Institutions require decision rules, and scarce resources
often require eligibility boundaries. The problem is not discontinuity as such. The political question is
how the threshold is constituted, what evidence is required to cross it, whose cases cluster near it, and
whether the consequences of misclassification are reversible.

This point connects directly to quotient power. A quotient that suppresses differences on one side
of a threshold can make heterogeneous cases appear institutionally equivalent, while a single preserved
distinction separates them from cases on the other side. Where the allocation consequences are large,
control over the quotient becomes control over access to resources.

10.5 The material consequences of being a tool, subject, or resource

Heterogeneous relations make the distributive consequences of status especially visible because familiar
classifications are often unstable. Consider the contrast among tool, subject, and resource. These terms
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are not mutually exclusive in ordinary language, and the paper does not propose them as exhaustive
ontological kinds. Their importance lies in the practices they can authorize.

Classifying an artificial system as a tool may support broad permissions for modification, copying,
suspension, deletion, or transfer. Classifying a biological entity as a resource may support ownership,
extraction, breeding, confinement, or disposal under institutional rules that differ from those governing
recognized persons. Classifying an entity as a subject of protection may instead trigger limits on use,
duties of maintenance, preservation requirements, or procedures for representing interests.

The political-economic issue is therefore not only whether a status description is semantically accu-
rate. It is what practical incidents are attached to the description. The label “tool” can be materially
light in one setting and deeply consequential in another. A tool may be carefully maintained because
it is valuable property. A protected subject may still be heavily controlled in the name of welfare. The
analysis must therefore examine the status bundle and its associated allocation channels rather than infer
consequences directly from a word.
Remark 10.3 (No semantic determinism). A status label does not determine its material consequences
independently of the institutional field in which it operates. The relevant object of analysis is the coupling
between classification, institutional rules, and resource allocation.

This qualification is important for avoiding an overly linguistic account of political economy. Words
matter because institutions stabilize practices around them, not because vocabulary alone moves re-
sources.

10.6 Recognition, capability, and effective possibility

The distributive effects of status can be connected to recognition and capability approaches without col-
lapsing those traditions into classification theory. Honneth emphasizes the importance of relations of
recognition for the development of practical self-relations and social freedom (Honneth 1996). Sen
and Nussbaum shift evaluative attention toward substantive opportunities and capabilities rather than re-
sources alone (Sen 1995; Nussbaum 2006). The present framework adds a narrower institutional question:
how do status classifications condition access to the resources and procedures through which recognition
and effective capabilities become possible?

Suppose an institution recognizes a participant as eligible to refuse, exit, appeal, or receive repair.
The status does not itself create the participant’s substantive freedom. Yet it can alter the institutional
environment in which that freedom is exercised. Conversely, a participant may possess substantial inter-
nal capacities while remaining unable to exercise them because the surrounding status system grants no
recognized channel for refusal, representation, or remedy.

This is one reason to distinguish formal from effective status. Let Σformal
i denote the protections or

powers assigned in official rules and Σeffective
i the subset that can realistically be exercised given access,

cost, infrastructure, and dependency. Then

Σformal
i ̸= Σeffective

i

can hold even when the formal classification appears generous.
The distinction parallels the capability approach’s concern with conversion factors and substantive

opportunity. It also links status analysis back to Section 9: legal recognition without interpretive or
material infrastructure may produce nominal status without effective protection.

10.7 Recursive coupling between status and legibility

Status does not merely distribute resources after ethical legibility has been achieved. It can feed back
into the infrastructures that determine future legibility. Once a category is recognized as institutionally
important, organizations may build dedicated monitoring systems, expert communities, complaint chan-
nels, reporting standards, archives, and research programs around it. Recognition therefore can attract
further interpretive capacity.
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This creates a recursive coupling. A recognized status can lower the future cost of making similar
claims legible; improved legibility can then stabilize the status further. Conversely, an entity classified
as a mere object or non-claimant may receive little investment in translation, monitoring, or independent
representation. Its weak legibility is then reproduced institutionally.

Claim 10.4 (Status–legibility reinforcement). Where recognized status attracts dedicated interpretive
infrastructure, status classifications can contribute to cumulative differences in future ethical legibility.

This claim should not be read as a deterministic cycle. Institutions can deliberately invest in poorly
understood populations or emerging harms before status is settled. Counter-classification movements
can also force the construction of new infrastructures. The point is that status and legibility can reinforce
one another and should therefore be analyzed jointly.

The mechanism helps explain why apparently neutral requests for “more evidence” can reproduce
existing hierarchies. Established status categories often possess mature evidential infrastructures, while
unfamiliar categories are asked to prove themselves without comparable support. The burden of generat-
ing the evidence needed for recognition falls most heavily on those who lack the status that would attract
the resources needed to produce that evidence.

10.8 Status allocation and the risk of circular justification

The recursive coupling between status and infrastructure generates a risk of circular justification. An
institution may reason that a category deserves fewer resources because there is little evidence of need,
while the lack of evidence partly reflects the absence of resources devoted to measurement and interpreta-
tion. Similarly, a participant may be denied status because it lacks recognizable capabilities even though
the institution has never built an interface capable of detecting those capabilities.

This can be expressed as a structural warning rather than a formal paradox:

Claim 10.5 (Legibility–status circularity). An institutional field risks circular exclusion when lack of
recognized evidence is used to justify withholding a status whose associated infrastructures would mate-
rially improve the production or interpretation of that evidence.

The warning is especially relevant under heterogeneity because unfamiliar entities frequently begin
with low legibility capital. It does not imply that institutions must grant full status before evidence ex-
ists. Rather, it supports intermediate strategies such as provisional protection, independent investigation,
reversible classification, or investment in interpretive interfaces where the stakes justify such measures.

The appropriate response depends on context. The present framework does not supply a universal
threshold. Its contribution is to expose the circular structure so that evidential weakness is not mistaken
for evidence of normative irrelevance.

10.9 Protection can also allocate control

Status classifications that increase protection can simultaneously increase control. A participant classi-
fied as vulnerable may receive care, resources, or safeguards while also becoming subject to surveillance,
guardianship, confinement, compulsory treatment, paternalistic restrictions, or exclusion from decision-
making. A protected habitat can become administratively enclosed. A regulated technology can become
accessible only through licensed institutions. A welfare classification can reorganize a person’s daily life
in ways that are both supportive and constraining.

This ambivalence matters because a political economy of ethical status should not equate resource
allocation with emancipation. The status bundle may contain both benefits and burdens. The same
classification that opens one capability can close another.

Let

A(s; It) =
(
B+
s ,B−

s

)
t
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represent, schematically, enabling and constraining consequences associated with status s. The no-
tation is not a welfare calculus. It simply requires analysis to record both sides rather than treating a
protective label as uniformly beneficial.

This is also why status reform cannot be reduced to moving entities upward on a presumed moral
hierarchy. A richer status may expand care while also expanding administrative reach. The relevant
questions concern the composition of the bundle, the participant’s capacity to contest it, the reversibility
of restrictions, and the distribution of decision authority.

10.10 Status portability and institutional fragmentation

An entity’s recognized status can vary across institutions. A participant may be protected in one do-
main, treated as property in another, recognized as a claimant in one procedure, and rendered invisible
in another. Such fragmentation is not necessarily incoherent because institutions pursue different pur-
poses. Yet it creates practical problems when materially consequential classifications fail to travel across
institutional boundaries.
Status portability refers here to the degree to which a status, protection, evidential record, or claim

recognized in one field can be meaningfully carried into another. Portability can reduce repeated eviden-
tial burdens and protect continuity. It can also propagate a mistaken classification across domains and
intensify lock-in.

Therefore, neithermaximal portability normaximal institutional separation is desirable in the abstract.
A defensible arrangement may require selective portability: some protections travel, some classifications
remain purpose-limited, and the provenance of the original status remains visible so later institutions can
reassess it.

This issue connects status power to interface and archival power. Transfer across institutions requires
interfaces, and transferred classifications acquire durability through records. A status that travels without
its evidential history can become decontextualized; a status that cannot travel at all can force participants
to repeatedly reconstruct their claims under new procedural burdens.

10.11 Contestability of status and allocation

If status categories allocate resources and burdens, then contestability must concern more than the seman-
tic label. Participants should be able, where feasible and appropriate, to challenge at least four elements:
the category assigned, the evidence used, the allocation bundle attached to the category, and the institu-
tional boundary within which the category is operative.

This is a stronger requirement than an appeal mechanism that merely asks whether the existing rule
was correctly applied. A participant may accept that it was correctly classified under the current rule
while contesting the quotient, threshold, or status bundle itself. For example, the dispute may concern
why one dimension of vulnerability is institutionally relevant while another is ignored, why a category
permits unilateral modification, or why a protection status carries restrictions unrelated to the risk it was
designed to address.

Contestability therefore links status politics to the paper’s earlier layers. Classification can be chal-
lenged, quotient rules reopened, manifold assumptions exposed, interface translations disputed, archival
provenance inspected, and governance boundaries reconsidered. The institutional challenge is to make
such contestation possible without rendering every allocation perpetually indeterminate.

Proposition 10.6 (Status contestability). Where status classifications have substantial distributive conse-
quences, meaningful contestability should address not only category assignment but also the evidential,
quotient, and institutional structures that connect the category to those consequences.

This proposition remains procedural rather than a complete theory of justice. It does not specify
which challenger should prevail or which status bundle is substantively correct.
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10.12 Heterogeneous entities and provisional status

Radically heterogeneous entities create a special difficulty because institutions may need to act before
the relevant status ontology is settled. An unfamiliar artificial agent, nonhuman form of life, collec-
tive intelligence, or hypothetical alien entity may not fit inherited distinctions such as person/property,
agent/patient, individual/collective, or living/nonliving in the ways those distinctions were historically
used.

The framework developed in this paper suggests caution against two opposite errors. The first is
immediate assimilation: force the unfamiliar entity into the nearest existing category and inherit the
entire allocation bundle attached to it. The second is institutional nullity: because the correct category
is unknown, assign no protection, no representation, and no interpretive investment.

A possible intermediate device is provisional status: a purpose-limited, revisable classification de-
signed to support specified protections or procedures without pretending that the entity’s comprehensive
normative status has been resolved. Provisional status might preserve a system from irreversible deletion
while investigation proceeds, create a channel for representation without establishing full legal person-
hood, or restrict high-risk uses while leaving broader ontological questions open.

This is not proposed as a universal policy rule. Provisional classifications can themselves become
sticky and may be manipulated strategically. Their value lies in separating urgent distributive decisions
from premature claims of ontological finality.

10.13 Status politics without ontological finality

The political economy of ethical status can now be summarized without treating status as either mere
rhetoric or metaphysical essence. Status classifications are relationally real when institutions attach con-
sequential practices to them. They can allocate protection, care, voice, liability, ownership, maintenance,
restriction, and access to remedy. They can also attract interpretive infrastructure, producing cumulative
differences in future legibility.

Yet none of this establishes that the status is ontologically correct or normatively justified. A histor-
ically generated status can be powerful and unjust. A provisional status can be useful and misleading.
A protective status can enable and constrain at the same time. A formally generous status can remain
practically empty without material infrastructure.

The central political-economic insight is therefore not that classification replaces distribution. It is
that classification can become one of the infrastructures through which distribution is organized. Ethical
status matters politically when it determines who receives resources, whose claims become institutionally
actionable, what forms of control are permitted, and which kinds of future legibility receive investment.

This conclusion prepares the next stage of the paper. If status classifications and interpretive in-
frastructures can reproduce unequal ethical legibility, then contestation cannot be limited to requesting a
different label within the dominant system. Political actors may construct counter-classifications, alterna-
tive quotients, counter-archives, independent interfaces, and even alternative interpretive manifolds. The
next section examines these practices as forms of counter-legibility and asks when they resist domination,
when they create new exclusions, and how their claims can remain contestable rather than becoming a
new closed orthodoxy.

11 Counter-Classification, Counter-Manifolds, and Contestation

The preceding sections have treated ethical legibility as an infrastructurally produced and politically con-
sequential relation. Classification, quotienting, interpretive manifolds, interfaces, archives, governance
boundaries, material infrastructures, and status allocations can each shape what becomes ethically visible
and what consequences follow from that visibility. If this diagnosis is correct, resistance to classifica-
tory power cannot be reduced to replacing one label with another. A contested label may be only the
most visible surface of a deeper interpretive architecture. Changing the label while leaving the relevant
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quotient, unit of analysis, evidential protocol, archive, institutional boundary, and resource distribution
unchanged may leave the underlying asymmetry largely intact.

This section develops a layered account of contestation. It distinguishes challenges to classifications
and quotients from counter-manifold formation, interface contestation, counter-archiving, boundary con-
testation, and counter-infrastructural work. The term counter is used cautiously. It does not imply that
every oppositional category is emancipatory, that every official category is oppressive, or that domi-
nated actors possess epistemic privilege by definition. Nor does it imply that interpretive worlds can be
designed at will. A counter-manifold, for example, is not an arbitrarily invented conceptual universe. It
is a historically generated alternative configuration of units, distinctions, temporal scales, concepts, and
evidential practices through which previously obscured relations can become legible in a different way.

The normative point is therefore limited. Where ethical legibility is structured by layered infrastruc-
tures, meaningful contestation may need to address the layer at which exclusion, distortion, or closure
is produced. Sometimes this means disputing a label. In other cases it means challenging the compari-
son rule that made the label plausible, the dimensions that were available for comparison, the interface
that admitted evidence, the archive that preserved only selected traces, or the material infrastructure that
made one side’s interpretation institutionally actionable while another remained weak.

Definition 11.1 (Layered contestation). Layered contestation is the attempt to challenge, revise, supple-
ment, or replace one or more components of the infrastructural configuration through which an entity,
relation, or condition becomes ethically legible and institutionally consequential.

This definition is descriptive rather than justificatory. A contestation can be strategic, mistaken,
exclusionary, or itself dominating. The purpose of the framework is to identify where contestation occurs
and what capacities it requires before asking whether a particular counter-practice is justified.

11.1 Counter-classification and the limits of relabeling

The most familiar form of contestation targets an explicit category. An actor rejects a classification such
as tool, deviant, dependent, dangerous, incapable, non-compliant, or resource and proposes another
category. Such struggles are politically important because institutional labels can organize treatment,
eligibility, surveillance, compensation, and voice. Classification studies have long shown that categories
embedded in infrastructures can affect life chances and institutional possibilities (Bowker and Star 2000;
Fourcade and Healy 2013). Hacking’s account of classificatory looping also demonstrates that classifi-
cations can interact with the people classified rather than simply describe them from a distance (Hacking
1996).

Yet relabeling can be insufficient. Suppose a relation is officially classified as voluntary cooperation
rather than exploitation. An affected participant may contest that label and request a classification of
coercion. If the institution’s evidential framework recognizes only explicit commands and signed agree-
ments, however, the deeper relation between dependency, effective exit, resource control, and long-term
constraint may remain unavailable to institutional interpretation. A new label cannot do much work if
the interpretive infrastructure lacks the dimensions needed to support it.

The same problem appears when a category is changed but its allocation bundle remains intact. A
participant may be renamed from object to stakeholder while retaining no effective voice, no access to
records, no means of contesting measurement, and no independent representation. The semantic change
can be real yet politically shallow. Conversely, an institution can materially transform protections and
procedures without adopting the vocabulary preferred by a movement. Label change and infrastructural
change are therefore analytically separable.

Claim 11.2 (Relabeling insufficiency). Where an adverse classificatory outcome is generated by deeper
quotient, manifold, interface, archival, boundary, or infrastructural conditions, replacement of the final
label alone may leave the principal source of ethical illegibility unchanged.

This claim should not be interpreted as downgrading symbolic struggles. Names matter, especially
when they organize recognition, collective identity, and institutional access. The point is instead that
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symbolic contestation may need support from deeper transformations if the practical consequences of
classification are to change.

11.2 Counter-quotients and the restoration of relevant difference

Quotient power concerns which available differences are treated as relevant and which are collapsed for
a particular institutional purpose. Counter-quotienting therefore challenges the rule of equivalence itself.
It asks whether cases that have been grouped together should remain equivalent for the purpose at issue,
or whether a suppressed difference should be restored to institutional attention.

A familiar pattern is the challenge to a formally uniform rule that produces unequal consequences
because it ignores dependency, disability, temporal burden, structural vulnerability, ecological context,
or effective alternatives. The counter-claim does not necessarily reject classification altogether. It argues
that the existing quotient is too coarse for the purpose for which it is being used.

Let a quotient rule for institutional purpose p be denoted by Qp
t . A counter-quotient proposal can

be represented as an alternative Q̃p
t under which at least one previously suppressed distinction becomes

institutionally relevant. No presumption follows that Q̃p
t is superior. Its justification depends on the

purpose, evidence, costs, and consequences of the additional distinction.
The capability approach provides one important neighboring intuition. Equal resources do not im-

ply equal effective opportunities when persons differ in conversion conditions, social arrangements, and
embodied circumstances (Sen 1995; Nussbaum 2006). In the present framework, this can be understood
partly as a challenge to coarse-graining: an evaluative structure that treats resource equality as suffi-
cient may suppress differences relevant to effective capability. The point extends beyond human welfare.
A heterogeneous participant can appear adequately treated only because the institution uses a quotient
calibrated to another form of life or another mode of agency.

Counter-quotienting also carries risks. Every additional distinction increases informational and ad-
ministrative burden. Fine-grained differentiation can become a vehicle for surveillance, profiling, or dis-
criminatory sorting. A movement that successfully persuades an institution to recognize one previously
erased difference may inadvertently generate a new data demand that exposes participants to control. The
normative task is therefore not to maximize differentiation but to ask which distinctions should matter for
a specified purpose, who bears the cost of making them legible, and what protections accompany their
institutionalization.

11.3 Counter-manifolds and alternative spaces of interpretation

More demanding contestation occurs when the problem is not merely that an existing distinction has been
suppressed, but that the relevant distinction is not institutionally available in the first place. In such cases a
movement, professional community, affected group, or emergent relational systemmay develop concepts,
units of analysis, temporal scales, and evidential practices that make a previously obscure phenomenon
intelligible.

This section uses the term counter-manifold for such cases, but only in a restricted analytical sense.

Definition 11.3 (Counter-manifold). A counter-manifold is a historically generated alternative config-
uration of interpretive units, distinctions, temporal resolutions, concepts, and evidential practices that
makes relations legible in ways unavailable or systematically weakened within a dominant interpretive
configuration.

The definition does not imply total conceptual incommensurability. Most counter-manifolds will
overlap substantially with existing interpretive resources. Nor does it imply that a social group can freely
create any interpretive structure it wishes. New distinctions require practices, evidence, language, insti-
tutional support, and often sustained interaction with the phenomena being interpreted. The manifold
metaphor remains an analytical scaffold rather than a literal claim about smooth geometric structure.

The relation to epistemic-injustice literature is especially close. Fricker’s account of hermeneutical
injustice concerns structural disadvantages in making important social experiences intelligible through
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shared interpretive resources, while Medina emphasizes resistance, plural perspectives, and epistemic
friction (Fricker 2007; Medina 2013). The present framework does not claim to discover this problem
anew. Its narrower extension is to connect interpretive-resource struggles to the layered political economy
developed in the preceding sections: units of analysis, quotient structures, interfaces, archives, computa-
tion, institutional procedures, and material support can all condition whether an alternative interpretive
space becomes practically sustainable.

A counter-manifold may, for example, replace an individual episode as the basic unit of analysis with
a long-duration relational trajectory. It may introduce effective exit rather than formal permission as a
relevant dimension. It may treat repeated low-intensity modifications as cumulative rather than indepen-
dent events. It may recognize an ecological collective, distributed artificial system, or interdependent
assemblage as an ethically relevant unit where a dominant system recognizes only discrete individuals.
These moves are not merely new labels. They change what can become an object of ethical comparison.

Proposition 11.4 (Manifold-level contestation). When a contested harm, dependency, capability, or
claim cannot be adequately represented using the units, dimensions, temporal scales, and conceptual
resources available in a dominant interpretive configuration, effective contestation may require changes
to that configuration rather than only changes to the final classification.

Again, no presumption of correctness follows. Counter-manifolds can erase differences, romanticize
identities, stabilize new orthodoxies, or become exclusionary. Their epistemic and normative quality
remains contestable.

11.4 Counter-interfaces and the politics of translation

Where heterogeneous participants rely on an interface for communication or institutional representation,
contestation may target the interface itself. An official translator, reporting format, model, risk score,
expert intermediary, or technical protocol can determine which signals become admissible and how they
are transformed. A participant may therefore challenge not merely the output of an interface but its
admissibility rules, translation assumptions, temporal resolution, or representation burden.

A counter-interface is an alternative mediation structure designed to preserve distinctions or forms
of expression lost by the dominant interface. It might permit additional evidential formats, support inde-
pendent translation, enable direct access to underlying logs, create multiple representational pathways,
or allow participants to contest how their signals are mapped into institutional categories.

The central issue is not maximal interoperability. Section 6 argued that some opacity and non-
translation can be legitimate. Counter-interface design therefore has to balance accessibility against
extraction. An interface that makes a participant more institutionally legible can simultaneously expose
that participant to monitoring, prediction, or control. The political question concerns who controls the
interface, who can inspect or challenge its transformations, and whether alternative routes remain avail-
able.

This suggests a useful distinction between counter-speech and counter-interface. Counter-speech
operates within an accepted channel to dispute an interpretation. A counter-interface challenges the
channel through which interpretation is produced. The latter is often more resource-intensive because it
can require technical expertise, infrastructure, institutional access, and long-term maintenance.

11.5 Counter-archives and struggles over historical legibility

Archival power creates a temporal dimension of contestation. Where an official archive preserves only in-
stitutionally recognized classifications, excluded traces can disappear before alternative concepts emerge.
Counter-archiving attempts to preserve materials, provenance, testimonies, revisions, and contextual in-
formation that dominant archival systems ignore, compress, or delete.

The political significance of counter-archives is not simply that they offer a rival narrative. They
can preserve the evidential conditions under which future narratives remain possible. This is particularly
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important where current interpretive resources are inadequate. A trace that appears irrelevant today may
become central under a later quotient or interpretive manifold.

Counter-archives therefore interact closely with re-cognizability. They may preserve rawer measure-
ments, minority reports, failed translations, dissenting classifications, contextual metadata, or version
histories that official systems treat as redundant. Bowker and Star’s work on classification and infras-
tructure already demonstrates that categories and standards have historical depth and often render some
experiences visible while obscuring others (Bowker and Star 2000). The present argument adds a tem-
poral power question: which actors possess the material capacity to preserve an alternative record long
enough for future reinterpretation to become possible?

Counter-archives also face risks. Alternative archives can reproduce privacy violations, expose vul-
nerable participants, stabilize unverified allegations, or create new forms of surveillance. Preservation
is therefore not a supreme norm. The important design question is how to maintain future interpretive
possibility while respecting legitimate deletion, confidentiality, and protected opacity.

11.6 Counter-boundaries and contests over governance scope

Section 8 argued that governance depends upon problem boundaries. An institution must decide which
relations, consequences, participants, and shared conditions belong within a governance domain. Con-
testation can therefore challenge not only what an institution decides but the scope of what it claims
authority to decide.

Counter-boundary claims take at least two directions. One seeks inclusion: an affected relation or
externalized consequence has been excluded from the recognized problem. The other seeks limitation:
an institution has expanded jurisdiction beyond the shared condition that originally justified collective
governance. These directions should not be conflated. Political resistance can demand that a previously
invisible externality be counted while simultaneously defending protected locality against comprehensive
institutional inspection.

This duality is especially important in heterogeneous relations. A regulator may need sufficient
access to address a shared ecological or infrastructural risk without acquiring total authority over the
internal normative life of all participants. Conversely, a powerful actor may define a dispute as a private
relation in order to exclude effects borne by others. Counter-boundary contestation asks whether the
current line between local autonomy and shared governance tracks the relevant relational footprint or
primarily reflects existing power.

The existence of a counter-boundary claim does not settle jurisdiction. Boundary contestation is itself
a normative and evidential dispute. But making the boundary contestable prevents jurisdictional scope
from being treated as a neutral fact.

11.7 Counter-infrastructures and the material conditions of resistance

The deepest forms of contestation require material support. Alternative concepts cannot become institu-
tionally consequential if no one can collect evidence, maintain records, translate signals, sustain expert
labor, provide legal representation, or preserve access to the relevant systems. Counter-power therefore
has an infrastructural dimension.

A counter-infrastructure is a material and organizational arrangement that supports an alternative
capacity for interpretation, evidence production, contestation, or institutional action. It may include
independent measurement systems, legal clinics, community archives, alternative technical standards,
open interfaces, audit capacity, advocacy organizations, research networks, or collectively maintained
repositories. The term is intentionally broad because the material requirements of ethical legibility vary
across domains.

This is where the political economy developed in Section 9 becomes central. Actors with abundant
resources can sustain interpretive capacity over long periods. Actors with little capital, expertise, legal
access, or organizational persistence may be able to articulate an alternative interpretation but unable to
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keep it institutionally alive. The difference between a fleeting objection and a durable counter-public can
therefore be partly infrastructural.

We may represent a contestation-support profile for actor or coalition g as

Kg(t) =
(
Kevidence

g ,Kexpertise
g ,Karchive

g ,K interface
g ,K legal

g ,Korganization
g ,Kpersistence

g

)
t
.

The components are not commensurable and should not be aggregated into a single score. The
representation simply records that contestability depends on more than formal permission to object. A
participant can possess a nominal right to challenge a classification while lacking the evidence, exper-
tise, records, translation infrastructure, legal support, or organizational continuity required to make the
challenge effective.

This gives a political-economic interpretation of epistemic resistance. Medina’s emphasis on epis-
temic resistance and friction concerns the capacity to challenge dominant interpretive habits and epis-
temic structures (Medina 2013). The present framework adds that such resistance can itself require
scarce material infrastructures. Unequal distribution of contestation capacity can therefore reproduce
ethical-legibility asymmetry even when an institution formally permits dissent.

11.8 Layer matching and the cost of contestation

Because power operates at multiple layers, contestation can fail by targeting the wrong layer. A partic-
ipant may repeatedly dispute a category when the decisive exclusion occurs in the evidential interface.
A movement may secure a new legal status while the archive required to establish eligibility remains
inaccessible. An institution may create an appeals process while retaining a quotient that systematically
suppresses the distinctions on which successful appeal would depend.

This motivates a diagnostic principle.

Proposition 11.5 (Layermatching). Where an ethically consequential exclusion or distortion is produced
primarily at a particular infrastructural layer, contestation directed only at downstream outputs may have
limited capacity to alter the underlying legibility configuration.

The proposition does not imply that one layer is always primary or that resistance should proceed
in a fixed sequence. Classification, quotients, manifolds, interfaces, archives, boundaries, and material
infrastructures are coupled. Changes at one layer can alter the relevance of others. The point is diagnostic:
analysis should identify where the contested asymmetry is generated rather than assuming that visible
labels are the only meaningful target.

Layer matching also has a cost dimension. Contesting a label may require speech and advocacy.
Contesting a quotientmay require comparative evidence. Contesting an interpretivemanifoldmay require
new concepts, research programs, and institutional learning. Building a counter-interface or counter-
archive can require substantial technical and financial resources. Constructing counter-infrastructure
can require durable organization. Thus the depth of contestation often increases the material burden of
resistance.

This burden can itself become a source of domination. Powerful institutions can demand that chal-
lengers prove not only that an outcome is wrong but that the entire interpretive architecture should be
revised. The requirement to contest at a deeper layer can therefore shift epistemic and material costs
onto already disadvantaged participants. A defensible institution should not treat infrastructural depth as
a reason to make correction impossible.

11.9 Contestability as a second-order institutional capacity

The framework developed so far suggests that institutions should be evaluated not only by the classifica-
tions they produce but also by whether those classifications and their supporting infrastructures can be
challenged. This can be described as a second-order capacity for contestation.

79



DR
AF
T

Contestability is more demanding than transparency. An institution can publish its categories and
still make them practically impossible to challenge. Effective contestability may require access to un-
derlying evidence, intelligible reasons, alternative evidential routes, representation, revision procedures,
preservation of dissent, and limits on retaliation. These conditions differ across domains, and the present
paper does not propose a universal checklist.

Nor should contestability be treated as an absolute norm. Emergency coordination, privacy protec-
tion, technical security, and resource constraints can limit participation or disclosure. Some decisions
require temporary closure. The stronger claim is that where an interpretive infrastructure has durable
consequences for status, protection, allocation, or governance, the distribution of capacity to contest that
infrastructure becomes politically significant.

Claim 11.6 (Second-order legibility). An institution’s ethical-legibility architecture is itself an object of
ethical and political legibility: participants may need to know not only how they are classified, but how
units, distinctions, evidence, interfaces, archives, and jurisdictional boundaries shape that classification.

This second-order perspective is especially relevant to heterogeneous relations. A participant may be
unable to contest a substantive judgment because it cannot first identify which interpretive transformation
produced the judgment. Making mediation inspectable can therefore be a precondition for meaningful
challenge, even where full disclosure is neither possible nor desirable.

11.10 Capture, co-optation, and the ambivalence of counter-power

Counter-power should not be romanticized. Alternative classifications can become rigid, and counter-
manifolds can establish new exclusions. Community archives can become surveillance infrastructures,
while alternative interfaces can be captured by gatekeepers. Counter-boundary claims can externalize
costs onto unrepresented actors. A movement that gains institutional recognition can also acquire incen-
tives to stabilize categories that once functioned as provisional tools of resistance.

This ambivalence follows from the paper’s general commitment to relational analysis. No classifi-
cation is emancipatory merely because it originates outside a dominant institution. No decentralization
is just merely because authority is distributed. No opacity is protective in every context. No increase
in legibility is inherently liberating. The relevant questions concern how a counter-practice is generated,
whose interpretations it enables, which differences it suppresses, what material interests it serves, who
can challenge it, and what future possibilities it preserves or forecloses.

Foucault’s analyses of power are useful precisely because they discourage a picture in which power
is held only at a single center and resistance simply stands outside it (Foucault 1977; Foucault 2007). A
counter-infrastructure becomes part of the relational field in which new forms of normalization, expertise,
and allocation can emerge. This is not a reason for paralysis. It is a reason to keep counter-power itself
contestable.

11.11 Heterogeneous stress tests

The heterogeneous cases motivating the paper clarify why layered contestation matters. In an artificial–
artificial relation, one system may control the logs, interface, and model outputs through which the other
becomes legible to human institutions. A challenge to the final classification may be ineffective unless
independent access to traces or an alternative interface exists. In an artificial–animal relation, the in-
stitution may possess rich behavioral and veterinary vocabularies for the animal but only performance
metrics for the artificial system. Contestation may require a different comparison architecture rather than
symmetrical use of existing categories.

In an animal–alien relation, human institutions may interpret the entire relation through the well-
developed manifold associated with terrestrial biology. A counter-manifold would not mean inventing
arbitrary alien categories. It would mean preserving anomalies, resisting premature quotienting, testing
alternative units and temporal scales, and maintaining enough interpretive openness for unfamiliar func-
tional relations to become investigable. In an alien–alien case, the most important counter-practice may
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initially be archival and procedural rather than classificatory: preserve traces, version interpretations,
prevent one provisional human category from becoming irreversible, and maintain multiple hypotheses
where the normative object itself remains uncertain.

These cases reinforce a central lesson. Contestation under radical heterogeneity may concern not
only who is right within an accepted ethical vocabulary, but whether the vocabulary, unit of analysis,
evidence format, temporal resolution, and governance boundary are adequate to the relation at all.

11.12 Toward resistance to epistemic closure

The forms of contestation examined in this section share a temporal concern. A dominant category
can be challenged today, but the deeper political question is whether present infrastructures preserve
the possibility of challenge tomorrow. Counter-classification without archival support can disappear. A
counter-manifold without institutional continuity can become historically unintelligible. An alternative
interface without maintained standards can become unusable. A dissenting interpretation stored only in
a proprietary system can vanish when access ends.

This suggests that resistance to ethical-legibility power has both synchronic and diachronic dimen-
sions. Synchronic contestation concerns current classifications, quotients, manifolds, interfaces, bound-
aries, and allocations. Diachronic contestation concerns whether the traces, provenance, alternatives, and
institutional memory required for future re-cognition remain available.

The next section therefore turns from counter-power in the present to re-cognizability and resistance
to epistemic closure. The central question is not whether every classification should remain perpetually
unsettled. Institutions require temporary stabilization in order to act. The question is whether practical
closure is designed in a way that unnecessarily destroys the conditions under which future participants
could discover that the present interpretive configuration was incomplete, distorted, or unjust.
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