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Abstract

Increasingly autonomous Al-mediated production can expand task-level capabilities while leav-
ing the renewal of machinery, energy provision, knowledge, labour, and material supply dependent
on wider productive relations. This exploratory paper examines the conditions under which those ca-
pacities can be reproduced without undermining affected ecological processes. Historical-materialist
analysis and a provisional generative-relational (GR) representation are used to distinguish opera-
tional autonomy, continued productive capacity, changes in critical dependencies, ecological via-
bility, and institutional authority over feasible alternatives. Domain-specific reviews assess docu-
mented capabilities and limits in robotics, automated laboratories, production control, computing,
power and cooling, supply chains, repair, and materials recovery. A typed relational model makes
physical flows, enabling conditions, evidentiary provenance, and decision rights jointly inspectable
without treating them as interchangeable quantities. Its incremental value relative to life-cycle as-
sessment, material-flow analysis, reliability engineering, conventional production networks, and es-
tablished provenance methods remains to be tested. Conditional formal constructions are connected
to proposed counterfactual comparisons, empirical measurement protocols, and explicit identifica-
tion and falsification criteria. The paper distinguishes technical feasibility, ecological effects, dis-
tributional consequences, and normative justification, allowing incompatibility or indeterminate re-
sults. It reports no original production experiment, causal ecological estimate, or demonstrated self-
reproducing Al factory and establishes no general ranking of ownership forms. Its contribution is
a bounded research architecture and staged empirical programme for investigating the historically
constituted conditions of ecologically compatible autonomous production.

Keywords: historical materialism; autonomous production; productive reproduction; ecological genera-
tivity; industrial robotics; infrastructural dependence; material circulation; generative-relational inquiry.
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1 Introduction

The expansion of artificial intelligence into the planning, monitoring, and execution of material pro-
duction invites a renewed inquiry into the historical conditions through which societies reproduce their
productive capacities. An industrial installation may carry out a growing range of operations through
robotic manipulation, model-based scheduling, automated inspection, and adaptive experimental design.
Yet its continued operation depends upon inputs and relations that lie beyond the immediate machine
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or facility: accumulated scientific knowledge, the fabrication and replacement of components, electrical
infrastructure, extraction and processing of materials, human maintenance, institutional permissions, and
ecological processes supporting material supply and waste assimilation. A growing capacity to conduct
productive operations without immediate human direction can therefore coexist with substantial depen-
dence upon other workers, infrastructures, territories, and living systems. The central question of this
paper concerns the reorganization of those dependencies and the conditions under which technologically
autonomous production can remain compatible with ecological continuation.

This question concerns a historically specific configuration of productive forces and relations of pro-
duction. In Marx’s analysis of machinery, the use of scientific knowledge and mechanical power acquires
its social character through the organization of production, the ownership of instruments, and the rela-
tions governing labour [120]. The Grundrisse further considers how accumulated social knowledge is
objectified in fixed capital; the frequently discussed passage on the general intellect provides a historical
resource for examining knowledge embodied in machinery, although it supplies neither a description of
contemporary machine-learning models nor a determinate prognosis for them [125]. The development
of automated production presents the enduring analytical problem in another technical form. Produc-
tive knowledge may be created across scientific communities, education systems, public infrastructures,
industrial workplaces, and distributed software development, while the practical capacity to deploy its
outputs depends upon particular arrangements of capital, equipment ownership, access rights, skilled
labour, and material inputs. The relations connecting collective knowledge to effective production thus
warrant investigation alongside the capabilities of the resulting machines.

The object of inquiry is productive reproduction: the ongoing maintenance, replacement, renewal,
and transformation of the conditions that make productive activities possible. This notion is used at
several distinguishable levels. First, a productive system must remain operational at the level of its as-
signed tasks, technical components, reliability requirements, and throughput. Second, the infrastructures
that sustain those components must themselves be reproduced through energy supply, tools, trained per-
sonnel, knowledge transfer, fabrication capacity, and material circulation. Third, productive activities
are organized through social relations that condition investment, labour, appropriation, distribution, and
access to the means of production. Fourth, the extraction, transformation, and circulation of materials
interact with ecosystems whose regenerative and evolutionary dynamics cannot simply be substituted
by maintaining technological equipment. These levels are related but do not share a single metric. A
system may maintain specified output while imposing pressures on ecological functions, or may exhibit
improvements in material efficiency while transferring environmental burdens into distant supply chains.
The analysis consequently distinguishes the reproduction of technical capacity, the reproduction of social
relations, and the continuation of ecologically significant processes.

Contemporary developments give this older theoretical problem new empirical content. The Interna-
tional Federation of Robotics reported approximately 603,000 industrial robot installations worldwide
during 2025 and an operational global stock of approximately 5.079 million industrial robots, according
to its September 2026 World Robotics reporting [69, 70]. These figures indicate the extension of indus-
trial robotic equipment, although an installed robot should not be counted as an independently reproduc-
ing factory. In a different domain, the International Energy Agency estimated worldwide data-centre
electricity consumption at approximately 485 TWh in 2025 and projected roughly 950 TWh for 2030 in
its April 2026 central outlook [68]. This projection covers data centres generally, not solely computing
for autonomous material production; it should be interpreted as evidence about an important support-
ing infrastructure and its prospective energy demands rather than as a direct estimate of energy required
for autonomous manufacturing. The IEA’s 2026 critical-minerals outlook also documents continuing
supply-chain concentration and highlights the relevance of strategic minor minerals to high-technology
and digital systems [67]. Together these sources motivate investigation of the physical and geographi-
cal conditions of technological autonomy. They do not themselves establish that artificial intelligence
caused an increase in total material extraction, nor that the observed installations possess high levels of
cognitive, maintenance, or reproductive independence.

The wider social metabolism supplies an additional reason to ask how technical advances affect
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Table 1: Selected empirical contexts for the investigation of Al-mediated productive reproduction. The
indicators describe different systems; none directly measures system-wide reproductive autonomy.

Indicator and period

Reported magnitude

Appropriate evidential interpretation

Industrial
world, 2025

robots,

Data-centre electric-
ity, world, 2025 and
2030

Material extraction,
world, 1970 and 2024

Approximately 603,000 instal-
lations; 5.079 million operating
units [70]

485 TWh estimated for 2025;
950 TWh projected for 2030
[68]

Approximately 30 and 106.6 bil-
lion tonnes per year [184]

Annual installation flow and year-end operating stock;
neither measures whole-factory autonomy.

Supporting computational infrastructure; 2030 is a
modeled projection.

Long-run total economy-wide material throughput; no
Al-specific causal attribution.

Electronic waste, 62 million tonnes generated; End-of-life conditions for all reported electronic-
world, 2022 22.3% formally documented equipment categories.

collection and recycling [101]
Occupational expo- About 25%  with some Task-based exposure, not observed unemployment or
sure, world, ILO generative-Al exposure [74] industrial automation.
2025 model

the reproduction of their material conditions. The United Nations Environment Programme’s Global
Resources Outlook 2024 reports an economy-wide series rising from approximately 30 billion tonnes
in 1970 to an estimated 106.6 billion tonnes for 2024 [184]. That long-period series covers economic
activity as a whole and cannot be assigned to contemporary artificial intelligence. It does, however,
locate autonomous production within an already extensive transformation of material throughput. The
International Telecommunication Union and the United Nations Institute for Training and Research esti-
mated that the world generated about 62 million tonnes of electronic waste in 2022, of which 22.3% by
mass was documented as formally collected and recycled [101]. The measurement concerns electrical
and electronic equipment broadly, not a specific class of Al systems. It nonetheless illustrates the gap
between technological use and documented materials recovery. Reproduction of an automated facility
involves the lifecycle of its equipment as well as its immediate operation, and claims of circularity must
take account of recovery yields, reprocessing inputs, losses, secondary-material quality, and continuing
primary extraction.

The relation between technical automation and living labour requires equally careful measurement.
The International Labour Organization’s 2025 global index estimated that roughly one quarter of world-
wide employment was in occupations with some exposure to generative Al, while approximately 3.3%
was in its highest exposure category [74]. This is a task-based occupational exposure estimate rather than
an observed displacement rate, and it primarily concerns generative-Al capabilities rather than factory
robotics alone. Such distinctions matter for any historical claim about an emergent structure of produc-
tion. The technical potential to automate a task does not specify whether employers adopt the technology,
reorganize work, alter working hours, intensify surveillance, retain workers for complementary functions,
or displace employment through changing demand. A facility’s apparent independence from direct hu-
man execution may likewise depend upon external maintenance crews, supply-chain labour, data work,
repair specialists, and services supporting workers’ reproduction. A historical-materialist account must
follow these relations beyond the visible point of operation.

Table 1 places selected measures beside the propositions they can legitimately motivate. The table is
intentionally heterogeneous. Its entries refer to different years, denominators, spatial boundaries, mea-
surement methods, and kinds of uncertainty, so they are not components of a composite autonomy or
sustainability index. The substantive empirical review in Section 5 will examine these and related series
in greater methodological detail.

The relevant historical question is accordingly more specific than whether machines replace work-
ers or whether optimization reduces emissions. It is how changes in the capacities of machinery al-
ter the structure of necessary labour, investment, scientific knowledge, technical maintenance, supply-
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chain dependence, and resource use, while different relations of production condition the choices made
among technologically available alternatives. Under investor-owned, publicly operated, cooperative, or
commons-oriented institutions, physically similar technologies can face different imperatives, resource
constraints, forms of oversight, and distributions of productive benefits. None of these organizational
categories guarantees an ecological outcome. Nor is technical change a mechanically sufficient cause
of a particular future institutional order. The aim is to identify which material and social mechanisms
mediate changes in feasible production, and how those mechanisms can be observed and tested.

The ecological dimension cannot be derived from conventional measures of plant-level efficiency
alone. An autonomous production process can achieve lower energy consumption per unit of output and
still increase total energy demand if the scale or composition of production changes. Equipment may
be durable locally but dependent upon material extraction elsewhere; recycling may reduce demand for
particular inputs while creating additional energy use, emissions, or exposure along the recovery chain.
The restoration of machinery and the recovery of damaged ecosystems also exhibit distinct causal mech-
anisms and time scales. Work in ecological historical materialism, including analyses of the metabolic
relations between social production and nature, motivates inquiry into the ways productive expansion
may compromise its own biophysical conditions [41]. Yet ecological compatibility must be established
in specific contexts using biophysical inventories, ecological states, exposure pathways, and recover-
ability evidence. The use of the term metabolism does not itself demonstrate a given mechanism, and a
general critique of extractive production cannot replace measurements of actual impacts.

The paper’s guiding distinction is between operational autonomy and reproductive autonomy. Op-
erational autonomy concerns the extent to which a specified system can complete a defined set of pro-
ductive tasks under stated service requirements without particular external interventions. Reproductive
autonomy concerns its capacity to maintain or restore that operational ability over a specified horizon, ac-
counting for maintenance, component replacement, knowledge and personnel requirements, energy and
material supplies, and dependencies crossing the selected system boundary. The measures are necessar-
ily boundary- and horizon-relative. An industrial robot may be capable of highly automated operations
during its working cycle while relying on specialized human interventions or non-substitutable parts
when a critical component fails. Consequently, an increase in task-level independence does not logically
establish a corresponding increase in infrastructural self-reproduction. The proposed reproduction-gap
hypothesis concerns whether this divergence is systematically important in identifiable production set-
tings, not whether a perfectly self-sufficient industrial system is theoretically possible.

A second analytical focus is the relocation of dependencies. Automation may reduce certain require-
ments for human execution while changing exposure to chips, energy systems, communications, process
equipment, upstream materials, or contractual and legal control over technology. These changes involve
heterogeneous flows and permissions that resist meaningful aggregation into an undifferentiated index.
The related proposal of scarcity migration asks whether effective production constraints shift toward
alternative inputs or institutional interfaces when previously costly operations become less demanding.
Historical and contemporary research on input—output relationships, industrial ecology, supply-chain re-
silience, maintenance systems, and economic power already address significant portions of this terrain.
The intended contribution of a generative-relational (GR) representation is narrower: to test whether
explicitly recording typed dependencies, their evolution, their controlling institutions, and the opportu-
nities they enable or foreclose adds identifiable explanatory or predictive value to competent established
approaches. Its relevance depends upon comparative performance; a representational framework does
not acquire independent empirical authority through its conceptual breadth.

The investigation is organized around four connected questions. First, what activities, support inter-
ventions, equipment-restoration obligations, boundaries, and horizons must be specified before claims of
operational or reproductive autonomy are comparable? Second, which observed changes in required in-
puts, substitution options, maintenance burdens, and effective access rights explain the relocation of pro-
ductive dependencies and associated transformations of labour? Third, under what measured conditions
can a defined productive service be sustained while ecological states remain within independently justi-
fied and scientifically defensible constraints? Fourth, how do financing, information, authorization, and
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governance alter the set of implementable production policies and the allocation of their consequences?
The questions follow different evidentiary routes: activity and repair records for autonomy, supplier
and access histories for dependency changes, ecological observations for continuation, and decision and
institutional records for implementability. An answer to one cannot substitute for the others.

Four proposed mechanisms organize the subsequent tests: a possible gap between task execution
and replenishment of productive capacity; relocation rather than simple elimination of necessary inputs;
conditional compatibility between technical continuation and site-specific ecological continuation; and
institutional selection among technologically feasible production pathways. These mechanisms can op-
erate together without moving in the same direction. A facility might automate inspection, diversify
component supply, reduce absolute life-cycle burdens, and nevertheless remain dependent on a non-
substitutable proprietary repair service. Another may gain technical independence while increasing pres-
sures on a vulnerable watershed. The paper therefore asks which changes can be identified separately,
and which alternative explanations survive comparison with established industrial-ecological, economic,
and reliability methods. A credible result may be favorable, adverse, null, or unidentified; none is to be
made confirming merely by redescribing it as a relational transformation.

The study develops these questions through three connected modes of inquiry. A historical-
materialist analysis examines the development of productive forces within changing relations of
appropriation, labour, knowledge, and social reproduction, without treating technological change as a
self-sufficient historical agent. A domain-specific technical review evaluates industrial robotics, au-
tonomous scientific laboratories, production control, computing infrastructures, energy systems, supply
chains, repair, and material recovery, assigning weight to evidence according to the scope and maturity
of each demonstration. For example, the corrected account of the A-Lab inorganic-materials experiment
reports a bounded 17-day campaign realizing 36 of 57 targets; this is evidence for an experimentally
specific form of adaptive laboratory autonomy, with an explicit post-publication correction, not for an
autonomous industrial system capable of reproducing its laboratory infrastructure [178, 179]. Finally,
a comparative methodology investigates matched production policies, dependency networks, environ-
mental inventories, labour conditions, and institutional settings, including feasible counterfactuals and
conditions that would weaken the proposed theoretical synthesis.

The conceptual architecture draws provisionally on GR inquiry developed in related work on eco-
logical knowledge formation through oceanic robotics. Here the material production of artefacts, the
continuation of productive activities, and the reproduction of their enabling infrastructures constitute dis-
tinct objects from ecological observation. The transfer is thus conceptual and methodological. It does
not assume that a formalism proposed for tracing scientific observations is automatically adequate for
supply chains, social institutions, ecological dynamics, or industrial control. Where standard tools, in-
cluding life-cycle assessment, material-flow accounting, reliability analysis, input—output methods, and
recorded data provenance, are sufficient, no additional GR vocabulary is required. Where additional rep-
resentation is proposed, the paper specifies prospective comparisons against those competent alternatives.
Value categories likewise remain distinct: monetary exchange, productive use, scientific benefit, ecolog-
ical continuation, and institutional legitimacy may be related without constituting quantities naturally
reducible to one another.

The argument proceeds through thirty numbered sections, with section as its highest organizational
level. Sections 2-5 develop the historical analysis and contemporary empirical setting. Sections 6-12
examine typed production relations, autonomy, recursive dependencies, bottlenecks, appropriation, and
the reproduction of labouring capacities. Sections 13-20 review domain-specific engineering, energy,
supply, repair, and materials-recovery evidence. Sections 21-25 investigate ecological continuation,
recoverability, life-cycle consequences, robust viability, and cumulative scale effects. Sections 26-29
then address institutionally feasible choices, causal policy comparison, dependency measurement, and
inferential limits. Section 30 synthesizes the resulting claims and specifies a staged research programme.

The present inquiry is a theoretical and research-design investigation. It reports no original factory
deployment, new robot trial, primary life-cycle inventory, causal labour estimate, or independent ecologi-
cal field evaluation. Its historical interpretations, proposed GR constructs, and formal feasibility models
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are therefore presented with distinguishable evidential status. The immediate scholarly task is to turn
the historical question of productive reproduction into empirically discriminating comparisons: between
operational and reproductive capacity, between local efficiencies and system-wide outcomes, between
technical feasibility and ecological viability, and between alternative institutional rules for selecting and
sustaining productive activity. The next section establishes the historical-materialist categories needed
for these comparisons and addresses their scope and competing interpretations.

2 The Historical Organization of Productive Reproduction

The historical organization of productive reproduction establishes the explanatory foundations for the
paper’s account of autonomous Al production. The central question concerns how societies maintain
and transform the capacity to produce, rather than the productivity of a machine considered in isola-
tion. It requires attention to the material conditions under which production recurs, the social relations
that organize access and appropriation, the activities that reproduce human capacities, and the ecologi-
cal processes on which production depends. Historical materialism offers an account of the connection
among these processes, although competing interpretations differ over their causal priority and mecha-
nisms. This section reconstructs the relevant categories, distinguishes their explanatory levels, and sets
out the conditions under which they may guide empirical inquiry without presupposing a determinate
future social formation.

2.1 Material Production Within Historically Constituted Relations

In the 1859 preface to A Contribution to the Critique of Political Economy, Marx presents the relations
entered into through social production alongside the development of material productive forces, arguing
that contradictions among them are central to historical transformation [119]. These concepts define
an investigation into the organization of social existence. Productive forces include labour capacities,
instruments, methods of coordination, and usable knowledge; they operate through particular arrange-
ments of access, control, obligation, and cooperation. Relations of production concern the socially consti-
tuted positions through which persons and institutions direct, sustain, and appropriate productive activity.
Property and legal arrangements are consequential dimensions of those relations, although their practical
operation also depends on enforcement, bargaining power, and infrastructure.

This formulation does not render technical artifacts inert. A power loom, a numerically controlled
machine, or an automated production cell can change feasible tasks and the organization of work. Yet a
machine’s incorporation into social production depends upon investment, labour organization, material
supply, skills, and the purposes governing its operation. The same physical type of equipment may be
operated within an investor-owned company, a public research establishment, a cooperative, or a shared
production facility. Those differences affect whose needs guide output, the treatment of maintenance
and ecological costs, the ability to change productive decisions, and the distribution of resulting capac-
ities. Conversely, institutions face constraints arising from actual production possibilities. The relation
is reciprocal, historically situated, and mediated rather than reducible to a general opposition between
technology and society.

A useful distinction concerns the capacity to perform an operation and the social possibility of ex-
ercising that capacity. An industrial robot might be capable of assembling a component given specified
materials and programming. Whether the component can be manufactured repeatedly also depends on
continued parts supply, tool wear, available energy, authorized access, compatible software, skilled in-
tervention, and financing. Technically feasible operations thus form only one subset of the trajectories
available to a historically organized production system. This section uses this distinction provisionally;
the production-boundary and dependency representations developed in later sections will make its system
assumptions explicit.

Historically constituted relations should also be distinguished from an assumption that a society is
governed by one homogeneous mode of activity. Household subsistence, public provision, contractual
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employment, cooperatives, informal labour, and commercial exchange can coexist and become interde-
pendent. Their significance may differ across regions, industries, and institutional scales. A historical-
materialist inquiry must accordingly specify which arrangements are being examined, whose actions they
organize, and how their material reproduction is achieved. The presence of Al-mediated coordination
alone does not justify classifying a production system as a new mode of production.

2.2 The Reproduction of Production Beyond the Individual Establishment

Using chapter numbering from the linked English editions (which differs across some historical editions),
Marx develops a decisive distinction in the analysis of simple reproduction in Capital, Volume I: a pro-
ductive activity viewed as a recurrent social process must replenish the conditions of its continuation,
while repetition under capitalist relations also contributes to reproducing those relations [121]. His treat-
ment of the reproduction of aggregate social capital in Volume II examines the relationship between
production of means of production and production of consumption goods, including the replacement of
used-up productive inputs [124]. These analyses prevent an individual enterprise’s sales, revenue, or
short-run efficiency from being confused with society-wide continuity.

Anisolated productive operation can consume inventories, degrade machinery, or draw down ecolog-
ical stocks while reporting a successful output. Its repetition requires replacement inputs and continuing
services, many of which originate beyond the establishment. In Marx’s two-department reproduction
analysis, the material forms of outputs matter alongside their value magnitudes: a monetary amount suf-
ficient to purchase replacement equipment cannot itself supply equipment that has not been produced and
made accessible. The scheme is not a detailed input—output account of modern industry, but it makes
analytically visible the intersectoral conditions of reproduction [124]. At contemporary industrial scale,
these conditions include electrical systems, software maintenance, calibration equipment, communica-
tions networks, upstream fabrication, and industrial waste management.

Reproduction can preserve an existing production scale or participate in expanded accumulation.
Marx examines the reinvestment of surplus value into additional productive capacity under capitalist
conditions and emphasizes that expansion requires material means of production and means of subsis-
tence rather than a merely financial decision [122]. This distinction remains relevant when automated
systems support higher output or lower unit costs. Profitable reinvestment, industrial capacity extension,
and adequate replacement of physically necessary inputs are different propositions. The expansion of
one facility may also alter the conditions of reproduction for suppliers, displaced workers, public infras-
tructure, and ecological systems. At a societal level, a growing aggregate of productive installations
could coexist with the deterioration of some of its enabling conditions.

We therefore adopt productive reproduction as a relational research object: the activities and depen-
dencies through which productive capability, necessary inputs, and institutional access are sustained or
transformed across a specified boundary and assessment horizon. A system’s future capacity cannot be
inferred solely from current throughput, even when its performance is highly automated. An observa-
tion period can show that productive activity continues with limited intervention; a longer or differently
bounded assessment may reveal reliance on external repairs, replacement tools, trained personnel, or
cumulative depletion. This definition is proposed for the present inquiry and does not claim to supersede
the diverse historical and economic meanings of reproduction in Marxian scholarship.

2.3 Accumulation and the Reproduction of Social Relations

In a capitalist production process, reproduction concerns both material means and the historically specific
relation through which labour power, productive assets, and surplus are mobilized. Marx’s distinction
between simple reproduction and accumulation clarifies how recurrent production may renew the social
conditions of wage labour and capital ownership, while the conversion of part of surplus value into addi-
tional capital can change the scale of production [121, 122]. This account cannot be transposed without
qualification to a publicly funded laboratory, cooperative workshop, or commons-maintained computa-
tional resource. Such arrangements likewise require material replacement and social coordination, but
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may employ different rules of appropriation, contribution, investment, and distribution.

For the present paper, the analytical sequence is to identify a technology’s actual productive capabil-
ity, reconstruct the social arrangements necessary for its operation, and then examine the reproduction
of those arrangements through production. These processes should be studied separately before their
interaction is assessed. A privately controlled automation platform may be maintained through pub-
lic scientific education, publicly funded research, user-generated data, supplier expertise, or contracted
maintenance. The institutional recognition and monetary remuneration of these contributions can differ
from their material importance. Likewise, a public production facility may depend on proprietary oper-
ating software or externally controlled fabrication equipment. Public ownership of a facility does not by
itself establish independent access to the infrastructure required for continued operation.

Appropriation here means the historically organized processes through which actors obtain or control
claims over outputs, productive means, knowledge, income, or decision authority. Those objects differ
in legal form and measurability. The ownership of a machine, the permission to use a software model,
the power to purchase scarce inputs, the right to reproduce a process, and the authority to decide which
ecological impacts are acceptable may be assigned to different actors. They should therefore be traced
independently. The distinction matters for evaluating AI production because automated coordination can
modify some operational tasks while leaving control over financing, equipment, intellectual property, and
market access unchanged or altered in different directions.

Capital accumulation is one historically specific mechanism for reproducing and extending produc-
tive capacity. The broader investigation must also encompass arrangements in which surpluses are allo-
cated through budgets, membership decisions, commons rules, or planned provisioning. A comparison
cannot infer ecological or distributive consequences from a regime’s name: governance effectiveness,
investment conditions, public accountability, compliance, and technical feasibility must be observed.
Conversely, technical performance cannot establish the legitimacy of a regime of appropriation. The pa-
per consequently examines the interaction between technical possibilities and institutional reproduction
without presenting either as sufficient to determine the other.

2.4 The Reproduction of Labouring and Social Capacities

Productive continuity requires the reproduction of human capacities, including sustenance, learning,
health, care, collective coordination, and the transfer of knowledge. In Marx’s treatment of social repro-
duction, the maintenance of labour power is connected to historically constituted consumption require-
ments and the reproduction of capitalist relations [121]. Subsequent social-reproduction scholarship
broadens the investigation to activities and institutions that sustain everyday life, including care, edu-
cation, households, public services, and unevenly distributed forms of unpaid work. Fraser argues that
a comprehensive account of capitalism needs to examine social reproduction, political power, and eco-
logical conditions as enabling and contested conditions of economic production [43]. These dimensions
should not be treated as a peripheral supplement to a machine-centred model.

Al-mediated automation makes the distinction between task substitution and social reproduction es-
pecially important. A system may replace a specific assembly, classification, or scheduling operation
while continuing to depend on human development of technical methods, construction and servicing of
equipment, supervision, workplace coordination, medical and educational systems, and social institu-
tions through which workers live. Changes in the labour required at an observed facility are not equiv-
alent to changes in the total labour needed across its supply network. Neither do reduced labour hours
directly establish improvements in employment security, wages, autonomy, or the distribution of neces-
sary care work. These are historical and empirical relationships requiring separate evidence.

A further distinction concerns the valuation and recognition of such activities. Labour contributing
to technological capacity may be remunerated through wages, contracts, public funding, or indirect so-
cial provision, while other essential activities remain unpaid or minimally recorded in organizational
accounts. Whether a transition to autonomous production reduces, intensifies, relocates, or reorganizes
labour depends partly on market demand, the availability of complementary skills, contractual relations,
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Table 2: Analytical domains of productive reproduction and their distinct evidential requirements. The
categories overlap causally but do not form interchangeable measures of success.

Domain Question of continuation Evidence needed for a bounded assessment
Technical capacity Can productive functions be Equipment lifetime, repairability, replacement inputs,
maintained or restored? availability, service dependencies and operating hori-
zon.
Institutional rela- Can recognized rights, obliga- Ownership and licensing records, procurement con-
tions tions and authority remain op- straints, governance decisions, access conditions and ef-
erative or change? fective enforcement.

Social reproduction =~ How are human capacities and Working conditions, labour time across supply chains,
necessary supporting activities care arrangements, skill formation, income and public

sustained? provision.
Ecological continua- Which ecological processes re- Spatially explicit material and energy flows, exposure,
tion main viable following produc- ecological response, recovery evidence, uncertainty and
tive intervention? relevant baselines.

and wider institutions. Section 12 will treat those mechanisms in detail. At this stage it is sufficient to
establish that the reproduction of labouring and social capacities cannot be inferred from the apparent
independence of an automated machine.

2.5 Ecological Conditions of Productive Continuation

Historical production also operates through material exchanges with ecological systems. Natural pro-
cesses supply biophysical conditions for agriculture, extraction, energy generation, water use, atmo-
spheric regulation, and material transformation. Industrial infrastructures can alter these conditions
through land conversion, pollution, resource depletion, and cumulative effects. Such interactions enter a
historical-materialist account of reproduction both as constraints on productive activity and as transfor-
mations of ecological relations whose significance extends beyond human economic use.

Ecological interpretations of Marx differ in emphasis, but Foster’s reconstruction of the metabolic
rift identifies an important intellectual precedent: capitalist organization can disrupt material exchanges
and regenerative processes on which social production depends [40]. Saito’s study of Marx’s ecolog-
ical writings likewise provides an account of the significance of natural-scientific inquiry to Marx’s
critique of political economy [162]. These contributions support taking material ecological interactions
seriously while leaving open the specific causal effects of contemporary Al systems, which require sepa-
rate measurement. A production arrangement may aggravate, mitigate, or reorganize ecological burdens
depending on technology, scale, regulation, and patterns of demand.

For this paper it is necessary to distinguish at least three forms of continuation: the reproduction of
technical productive capacity, the reproduction of social and institutional arrangements, and the continu-
ation or regeneration of ecological processes. They influence one another but need not move in parallel.
Replacement components may restore the operation of a production line while extraction to manufac-
ture those components contributes to habitat disturbance elsewhere. A financially self-sustaining en-
terprise may shift material burdens onto communities or ecosystems beyond its accounting boundary.
Conversely, restoration and remanufacturing practices could improve some ecological conditions while
increasing near-term costs or maintenance requirements. Each case requires specified boundaries, mea-
sured effects, and an explicit counterfactual.

Table 2 specifies a methodological separation needed for the later comparative analysis. A single
financial, energetic, or productivity indicator cannot stand in for all four domains. Even within an eco-
logical assessment, resource efficiency and ecological viability have different evidential objects. A lower
energy requirement per unit of output may be offset by increased aggregate throughput or by disturbance
channels not represented in energy statistics. The social importance of ecological continuation also can-
not be derived entirely from its instrumental contribution to industrial output. The selection of acceptable
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risks, habitat losses, or compensatory actions involves ecological knowledge and legitimate normative
procedures, examined in Sections 21-29.

2.6 Historical Explanation and the Limits of Technological Determination

An important methodological dispute concerns the priority of productive forces relative to relations of
production. Cohen’s analytic reconstruction offers a systematic defence of an explanation assigning
primacy to the development of productive forces [24]. In contrast, Brenner’s work on agrarian class
structures emphasizes historically specific class relations in accounting for divergent paths of economic
development [15]. Wood likewise argues against accounts in which capitalism emerges as an inevitable
extension of trade, stressing the historically particular social relations and imperatives of capitalist accu-
mulation [192]. These are significant differences in explanatory emphasis, and this paper does not settle
them by adopting Al technological change as a privileged historical cause.

A further warning against a simplified one-way causal account comes from Engels’s later clarifi-
cation that the material production and reproduction of life should not be equated with a claim that
economic variables are the sole determinants of historical outcomes; political and legal forms may mate-
rially influence the shape of historical development [32]. The present research treats technology, labour,
institutional authority, and biophysical constraints as interacting causal candidates whose effects must be
established in a given historical setting. This approach is compatible with taking material limits seriously
while avoiding the presumption that one technology necessarily generates one relation of ownership or
one ecological trajectory.

Methodologically, the dispute calls for distinguishing three questions. The origin of an institution
or technical configuration concerns how it arose under particular historical conditions. Its reproduction
concerns which mechanisms sustain it across observed production episodes. Its transformation concerns
the pathways through which those mechanisms change or fail. A capability introduced by machine learn-
ing might be adopted because of a labour shortage, a procurement programme, a competitive strategy,
or a scientific objective. Once installed, its continuation may depend on patents, energy contracts, inter-
operable equipment, or public infrastructure that were less salient during its development. Its effects on
labour, output, and ecology then depend on subsequent decisions and conditions. The three questions
have overlapping evidence but are not interchangeable.

This distinction also constrains counterfactual inference. Correlations between the adoption of au-
tomation and the concentration of ownership cannot determine whether the technology caused concen-
tration, whether concentrated firms were more capable of adopting the technology, or whether an un-
observed institutional condition shaped both. Claims about ecological compatibility likewise require
comparisons against materially plausible production alternatives, including situations where a less au-
tonomous configuration performs better. Historical explanation consequently benefits from compara-
tive cases, reconstructed decision sequences, matched technical baselines, and explicit uncertainty about
unobserved causal mechanisms.

2.7 Implications for Autonomous Al Production

The preceding reconstruction gives autonomous production a more precise historical research object.
Operational automation concerns capabilities realized within selected productive episodes. Productive
reproduction concerns the maintenance, replacement, and transformation of the relations and conditions
that make those episodes possible. Historical materialism demands that both be studied through the mate-
rial organization of production, the relation between collective capacities and control, and the distribution
of the burdens of reproduction. The ecological extension adds an examination of continuing biophysical
processes that may be altered or diminished by the very interventions sustaining technical capacity.

A concrete research comparison can therefore begin with two facilities capable of producing the
same class of output at equivalent quality. If one relies on more autonomous execution, the relevant
inquiry extends to equipment longevity, external replacement and maintenance, upstream material and
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energy use, labouring conditions across suppliers, rights over necessary software, and measured ecologi-
cal effects. The outcome could be that automation reduces some dependencies, diversifies repair options,
and lowers total burdens. It could instead concentrate reliance on a non-substitutable component or re-
locate pollution to an upstream production site. Both outcomes remain admissible under the historical
framework developed here. Ownership or governance comparisons require the same care: different in-
stitutional arrangements may enlarge or restrict feasible production in ways that are not predictable from
their labels.

This section establishes four premises for the subsequent investigation. First, productive forces are re-
alized within historically specific relations of access and appropriation. Second, the continuity of produc-
tion requires replenishing material, social, and institutional conditions beyond the immediate operation.
Third, technical, social, and ecological reproduction are analytically distinct, even where their causal
interactions are strong. Fourth, historical transformations cannot be derived from technical capability
alone; they require inquiry into mechanisms, institutions, ecological constraints, and viable alternatives.
Section 3 will examine a specific historical development within this architecture: the incorporation of
collectively generated knowledge into machinery and the changing terms under which that knowledge
becomes effective productive capacity.

3 The Incorporation of Collective Knowledge into Machinery

The historical reproduction of production examined in Section 2 depends upon more than the replace-
ment of equipment and material inputs. Productive capabilities also incorporate accumulated knowledge:
practical techniques, scientific theories, technical standards, records of experimental failure, methods of
coordination, and the expertise needed to maintain and revise them. This section investigates how such
knowledge becomes materially effective through machinery, computation, and the organization of labour.
Its purpose is to distinguish the collective origins of productive intelligence from the historically vari-
able arrangements through which particular actors gain access to, govern, and appropriate its application.
Marx’s analysis of fixed capital provides the principal historical-materialist point of departure; subse-
quent histories of industrial automation and contemporary evidence on research, Al development, and
intellectual property clarify both the continued relevance and the limits of this analogy.

3.1 Social Knowledge as a Constituent of Productive Capacity

A machine does not embody knowledge merely because an expert designed it. Its operation presupposes
a historically accumulated body of possibilities for acting on materials, transmitting forces, measuring
change, coordinating sequences, and addressing failure. A cutting tool depends on metallurgical knowl-
edge and manufacturing tolerances; an industrial controller depends on mathematical representations,
sensors, electronics, software protocols, and records of operation; a machine-learning-guided laboratory
additionally depends on training data, an experimental ontology, laboratory procedures, reliable instru-
ments, and criteria for recognizing a successful result. These resources are developed and reproduced
through multiple institutions and activities rather than through a single, self-contained act of invention.

Three distinctions are consequential. First, knowledge production involves the formation, evalua-
tion, correction, and circulation of representations and practical competences. Second, productive in-
corporation occurs when selected competences and representations become causally effective through a
particular instrument or coordinated labour process. Third, productive command concerns the rules and
effective powers through which the instrument can be used, modified, maintained, or withheld. These
are related processes, but their institutional subjects, temporalities, and material requirements can differ.
The publication of a method does not itself fabricate a working device. Conversely, possession of an op-
erating device does not establish the capacity to recover its design knowledge or to replace components
once they wear out.

The historical relation is reciprocal. Practical production generates observations, anomalies, skills,
and demands that condition subsequent scientific work. Laboratories and engineering organizations con-
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vert some of this experience into transferable representations; those representations, when embedded
in tools, can reorganize production and create further occasions for learning. Knowledge may thus be
productive before it is encoded in a machine, and its future development may depend on access to the
material systems in which it is exercised. A historical-materialist interpretation must account for this cir-
culation rather than describe innovation as a unilateral transfer of intellectual discoveries into otherwise
passive industry.

3.2 The Objectification of Knowledge in Marx’s Analysis of Machinery

The passages on machines and fixed capital in Marx’s Grundrisse, drafted in 18571858 but published
posthumously and cited here through a later English translation, describe the growing significance of
general social knowledge within the material powers of production [125]. Machinery appears as a his-
torically produced objectification of collective capacities, within which science and cooperation acquire
productive effectiveness. In this argument, the concept frequently described as general intellect concerns
the societal development of knowledge and productive organization. It is neither an anticipation of a par-
ticular machine-learning architecture nor a claim that intellectual work resides entirely inside a physical
apparatus. The objectification of knowledge is a social and material process: instruments, techniques,
organization, and labour become mutually implicated in production.

In Capital, Volume I, Marx locates machinery within the organization of the factory and examines
its effects on labour, the labour process, and the capitalist pursuit of surplus value [120]. His account is
analytically different from celebrating technological progress in the abstract. The incorporation of sci-
ence into an organized system of machinery can increase productivity while altering workers’ practical
discretion, the distribution of tasks, supervision, and control over the labour process. The intellectual
capacities embodied in the system may confront particular workers as an external power where owner-
ship and direction of productive assets are separated from the workers who operate them. The relevant
contrast concerns historically specific social relations, rather than an inherent moral property of scientific
knowledge or automation.

The two texts should also be distinguished. The Grundrisse notebooks constitute an exploratory
manuscript; Capital develops a more elaborated critique of the organization of production under capital-
ist relations. The term general intellect should therefore be used with interpretive restraint. Extending
it to Al requires a reconstructed argument about how social knowledge is produced, materially incorpo-
rated, and institutionally organized, rather than an assertion that contemporary Al is itself Marx’s general
intellect. Nor does the category supply an empirical measure of how much collective knowledge resides
in a given model or machine.

For the present research, the useful historical proposition is narrower and testable at the level of
mechanism: productive intelligence can be socially generated, materially embodied, and institutionally
controlled through different arrangements. The interests and capacities that guide the technical design
of machinery may differ from those of the persons whose activity generated its antecedent knowledge or
who depend on its operation. The subsequent questions are which contributions matter to the machine’s
operation, how they can be recognized, and how access to the resultant capacity is organized.

3.3 The Social Selection of Technical Designs

Studies of industrial automation have demonstrated that the architecture of productive machinery is
shaped by decisions concerning work organization and authority. David Noble’s history of numeri-
cal control describes competing approaches to automating machine tools and argues that institutional
investment, military procurement, and managerial preferences influenced which approach acquired mo-
mentum [135]. Its significance for this paper lies in the possibility that a chosen technology may reflect
a particular allocation of control among workers, engineers, managers, and outside institutions. Tech-
nical feasibility alone does not explain why one arrangement of knowledge and productive authority is
selected over another.
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This historical finding should not be elevated into a universal explanation. Technical reliability, pro-
duction volume, workplace skill, market competition, and available infrastructure can also influence
a design decision. Some techniques that separate planning from execution may deliver valuable con-
sistency and safety; others may impair operator judgement or create brittle dependence on unavailable
experts. Comparative investigation must reconstruct the actual alternatives, the constraints under which
they were assessed, and the evidence for their performance. It should allow cases in which decentraliza-
tion improves adaptability and cases in which centralized coordination reduces risk or waste.

Recent scholarship on the social history of Al further emphasizes the relevance of labour organization,
classification, and historically accumulated patterns of perception and coordination to computational in-
telligence [150]. Such interpretations are valuable interlocutors rather than exhaustive accounts of AI’s
technical development. The empirical architectures of contemporary learning systems require analysis
of statistical estimation, optimization, computing hardware, experimental practices, and particular de-
ployment settings. An explanation grounded exclusively in labour organization would leave important
mathematical and physical mechanisms unresolved, just as an explanation grounded exclusively in algo-
rithms would understate their institutional conditions.

We can accordingly investigate a design-selection mechanism: available techniques define a set of
candidate production architectures; material costs, organizational authority, compatibility, skilled labour,
regulatory constraints, and investment choices help determine which architecture is developed and de-
ployed. The historical conclusion concerns contingent selection among feasible alternatives. The further
GR question is whether those alternatives can be represented as changing sets of productive possibilities
under distinct access and control relations. That formal question belongs to Sections 6—10; the present
section establishes the historical basis for posing it.

3.4 The Material Translation of Research into Productive Equipment

Between published research and an operating production system lie multiple technical and institutional
interfaces. A method may be conceptually clear yet lack robust training data, production-grade sensors,
a qualified controller, validated tooling, or a maintenance pathway. The conversion of knowledge into
effective productive capacity involves practical work at these interfaces, with uncertainty and failure at
each stage. An exploratory representation of this sequence is: formation and critical testing of knowl-
edge; development of reproducible procedures; engineering embodiment; integration with an operational
environment; and maintenance, correction, and reproduction of the resulting capability. This is a con-
ceptual sequence of functions, not a universal chronology in which one phase has to end before another
begins.

These interfaces are especially important in Al-mediated production. A learning algorithm can be
publicly described, while the model that performs adequately in a particular facility depends on site-
specific calibration, sensors, compatible actuators, operational data, material-quality specifications, hu-
man judgement, and institutional permission. A model’s reported task performance can therefore coexist
with a large, incompletely documented infrastructure of enabling conditions. A facility can also possess
the technical means to perform an action without having the right to obtain the data or materials required
for that action, or without adequate evidence of safety in the intended environment.

We distinguish four evidentially different outcomes of incorporation. A representation may be avail-
able for inspection; a technical implementation may be reproducible within a declared environment; an
installation may be operationally effective on a specified task; and the resulting capacity may be repro-
ductively durable under maintenance demands, disturbances, and material dependencies. Evidence at
one interface should not be presumed to establish success at the next. For example, open availability of
model weights does not imply access to fabrication equipment, energy, industrial data, or authorization
to use a production facility. This is one way in which the social circulation of knowledge and the physical
reproduction of production can diverge.

A further distinction concerns the attribution of contributions. Scientific understanding may emerge
from public laboratories and universities; implementations may be developed by commercial engineers;
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Table 3: Selected indicators of the contemporary organization of knowledge and AI development. These
measures represent different populations and cannot be interpreted as one accounting identity or as direct
evidence of appropriation.

Domain and year Reported observation Interpretive limit

US academic R&D, FY  US$118 billion total expenditure; US higher-education sector; categories describe expenditure

2024 55% federally funded; 63% classi- and research type, not ownership of subsequent inventions or
fied as basic research [131] Al-specific activity.

Notable AI models 91.58% attributed to industry by  Curated subset of “notable” models; organizational attribution

worldwide, 2025 the 2026 AI Index’s sector classi- cannot quantify the origins of training data, labour, scientific
fication [174] methods, or deployed industrial value.

GenAl patent families 37,808 published families, com- Published patent families are an innovation/IP activity indica-

worldwide, 2025 pared with 18,862 in 2024 [194] tor, not granted patent counts, infringement findings, produc-

tive deployment, or social welfare measures.
Data work in high- Interview study of 53 practitioners  Qualitative sample across selected professional settings; it
stakes Al, 2021 reports recurrent data-quality cas- does not estimate the global incidence of undervalued labour
cades [163] or consequences in manufacturing.

process data may be generated by workers or equipment; deployment may depend on suppliers and mu-
nicipal utilities. These contributions cannot be assigned to one actor merely because an application is
marketed or controlled by that actor. Nor does the existence of diverse antecedent contributions indepen-
dently establish an unlawful appropriation or a particular distributional entitlement. Such conclusions
require legal, contractual, and normative analysis of the actual case. The historical object is a plurality
of participating activities whose relevance may be obscured by a narrow accounting of the final artifact.

3.5 Contemporary Evidence on Research and Control over AI Development

Current evidence allows this historical problem to be specified more concretely, although no single in-
dicator measures the embodiment or appropriation of collective intelligence. Table 3 juxtaposes mea-
surements from different segments of the knowledge-to-production trajectory. The distinct dates, popu-
lations, and measurement conventions are integral to their interpretation.

The US National Center for Science and Engineering Statistics reports that higher-education insti-
tutions performed approximately US$118 billion of research and development in fiscal year 2024, with
the federal government accounting for 55% of that expenditure and basic research representing 63% of
the activity [131]. This documents a substantial publicly funded knowledge-producing infrastructure in
one country. It does not trace any particular industrial model to those expenditures, quantify how much
of a model’s value originated in universities, or demonstrate that a given enterprise appropriated un-
compensated public research. Such claims would require study of actual knowledge lineages, contracts,
licensing, procurement, and deployment.

On another measurement boundary, the 2026 Stanford AI Index, drawing on Epoch AI’s compilation,
assigns approximately 91.58% of globally recorded notable AI models in 2025 to industry organizations
[174]. The result suggests that the resources required for developing models within this selected frontier
set are increasingly organized in industry. The denominator is neither all Al applications nor all ma-
chine learning research. Publicly supported research, academic contributions, collaborations, and open
methods may enter those models’ developmental histories, but their magnitudes and causal significance
cannot be inferred from the sectoral attribution of the final models.

A further institutional interface is observable in patent activity. The World Intellectual Property
Organization’s July 2026 technology update identifies 37,808 published generative-Al patent families
for 2025, compared with 18,862 in 2024 [194]. Patent publication indicates claimed invention activity
within a selected technological classification. It is not a count of patents granted or enforceable, and it
is not equivalent to an operational factory, a socially productive innovation, or a demonstrated increase
in ecological burdens. The combination of public research finance, industry-associated frontier models,
and increasing patent-family publications motivates an investigation into how knowledge crosses institu-
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tional boundaries; the aggregate statistics themselves do not identify the relevant transfers or determine
their legitimacy.

These limitations are methodologically productive. A credible historical-materialist account should
reconstruct particular pathways connecting publicly accessible research, proprietary development, indus-
trial deployment, and practical control. It should also seek counterexamples: cases of open models gen-
erating broad productive access, shared public infrastructure supporting robust local industry, licensed
collaboration with fair attribution, and industrial advances whose crucial knowledge emerged within pri-
vate research facilities. The objective is to explain variation in the incorporation of knowledge, not to
interpret every commercialized machine through a prespecified account of extraction.

3.6 The Labour Required to Materialize and Sustain Al Systems

Treating Al as embodied knowledge does not permit the disappearance of the labour required to gener-
ate, evaluate, and maintain it. Collective intellectual and practical contributions include designing in-
struments, collecting and cleaning data, interpreting anomalies, annotating examples, repairing sensors,
monitoring failures, managing versions, and translating model outputs into actions. These activities dif-
fer in technical content, skill, employment relation, geographical location, and degree of visibility to
managers or users. Their relation to Al-mediated production cannot be inferred solely from the number
of people who operate the final model interface.

An interview study by Sambasivan and colleagues, involving 53 Al practitioners working in selected
settings across India, countries in East and West Africa, and the United States, documents failures prop-
agated by insufficient attention to data practices in high-stakes Al projects [163]. Its qualitative findings
are pertinent to the organizational status of data work, even though the cases are not representative of all
industrial AI or all national labour markets. The study supports a mechanism of practical dependence on
often under-recognized upstream activities. It does not establish that all data labour is underpaid, that all
Al systems exhibit the same failures, or that a single remedy is suitable across institutions.

The distinction between task performance and productive reproduction becomes especially clear
here. A model may perform a specified prediction while requiring continuous observation, data cor-
rection, physical calibration, and human decisions about exceptional conditions. If those activities are
omitted from an account of autonomy, apparent improvements may reflect a reclassification or displace-
ment of labour rather than its removal. Conversely, improved instrumentation, appropriate automation,
and better data governance may reduce burdensome work and increase workers’ capacity to exercise in-
formed discretion. An empirical account should measure task changes, responsibility, skill development,
occupational safety, and maintenance burdens alongside output and error rates.

The distribution of productive intelligence also raises epistemic questions. A worker or technician
may possess local, partly tacit knowledge of a process without control over the technical documentation
or model updates that formalize it. When this knowledge is encoded into production systems, some
aspects become transferable and reproducible; other dimensions may be simplified, lost, or rendered
difficult to revise. A comparable issue arises when field observations enter datasets while the people able
to identify changing conditions cannot contest the dataset’s categories. These possibilities require case-
specific evidence, not an assumption that explicit encoding always impoverishes practical knowledge.
They help explain why the provenance and revision history of productive representations could matter
to both reliability and the distribution of authority.

3.7 Institutional Appropriation and Access to Productive Intelligence

The incorporation of knowledge into machinery becomes economically consequential through histori-
cally specific rules of access and control. Relevant instruments include ownership of equipment, trade
secrecy, patent rights, copyright where applicable, contractual restrictions, technical standards, model
licensing, access to compute and data, and the practical ability to maintain an installation. They are ana-
lytically heterogeneous. Legal ownership of a machine may permit its ordinary use while access to the
software, replacement components, diagnostic records, or model parameters required for modification
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remains limited. An open scientific method may coexist with non-transferable assets such as specialized
instruments or scarce production materials.

The historical-materialist question is how these different forms of command govern the realization of
productive possibilities. Ownership and intellectual-property rights can help finance research, establish
duties, support licensing, and structure collaboration; they can also produce exclusion or dependence
under specified conditions. Public and commons-oriented arrangements can widen access, yet they must
still finance maintenance, manage security, ensure accountability, and respond to scarcity. Cooperative
or state ownership likewise leaves open questions of actual participation, downstream dependency, and
ecological oversight. The effects of an institutional form are therefore empirical and historically contin-
gent rather than deducible from its label.

An adequate theory of heterogeneous value circulation should also recognize that economic returns,
scientific value, technical reliability, workers’ capacities, and ecological continuation are different eval-
uative objects. The generative perspective on value creation developed in Ron Eglash’s Generative
Justice offers a relevant intellectual inspiration for considering how productive benefits are generated
and circulated [31]. The formal GR framework proposed in this paper remains an independent and pro-
visional investigation; it neither follows from that source nor presumes that these diverse values share a
commensurable numerical measure.

Two counterfactual configurations illustrate the problem. In one hypothetical facility, workers retain
access to process data and diagnostic controls while a publicly financed design is maintained through a
cooperative service network. In a second, an externally maintained platform provides reliable operation
but prohibits local modification, leaving repair dependent on a single vendor. Either arrangement could
yield greater throughput in particular conditions. Their difference would become evident when a compo-
nent fails, an ecological constraint changes, an operator discovers an unsafe condition, or a replacement
procedure becomes necessary. The empirical study should compare the costs and benefits of each ar-
rangement, the effective rights to correct failures, the accessibility of substitute infrastructure, and the
resulting feasible responses. Neither ownership model is assumed to determine the preferred outcome in
advance.

3.8 Knowledge Infrastructures and Their Ecological Conditions

The material embodiment of productive intelligence depends on ecological and physical infrastructures.
Scientific laboratories require instruments and controlled environments; data centres require energy, elec-
tronic components, cooling, and replacement hardware; industrial robots depend on fabricated materials,
electricity, logistics, and the disposal or recovery of failed equipment. Some knowledge can be copied at
low marginal computational cost, yet the systems through which it is operationalized have material life-
times, finite energy demands, and geographically uneven resource dependencies. A digitally transferable
model therefore does not imply a freely reproducible material production capacity.

This observation has consequences for the historical-materialist treatment of collective knowledge.
The capacity to make a prediction, devise a chemical route, or schedule a machine can grow without
a proportional improvement in material replacement capacity or ecological viability. A factory may
gain knowledge about resource-efficient operation and nevertheless increase its aggregate resource de-
mand through expanded output. Alternatively, better scientific understanding can support reduced losses,
longer component lifetimes, and improved ecological monitoring. Identifying which trajectory occurs
requires a specified system boundary, baseline production function, ecological indicators, and a coun-
terfactual comparison. Ecological compatibility cannot be inferred directly from the sophistication or
accessibility of knowledge.

The same issue applies to the reproduction of knowledge infrastructures themselves. Long-term sci-
entific capability requires retaining and revising records, cultivating skills, supplying instruments, pre-
serving public access where appropriate, and allowing critical scrutiny of methods. A proprietary model
with high observed performance may have a fragile knowledge-reproduction pathway if independent
verification is impossible or specialist maintenance is unavailable. An open model may have a different

16



690

691

692

693

694

695

696

697

698

699

700

701

702

703

704

705

707

708

709

710

711

712

713

714

715

716

718

719

720

721

722

723

724

725

726

727

729

730

731

732

733

734

735

vulnerability if durable funding, reproducible hardware, or ecological cost accounting is absent. The
historical formation of knowledge as a productive force thus links directly to the problem of reproducing
productive capacity addressed in Section 2.

3.9 Research Implications for AI-Mediated Productive Reproduction

The preceding discussion supplies a set of mechanisms for further investigation. Social knowledge is
generated through heterogeneous labour and institutions; selected representations are translated into op-
erating machinery; design alternatives are chosen within particular technical and social constraints; rights
and infrastructures affect access to productive capabilities; and the conditions supporting those capabili-
ties require ongoing reproduction. These propositions do not establish an invariant historical law. They
specify relations whose strength and direction can differ across production settings.

Four empirically criticizable hypotheses follow. First, facilities incorporating externally developed
models or methods may exhibit a difference between the organizations credited with operational per-
formance and those contributing essential upstream scientific, technical, and data resources; this differ-
ence can be investigated through provenance, finance, contracts, and maintenance histories. Second,
technology selections may change the distribution of authority and technical discretion independently
of measurable productivity; comparative design histories and workplace records can identify whether
such changes occurred. Third, greater availability of information or algorithms may leave reproductive
autonomy unchanged where access to physical infrastructure or repair knowledge remains constrained;
matched implementation cases can test this divergence. Fourth, broadened access to productive knowl-
edge can support ecological improvement, increased throughput and burdens, or both; lifecycle and
production-policy comparisons are required to distinguish them.

Each hypothesis admits competing explanations and meaningful negative findings. Measured pro-
ductivity differences might be attributable to site-specific equipment rather than the organizational locus
of knowledge. Changes in authority might be negligible where labour institutions preserve practical dis-
cretion. The availability of standardized components and open maintenance documentation might allow
operational and reproductive autonomy to improve together. Expanded information sharing might re-
duce aggregate ecological burdens even after changes in production scale are included. These outcomes
would refine the proposed explanation rather than constitute a failure of the entire historical-materialist
inquiry.

The immediate methodological requirement is to connect historical interpretations to observable en-
tities and events. Relevant records include research provenance, technical standards, model and software
dependencies, design alternatives, ownership and licensing instruments, workforce tasks, maintenance
histories, material flows, and ecological measurements. Section 4 will examine the historical devel-
opment of industrial automation through this lens, while later formal sections will specify how such
heterogeneous dependencies might be represented without confusing documented associations, physical
causal effects, and normative entitlement. The contribution of the present section is to establish the incor-
poration of collective knowledge into machinery as an empirically situated transformation of productive
possibilities, whose results depend on both technological embodiment and the relations organizing its
continuation.

4 The Historical Development of Industrial Automation

The incorporation of collective knowledge into machinery, examined in Section 3, has taken different ma-
terial forms as the organization of production has changed. This section reconstructs selected transitions
in industrial automation to identify how the capacity to execute, program, coordinate, and adapt produc-
tive activity has been redistributed among workers, machines, firms, and infrastructures. The historical
question concerns the conditions that made particular architectures of automation feasible and attractive,
the alternatives that coexisted with them, and the relations of production they enabled or altered. The
discussion compares mechanized factory organization, electrification and moving assembly, numerical
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Table 4: Selected historical changes in the organization of industrial automation. Periods denote exam-
ples and diffusion histories rather than exclusive technological epochs.

Hlustrative  develop- Expanded productive capability New or reorganized conditions of dependence
ment

Mechanized factory Repeated operations driven through machines Capital equipment, motive power, maintenance,
systems (eighteenth— and collective power transmission factory supervision, labour discipline

nineteenth centuries)

Electrified mass  Reconfigurable mechanical drive and paced flow  Electrical infrastructure, standardized compo-
production (late  across specialized stations nents, throughput coordination, upstream inputs

nineteenth—twentieth
centuries)

Numerical control
(1950s onward)
Industrial robots
and  programmable
controllers (1960s
onward)

Networked and model-
supported production
(late twentieth century
onward)

Al-assisted and closed-
loop systems (twenty-

Tool motion specified through encoded geomet-
ric instructions
Repeatable manipulation and changeable indus-
trial sequences

Coordination of inventory, design, quality, and
production across facilities

Bounded adaptation of planning or experimenta-
tion using new observations

Programming, metrology, reliable controls,
machine-tool service, procurement

Integration, tooling, sensing, safety, system pro-
gramming, repair

Software interoperability, communication, data
quality, global suppliers

Model validation, computing, data, independent
assessment, material replenishment

first century)

control, industrial robotics, programmable coordination, and recent Al-supported production. These de-
velopments overlap in time and differ substantially among industries and regions; they are treated as
historically contingent configurations rather than successive stages through which every productive sys-
tem must pass.

A distinction guides the comparison. Task execution refers to the physical performance of an op-
eration; process specification to the encoding of an operation and its conditions; coordination to the
synchronization of heterogeneous activities; and revision to changing these activities in response to ob-
servations, failures, or new objectives. Technical progress in one dimension does not establish autonomy
in the others. A machine may execute a program repeatably while depending on externally produced in-
structions, maintainers, supply chains, and institutional decisions. Table 4 identifies selected innovations
and their distinct evidential implications.

4.1 Mechanization and the Reorganization of the Labour Process

Early industrial mechanization reorganized how mechanical force and human activity were combined.
In textile mills, machine tools, mining, and other sectors, production increasingly relied on fixed instal-
lations and sequences of specialized operations. The resulting factory arrangements changed the spatial
and temporal relations among workers, materials, power sources, and supervisory functions. The power
of machinery was inseparable from the physical infrastructure supplying motion, the capacity to main-
tain equipment, and access to raw materials and markets. A production process could therefore exhibit
considerable mechanization while retaining extensive human work in feeding, supervising, adjusting,
inspecting, and repairing machines.

Marx’s analysis of the factory system identifies the organization of machinery as one means by which
socially developed productive powers are incorporated into a coordinated labour process [120]. His ac-
count illuminates the possibility that the increased collective effectiveness of labour can coincide with
changes in control over its execution. At the same time, the historical consequences of mechanization
should not be inferred from the machine alone. Patterns of industrial finance, skills, labour bargaining,
energy supply, access to markets, and legal relations differed across sectors. A critical historical expla-
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nation asks which changes followed directly from a machine’s technical properties and which arose from
the historically specific institutions governing investment and work.

Mechanization accordingly presents an initial version of the reproductive problem. The factory could
concentrate labour and increase output while generating new requirements for coal or water power,
replacement components, infrastructure maintenance, transport, and regular access to materials. The
boundary of apparently self-contained machine production expanded outward to encompass the networks
that supplied and reproduced those conditions. The same relation will recur, in technically different form,
in computationally coordinated production.

4.2 Factory Electrification and the Organization of Mass Production

Electrification enlarged the ways in which mechanical power could be supplied and distributed within a
factory. Its significance extended beyond substituting electric motors for steam or other prime movers.
The capacity to power equipment more flexibly allowed alterations in plant layout, machinery arrange-
ment, process sequencing, and maintenance. Paul David’s historical comparison of the dynamo and com-
puter stresses the long interval between the technical availability of electrical power and its wider produc-
tivity consequences, partly because existing factories embodied earlier investments and organizational
designs [27]. A recent establishment-level study of North Carolina manufacturers during 1905-1926 like-
wise finds productivity and output gains associated with electrification, alongside mixed distributional
consequences: higher average wages, larger returns to skill, and a lower labour share in the studied set-
ting [26]. Those findings apply to the examined establishments and historical identification strategy;
they are neither a global estimate nor a general law governing the distributional effects of electricity.

The moving automobile assembly line illustrates how machinery, component standardization, supply
timing, and the detailed organization of work can develop together. The Ford Motor Company’s Highland
Park moving line was introduced in 1913, drawing on earlier techniques from multiple industries rather
than appearing as a single invention without antecedents [113, 136]. Its industrial significance lay in
coordinated flow: a sequence of activities was linked so that the movement of partly completed products
governed the timing of work. The arrangement could reduce assembly time while raising the importance
of line balance, interchangeability, inventory reliability, and supervision. The substantial productivity
gains associated with this reorganization do not, by themselves, determine how the gains were allocated
or how workers experienced the resulting forms of coordination.

David Nye’s historical study emphasizes electrification and the combination of existing technical
elements in the assembly line, complicating accounts that attribute the new organization solely to scien-
tific management [136]. The significance for the present paper is methodological. A machine’s perfor-
mance and the organization of production form a coupled historical process. Investment in machinery
may require changes in layout, labour training, standardization, and institutional coordination before its
technical possibilities become materially effective. Later digital technologies exhibit analogous comple-
mentarities, although the technologies, periods, and forms of evidence differ.

4.3 The Programmability of Machine Tools

Numerical control introduced a distinctive separation between the physical motion of a machine tool and
the encoded specification of its path. The development associated with John Parsons, the Massachusetts
Institute of Technology’s Servomechanisms Laboratory, and US Air Force support culminated in a work-
ing numerically controlled milling-machine demonstration in 1952 [128, 127]. Instructions encoded on
punched media could direct operations that previously depended more heavily on particular combina-
tions of manual positioning, templates, and machine-specific arrangements. This capability made cer-
tain geometrically complex operations reproducible from transferable descriptions, but it also required
the production of reliable programs, functioning controls, calibrated equipment, and effective translation
between geometric design and machine motion.

The history of numerical control is especially important because technical feasibility and institutional
selection were interwoven. David Noble reconstructs the development and diffusion of numerical con-
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trol as a history of engineering choices shaped partly by military procurement, firm organization, and
the distribution of authority between programmers, managers, and skilled machinists [135]. In his inter-
pretation, alternatives maintaining greater shop-floor discretion were sometimes available, and control
relations helped influence the direction of investment. This is a substantive historical argument requiring
engagement with competing explanations, including precision requirements, production scale, changing
product geometry, machine reliability, and the costs of preparing control instructions. Its value here is to
establish a research question about design selection, not to presume that every programmable machine
was introduced to diminish worker autonomy.

Programmability therefore created two analytically separate capabilities. It made the execution of
some operations less dependent on an operator’s continuous manual positioning; and it allowed the in-
structions for these operations to be stored, communicated, modified, and reproduced outside the ma-
chine’s immediate physical location. Yet programming still depended on knowledge, testing, interpre-
tive judgement, and machine-specific expertise. The numerical-control example shows why the transfer
of an instruction into software cannot be equated with the autonomous reproduction of the machinery,
knowledge, and industrial organization required to execute it.

4.4 Industrial Robotics and Reprogrammable Manipulation

Industrial robotics extended programmed execution to handling, transfer, welding, painting, and other
manipulative operations. The Unimate installed in a General Motors facility in Trenton, New Jersey, in
1961, for unloading a die-casting press is an instructive early example documented in a preserved indus-
trial artifact record [181, 71]. The early robot relied on an externally specified sequence and substantial
mechanical and control infrastructure. Its achievement was repeatable performance of a hazardous indus-
trial operation, rather than independent perception, planning, maintenance, or resource acquisition. Sub-
sequent developments in electromechanical actuation, sensor feedback, computing, and tooling widened
the range of tasks and operating conditions [71].

These architectures also reveal the difference between flexibility and generality. A robot arm may
be reprogrammable across several operations while requiring different end effectors, fixtures, object pre-
sentations, safety systems, and validation procedures for each task. Manufacturing integration depends
upon the behaviour of the whole production cell. The reliability and economics of an installed system
therefore cannot be derived from the nominal degrees of freedom of its manipulator or from isolated
laboratory demonstrations. Later sections examine these engineering constraints directly; the historical
role of robotics here is to show that programmable physical work increases organizational options while
generating new requirements for integration and maintenance.

Robotic diffusion has also been highly uneven. According to the International Federation of
Robotics’ September 2026 release covering calendar year 2025, factories worldwide installed approxi-
mately 603,000 industrial robots that year, while the estimated stock in operation exceeded five million
units [69]. These are different measures: annual additions describe a flow, while operating stock con-
cerns accumulated installed equipment. The reported stock does not measure the number of autonomous
factories, the degree of decision autonomy of installed machines, or the distribution of benefits among
workers and owners. Its significance for this historical section is to demonstrate the contemporary scale
of industrial robotic incorporation without attributing all such adoption to Al.

4.5 Programmable Coordination Across the Production System

The historical expansion of automation also involved the control of production sequences outside in-
dividual machine tools and manipulators. Programmable logic controllers emerged in the late 1960s
partly in response to the cost and inflexibility of revising hard-wired relay systems. The development
of the Modicon controller and General Motors’ interest in reconfigurable industrial control show how
machine-level programmability became part of broader industrial coordination [165, 10]. These devices
did not constitute autonomous industrial agents; their significance was the capacity to change the logic
linking sensors, machines, and sequences without rebuilding the same physical switching arrangements

20



859

860

861

862

863

864

865

866

867

868

869

870

871

872

873

874

875

876

877

878

879

880

881

882

883

884

885

886

887

888

889

890

891

892

893

894

895

896

897

898

899

900

901

902

903

904

905

906

907

for every product or process revision. The cited company history and retrospective engineering account
establish the origin and architectural purpose of programmable control; neither is a comparative dataset
on global adoption or the distribution of its benefits.

Subsequent developments in computer-aided design, manufacturing software, inventory manage-
ment, and networked logistics integrated more activities into data-mediated industrial organization. Such
systems can support coordination across separate facilities, but they also make compatibility, communi-
cation infrastructure, trusted records, specialized software, and upstream suppliers more consequential.
Production dependencies may become less visible to observers restricted to an individual factory. A low
level of manual intervention at the point of assembly may depend on considerable human, technical, and
material activity elsewhere in the system.

The diffusion of networked production also requires an institutional explanation. Firms select be-
tween internal provision and external procurement, integrated planning and modular subcontracting,
centralized standards and locally maintained systems. Public infrastructure, international trade, industry
standards, and labour institutions condition these choices. At the same time, practical maintenance and
situated work can correct or bypass formal computer representations. A historical reconstruction should
therefore include failures, workarounds, and organizational revisions as well as successful deployment
narratives. Apparent gains in coordination can involve new vulnerability to outages, incompatible inter-
faces, concentration of suppliers, and reduced observability of distant material burdens.

4.6 Contemporary Al and the Boundaries of Adaptive Production

Machine learning and AI-supported control can add new kinds of inference to established programmable
and networked production. Under specified conditions, systems may use sensor histories to revise quality
predictions, adapt process parameters, schedule maintenance, select candidate experiments, or compare
simulated alternatives. Unlike a fixed programmed sequence, an adaptive policy may depend on obser-
vations whose interpretation is statistically uncertain. Its reliability consequently depends on training
and evaluation populations, physical instrumentation, validation against the deployed environment, and
safeguards against model error. The coexistence of learning systems with conventional controllers is
therefore an engineering architecture to investigate, rather than evidence of their wholesale replacement.

Autonomous scientific laboratories provide a bounded illustration. The A-Lab study reported a 17-
day experimental campaign involving 353 experiments and realization of 36 of 57 targeted inorganic
compounds through an integrated combination of computation, machine learning, robotics, experimental
measurement, and active learning [178, 179]. The cited report, subsequently associated with an author
correction, describes a particular materials-synthesis workflow. Its results should be interpreted within
that experimental setting; they do not demonstrate the autonomous production of replacement laboratory
instruments, consumables, energy, or all necessary research objectives. Nor does a model’s success in
proposing experiments imply that its inferred phase composition or projected ecological consequences
will be correct in a different setting.

Digital models offer another interface between production and prediction. Reviews of production
digital twins document both potential uses in factory planning and continuing difficulties concerning
definitions, interoperability, data quality, implementation, and verification [109, 12]. A digital repre-
sentation becomes scientifically useful when its scope and model discrepancies are known, observations
can be connected to well-defined physical quantities, and its decisions can be checked against competent
baselines. Verification of a digital representation against its implementation and validation of its pre-
dictions against observations are distinct empirical tasks. Simulation success is one grade of evidence;
reliable field performance and sustained operational reproduction are others. The addition of Al to digital
twins does not erase these distinctions.

The 2026 Stanford AI Index identifies substantial progress in selected Al benchmarks alongside
limitations in physical-world robotics; such assessments depend on particular task sets and evaluation
protocols [174]. This juxtaposition counsels against interpreting increasing general-purpose model per-
formance as direct evidence of generalized industrial autonomy. The material capabilities of Al-mediated
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production should be specified at the level of particular operations, sensors, actuators, constraints, and
time horizons.

4.7 Productivity, Labour, and Competing Historical Explanations

Different historical explanations attach different causal significance to machinery. A technological-
progress account may emphasize growing capabilities and diffusion of more effective techniques. A
historical-materialist account additionally asks how capital accumulation, class relations, work organi-
zation, and institutional control shape the adoption and use of those techniques. Labour-process schol-
arship, including the interpretation of deskilling associated with Harry Braverman, addresses changes in
managerial control and the organization of labour; subsequent research has emphasized that skill effects
and worker discretion vary among technologies and contexts [170, 135]. These approaches provide hy-
potheses for comparing organizational outcomes, not permission to infer the motives of a particular firm
without evidence.

Empirical research on robots and labour demonstrates why the evidence must be interpreted at the ap-
propriate scale. Graetz and Michaels, using industry-level data from seventeen countries for 19932007,
estimate a contribution of approximately 0.36 percentage points to annual labour-productivity growth
from increased robot use, report no statistically significant reduction in aggregate employment within
their industry-country panel, and identify a decline in the low-skilled employment share [50]. Acemoglu
and Restrepo, using variation in robot exposure across US commuting zones, estimate negative effects
on employment and wages in more exposed local labour markets [3]. These findings concern distinct
outcomes, spatial units, identification strategies, and observation periods. One does not cancel the other;
they jointly demonstrate that aggregate production gains can coexist with unequal local or occupational
consequences.

The historical question is therefore how particular production arrangements mediate the allocation of
gains and losses. Employment totals alone do not capture changes in work intensity, bargaining power,
skill formation, maintenance obligations, hazardous exposure, or the distribution of income and control.
Conversely, a documented adverse effect in one setting cannot establish the necessity of identical effects
under different institutions and technologies. This paper will investigate different feasible technical
configurations and forms of ownership without presuming which arrangement is inherently productive
or ecologically beneficial.

4.8 Material Dependencies and the Historical Interpretation of Autonomy

Across these historical changes, the productive system has acquired new capacities to perform operations
and coordinate activities beyond continuous human execution. Yet the reproduction of those capacities
requires accumulated machinery, spare parts, energy, training, maintenance, social knowledge, and en-
vironmental inputs. Factory electrification depended on new energy distribution and complementary
investment; numerical control on programming and precise machine tools; industrial robotics on integra-
tion and servicing; and Al-supported production on computation, data, physical validation, and supply
continuity. In each case a capability gained at one interface could increase the importance of another
dependency.

This does not support a simple claim that automation always deepens dependence. A modular design
may reduce reliance on one supplier; adaptive maintenance may lower waste or extend machine life;
improved control may reduce particular environmental loads. The empirical issue concerns the change
in which dependencies matter, their substitutability, and their distribution across the productive network.
Ecological effects also require investigation beyond the factory boundary. Improved energy efficiency
at the point of operation can coexist with increased throughput or material extraction, whereas some
technical changes may reduce both direct and indirect burdens. Neither historical materialism nor the
proposed GR framework determines those outcomes in advance.

A comparative interpretation of this history suggests three research propositions. First, increases in
execution or planning capability require separate evidence from claims of infrastructure-reproductive
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autonomy. Second, the technical relocation of labour and coordination tasks can alter the position of
critical material and institutional dependencies, with consequences conditioned by the relevant produc-
tion relations. Third, any claim that a historically developed production arrangement is ecologically
compatible requires measurement of resource use, disturbance, recovery, and displaced burdens across
declared spatial and temporal boundaries. These are candidate mechanisms for later analysis, rather than
historical laws established by the selected examples.

The role of the present section has been to clarify the varied pathways through which mechanization,
programming, robotics, and Al have reorganized production. The next section examines contemporary
material evidence more systematically, comparing the latest indicators for industrial robots, computa-
tion, energy, materials, and labour while distinguishing observed historical changes from projections
and causal hypotheses. The formal representation of changing productive dependencies then follows in
Section 6.

5 The Contemporary Material Basis of AI-Mediated Production

The preceding historical analysis established that changes in machinery, programmability, and produc-
tive coordination depend upon the material and institutional arrangements through which technical ca-
pabilities are implemented. This section examines the contemporary empirical conditions in which Al-
mediated production is developing. Its purpose is to identify the measurable scale, uneven distribution,
and reproductive requirements of today’s productive infrastructures, and to establish a defensible baseline
for the relational and ecological models developed in subsequent sections. The available evidence covers
industrial robotics, computational electricity demand, capital expenditure, strategic material processing,
economy-wide extraction, equipment disposal, and exposure of occupations to generative Al. None of
these indicators alone measures autonomous industrial production. Their conjunction is analytically use-
ful insofar as each illuminates a different condition whose reproduction can become consequential when
the execution and coordination of production change.

The evidence is necessarily heterogeneous. Global industrial robot installations are an annual flow of
specified machines, whereas the stock of robots in use is an accumulated quantity. Data-centre electricity
estimates cover computational activities beyond Al or industrial production, whereas the energy use of
a particular robotic facility requires separate measurement. Expenditure measures denote financial com-
mitments rather than physical output. Material-extraction figures represent the world economy, while
electronic-waste figures refer to particular discarded product categories. Occupational exposure indexes
identify task characteristics, not observed displacement. The reporting years also differ, and projections
must be separated from historical estimates. Tables 5 and 6 preserve these distinctions so that historically
suggestive co-movement is not mistaken for an identified causal relationship.

5.1 The Installed Base of Industrial Automation

The International Federation of Robotics (IFR) reports approximately 603,000 industrial robot installa-
tions worldwide in 2025, an increase of about 11% on its preceding-year comparison, and an estimated
operating stock of 5.079 million industrial robots [69, 70]. The two values describe different aspects of
the production system. Installations indicate the flow of new equipment entering productive use during
the reporting year; the operating stock records accumulated equipment remaining in use, reflecting earlier
investment and the survival, replacement, and retirement of machines. A ratio between annual installa-
tions and stock could describe their relative magnitude at a particular date but would neither establish the
average service life of robots nor directly identify replacement needs. Such inferences require consistent
stock-flow accounting, industry-specific lifetimes, retirement data, and reporting conventions.
Deployment is geographically uneven. According to IFR’s September 2026 release, China installed
roughly 354,000 industrial robots in 2025, accounting for approximately 59% of worldwide installations;
the United States installed nearly 38,500 and Japan 36,219 [69]. These are annual installation counts,
not robot density measures, total manufacturing investment, or the share of global robotic equipment pro-
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Table 5: Selected indicators of expanding productive and computational infrastructure. Numbers de-
scribe different populations and are not additive.

Indicator and source Value, place, and reference period Measurement status and interpretive limit

Industrial robots installed [69, About 603,000 units; world, 2025 Annual installation flow; not a count of autonomous
70] factories

Operating industrial robots  5.079 million units; world, end of Estimated operating stock; distinct from installations
[70] 2025

Industrial robot installationsin 354,000 units; 59% of world instal- Location of deployment; not ownership, technological

China [69] lations, 2025 origin, or control

Data-centre electricity de- 485 TWh; world, 2025 IEA estimate of all data centres, including non-AT uses
mand [68]

Data-centre electricity outlook 950 TWh; world, 2030 Conditional central projection published in 2026; not
[68] observed demand

Capital expenditure by five Above USD 400 billion; combined, Company-level capital spending; not exclusively Al or
large technology companies 2025 data centres

[68]

duced in each country. Differences in industrial composition, manufacturing scale, wages, integration
capacity, production demand, and investment conditions complicate comparisons. It would be inappro-
priate, for example, to conclude that a country with a larger annual installation flow has achieved greater
operational autonomy per unit of output, or that it controls the entire industrial knowledge and component
supply chain supporting the installed machines.

For historical materialism, these indicators are informative because they show how investment in
fixed productive equipment varies within a globally differentiated division of labour. Machines embody
prior research, design, fabrication, and labour; their use depends upon facilities, qualified operators,
tooling, electricity, integration services, software, and component replacement. At the same time, the ge-
ography of installation differs from the geography of semiconductor production, mechanical-component
fabrication, system ownership, and intellectual-property control. Studying those geographically distinct
relations is necessary to understand how the apparent independence of an automated plant can coexist
with continuing, and sometimes concentrated, dependence on external conditions of production. This is
a hypothesis about the organization of dependencies rather than a finding demonstrated by installation
data alone.

Robot counts have another limitation: an industrial robot may be installed in a line whose scheduling,
material feeding, quality inspection, exception management, and maintenance remain intensively human-
directed. Conversely, a facility can automate planning or process optimization through software without
substantially increasing its robot count. The contemporary expansion of industrial robotics therefore doc-
uments one material component of automation while leaving the extent of cross-process Al coordination
and the capacity for self-maintenance unmeasured. Later sections will distinguish observed mechanical
operation, control-loop autonomy, and reproduction of the machinery and infrastructure on which the
system relies.

5.2 The Energetic Conditions of Expanding Computation

Al-mediated production depends upon computation, but computational demand cannot be read straight-
forwardly from robot deployment. Some controllers operate locally with limited processing require-
ments; other applications involve simulation, digital twins, automated experimental design, centralized
model training, cloud inference, or extensive data storage. The International Energy Agency (IEA), in its
April 2026 assessment, estimates worldwide data-centre electricity consumption at approximately 485
terawatt-hours (TWh) in 2025 and projects 950 TWh in 2030 in its central scenario [68]. The latter is a
projection conditioned upon expected infrastructure development, adoption, bottlenecks, and efficiency.
Its ratio to the 2025 estimate describes a scenario trajectory, not a measured change already realized.
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Data centres serve multiple computational functions. Their aggregate electricity consumption should
therefore not be attributed entirely to artificial intelligence, much less to Al used in physical production.
Even among Al-related workloads, the allocation between model training, inference, storage, network-
ing, cooling, and local industrial computation varies by architecture and accounting boundary. Direct
measurement of the electricity consequences of a particular Al-enabled production policy would require
a functional unit, such as electricity consumption per validated component or per reliably completed task,
together with the electricity used in associated sensing, production machinery, communications, and up-
stream computation. Comparing a conventional factory with an automated alternative while counting
servers for only one side would introduce systematic boundary bias.

Energetic reproduction also involves capacity and timing. Electricity measured in TWh is an amount
consumed over a period; its availability at a productive site depends upon the temporal distribution
of demand, local grid capacity, generation resources, transmission constraints, storage, prices, main-
tenance, and interruptions. A system may operate efficiently under stable electricity supply while failing
to preserve output when power quality deteriorates or when repairs and grid upgrades are delayed. The
IEA’s updated report discusses bottlenecks associated with electricity infrastructure, grid connections, ad-
vanced chips, manufacturing capacity, and financing [68]. These constraints help explain why the growth
of computational capability can be mediated by slower-moving physical institutions and networks. They
do not prove that a specific bottleneck governs every region or production activity.

A more adequate account should distinguish operational electricity, embedded energy in equipment
and construction, indirect supply-chain requirements, and the ecological consequences of the genera-
tion mix and local water-management practices. The intensity and direction of these burdens depend on
siting, cooling and power technologies, facility utilization, replacement cycles, and policy choices. Con-
sequently, the same software improvement could reduce the electricity intensity of an operation, expand
the number of operations economically feasible, or produce both effects at different scales. Estimating
the net consequence requires explicit counterfactuals and demand assumptions. The empirical claim
warranted at this stage is narrower: the reproduction of contemporary Al infrastructure has a measurable
energetic basis, and its scale cannot be assessed from algorithmic performance alone.

5.3 Capital Mobilization and the Construction of Productive Capacity

The material expansion of Al infrastructure is also an investment process. The IEA reports that the
combined capital expenditure of five large technology companies exceeded USD 400 billion in 2025,
with a further substantial increase estimated for 2026 [68]. The reported magnitude concerns the com-
panies’ capital expenditure and should not be relabelled as exclusively spending on Al model training,
data centres, or automated manufacturing. The categories of investment include heterogeneous equip-
ment, buildings, networks, and other capital assets, whose exact inclusion and treatment depend on the
underlying financial accounts and IEA aggregation. An economy-wide inference about the profitability
or ecological efficiency of Al production cannot be drawn directly from this company-level total.

Nevertheless, the figure identifies a feature of the period that matters for historical-materialist inquiry:
computational capabilities are being materially reproduced through large-scale commitments of accumu-
lated capital. Financing arrangements, depreciation rules, expected returns, access to land and power,
construction lead times, procurement agreements, and technological obsolescence can shape which in-
stallations are built and which remain economically viable. A model improvement may change the eco-
nomic value of existing hardware or the expected lifespan of prospective investments without changing
the physical lifetime of equipment. Conversely, replacement decisions can accelerate material through-
put even if older machinery remains technically functional. These processes connect the turnover of
fixed capital with technical change and the material metabolism of production.

Ownership of capital assets should also be distinguished from control over operational decisions and
access to productive services. A firm may rent computational capacity, rely on contracted equipment
maintenance, purchase electricity through intermediaries, or license proprietary control software. The
distribution of claims over revenue, maintenance responsibilities, model access, physical property, and
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rights to interrupt service may therefore differ across the productive network. Such distinctions matter
because the expansion of collective computational and engineering capacities can be compatible with
different configurations of ownership and control. Later comparison among investor-owned, public, co-
operative, and commons-oriented arrangements should explain these configurations without presuming
that any institutional form automatically yields ecological compatibility or social benefit.

5.4 The Concentration of Material Processing

Advanced productive equipment contains heterogeneous material inputs whose availability depends upon
extraction, refining, specialized fabrication, logistics, and recycling. The IEA’s Global Critical Miner-
als Outlook 2025 reports that, across its selected key energy minerals, the average market share of the
three largest refining countries rose from approximately 82% in 2020 to 86% in 2024 [65]. The statistic
concerns a defined mineral basket and refining stage. It cannot be generalized to every material required
for semiconductor fabrication, electric motors, computing equipment, or robotics; nor is it an average
share of the three largest companies. It captures geographical concentration at a particular production
interface.

Concentration can matter because productive continuity depends on the substitutability of inputs, in-
ventories, refining processes, transport, technical qualifications, and the speed with which alternative
suppliers can be developed. Yet concentration alone is not a measure of coercive power, supply unre-
liability, or the probability of interruption. A highly concentrated supply chain might be reliable under
some conditions; an apparently diversified chain could still depend upon a shared energy source, special-
ized precursor, or licensing arrangement. The empirical question is whether critical inputs have feasible
substitutes, whether failures propagate, and which actors can modify the conditions of access.

The distinction becomes especially important when evaluating claims of autonomous material pro-
duction. Even a production system that manufactures a high proportion of its own mechanical parts can
depend on geographically distant processing of specialized materials, precision metrology equipment,
or electronic components. A higher measured share of in-house fabrication could accompany a larger
dependence on a narrow external component class. To establish this mechanism, later analysis must iden-
tify the actual bill of materials, failure-critical parts, replacement intervals, qualified supplier sets, and
the costs and time needed to restore productive capability. The IEA concentration estimate motivates
that examination without substituting for it.

5.5 Economy-Wide Extraction and the Material Conditions of Continuation

An account confined to specialized minerals would omit the broader material reproduction of economic
activity. The United Nations Environment Programme’s Global Resources Outlook 2024, prepared with
the International Resource Panel, presents a historical series in which global material extraction increases
from approximately 30 billion tonnes in 1970 to 106.6 billion tonnes in its 2024 reporting horizon [184].
The latter figure is a report estimate, and the series concerns fossil fuels, biomass, metallic ores, and non-
metallic minerals across the world economy. It does not measure materials consumed by Al installations
alone, nor establish that automation caused the growth observed across the preceding decades. Aggregate
extraction also requires careful treatment of accounting methods, embodied imports, stock accumulation,
and changing population and output.

For the argument developed here, the significance of this long-run series is relational: expanding pro-
ductive forces remain embedded within large material flows, including flows required to build factories,
energy systems, transport infrastructure, housing, and the equipment that maintains them. A robot capa-
ble of performing one production task autonomously does not thereby reproduce the infrastructure for
extracting, transporting, and processing its inputs. Furthermore, the reproduction of ecological capacities
cannot be inferred from an accounting balance showing that enough usable material remains available.
Extraction, land conversion, waste, and emissions can alter ecological processes through mechanisms
not reducible to an economy-wide mass total. Later ecological analysis will therefore examine the type,
site, and timing of interventions and the capacity of affected systems to continue and recover.
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Table 6: Material and labour indicators used to delimit the empirical research object. Indicators differ in
geography, measurement method, and definition.

Indicator and source

Value, reference period, and ge-
ography

Evidential scope and exclusion

Top-three
[65]
Material extraction [184]

refining countries

Electronic waste
[101]
Formally collected and recy-

cled electronic waste [101]

generated

Circular material use [37]

Employment with some GenAl
exposure [74]

Highest GenAl exposure gradi-
ent [74]

Mean share 86%; selected en-
ergy minerals, world, 2024
About 30 Gt in 1970; 106.6
Gt for the 2024 report horizon,
world

62 Mt; world, 2022

22.3% of generated e-waste by
mass; world, 2022

12.2% of overall material use;
EU, 2024

About one quarter of employ-
ment; world, 2025 study

3.3% of global employment;
2025 study

Geographical share of refining in a defined basket; not
every Al input

Economy-wide resource extraction; 2024 endpoint is re-
port estimate

Electrical/electronic equipment waste; not Al hardware
alone

Documented formal treatment; not material-input circu-
larity

Secondary-input share; regional, all covered materials

Occupational-task exposure index; not observed dis-
placement
High-exposure classification; not likelihood of unem-
ployment

Distinguishing technical turnover from ecological turnover is particularly important. Components
may be replaced in weeks or years, while ecological responses to extraction or disposal can extend over
different temporal horizons. High substitutability within a manufacturing inventory need not imply sub-
stitutability of ecological functions in a habitat. These claims should be treated as a programme for
site-specific testing, not as a universal ranking of natural and engineered processes. What the global
materials series establishes is the need to locate autonomous production inside economy-wide physical
reproduction rather than imagine it as an informational process disconnected from material throughput.

5.6 Material Recovery and the Limits of Circularity

The capacity to recover materials changes the reproduction of industrial systems, but its empirical mean-
ing depends on what is measured. The International Telecommunication Union and United Nations
Institute for Training and Research report that approximately 62 million tonnes of electronic waste were
generated worldwide in 2022, of which 22.3% was documented as formally collected and recycled in an
environmentally sound manner [101]. The denominator is globally generated electrical and electronic
equipment waste under the report’s classification. The numerator describes documented formal collec-
tion and recycling, not a universal estimate of every recovery activity, and the value cannot be interpreted
as the proportion of all industrial materials successfully recovered. It is also two years earlier than the
European circular-material indicator below.

Eurostat reports that 12.2% of material use in the European Union came from recycled inputs in
2024 [37]. This circular material use rate describes the contribution of recovered materials to a region’s
material input. It has a different numerator, denominator, geography, year, and physical scope from the
global electronic-waste collection statistic. Directly comparing 12.2% with 22.3% as though they were
competing measures of the same phenomenon would be methodologically misleading. Both figures,
however, indicate that material recovery is a partial and institutionally mediated process, with large
differences among product categories and economic regions.

Technological material recovery also involves quality, energy consumption, disassembly, hazardous
constituents, material mixing, requalification, and the feasibility of reusing recovered components in
their original applications. Recovering a metal by mass need not restore the particular purity, form, or
component functionality required for a semiconductor, sensor, or actuator. Conversely, reuse, remanu-
facturing, repair, and extended equipment lifetimes can preserve productive capacities without requiring
material recovery through melting or chemical processing. A research design focused only on recycling
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percentages would overlook these distinct pathways of reproductive continuity.

The economic and ecological consequences depend on the displaced primary inputs and the addi-
tional burdens incurred by recovery. System-level evaluation must therefore measure the quality of
recovered outputs, processes and energy used in recovery, transport, losses, contamination, and changes
in equipment lifetime. Subsequent sections will use industrial-ecological methods to test whether mate-
rial recovery reduces aggregate burdens under declared functional units and boundaries. This empirical
question remains open for any specific Al-mediated production architecture.

5.7 Task Exposure and the Reorganization of Living Labour

Employment indicators illuminate a further dimension of productive reproduction: the socially consti-
tuted capacities of workers who develop, operate, supervise, maintain, and live alongside productive
systems. The International Labour Organization’s 2025 refined index finds that approximately one quar-
ter of global employment falls in occupations with some exposure to generative Al, and 3.3% falls within
the index’s highest exposure gradient [74]. Its construction combines task classifications, surveys, ex-
pert assessments, and Al-supported scoring. The values identify potential changes in the content of work;
they are not estimates of workers dismissed, hours actually automated, wages changed, or productive fa-
cilities that function without people. Moreover, generative-Al task exposure should not be equated with
physical-robotics exposure: the technologies and affected tasks overlap only partially.

The ILO documents substantial heterogeneity by occupational category and income setting, con-
sistent with variation in access to digitized work, technology, and labour-market structure [74]. How
exposure affects actual employment depends upon investment, task complementarity, training, firms’
strategies, worker protections, demand responses, and the creation or reorganization of related activities.
A historically grounded argument should consequently investigate both the production of new machinery
and the reproduction of skills, livelihoods, care, and institutional bargaining capacities. An industrial pro-
cess can reduce the time required for a narrow task while increasing the number of workers required for
system integration, repair, verification, or material provision at another site. The direction and distribu-
tion of these changes must be established empirically rather than read directly from task-level technical
capability.

The historical-materialist significance extends beyond counting jobs. Productive intelligence is so-
cially formed through education, research, cooperation, and practical work, as discussed in Section 3.
The incorporation of some of that intelligence into machinery can change who performs which opera-
tions and who controls the productive apparatus. But the reproduction of working and social capacities
involves housing, health, education, unpaid care, collective institutions, and access to income. The or-
ganization of these conditions mediates the consequences of technical change. A later empirical study
should therefore include conditions of work, compensation, skills, employment transitions, and social
reproduction as outcomes alongside output, uptime, electricity, and resource efficiency.

5.8 Identifying the Material Reproduction Problem

The indicators collected above are mutually relevant without belonging to a single directly comparable
statistical series. Industrial robots are counted in installed or operational units; electricity in TWh per
year; investment in nominal currency; extracted materials and waste in tonnes per year; refinery concen-
tration in market shares; and labour exposure in shares of employment. Any composite index that com-
bined these magnitudes without explicit normalization, causal theory, and appropriate weights would
conceal important assumptions. More fundamentally, an accounting identity about observed material
flows does not by itself determine which institutional arrangements produced them or which ecological
consequences they generated.

The historical-materialist investigation therefore begins with a specified productive function, a sys-
tem boundary, an institutional configuration, and a set of counterfactual conditions. For example, a
comparison of two systems producing an equivalent quantity of qualified industrial components should
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separately document the machinery and workers required, outsourced model and compute services, en-
ergy consumption over time, upstream materials, repair and replenishment requirements, equipment re-
tirement, and ecological impacts associated with those flows. Comparisons should hold output quality
and relevant operating conditions sufficiently constant, or model the consequences when they differ. The
production relation should be described through observable access rights, ownership, decision authority,
financing, and the distribution of gains and burdens, rather than attributed to a unit simply because it
employs Al

Three empirically distinguishable questions follow. First, does greater operational autonomy reduce
the demand for particular kinds of human intervention while increasing the dependence on specified
external components, labour, computing, or energy? Second, does a particular change in automation
reduce physical inputs or lifecycle impacts per comparable unit of output, and what happens to aggre-
gate impacts when output, prices, or consumption change? Third, do differences in ownership, access
and governance alter the set of feasible production policies under the same engineering and ecological
constraints? These questions require facility-level panel data, supply-network information, life-cycle
and material-flow inventories, reliable operational records, and transparent comparison groups. If the
proposed relational representation adds no explanatory or predictive capability beyond competent estab-
lished methods, that negative result would be part of the research finding.

This empirical baseline therefore warrants a precise conclusion. Contemporary Al-mediated produc-
tion is developing within an unevenly distributed stock of machinery and infrastructures, measurable
electricity and investment demands, concentrated stages of material processing, incomplete recovery
systems, and heterogeneous labour arrangements. These conditions establish neither the arrival of fully
autonomous productive reproduction nor a predetermined ecological outcome. They identify the material
relations that a theory of productive autonomy must explicitly represent and test. Section 6 consequently
introduces a relational representation of production dependencies designed to preserve heterogeneous
physical units, institutional control relations, boundary choices, and uncertainty, rather than substituting
conceptual integration for empirical evidence.

6 A Relational Representation of Production Dependencies

The historical and empirical discussion in Sections 3-5 established that an automated production facility
depends upon material equipment, energy, knowledge, labour, coordinated organizations, and ecological
conditions whose provision may occur beyond its immediate operating boundary. This section develops
a representation in which such dependencies can be distinguished, recorded, and compared. Its purpose
is more limited than deriving a comprehensive ontology of production: it specifies an investigable set of
relations that can connect physical production records to historically variable institutional arrangements,
while identifying what additional evidence would be required for causal or normative claims. The key
methodological choice is to preserve heterogeneity. A quantity of electricity, an inventory of components,
a legal permission, an asserted scientific fact, and a habitat condition cannot be treated as quantities of
one interchangeable substance simply because each can affect the feasible continuation of a production
process.

6.1 The Scope of a Production Relation

A productive dependency is a claim that the occurrence or continued feasibility of one activity is condi-
tioned by a resource, capacity, event, or relation elsewhere in a production system. The claim can concern
a physically necessary input, an organizational prerequisite, a probabilistic reliability dependence, a con-
tractual condition, or an empirically inferred ecological interaction. These are distinct relations, even
when they involve the same organizations and equipment. In particular, a recorded supply contract does
not demonstrate delivery of a physical input; measured delivery does not demonstrate lawful authoriza-
tion; and the association of an ecological change with a productive activity does not identify a causal
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effect without an adequate research design. The representation must permit these distinctions to remain
visible during analysis.

There are useful precedents. Leontief’s input—output analysis gives a quantitative representation of
inter-industry flows, while environmentally extended multiregional systems such as EXIOBASE link pro-
duction accounts to environmental pressures [112, 173]. Such historical, sector—region accounts cannot
by themselves resolve the observed equipment dependencies, supplier identities, or ecological exposures
of a particular contemporary plant. Life-cycle assessment requires explicit goal and scope, inventory, im-
pact assessment, and interpretation choices [84]. Formal manufacturing models, including coloured and
timed Petri nets, can make process sequencing, resource use, and discrete state changes explicit [189].
The W3C PROV ontology separately identifies entities, activities, agents, and relations of use, genera-
tion, and responsibility [196]. The ISO 23247 manufacturing digital-twin framework supplies another
relevant architectural comparator: its overview and general principles already organize the description
of a manufacturing twin [88]. The proposed generative-relational (GR) description is therefore an ex-
ploratory integration layer over these more established methods, not a claim to have originated typed
production objects, digital twins, provenance records, or relational modelling. Any claimed added value
must be assessed against properly specified implementations of them.

Let a research question specify an observation domain (2, a system boundary B, an observation
protocol O, and an ordered collection of analytic intervals g, I1,...,Iy. The interval index n is a
bookkeeping device that may summarize continuous processes or irregular event histories; it does not
impose a universal temporal ontology. In particular, an institution’s later reconstruction of an event
sequence may differ from what a controller recorded as events occurred. Historical statements about
sequence and causality therefore require stated source and dating conventions. Define the provisional
relational description

c@B,Q,N = (V> R77-> F7C7H7075)B’Q7N7 (1)

where V is a set of typed objects and event records, R a set of typed relations, 7 assigns types, F contains
physically measured or estimated flows, C describes capacities and constraints, H records ordering and
dependency histories, and £ contains evidence and provenance claims. This object is a research repre-
sentation, not an assertion that every represented relation possesses a common metaphysical status or a
known causal mechanism.

6.2 Typed Entities and Productive Events

The basic types are productive activities Q; actors or organizations A; material inventories and products
M; equipment and infrastructures I; datasets, models, specifications, and other representational artifacts
K; ecological sites or processes Z; and recorded events T. They can overlap in carefully declared ways:
an autonomous laboratory may be treated as an institutionally governed facility at one level and as an
interconnected set of instruments, work processes, and services at another. The type assignment 7 is
consequently contextual rather than an ontologically privileged partition. Each activity ¢ € Q can be
represented as a qualified event with input relations, output relations, operative constraints, location,
and an actor or control system associated with its execution. Distinguishing agent associated with an
activity from agent authorized to decide it is especially important when automated equipment executes
instructions generated within another institution.

Dependencies frequently require several conditions jointly. Manufacturing a qualified component
might require a machine, a calibrated tool, a feedstock grade, available electrical power, and an accepted
inspection procedure. A binary network edge can represent each condition separately, but a typed directed
hyperedge more directly describes a productive activity as the joint use of a collection of conditions to
generate a collection of outputs. A production requirement can also have alternative satisfiers, such as
two certified suppliers, two repair strategies, or several compatible energy sources. Thus, a dependency
description includes conjunctions, alternatives, quality constraints, capacity constraints, and possible
substitutions. A graph path alone may overstate dependence when substitution is available or understate
it when multiple inputs are required simultaneously.
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Table 7: Typed relational claims and their respective requirements for empirical interpretation. A com-
mon digital record does not make the claims interchangeable.

Relation type

Illustrative observation or record

What remains necessary for the claimed inference

Physical transformation
Energetic provision
Technical enablement
Information or knowl-
edge use

Institutional control
Labour and care contribu-

tion
Ecological interaction

Metered inputs, qualified outputs, mea-
sured losses

Time-stamped delivered electricity or fuel

Equipment compatibility or service depen-
dency

Dataset, model, specification, or prove-
nance link

Title, licence, instruction, approval, con-
tract

Task logs, training, repairs, maintenance

Exposure, discharge, habitat or biotic ob-
servation

Conservation or process model, sensor validity, al-
location boundary

Quality, capacity, upstream generation and conver-
sion losses

Tested operating envelope and feasible substitution
pathways

Usage evidence, validity,
intellectual-property scope
Competent source, temporal scope, enforceability
and remedy

interpretation and

Work conditions and socially distributed reproduc-
tive support

A defensible causal design and ecologically appro-
priate endpoints

A minimal activity record should declare (i) a unique activity identifier and relevant interval, (ii) input
and output types and quantities where physical measurement is appropriate, (iii) enabling equipment and
qualified personnel or control policies, (iv) evidentiary sources, and (v) any applicable institutional and
ecological constraints. Missing fields are not silently filled by treating all undocumented relations as
absent. Anunrecorded subcontractor, upstream electricity load, or ecological effect may be consequential
even when unavailable to the investigator. Evidence completeness and the completeness of the physical
production system are therefore separate properties.

Table 7 organizes the representation into relations that can, in principle, be independently assessed.
It also helps distinguish descriptions of productive capacity from evaluations of who benefits, who bears
ecological burdens, and who has the legitimate authority to authorize a particular activity. These latter
assessments require theories and procedures beyond a typed data structure.

6.3 Dimensional Accounting of Material and Energy Flows

Physical quantities require additional structure. Let x, ,, denote an inventory of commodity or substance

k at the beginning of analytic interval n, with unit [x] explicitly specified (for example kilograms of a

material grade or counted components). Let u;, > 0 denote the number of executed cycles of process j

within that interval. The coefficient Sy ,, gives the net change in inventory k per valid process execution,

expressed in units [xy]/ cycle;. The following relation is a bookkeeping identity only if the full set of

sources, sinks, and inventory changes has been recorded consistently:
Lkn+1l — Thn = Z Skj,nuj,n + r}gnm - T]?;l,lqt@ - gk,na

JEQ

ke M. 2)

Here the r terms are recorded boundary transfers and ¢, ,, an explicitly defined loss or inventory cor-
rection, all measured in [z] over the interval. Where a process changes the composition of material,
the commodity balance must be connected to appropriately measured material or elemental conservation
constraints. Counting one finished component and kilograms of feedstock in the same untyped inven-
tory would render Equation (2) meaningless. Conversion coefficients, tolerances, inventory uncertainty,
co-products, scrap and embedded material flows therefore belong in the data model. Numerical process
yields should be empirically estimated within stated operating conditions.

Energy accounting likewise requires compatible dimensions. Let e;, represent energy used per
execution of process j, measured in megajoules per cycle, 2" auxiliary energy use in megajoules, and
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E;,"® the energy available within the same interval. An operational necessary condition is

3 enttjn + BV < B, 3)
JEQ

when all three magnitudes cover the same boundary and interval. Equation (3) is not sufficient for oper-
ability: instantaneous power limits, peak demand, voltage quality, outage duration, temporal matching,
storage, and thermal constraints may invalidate a schedule even when its total energy requirement is
covered. Likewise, electricity consumed by a remote model-serving facility must be included when
the analytical question concerns extended infrastructure, and its allocation requires a documented rule.
These distinctions are consistent with the goal-and-scope discipline of life-cycle accounting [84].

Information is recorded on different terms. A file size can be quantified in bytes, latency in seconds,
and a trained model’s computational footprint through declared metrics; a worker’s practical knowledge
or a research programme’s epistemic warrant cannot in general be reconstructed from these quantities.
The expression “information flow” therefore refers to documented use or transmission events unless an
operational information measure is specifically defined. Economic values, measured in currencies at
defined dates and under defined accounting rules, remain separate again. Price-weighted aggregation of
distinct physical stocks may serve a declared economic question but cannot establish material substitution
or normative commensurability by arithmetic alone.

6.4 Productive Feasibility and Institutional Authority

Engineering feasibility depends on capacities, timing, compatibility and resource constraints. Institu-
tional authority can restrict or enable which technologically possible operations are admissible. Define

Ehys(:rn) as the set of process schedules satisfying the specified physical and technical constraints, and
let 4™(a,,, h,,) contain schedules admitted by the applicable, verified institutional conditions for orga-
nizational configuration a,, and recorded history h,,. For a declared research question, the feasible set
may be represented as

U = UPYS (2, VU (@, hy) DU (25 C), “)

where U °° represents only those ecological constraints whose content, evidence and governing status
have been explicitly specified. Ecological admissibility may include legal thresholds, research-protocol
limits, or scientifically motivated scenario constraints; these sources should not be conflated. The in-
tersection records compliance with the declared restrictions, not the provenance or legitimacy of each
restriction. A legal permission belongs to the institutional account of authorization even when its eco-
logical purpose motivates a constraint in Z/;°°; any such overlap must be identified rather than counted
as independent scientific evidence. A mathematically convenient limit on habitat exposure is not, by
itself, a democratically authorized ecological standard or evidence that a particular threshold protects all
relevant organisms.

An access relation can be coded as 555 € {0, 1,7}, where the final symbol indicates unresolved
evidence rather than refusal. The coding needs to reference the applicable licence, contract, permit, tech-
nical authentication condition or other instrument; the identity of its competent issuer; and any geograph-
ical, temporal, operational or revocation conditions. Institutional records may conflict or be contested.
For such cases, multiple sourced assertions and their status should be retained rather than collapsing them
into a fictitious single ground-truth flag. In economic analysis, control over an indispensable production
relation may shape an actor’s bargaining position, but a quantified measure of power would addition-
ally require specified feasible alternatives, transaction costs, substitution constraints and institutional
responses.

Proposition 1 (Dependence of feasible production on institutional conditions). Consider two oth-
erwise identical descriptions with the same physical and ecological feasible sets and with institutionally
admissible sets /i"' C /", Their resulting feasible sets satisfy 2/{¢a> C g41eas.
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Proof. Each feasible set is the intersection of the common physical and ecological sets with its respective
institutional set. Intersection preserves set inclusion. []

This elementary result is a statement about the representation, not an empirical theory that wider ac-
cess rights always increase realized output, improve working conditions, or diminish ecological burdens.
The result also depends on what counts as an admissible institutional condition. Changing governance
may alter investment, incentives, coordination, and the physical or ecological feasible sets themselves.
Those effects cannot be derived by holding them fixed, and they remain matters for comparative histori-
cal and empirical investigation.

6.5 Ecological Dynamics Within the Productive Boundary

Physical production and ecological continuation are linked without sharing an automatically commensu-
rable value metric. Let z,, represent an evidence-dependent vector of ecological observations or inferred
state variables, such as substrate condition, water use, contaminant concentration, habitat structure, or
taxon-specific indicators. A conditional dynamic description may be written

Zn+l1 = fO,n(Znaun,dnagn)7 )

where d,, represents other disturbances, 8 specifies a model family or calibrated parameters, and ¢,, de-
notes residual influences under a stated probabilistic or uncertainty model. Equation (5) has no ecological
predictive validity before relevant variables, spatial support, observation errors, parameter identification,
and external stressors have been established. A technologically efficient operation can generate indirect
changes beyond the facility’s boundary, and the representation should retain the possibility of cumulative
effects and delayed or nonlinear responses.

The system boundary plays different roles in physical inventory accounting, ecological interpretation,
and governance. An inventory boundary determines the activities whose resource flows are counted. An
ecological influence boundary may be wider because upstream resource extraction, emissions, hydro-
logical interactions, and supply chains extend beyond the operating site. A jurisdictional or contractual
boundary can be different again. A study reporting lower electricity consumption within a factory gate
cannot infer lower lifecycle electricity demand without examining upstream computation and outsourced
processing. A study observing no short-term ecological change around a facility cannot infer the preser-
vation of regional ecological reproduction without suitable ecological coverage. Such distinctions build
on established lifecycle and industrial-ecological accounting and should be made explicit before propos-
ing any new GR measure [84, 173].

6.6 A Changing Network of Reproductive Dependencies

Historical materialism concerns evolving productive arrangements, including changes in who controls
equipment, whose labour reproduces productive capacities, and where materials and knowledge are ob-
tained. A static graph of observed supply relationships can serve a snapshot, but it cannot alone repre-
sent supply substitution, equipment aging, institutional changes, or the emergence and disappearance of
production activities. Denote the typed dependency structure during interval n by G,. A provisional
transition description is

Grnt1 = Pyn(Gn, tn, an,wy), (6)

where u,, contains recorded production or investment actions, a,, relevant organizational changes, and w,,
unmeasured disturbances or exogenous changes relative to the chosen boundary. The transition operator
®,, », is a modeling hypothesis: it is neither a historical law nor evidence that technological development
follows a predetermined direction. Its parameters and permissible transitions would need documentary,
economic and engineering support.

A reproductive dependency differs from a dependency needed to execute one process cycle. A robot
may produce an acceptable part whenever a calibrated actuator, control system and power supply are
available, while restoring those capacities after wear or failure requires further processes: manufacture
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of replacement bearings, preparation of qualified calibration equipment, renewal of electronics, training
of maintainers, and continued supply of electricity. These processes form another layer of the production
network, which in turn depends on other inputs and organizations. In Sections 7 and 8 the distinction
between operation and reproduction will be formalized with a declared time horizon and a bounded
external-support set, rather than assuming that recursive dependence can be terminated by choosing a
convenient accounting boundary.

The representation must distinguish a pathway that is historically realized from one that is merely
technically feasible. A potential substitute supplier is not necessarily accessible at a viable price, deliv-
ery interval or quality level. An open-source design does not guarantee access to manufacturing tools.
Conversely, a material bottleneck apparently concentrated at one node may have multiple practical al-
ternatives once changes in design, repair or organization are admitted. Feasible dependencies should
therefore be evaluated under specific, time-indexed capacities and institutional conditions, with histori-
cal changes treated as empirical questions.

6.7 Observation, Provenance, and the Limits of Identification

A production graph is ordinarily assembled from incomplete observations. Equipment logs, enterprise
databases, environmental sensors, invoices, contracts, interviews and scientific publications capture dif-
ferent aspects of productive relations. The evidence associated with each assertion should record the
source, event time or interval, method of measurement or interpretation, transformation history, and
uncertainty where available. W3C PROV-O provides a standardized provenance ontology for entities,
activities, agents, usage, generation, and attribution; the proposed representation should interoperate
with it where possible [196]. Provenance records explain the basis and history of a claim, but they do not
certify that a sensor is calibrated, that an economic attribution is causally justified, or that a purported
authorization is legally effective.

If X,, denotes the latent set of conditions of interest and Y;, the observations under measurement
protocol O,,, an operational abstraction is

Y, ~ KOn( ’ Xnvﬂ'n)7 (7)

where 7,, denotes the observation or inspection policy and Ko, its conditional observation model. In
some applications, X,, may be a vector of measurable physical quantities; in others it is a structured
collection of inferred relations. Changing the inspection policy can change the records produced even
when the underlying productive conditions remain comparable. This includes selective quality sampling,
monitoring concentrated at first-tier suppliers, and omission of informal maintenance or outsourced com-
pute. The model is useful only if selection mechanisms and measurement errors can be investigated with
sufficient data.

A basic identification limit follows: if two distinct feasible dependency structures induce the same
distribution of all observations permitted by a chosen protocol, that protocol alone cannot distinguish the
structures. For example, a facility’s operating log may show the same output and uptime whether the crit-
ical replacement part is acquired through a diversified supplier network or a single inaccessible upstream
producer. The difference becomes observable only through suitable supplier and repair evidence or an
informative intervention. Additional graph complexity cannot solve a lack of identifying observations.
Negative results should be expected whenever the proposed GR recording adds descriptive fields but
leaves such evidence gaps unchanged.

6.8 A Bounded Ilustrative Production Case

Consider a hypothetical cell producing one accepted precision component per recorded activity cycle.
Assume for illustration that it uses 0.12 kilograms of one specified input material grade and yields a 0.10
kilogram qualified component and 0.02 kilograms of recoverable scrap, with no other measured material
output for this simplified account. Let the same cycle require 2.0 kWh of on-site electricity and an
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allocable 0.4 kWh of external computing electricity. These numbers are constructed for exposition; they
are not measurements of an existing facility. Under the simplified boundary, a physical mass account
closes at 0.12 = 0.10 + 0.02 kg. Electricity amounts total 2.4 kWh only under a compatible accounting
boundary and a documented allocation of remote computation. The material flow does not close the
energy or ecological account, and recovering 0.02 kg of scrap does not establish the eventual recovery
yield or the environmental burden of recycling.

Suppose the cell receives materials through either of two nominally compatible suppliers and relies
on licensed inspection software. A physical network would record both possible material sources and
the inspection activity; a historical realization record would identify which supplier actually delivered
the input and whether the software was available during the interval. A control record would distinguish
permission to run the software from ownership of the equipment or an intellectual-property claim to
the design. If the inspection licence expires or a sole certification service becomes unavailable, the
feasible production set may contract even though the inventory and energy accounts remain unchanged.
Conversely, a validated open replacement for the inspection software could enlarge feasible production
options without changing the immediate resource balance. Neither case implies improved ecological
outcomes without data on investment, quality, workloads and indirect demands.

The illustrative cell makes an incremental-value test possible. Investigators should first define a
common held-out task, such as predicting qualified-output interruption following a repair-part failure or
reconstructing the authorized route by which a supplier was changed. A competent process/reliability
model, an established production-network or life-cycle workflow, and a GR-augmented workflow should
initially receive the same underlying records and uncertainty descriptions. Their errors, calibration, ab-
stentions, analyst time, and maintenance costs can then be compared. A second, separately reported
comparison may allow new institutional-event records to be collected for the GR workflow, but must
include the additional acquisition cost and an analogous opportunity to enrich competing methods. Oth-
erwise a claimed representational gain could merely be an advantage in data access. Validation should use
subsequent events, externally adjudicated incidents, or documented interventions rather than in-sample
narrative fit. No such evaluation is reported in this manuscript.

6.9 Conditions for an Empirically Useful Representation

The proposal is consequently an interface for joint questions whose evidence crosses established dis-
ciplinary databases, not an additional physical law of production. Its value depends on whether typed
alternatives and conjunctions of requirements, temporal realizations, governing rights, and source uncer-
tainty improve a declared prediction or decision at a measurable cost. Where a Petri net, input—output
table, standard life-cycle inventory, or conventional event database performs the task as well, that method
supplies the appropriate analysis. Where the added institutional or historical fields improve performance,
the finding identifies a task-specific benefit rather than validating the GR framework as a general ontol-
ogy. A further comparator is a manufacturing digital twin conforming to a declared implementation of
the ISO 23247 framework, equipped with the same process-event, provenance, maintenance and autho-
rization records as the GR candidate [88, 196]. If a well-specified twin or temporal production graph
can express the required conjunctive and alternative dependencies and attain equivalent performance,
the proposed GR syntax has not established independent predictive value. An advantage claimed merely
because an existing comparison model was denied relevant records is a data-availability effect, not a
validated representational result. In the present paper, cross-domain integration is a programme-level
research hypothesis; neither formal construction alone nor the coexistence of physical and institutional
relations establishes scientific novelty.

An independent methodological contribution would require an advantage associated with a specified
operation, not simply a more inclusive vocabulary. For each prespecified task ¢, an evaluator should
define a verified outcome y,, a task-specific loss L, (including a rule for abstentions), an admissible
record set D, and a shared resource budget. If y, p and ¥, ¢ are the results of a competent baseline and
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a GR-augmented implementation using D, respectively, one prospective comparison is

0q = Lq(Uq,8,Yq) — Lq(Yq.G Yq)- 8

Positive d, indicates an improvement only on that task and loss definition; it is not itself proof that the
GR representation is more expressive or that its causal account is correct. Where the loss is measured
in hours, dollars, or classification errors, the resulting contrast has that task’s units and cannot be pooled
directly with differences measured in other units. The evaluator must report uncertainty over genuinely
independent held-out cases, leakage controls, computing and analyst costs, and whether the same im-
provement is obtained by extending the baseline with the identical typed information.

Three outcomes therefore need to be distinguished. Representational necessity would require show-
ing that a precisely specified query or invariant cannot be represented by a defined comparator within
explicit modelling restrictions; a mere failure to implement it is insufficient. Task-level empirical utility
requires a repeatable advantage against capable, equally informed alternatives at a declared cost. Insti-
tutional usability concerns whether the resulting evidence can be interpreted, contested, corrected, and
maintained by authorized participants; that assessment is procedural and cannot be inferred from predic-
tion accuracy. None of these tests has yet been carried out here, and failure of one does not automatically
decide the others.

This section establishes the representational foundation for the paper’s next arguments. Operational
autonomy can now be assessed over specified activities and boundaries, with explicit attention to the
support necessary to execute and restore a process. Recursive reproduction can be studied through depen-
dencies on maintenance, component production, scientific knowledge, labour and ecological processes
without treating those heterogeneous conditions as commensurable. The next section accordingly asks
how autonomy should be defined within a given production boundary and evaluation horizon, and which
forms of continued external support remain compatible with that definition.

7 Defining Autonomy Within Production Boundaries

The relational representation established in Section 6 distinguishes physical inputs, organizational prereq-
uisites, institutional permissions, ecological conditions, and the evidence through which they are known.
This section uses that representation to specify what it could mean for an Al-mediated production system
to be autonomous. Its immediate purpose is conceptual and formal: to define autonomy relative to de-
clared productive tasks, system boundaries, disturbances, external support, and assessment horizons. Its
broader purpose is historical-materialist: to explain why reduced direct human intervention in a particu-
lar task does not by itself establish independence from the collective labour, accumulated infrastructures,
and material conditions that make the task possible. The section develops a conditional account of an
operational-reproductive autonomy gap, supplies a deliberately elementary proposition, and identifies
the measurements needed to determine whether such a gap occurs in actual production systems.

7.1 The Relation between Task Automation and Productive Autonomy

The allocation of decisions and actions between humans and machinery is a familiar question in automa-
tion research. Parasuraman, Sheridan, and Wickens distinguish information acquisition, information
analysis, decision and action selection, and action implementation, with each function admitting differ-
ent degrees of automation [149]. Their scheme does not imply that an entire productive organization
must receive one automation level. A robot may execute a toolpath without an operator while process
specification, fault diagnosis, quality adjudication, maintenance, and capital allocation are undertaken by
other agents. Research on human—autonomy teaming likewise treats interdependence as a constitutive
feature of effective human—-machine systems, rather than equating useful autonomy with the absence of
cooperation [137, 106]. These precedents motivate a task- and responsibility-specific definition in place
of an unqualified assertion that a factory or laboratory is autonomous.
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Manufacturing architectures make the difference concrete. The ISA-95 family specifies interfaces
among the physical process, sensing and control, operations management, and enterprise-level functions
[99]. The existence of a machine-level controller does not imply that inventory replenishment, mainte-
nance organization, production scheduling, or business authorization occurs within that controller. The
standard is cited here as an organizational and information-interface precedent, not as a standard that cer-
tifies autonomous reproduction. The object to be assessed is accordingly a specified system performing
specified activities under specified conditions; the word “autonomous” without those qualifiers is too
ambiguous to carry the paper’s empirical claims.

In historical terms, these specifications matter because automation often reorganizes rather than sim-
ply eliminates coordination. Work formerly performed at the machine may reappear in data preparation,
remote engineering, infrastructure maintenance, materials supply, or verification. An autonomy claim
concerning on-site execution can be true while its interpretation as independence from socially organized
production is false. That difference is analytically important whether the facility is privately owned, pub-
licly organized, cooperatively managed, or maintained as a commons-oriented infrastructure.

7.2 Boundaries, Activities, and Assessment Conditions

Let B designate a declared production boundary, including its internal facilities, stocks, agents, equip-
ment, and control interfaces. Boundary membership is indexed to an inquiry and may differ from the loca-
tion of legal ownership or accounting consolidation. Let 7 be a finite set of required productive tasks with
explicit output quantity, quality, throughput, safety, and recording conditions. Let H = (I,...,Iy)
identify assessment intervals, =g z the admissible disturbance histories, and I15 7 the policies available
under the declared technological and institutional arrangements. A policy is non-anticipating: decisions
during I,, may depend on observations then available and earlier recorded histories, without assuming
access to future disturbances. This notation follows the interval convention introduced in Equation (1);
it is a model of observable ordering, not a claim that time has a universal discrete constitution.

The tasks and conditions define an operational-success predicate Opp 7 1 (7) € {0, 1} for arealized
trajectory ~. Success depends on the stated output specification and the requirements judged necessary
for the investigation. Failure modes can include incorrect products, missed throughput commitments,
hazardous operation, or breakdown. A successful run is thus a claim about performance under a declared
testing procedure, rather than a judgement about who has authority to command production or whether the
wider production system is ecologically acceptable. Here operational refers to demonstrated execution
within the task and observation boundarys; it is not a synonym for ownership independence, full material
self-sufficiency, or freedom from all human oversight.

External support crossing 0B is represented by a typed vector, not one aggregate number. For a
specified channel set R g, write

UBmn = (uT7n)7‘€RB’ 0< Uprn < br,na n=20,...,N, €))

where b, ,, is an available external-support budget and the unit of u, ,, depends on its channel. Channels
might quantify manual intervention in person-hours, incoming replacement components in units, exter-
nally supplied electricity in kWh, model-serving access in compute-hours, or material replenishment in
kg of a stated substance. Some provisions, including legal authorization, expert judgement, habitat status,
and obligations of care, cannot responsibly be reduced to additive quantities of support. They remain
separate admissibility predicates. Importing ambient solar radiation, drawing water, or extracting mate-
rials can be physically essential even where no commercial invoice or human delivery is recorded. A
zero value for a measured supplier channel is consequently not evidence of physical independence from
the environment.

For an admissible policy 7, denote the support schedule used under disturbance & by «™(¢) and the
resulting trajectory by 7™ (£). Support budgets are upper bounds on what may be drawn, not instructions
to consume all available support. An idealized robust operational-feasibility set is

BR py=1{b: Inellpy, V€€ Zpm, u"(§) 2 b A Opg 1 u(7"(€) =1}, (10)
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Table 8: Distinct autonomy claims and the external supports they require researchers to investigate.

These are assessment categories, not empirically calibrated ranks.

Capacity

Claim being assessed

Ilustrative external dependency

Operational

Planning and adaptive

Runs specified tasks to declared quality
and safety thresholds

Selects and revises production policies
within its allowed action space

Intervention on faults; consumable re-
plenishment
Human-approved objectives;
models and feedback

external

Diagnostic Detects anomalies and chooses bounded Remote expert diagnosis; reference cali-
responses brations

Maintenance Restores equipment to a defined usable Spare parts, specialist tooling, external re-
condition pair labour

Energetic Maintains required energy quality, power Grid imports, storage replacement, up-
and availability stream fuel or energy equipment

Material Secures suitable process inputs and man- Mining, refining, purchased feedstocks,
ages losses transport

Reproductive Restores or renews required productive Component manufacture, skills, fabrica-

capacities over the horizon

tion and other upstream capacities

where < is the componentwise order over identically typed support channels and assessment intervals.
The feasibility of actual deliveries, energy availability, permitted actions, and other conditions is included
in the admissible policy and disturbance models. Because reliable knowledge of all disturbance histories
is rarely available, Equation (10) is a formal benchmark; practical work may instead report the empir-
ical frequency of meeting task specifications, with confidence intervals and a documented disturbance
distribution. Robust and probabilistic claims must be named separately.

This definition also reveals an important consequence of system-boundary choice. Expanding B
to include a repair workshop can convert an imported repair service into an internal operation, while
introducing the workshop’s own needs for labour, tools, materials, and energy. Such a change alters the
support channels, policies, and accounting perimeter. Autonomy measures associated with two different
boundaries generally cannot be compared merely by subtracting the number of external transactions.

7.3 The Distinct Capacities Involved in Productive Autonomy

Autonomy is better represented by a structured assessment of functions and dependencies than by a
universal scalar score. Table 8 distinguishes dimensions that can be assigned different tests for the same
installation. Each dimension is conditional on its specified task, boundary, horizon, disturbance range,
and allowable human or external support. The distinctions are analytic and can overlap in practice.

A laboratory robot can have high operational autonomy within a repeated synthesis protocol and
lower autonomy in fault recovery or preparation of new experiments. A solar-powered installation can
supply much of its own operating electricity but depend on geographically concentrated producers of
electronics and batteries. A factory can maintain a stock of replacement parts without being able to re-
produce the productive capacity of the facilities that manufacture those parts. None of these observations
provides a general ranking of the technologies; they identify different activities and conditions whose
realization would require different evidence.

Autonomy also has an institutional dimension, but institutional independence must be handled care-
fully. A regulator’s approval, a community’s participation rights, or a worker’s authority to halt an unsafe
operation is not a “support deficit” to be engineered away. The ability to execute a task without seeking
immediate human permission is an operational characteristic; the legitimacy of that delegation is a dis-
tinct claim about authority and responsibility. Treating procedural constraints as losses in a technological
autonomy score would silently substitute an optimization criterion for an institutional judgement. The
formalism therefore records authorized policy sets separately from the support budget in Equation (10).
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7.4 Reproductive Autonomy and the Continuation Requirement

A successful run can consume inventories, reduce remaining equipment life, degrade calibration, or de-
pend on unrecorded expertise. These changes may leave the facility less capable of subsequent operation,
even if its immediate output meets specification. To separate execution from continuation, let z be the
measured or estimated terminal productive state. Let K 7y be a predeclared continuation-readiness
set: a collection of states with adequate component health, available inventories, actionable knowledge,
verified data or model access, and maintenance arrangements for a specified subsequent production re-
quirement. Membership in this set may be tested through engineering thresholds or a further controlled
operating campaign. It is not claimed to be a complete ecological or economic viability kernel.
Define reproductive success by the conjunction

Reppru(v)=1 <= Opgru(y)=1 A 2an(y) € KpTH, (11)

and let its associated robust support-feasibility set be

By'r g ={b: Ir €lpr, V& € Epu, u(§) Xb A Reppru(y"(€)) =1}. (12)

Proposition 1 (Conditional inclusion of feasible support budgets). For fixed B, T, H, Ep g, Il T,
support-channel definitions, and success predicates as specified above,

rep op
Bpru S Bpru (13)

rep

Proof. Take any b € B 571+ BY Equation (12), a policy 7 exists that meets the external-support bound
for every admissible disturbance and produces a trajectory satisfying Rep = 1. Equation (11) includes
Op = 1 in that condition. The same policy and disturbance qualification therefore establish membership
in B 7y by Equation (10). O

Proposition 1 is a consequence of the definitions, not an empirical discovery that existing Al pro-
duction systems necessarily exhibit a gap. Under fixed specifications, a budget in 5°P \ B"P witnesses
operational feasibility without verified reproductive feasibility at that support limit. Strict inclusion is
a research hypothesis requiring evidence about deterioration, replacement requirements, supply capabil-
ity, and available alternative policies. Empty feasibility sets, poorly specified continuation thresholds,
or changes in the disturbance range can also affect the comparison. The proposition should not be read
as claiming that every production installation fails reproductive testing. Consider the limiting case of
a fully stocked, qualified production cell whose components and readiness thresholds remain adequate
throughout a finite registered horizon under all modeled disturbances. If its operational and reproductive
conditions coincide within that horizon, its two support-feasibility sets can be equal. Thus, strictness
requires a documented separating support budget and an actual continuation requirement; a longer ob-
servation horizon may reveal a gap, while a short or undemanding terminal audit may conceal one. This
constructed case challenges the universal interpretation of an operational-reproductive gap while pre-
serving the conditional inclusion proposition.

A single scalar “autonomy percentage” can obscure this ordering. Because imported electricity, re-
placement parts, remote labour, and upstream fabrication have different units and substitutability con-
ditions, there may be several incomparable minimally sufficient support profiles. If an index is desired
for a particular policy purpose, its weights, normalizations, and value judgements must be declared and
subjected to sensitivity analysis. The physically meaningful result is initially a family of feasible support
sets and identified dependencies, not an unexplained weighted total.

7.5 A Constructed Illustration of the Operational-Reproductive Gap

Consider a hypothetical automated precision-processing cell that must complete two qualified production
cycles during the declared assessment horizon. Each cycle consumes one replaceable process cartridge.
The cell begins with exactly two cartridges, has functioning control equipment and sufficient energy, and
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Table 9: Constructed two-cycle cartridge example. Operational and continuation tests are fixed while
the permitted external replacement support changes; all values are illustrative.

Criterion Zero cartridge imports Two qualified cartridge imports

Qualified cycles completed 20of 2 20f 2

Terminal qualified cartridges 0 2

Operating target met Yes Yes

Continuation inventory thresh- No Yes

old met

Warranted conclusion Bounded operational execution Bounded execution with external re-
plenishment

requires no human action during ordinary execution. Suppose that successful continuation into the next
two-cycle campaign is operationally defined to require two qualified cartridges available at the end of the
assessment period, together with usable machinery. No internal cartridge-fabrication capability exists.
All numbers in this example are chosen solely to demonstrate the definitions; they describe no measured
factory.

With no external cartridge delivery, a controller can execute both cycles, producing two qualified
units under the stipulated absence of other failures. It therefore satisfies the operational specification but
ends with zero cartridges. It fails the continuation-readiness test. If an authorized and physically feasible
external delivery of two qualified cartridges is permitted before the terminal audit, the same installation
may satisfy both conditions. The support difference is measured in cartridge units; it cannot be treated
as a direct exchange rate against kilograms of raw material, person-hours, or the energy embodied in
cartridge manufacturing. If an internal cartridge recycler were introduced, the result would also depend
on actual recovery yields, quality losses, equipment wear, and its new dependencies.

This example reveals two distinct limitations of an unqualified autonomy claim. First, uninterrupted
task execution can draw down the conditions for future execution. Second, restoring continuation by
importing cartridges may solve the facility-level problem while maintaining dependence on external
productive networks. Neither the absence of operator intervention nor the feasibility of replacement
establishes the social or ecological acceptability of cartridge production. A comprehensive evaluation
must add the supply chain’s physical burdens, labour relations, access conditions, and uncertainty, as
proposed in later sections.

7.6 Boundary Sensitivity and the Redistribution of Dependencies

The dependence on B is analytically consequential. A facility-level record might classify remote mainte-
nance, replacement electronics, model updates, and utility electricity as external supports. A corporation-
wide boundary might classify some of the same supports as internal transfers. A regional or international
input—output boundary could reveal upstream mining, refining, fabrication, transport, or labour depen-
dencies that neither facility record displays. Each boundary is legitimate for some questions and insuf-
ficient for others. Enlarging a boundary can change what is called external support while leaving the
physical process and its environmental consequences substantially unchanged.
This observation can be stated as a boundary-comparison warning. Given B; C Ba, neither

op op
BBLT’H nor BBz,T,H (14)

can generally be ordered without a specified translation of support channels, inventories, policies, distur-
bance sets, and responsibilities. Including a supplier within B, may reduce counted imports of finished
components but increase counted requirements for raw materials and specialist machinery. The same
holds for reproductive feasibility. Because the two budget spaces may have different dimensions and
physical units, a naive scalar comparison is not even mathematically well-typed. The analysis should
instead provide a mapping of boundary changes, with matched physical accounting where possible.
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This is particularly important in historical materialism. The capacity of a factory to automate local
tasks is formed through relations extending beyond its gates: scientific research, training, purchased
means of production, global extraction and transport, ownership, and social reproduction of workers and
engineers. A boundary choice that excludes those relations can be useful for a local control problem while
remaining inadequate to explain the historical reproduction of the productive forces. Conversely, tracing
each dependency indefinitely offers no practicable finite measurement protocol. The paper therefore
favors nested, declared research boundaries and explicitly reported residual dependencies over claims to
have captured an entire totality.

A change in ownership or access can also alter operational feasibility without immediate alteration
of machine hardware. Under the typed description of Section 6, revocation of a software licence, in-
terruption of a supplier contract, a safety stop, or lawful withholding of authorization may modify the
admissible policy set. Such changes are not reducible to component reliability. Their empirical inves-
tigation requires contracts, policy records, governance procedures, and evidence of actual effects on
operation. A normative assessment must separately ask whether each form of intervention is legitimate,
proportionate, and contestable.

7.7 Ecological Conditions and the Limits of Technical Continuity

A reproductive test based only on terminal inventories and component condition remains incomplete for
the paper’s ecological purpose. Reproductive autonomy is assessed relative to a defined horizon and
support boundary; it asks how the enabling capacities can be maintained or replenished, not whether a
productive system can exist outside physical and ecological exchanges. The system could meet those
thresholds while drawing excessive water, accelerating material extraction, or causing damage that bur-
dens external communities or ecological systems. Accordingly, the admissible policy set may be inter-
sected with a declared ecological-feasibility set I1%5%;, consistent with the distinction between technolog-
ical, institutional, and ecological feasibility alread7y expressed in Equation (4). Researchers must state
which ecological indicators are included, how exposure is measured, what system boundaries are used
for upstream burdens, and which uncertainties remain unresolved.

This ecological restriction cannot be inferred simply from the presence of renewable electricity, local
recycling, or automated maintenance. Every pathway depends on physical energy conversion, materi-
als and infrastructures. Recovering more material can lower some forms of extraction while increasing
other processing demands; extended equipment lifetime can reduce replacement production while chang-
ing maintenance energy or material requirements. Any net benefit requires context-specific life-cycle
assessment and counterfactual comparison rather than a definitional association between autonomy and
sustainability [84, 173].

The political-economic implications are equally bounded. Reduced direct labour hours within B nei-
ther measures the total living labour involved in the expanded supply system nor specifies the distribution
of income, authority, occupational risks, or technological gains. Reproductive capacity may be supported
by publicly funded science, care activities, and collective maintenance whose contributions do not appear
in a narrow facility ledger. The historical question is therefore how technical autonomy is produced and
governed through material and social dependencies, and how different institutional arrangements make
different continuations feasible. Ethical acceptability and ecological justice remain questions requiring
evidence and reasoned institutional judgement beyond the autonomy set calculations.

7.8 Measuring Autonomy in Comparative Production Research

The formal definitions provide a design for empirical investigation rather than ready-made estimates. A
comparative study would first specify a reproducible task campaign, declared safety and output thresh-
olds, a clear facility boundary, and at least two assessment horizons. It would then record the occur-
rence, origin, and causal role of external supports: operator and engineer interventions, replacement
components, remote computing, calibration services, grid imports, software dependencies, maintenance
processes, and material supply. Event provenance should distinguish planned assistance from unplanned
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failure recovery, and measurements from supplier reports or model-based allocations. The proposed GR
representation can preserve those distinctions, but conventional maintenance logs, enterprise integration
records, life-cycle inventory, and provenance systems provide necessary comparison baselines [99, 196].

The protocol should also carry out fault and interruption scenarios calibrated to realistic risks. A nom-
inal uninterrupted demonstration can be compared with a campaign that includes documented network
interruptions, delayed components, equipment faults, or reconfiguration requirements. Researchers can
report output quality, task completion, downtime, restoration duration, external person-hours, qualified
spare parts consumed, and energy delivered, each in its own unit. Where disturbances are sampled rather
than enumerated, uncertainty intervals and sampling assumptions should accompany reliability claims.
The continuation-readiness test should be specified before the campaign, with independently checkable
inventories and equipment-condition measurements. A further run may be needed to establish whether
the terminal state really sustains the nominated subsequent task set.

A useful experimental design would compare a facility under three policies: a fixed automation
policy, an adaptive policy optimized for nominal task completion, and an adaptive policy explicitly con-
strained by restoration of productive capacities. All three should face matched workloads and comparable
support availability. The analysis would investigate whether increased task-level automation moves the
system closer to or farther from its continuation-readiness set, and whether any apparent gap disappears
when maintenance is improved or inventory buffers are added. These competing explanations are im-
portant: a gap might be caused by avoidable scheduling choices or measurement omissions rather than a
structural feature of Al technology. Ecological indicators and external supply-chain impacts should be
measured separately, not folded into task success.

The proposed approach is falsifiable. If repeated campaigns find that operational improvements sys-
tematically preserve continuation readiness, diversify effective suppliers, or reduce system-wide ecologi-
cal burdens under appropriately matched conditions, a strong hypothesis of autonomy-induced reproduc-
tive fragility would be contradicted for those systems. If the GR record does not improve reconstruction
of critical dependencies or anticipation of failures beyond competent conventional records, its asserted
empirical advantage should likewise be rejected. Such outcomes would refine the research programme
rather than invalidate the legitimacy of studying autonomous production.

7.9 Implications for the Reproduction of Productive Capacity

Autonomy in production can now be expressed as a bounded family of task-performance and support-
feasibility claims. The operational-reproductive distinction makes visible a possible divergence between
executing a productive activity and restoring its conditions of continuation. The conditional inclusion
result establishes how the two tests relate by definition, while the existence, magnitude, causes, and
consequences of an actual gap remain empirical matters. A facility’s ability to operate without immediate
human intervention may be genuine and significant even when it continues to depend on other workers,
institutions, material suppliers, and ecological systems.

This account provides a transition to Section 8, which examines the deeper problem of recursively
reproducing infrastructure and the limits of closure across productive levels. The next question concerns
the conditions under which a system that replenishes its own immediate consumables can also maintain
the equipment, knowledge, and productive relations required to replenish those consumables in subse-
quent cycles.

8 The Recursive Reproduction of Production Infrastructure

Section 7 distinguished the successful execution of a specified production campaign from restoration
of the capacity to execute another campaign. This section investigates the deeper dependency structure
implicit in that distinction. Its object is the recursive reproduction of production infrastructure: the pro-
cesses through which machinery, tools, energy provision, feedstocks, information infrastructures, and the
capabilities needed to maintain them are replenished through further productive activities. The argument
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develops a boundary- and horizon-specific account of such reproduction, connects the historical prob-
lem to established interindustry and industrial-ecological analyses, and identifies the assumptions under
which a quantitative upstream-dependency calculation is legitimate. The resulting propositions charac-
terize an accounting model, while claims concerning actual infrastructural autonomy remain questions
for empirical investigation.

8.1 Reproduction beyond the Immediate Productive Cycle

A production cycle consumes more than the materials incorporated into its final outputs. Tools wear,
calibration drifts, filters and lubricants require replacement, control systems depend upon updates and
qualified data, and productive facilities draw on electric-power and communication networks. Some
of these requirements are intermittent, and some arise only following failures. A facility can therefore
complete its assigned production while reducing the stock of capabilities required for future cycles. The
terminal continuation-readiness test introduced in Section 7 records one aspect of this difference. Yet
replenishment of a depleted component poses a further question: what reproduces the equipment that
makes that component?

Marx’s analysis of social reproduction already distinguished the circulation of commodities from
the reproduction of the means of production and of the social relations through which these are orga-
nized [124]. In a different analytical tradition, Sraffa’s treatment of commodities produced by means of
commodities makes interdependence among industries a central feature of production rather than an ex-
ternal complication [172]. Leontief’s input—output analysis similarly represents the requirements of one
productive sector for the outputs of others [112]. These approaches differ in their accounts of value, dis-
tribution, and explanation; none should be described as a derivation of the present generative-relational
(GR) formalism. Their shared recognition that productive means are themselves produced supplies a
well-established foundation for the problem investigated here.

Contemporary asset management adds an operationally useful perspective. ISO 55000:2024 presents
life-cycle asset management and decision-making as activities related to organizational objectives, while
reliability-centred maintenance standards specify systematic evaluation of maintenance processes [103,
38]. Such practices provide essential baselines. They can reveal whether the local factory is maintained,
but they do not automatically identify every upstream requirement for manufacturing replacement equip-
ment. The question is therefore one of nested productive reproduction, not the assertion that conventional
industrial engineering has failed to recognize maintenance.

8.2 Reproductive Dependencies across Production Levels

Let B be the production boundary and H = (Iy, ..., Iy) the observation horizon defined in Section 7.
For each required equipment or intermediate-product type i, let O, be the set of admissible processes able
to supply it at the required quantity and quality. These processes can require other equipment, processed
materials, energy services, skilled work, knowledge artifacts, calibration or certification. A reproductive
dependency exists when maintaining the availability of type ¢ over H requires completion of another
qualified productive activity or continued access to an enabling capacity. Importantly, such requirements
may be conjunctive: electricity, a machine tool, a controlled environment, and a qualified feedstock may
all be necessary for one fabrication process. They may also admit documented alternatives.

Starting with a specified set of activities 7, define a sequence of requirements discovered by expan-
sion. Set Dg)(T, H) equal to the typed inputs and capacities needed directly for 7. For k& > 0, let

Dgﬂ) include Dg) and the prerequisites of the selected qualified processes that maintain or replace
those requirements over H. This sequence is indexed by the declared process representation and the
admissible substitution policy; it does not assert a unique natural hierarchy of generative levels. An up-
stream mineral refinery, a testing laboratory, and a contractual service may be reached through different
paths, and an alternative source can change the expansion.

A distinction between dependency discovered and dependency satisfied is indispensable. The fact
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Table 10: Nested infrastructure-reproduction requirements. The evidence needed at each level differs
from evidence of direct task completion.

Requirement

Example of a reproductive activity

Necessary evidence beyond local operation

Consumables
Replacement parts

Production
ment

equip-

Enabling services

Replenishment of feedstocks, filters
Or process gases

Fabrication and testing of a worn actu-
ator or circuit board

Repair or replacement of fabrication
and inspection instruments

Provision of power quality, cooling,
networks or computation

Qualified source, delivery, material balance and expected fu-
ture demand

Tool availability, compatibility, yields and supplier capacity

Capability to maintain tools, metrology and precision com-
ponents

Capacity and reliability of the upstream service infrastructure

Knowledge and Updating recipes, software, training Tested validity, permitted access and ongoing human and in-
labour and maintenance skills stitutional support

Ecological condi- Continued access to water, suitable Independently established ecological constraints and cumu-
tions sites and ecological processes lative exposure

that a database contains a path to a possible supplier does not show that the supplier has spare capacity,
meets the requested specification, can deliver during H, or is accessible under the relevant institutional
rules. Similarly, a circular path within the recorded network can represent actual material recovery, repeat
purchases, an accounting convention, or a merely proposed capability. The typed event and provenance
description of Section 6 therefore records which relationships are measured, documented, inferred, or
hypothetical.

The categories in Table 10 illustrate how an immediate maintenance achievement can depend on
successive enabling systems. The categories are analytic examples, not a claim that each facility requires
every listed technology.

8.3 A Finite Accounting Model of Upstream Requirements

A useful restricted calculation follows the Leontief tradition. Suppose that m output categories can be
consistently normalized to specified physical units, and that A € RZ™ has coefficients A;; denoting
units of input type 4 required per unit gross output of category j over a declared accounting interval. Its
entries have units [i|/[;], and matrix multiplication is dimensionally meaningful after the chosen unit
conventions have been declared. Let d € R}, denote a specified final output and replacement-demand
vector, with the same output-category units, and z the gross production vector. In the fixed-coefficient,

linear, unconstrained-capacity approximation,

z=d+ Az, (I —-A)z=d. (15)
The replacement component of d should be estimated separately from the output sold or delivered; oth-
erwise the model conceals consumption of fixed capital behind apparently sufficient finished-product
output. Replacement coefficients estimated from wear or failures also depend on the assessment horizon
and utilization regime. If a machine is not produced as a continuously divisible commodity, its periodic
renewal can require a discrete-event or integer-production model instead. Equation (15) is a restricted
aggregate accounting approximation, not a complete dynamic production law.

For a nonnegative coefficient matrix with spectral radius p(A) < 1, the well-known Neumann rep-

resentation yields

z=(I-A)1d=>Akd
k=0

(16)

The successive terms measure direct and higher-order upstream requirements within the modeled pro-
ductive categories. An input absent from the sectoral classification, or a component sourced outside the
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observed boundary but coded as an aggregated service, remains absent from the inference. Environmen-
tal input—output and hybrid life-cycle inventory methods already investigate such truncation problems;
Lenzen, for example, documents omissions of higher-order upstream stages in conventional process
inventories [111]. The contribution of a GR-enriched record would have to consist in more accurately
qualifying changing alternatives, institutional access, histories and evidence status than these established
tools, not in merely rediscovering the inverse in Equation (16).

For a bound involving a norm, mixed physical units require a declared coordinate normal-
ization. Choose a positive reference quantity s; with the physical unit of commodity < and let
D = diag(sy, ..., 5mn). The numerical coordinate representations A = D 'AD, d = D~!d, and
Z = D~'% are dimensionless. A norm of A computed without specifying such coordinate scales can
change merely because one category is expressed in kilograms rather than tonnes. The following bound
is therefore stated in normalized coordinates.

Proposition 2 (A conditional bound on higher-order modeled requirements). Let A > 0 and d > 0,

choose the normalization D defined above, and suppose a submultiplicative induced norm satisfies

|A|l < 1. Define z¥) = Zszo A¥d. Then the tail within the modeled category universe satisfies
1A <+

DYz — I < 1p1q). 17
[1D~( )”_1—||A||” | (17)

Proof. Similarity of the matrices gives D~ A*d = Akd. By the norm assumption the normalized
Neumann series converges. Submultiplicativity and the triangle inequality give || ;. ; Akd|| <

> K41 || A]|* HJH, and summing the geometric series yields Equation (17). O

This proposition is an elementary consequence of established matrix analysis, stated here to clarify
the assumptions behind a finite truncation. It is not a novel economic theorem. The sufficient condition
Hﬁ | < 1 and the numerical size of the bound depend on the declared normalization and norm; the
convergence condition p(A) = p(ﬁ) < 1 is invariant under this coordinate rescaling and does not
imply the displayed bound for every norm. The computed tail accounts for higher-order paths among
included categories only: it provides no upper bound at all for omitted sectors, unrecorded material
streams, or erroneous coefficients. An empirical investigator would have to estimate coefficients and
their uncertainties, identify omitted categories, and test sensitivity to aggregation, prices, technology
changes, and substitution before attaching significance to the calculated upstream tail.

8.4 An Illustrative Reproduction Calculation

Consider a strictly hypothetical system with two abstract intermediate-product categories. For one ac-

counting interval let
0.10 0.20 10
A= (0.30 O.lO) ’ d= ( 2) ' (18)

These coefficients are invented to illustrate the method and should not be read as observations of actual
semiconductor or machine-tool production. The matrix has spectral radius approximately 0.345. The
direct-demand vector requires ten qualified units of the first category and two of the second. Accounting
for intermediate requirements by Equation (15) gives z = (12.533...,6.400...)". Counting through
order four produces z(*) = (12.4902,6.3466) T, already close in this chosen example. Neither result
proves that the relevant factories possess the required productive capacities.

This distinction becomes apparent if the second category requires a specialist inspection instrument
that is unavailable during the assessment horizon. The matrix calculation may report a nonnegative
gross-output vector while actual manufacturing remains infeasible. Likewise, an alternative process
may reduce input needs but require a certification the facility does not hold. Capacity ceilings, delivery
delays, nonconvex batch production, skilled-labour availability, network failures and institutional autho-
rizations therefore belong to the feasibility analysis in Section 6. Their omission is especially serious
when interpreting one feasible quantity vector as evidence of independent system reproduction.
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For empirical work, the restricted input—output model is best used to identify a candidate upstream
requirement and to define a baseline. A richer activity model can then ask whether sufficient capacity
and qualified alternatives exist, which material stocks and tool conditions would be depleted, and what
external support remains indispensable. Where the standard model suffices for the decision task, no
claim of a GR performance advantage is warranted.

8.5 Closure, Substitution, and Continuing External Support

Closure has several non-equivalent meanings. A facility may produce its own consumables, repair most
equipment types, recycle part of its material stream, or possess the capability to manufacture replace-
ments for selected machines. These claims must not be silently transformed into complete physical
independence. Even a very broad productive network uses external energetic and material inputs, oper-
ates through finite conversion efficiencies, and exchanges heat and other outputs with its environment.
The industrial-ecology literature addresses such interconnections by studying coordinated resource cir-
culation and waste reduction, while also recognizing constraints on real recovery processes [45, 44].
Therefore, a productive loop in a flow diagram is evidence of modeled circulation, not a thermodynami-
cally closed system.

For a declared task set 7 and horizon H, define bounded reproductive coverage of an infrastruc-
ture type ¢ when a documented, feasible activity network can restore its specified continuation require-
ment within H, subject to an explicitly stated external-support profile. Stronger coverage includes the
qualified tools and resources needed to restore the first-level replacement processes. The requirement
can be recursively expanded until a research-defined stopping rule is reached. Rather than assign one
scalar “self-sufficiency percentage” to mixed quantities of power, material, specialist labour and soft-
ware rights, the result can be a typed coverage register identifying (i) what has been restored within B,
(ii) what crosses 0B, (iii) which alternatives have been demonstrated, and (iv) what remains unknown.
A percentage is interpretable only for a consistently defined denominator, such as the mass of a specified
recovered material or the share of a counted component catalogue, with its exclusions reported.

Substitution makes the dependency structure conditional on technical and social circumstances. A
failed supplier can sometimes be replaced through another qualified supplier, an alternative design, re-
furbishment, stock reserves, or demand reduction. Another dependency may be technically unique over
the relevant horizon. The importance of this distinction is illustrated by OECD’s 2025 mapping of semi-
conductor value chains, which documents specialized equipment, complex multi-tier dependencies and
concentrated segments; the report does not claim that Al systems cannot function without a particular
individual supplier in every configuration [141]. A reproductive assessment should consequently test
effective substitutability under specified constraints, not assign structural necessity solely from the pres-
ence of a single supplier in a recorded graph.

8.6 Reproduction across Unequal Timescales

Maintenance, fabrication, geological extraction, infrastructure construction, skill formation and ecologi-
cal recovery rarely operate over identical assessment horizons. A spare component may be held in inven-
tory and delivered within days, whereas establishing the process equipment that produces it can require
years. The corresponding long-run feasible-production trajectory can depend on investments, qualifica-
tion procedures and training undertaken before the immediate task campaign. This matters when com-
paring a facility’s apparent autonomy during a short demonstration with the continuity of its productive
capacities over a much longer horizon.

A dynamic extension should therefore model inventories and asset condition alongside qualified
productive capacity. For an equipment category ¢, a bookkeeping transition can be written

Kipnt1 = Kip —0ip +7ip +Myip, (19)

where K; ;,, represents service-capable units at interval n; d; ,, denotes units lost from qualified service
through wear, failure or retirement; r; ,, denotes units restored by qualified repair; and m;,, denotes
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qualified additions from replacement production. Each term is measured in service-capable units, not
currency. When partial degradation rather than binary qualification is relevant, a vector of condition
states or remaining useful life is required. Repair, replacement, and loss rates may depend on workload
and earlier interventions. Equation (19) is not a mechanistic reliability law, and recording a unit as
restored requires evidence that it meets the applicable technical specification.

Power generation and computing infrastructures enter analogous transitions through different phys-
ical variables and operating constraints. Knowledge capabilities and human expertise need yet other
descriptions: a software backup cannot stand in for its tested functionality, and a training record can-
not be equated with retained practical expertise. Such heterogeneous processes may be jointly necessary
even when their dynamics cannot be reduced to the same differential equation. Institutional arrangements
further affect the pace and feasibility of replacement through access, contractual rights, investment, cer-
tification and occupational organization.

8.7 The Historical Organization of Infrastructural Reproduction

The recursive perspective helps clarify a historical-materialist problem that might otherwise appear
merely technical. Productive forces are sustained by prior and concurrent acts of production, by in-
herited machinery and scientific knowledge, and by institutional arrangements that organize labour and
resource access. A manufacturer can possess advanced automatic equipment while depending upon pub-
licly supported research, suppliers with very different labour conditions, transnational transport, and en-
ergy infrastructures governed elsewhere. The means of production thereby embody social and historical
relations that need not be visible from the operator’s interface.

There is no necessary one-way political implication. Concentrated ownership of a critical machine or
software service may create a potential bottleneck, but the actual exercise of control depends on alterna-
tive access paths, contracts, capacities, regulation and collective action. Public or cooperative ownership
can alter some of these relations while introducing different coordination or financing constraints. The
present section is concerned primarily with the constitution of productive continuation; subsequent sec-
tions investigate dependency relocation, bottleneck control, and value circulation in greater detail. It
would be premature to infer exploitation, legitimacy, or optimal institutional form from the existence of
a dependency edge or from a matrix coefficient.

The ecological implication is equally conditional. Local repair and recovery may reduce demand for
new components and associated extraction, but may also require additional energy, transport, chemicals
and materials. A facility can maintain its machinery while imposing cumulative disturbance on external
ecological systems. Its capacity to reproduce its own productive conditions is therefore distinct from
the compatibility of that reproduction with ecological continuation. The latter requires spatially and
temporally appropriate inventories and ecological evidence, using system boundaries broad enough to
include displaced burdens. In the language of the present paper, technological reproductive viability and
ecological admissibility are separate predicates until empirical analysis establishes their relationship.

8.8 Research Design for Identifying Reproductive Bottlenecks

A tractable comparative study would select one industrial facility or autonomous laboratory with a doc-
umented task campaign and construct four nested descriptions: (a) direct production and maintenance
logs; (b) a component—supplier register with qualification and lead-time records; (c) an input—output or
hybrid life-cycle account of upstream requirements; and (d) a typed relational register including alter-
native paths, institutional access and evidence provenance. The fourth description would be evaluated
against, rather than presumed superior to, the other three. All models would use a common declared
functional output, time horizon, and quality threshold wherever comparison permits.

Researchers could test interruptions involving replacement components, energy quality, calibration
services and network availability, with human and ecological safeguards. Outcome variables would in-
clude qualified productive output, time to restore service, spare-part and repair demand, external-support
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channels in physical units, and changes in continuation readiness. A short-horizon test and a longer-
horizon renewal scenario should be distinguished. The research must report which supplier and upstream
records are inaccessible, which dependency edges are inferred, and how uncertainty propagates from the
inventory or input coefficients into projected feasibility. Historical archives, interviews and contrac-
tual sources may be necessary to investigate who exercises control over relevant access decisions; such
evidence cannot be replaced by observing machine telemetry alone.

The proposed framework yields definite failure conditions. A hypothesis of systematic dependency
concentration would be weakened where qualified substitute pathways diversify and interruptions be-
come less consequential under comparable workloads. A hypothesis of a large reproductive autonomy
gap would be contradicted in cases where robust maintenance and replacement consistently restore con-
tinuation readiness under stated boundary and support rules. And if the enriched GR registry provides
no independently measured benefit over competent supply-chain, reliability, provenance and industrial-
ecological approaches, its additional informational cost may not be justified. These tests should be pre-
declared to reduce retrospective selection of favorable examples.

8.9 Implications for the Transformation of Productive Relations

Recursive reproduction reveals a second dimension of productive autonomy: a system may execute tasks
and replenish immediate inputs while remaining dependent upon other systems for the reproduction of
its own means of replenishment. The input—output calculation gives a restricted quantitative language
for higher-order requirements; typed activity records add information about actual qualifications, alter-
natives, evidence and governance; and asset transitions extend the inquiry beyond a single output cam-
paign. Together they supply a way to study whether autonomous production reorganizes dependencies,
and which parts of its reproduction remain socially and ecologically distributed.

The next section examines changes in the location and organization of dependencies when au-
tonomous technologies are introduced. In particular, it asks how matched productive outputs can be
associated with altered upstream requirements, supplier relations and geographically displaced burdens.
The present section establishes the reproduction requirements that such a comparison must trace.

9 The Relocation of Dependencies Through Automation

The preceding sections established that operational autonomy depends on the boundary used to identify
external support and that the reproduction of productive equipment involves requirements extending be-
yond the immediate production cycle. This section investigates the historical and material changes in
those requirements when automation is introduced. Its object is dependency relocation: a change in the
composition, location, timing, institutional mediation, or substitutability of the inputs and capacities re-
quired to sustain a defined productive activity. The purpose is to distinguish demonstrable reductions
in particular requirements from their displacement, concentration, or creation elsewhere in a production
network. A relational comparison is developed using typed dependencies, matched functional output,
and explicit accounting boundaries. It is intended to complement established input—output, industrial-
ecological, and supply-chain methods; it does not assume that automation necessarily increases depen-
dence or ecological burdens.

9.1 The Historical Reorganization of Productive Requirements

Industrial machinery transforms both the performance of work and the circumstances under which the
work can be continued. The replacement of a labour-intensive process with programmable machinery
may reduce the number of person-hours needed on the factory floor, while increasing requirements for
precision equipment, specialized materials, power quality, software support, calibration, and mainte-
nance. Some inputs become interchangeable through standardization; others become tied to a small num-
ber of qualified processes or owners. Historical materialism directs attention to both the development
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of productive forces and the changing relations through which these forces are assembled, maintained,
and governed. Machinery embodies accumulated productive capabilities, yet its functioning remains an
activity within a wider division of labour and material reproduction [120, 125].

A historically significant change therefore cannot be inferred from a reduction in the locally visible
quantity of labour. The correct object is a productive configuration: an arrangement of human activities,
machinery, intermediate inputs, information, energy, repair capacity, and rights of access sufficient to
realize an output under specified conditions. Automation changes this configuration by altering tasks,
process qualifications, and the position of dependent activities within wider production relations. A
component formerly fabricated inside an establishment may be purchased from a specialized supplier,
while a formerly outsourced component may become economical to fabricate on site. The first change
externalizes a requirement relative to the establishment; the second internalizes it. Either can improve
productivity, degrade resilience, or leave system-wide requirements effectively unchanged, depending
on substitutions and counterfactual conditions.

Evidence concerning robot adoption illustrates the importance of level and denominator. Graetz
and Michaels’ analysis of 17 countries during 1993-2007 reports gains in labour productivity associ-
ated with industrial robotics without a statistically significant reduction in aggregate hours worked in its
specification; the estimated composition of work nevertheless changed [50]. Acemoglu and Restrepo
study US local labour markets and report adverse employment and wage effects in more robot-exposed
commuting zones over a different historical period and identification design [3]. These findings are not
intrinsically contradictory: national or industry productivity, local employment, and the allocation of
production across establishments are different estimands. Neither study provides a direct measurement
of contemporary Al factories’ recursive component requirements. The contrast demonstrates why an in-
quiry into relocated dependencies must declare its spatial, institutional, and functional boundaries before
interpreting observed changes.

9.2 The Forms of Dependency Relocation

In the typed production representation of Section 6, a dependency records a condition for which a pro-
ductive activity requires another activity, resource, service, or authorized relation. Relocation occurs
when an intervention changes the assignment or characteristics of these requirements while the com-
parison preserves a common productive service. Six mechanisms are analytically useful. Functional
substitution replaces one requirement with a technically different input or process, as when sensor cali-
bration replaces a repeated manual inspection. Organizational relocation changes which establishment
or contractor performs an activity. Spatial relocation changes where a burden is incurred or an input
is produced. Temporal relocation moves effort into equipment construction, model training, preventive
maintenance, or end-of-life treatment. Institutional relocation changes who controls the right to use or
reproduce a needed capability. Risk relocation changes exposure to uncertain failures, delays, or corre-
lated interruptions. These mechanisms can occur jointly, and their consequences depend upon whether
dependencies become more replaceable or more difficult to satisfy.

Table 11 identifies the evidence needed to distinguish these changes. The classifications are analyti-
cal proposals, not mutually exclusive empirical categories. A recorded reduction in direct employment
at one site, for example, can coexist with new engineering and maintenance work elsewhere, and it does
not identify the net employment effect without a defined population and credible counterfactual.

9.3 Comparing Matched Production Services

A claim of relocation requires a reference service. Let s identify a productive service with a declared
technical specification, tolerances, expected quality, and an observation horizon H. Let j € {0, 1} index
a baseline and a candidate automated configuration, each serving the same specification. Denote by ¢;
the number of qualifying service units delivered during H; the unit may be accepted parts, completed
experiments, or a properly defined flow of production services. Let k identify a typed input or burden
category, such as kilograms of a specified material, kilowatt-hours of electricity, qualified labour-hours,
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Table 11: Mechanisms of dependency relocation and the observations required to identify them.

Mechanism Possible production change Minimum comparative evidence

Functional Labour-intensive operation replaced by a robot- Equivalent output quality; direct and embodied
assisted process inputs; task and error rates

Organizational Replacement components purchased instead of ~ Supplier and internal process records; qualified
made in-house alternatives; contractual conditions

Spatial Processing shifts among sites or regions Site of actual fabrication; embodied transport;

energy mix and local ecological exposure

Temporal Work shifts to equipment fabrication, updates, Asset lifetime; construction and replacement in-
and maintenance ventories; schedule and failure distribution

Institutional Access moves to proprietary platforms, licences, Ownership and access conditions; switching
or controlled infrastructure rights; service continuity under refusal

Risk Dependencies share a constrained or failure- Capacity, lead time, substitution time, correlated
prone enabling node outage scenarios and recovery evidence

or a verified component replacement. Let g index geographic or organizational locations and 7 a tempo-
rally defined interval. The per-service dependency intensity f; i. 4~ has units of category k per qualifying
unit of s at location ¢ and interval 7, including appropriate amortized upstream contributions under an
explicitly declared accounting rule. Define the corresponding total accounting entry by

Dj,k,g’T = quj7k:7g77-. (20)

Equation (20) is an accounting definition rather than an assumption of linear physical response to
arbitrary changes in scale. The coefficient f; is measured or modeled at ¢;, and may itself change with
scale, learning, utilization or equipment renewal. Within a single typed component k, g, 7, an exact
two-configuration decomposition is

D g — Dojgr = @0 (frkgr — fokgr) + (@1 — @) figr (21)

The first term is a matched-baseline-output comparison of intensities, conventionally interpretable as a
configuration or technique effect only if compositional and other confounders have been addressed. The
second term attributes the remaining arithmetic difference to the changed number of qualifying outputs
at the candidate intensity; it is not, by itself, a causal estimate of rebound. An alternative decomposition
using the baseline intensity is equally exact, and the attribution differs when the intensity and quantity
both change. Reporting both or using a symmetric index decomposition can reveal this index-number
sensitivity.

The entries must retain their physical types. Kilograms of rare-earth inputs, megawatt-hours of en-
ergy, and hours of maintenance cannot be summed into an unqualified dependence score. When a scalar
comparison is necessary, weights must be justified by a specified engineering, economic, environmental,
or normative objective, with uncertainty and non-substitutable constraints retained separately. This safe-
guards the distinction between physical feasibility, financial cost, ecological admissibility, and socially
legitimate production choices developed in Section 6.

9.4 Internal Independence and System-Wide Dependence

The effect of shifting a requirement across an establishment boundary can be stated formally. Fix a
productive service s, its delivered quantity ¢, horizon H, disturbance class, and a common list of typed
enabling requirements. Let B be the monitored establishment and W a wider production boundary con-
taining B and its selected upstream suppliers. Define Lp(c) as the recorded direct requirement for a
chosen dependency category within B under configuration ¢, and Uy g(c) as the corresponding em-
bodied or directly recorded requirement elsewhere in W, measured in compatible units and without
double-counting. Let Ry (c) be the system-wide requirement, conditional on the selected truncation,
allocation, and life-cycle rules.
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Proposition 3 (Local requirement reduction is not sufficient for system-wide reduction). Suppose the
accounting identity Ry (¢) = Lp(c) + Uyn g(c) holds for a specified input category and fixed qualified
service. Without an additional bound on changes outside B, Lg(c1) < Lp(co) does notimply Ry (c1) <
Ry (co).

Proof. The system-wide difference satisfies

Rw (1) — Rw(co) = [Lp(c1) — Lp(co)] + [Ung(c1) — Unn p(co)]- (22)

The first bracket is negative by hypothesis. The second bracket is unrestricted. For an explicit admissible
example in a single physical input unit, let the local requirement fall from 10 to 4 while the upstream
requirement rises from 2 to 9. The corresponding system-wide requirements are 12 and 13, respectively.
Therefore a strictly lower local requirement can coexist with a strictly higher system-wide requirement.
The same identity also permits a lower system-wide requirement when the upstream increase is suffi-
ciently small or negative. O

This proposition is an elementary accounting counterexample, not an original theorem about the
consequences of automation. It establishes the need for an adequate boundary; empirical determination
of the magnitudes and uncertainty of the terms remains essential. When the use of automation changes
the composition of inputs, a physically typed vector identity should replace the scalar one. It may then
be possible for the candidate to reduce some requirements and increase others without yielding a single
dominance relation.

9.5 Concentration, Alternatives, and the Structure of Supply

A production system may reduce the number of direct transactions while increasing dependence upon
a supplier with few qualified substitutes. Conversely, standardized robotic equipment or open process
interfaces may create additional feasible suppliers and reduce effective vulnerability. Supplier count
alone is therefore an incomplete measure of dependence. For a necessary component ¢, relevant variables
include the number of suppliers that can meet technical qualifications, independent capacity under a
specified demand surge, substitution and recertification time, spare inventories, common upstream inputs,
transport routes, and the legal conditions for continuing access. Two nominally distinct suppliers may
share a crucial sub-supplier, semiconductor design tool, or electricity constraint. An analysis that regards
such suppliers as independent would underestimate common-cause exposure.

The OECD’s 2025 mapping of semiconductor production describes globally distributed fabrication
and related input chains, with concentrated critical segments and growing trade dependencies; its value-
chain mapping is evidence of industrial structure, not proof that any particular Al system is autonomously
self-reproducing [141]. The IEA’s Global Critical Minerals Outlook 2025 reports that the three largest
refining countries collectively accounted for an average 86% of the market in its selected key energy
minerals in 2024, up from around 82% in 2020 [65]. The figure concerns selected mineral refining, not a
direct measure of the share of the inputs used by Al robots or factories. These sources help motivate the
possibility of concentrated enabling inputs, which must be traced through the specific bill of materials,
qualified processes, and maintenance dependencies of any examined facility.

The choice to manufacture a component domestically may change exposure to international trade, but
does not automatically eliminate concentrated dependencies. In the OECD’s Supply Chain Resilience
Review, broad relocalisation scenarios were projected to reduce world trade by more than 18% and global
real GDP by more than 5% while failing to produce consistent gains in modeled resilience [142]. These
are scenario-model outputs, not observed historical losses. Their relevance is methodological: the ca-
pacity to bring final assembly within a national border differs from the capacity to reproduce all of the
enabling equipment and inputs under disruption. The World Bank’s analysis of global value chains also
emphasizes the historically contingent opportunities and distributional consequences of cross-border spe-
cialization [193].
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9.6 Relocated Ecological Burdens and Material Metabolism

Dependency relocation also changes the geography of ecological intervention. Manufacturing a robotic
component may demand water, electricity, extraction, and waste-treatment capacities in upstream regions
that are absent from the immediate operational accounts of its user. Environmental-footprint analysis
already addresses such problems through multi-region input—output and life-cycle methods. Wiedmann
and Lenzen identify the geographical separation of consumption and substantial environmental and social
impacts embodied in international trade [190]; environmentally extended input—output approaches such
as EXIOBASE provide one class of quantitative baseline for cross-regional accounting [173]. These
established instruments are necessary comparators for any claimed advantage of a GR representation.

A robust analysis should link production-system alternatives to separately specified ecological indi-
cators at their appropriate spatial and temporal scales. Electricity consumption measured at the factory
meter should be differentiated from upstream generation burdens; total water withdrawal from context-
dependent ecological water stress; carbon emissions from local habitat disturbance; and material recovery
rates from evidence of ecological regeneration. The uncertainty introduced by missing suppliers, data ag-
gregation, facility utilization, and end-of-life treatment should be made explicit. Lower local emissions
can accompany higher off-site impacts, but the opposite is also possible when clean upstream energy or
more efficient centralized fabrication replaces a burdensome process. It follows that environmental con-
sequences should be estimated in a comparative life-cycle design, rather than deduced from automation
as a category.

The historically materialist question concerns how productive arrangements organize the displace-
ment or reduction of the material costs of production. Whether a factory’s production relation is investor-
owned, public, cooperative, or commons-oriented can influence supplier choice, disclosure incentives,
investment horizons, and whose ecological exposure enters decisions. These institutional effects should
be tested rather than treated as fixed consequences of ownership labels. The GR proposal may contribute
a trace of how access, authority, and ecological observability evolve together, but its claimed additional
insight would require demonstrating improved counterfactual inference or accountability relative to a
competent life-cycle and supply-chain baseline.

9.7 Identification from Time-Varying Production Histories

Measuring dependency relocation demands more than a before—after comparison of purchase orders.
Adoption may coincide with changes in output composition, commodity prices, energy systems, supplier
availability, trade policy, demand, and macroeconomic conditions. A facility-level panel should therefore
record at least the production specification, realized qualifying output, equipment and software changes,
labour by function and contract, intermediate input quantities, maintenance events, transport, supplier
qualification, process yields, energy by type, and information or service access. Each observation needs
a time and boundary identifier, with an explicit uncertainty or missing-data flag. The dependence on
external providers should be recorded separately from their geographical location: an external service
can be local, while an internally owned process can rely on distant inputs.

A comparative research design would match product specifications and observation horizons across
adopting and non-adopting facilities or construct a transparent within-facility counterfactual. Where ap-
propriate, difference-in-differences or event-study estimators could examine changes in per-unit supplier
dependence, repair delays, imported intermediates, embodied environmental burdens, and the dispersion
of qualified alternatives. Such designs require assessment of parallel trends, anticipated adoption, chang-
ing treatment intensity, spillovers across suppliers, and selection into automation. If similar firms reor-
ganize purchasing for reasons unrelated to Al, the resulting difference is not evidence of an Al-specific
mechanism. Interdependence also makes interference across units especially plausible: the automation
of a large buyer may change prices or capacities available to comparison firms.

A meaningful evaluation should include at least one setting in which automation demonstrably diver-
sifies supply or reduces full-system material intensity. Such negative cases would prevent the analysis
from confusing the concept of relocation with the empirical proposition of increased fragility. The ob-
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Table 12: Selected existing evidence relevant to dependency relocation, with distinct units and inference

boundaries.

Source and population

Reported finding

Use and limit for this paper

Graetz and Michaels (2018);
17 countries, 1993-2007

OECD (2025); semiconductor
value-chain mapping

IEA (2025); selected minerals,
2024

OECD (2025); relocalisation
scenarios

Wiedmann and  Lenzen
(2018); international trade

Estimated robot-related labour-productivity
gain and occupational-composition changes

Specialized, concentrated inputs and increas-
ing cross-border interdependence
Top-three-country average refining share
86%

Modeled world trade reduction above 18%
and GDP reduction above 5%

Documented spatial separation of final con-
sumption and embodied impacts

Historical effects of industrial robots;
no direct observation of Al-era material-
reproduction networks

Identifies candidate upstream dependencies;
not a factory-specific feasibility test
Geographic concentration for selected mate-
rials; not an Al-system input fraction
Conditional model projections; not realized
restructuring outcomes

Supports footprint accounting; not proof of
marginal automation effects

jective is to estimate both the direct improvement from automation and the indirect transformations it
enables, including possible productivity gains, lower ecological loads, alternative sourcing, and altered
bargaining positions.

9.8 Relational Interpretation and Research Implications

Dependency relocation connects the reproduction analysis of Section 8 to the coming inquiry into infras-
tructural control. Automation may alter which productive conditions become critical and which actors
can determine access to them. This is a historically situated transformation: a material input becomes
a bottleneck only relative to technical requirements, available alternatives, capacities, institutions, and
a specified horizon. The present section does not assign a universal direction to that transformation. It
instead supplies matched-service accounting, a typology of relocation, an elementary boundary coun-
terexample, and a design for testing concentration and ecological displacement.

Four falsifiable hypotheses follow. First, some autonomous upgrades may increase the proportion
of productive requirements mediated by external specialized providers even while lowering local operat-
ing support. Second, process modularity and qualification of alternative suppliers may offset or reverse
such dependence. Third, facility-level environmental gains may differ from lifecycle gains when ma-
jor burdens move across space or time. Fourth, access restrictions may influence feasible production
independently of the nominal physical availability of equipment or material. Each proposition admits
empirical counterexamples and should be tested under declared boundaries and alternative explanations.

The next section examines control over bottlenecks in productive networks. Its task is to investigate
how dependency positions acquire institutional and economic significance through scarcity, substitutabil-
ity, ownership, access conditions, and the capacity to interrupt productive continuation. That is a distinct
question from whether the dependencies were relocated in the first instance.

10 Control over Bottlenecks in Productive Networks

The preceding section established that automation can redistribute productive requirements among estab-
lishments, regions, technical stages, and institutions. This section investigates the conditions under which
one of those requirements becomes a consequential constraint on productive continuation and the further
conditions under which an actor can exercise power through its control. The objective is to distinguish a
technical bottleneck, defined relative to a productive task and feasible alternatives, from institutionally
exercisable control over access to the requisite capacity. Historical materialism motivates the inquiry into
ownership, appropriation, bargaining, and the reproduction of production relations; production-network
analysis supplies well-established accounts of interdependence and shock propagation. The proposed
generative-relational (GR) contribution is a time- and boundary-specific representation of the changing
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feasible alternatives open to heterogeneous participants. This contribution remains a research proposal
until it establishes additional explanatory or predictive value relative to competent network, industrial-
organization, and supply-chain analyses.

10.1 Bottlenecks within Historically Organized Production

The development of machinery changes which productive requirements are difficult to substitute and
which actors must cooperate for production to continue. In Marx’s analysis, machinery embodies accu-
mulated labour and scientific knowledge but operates within historically specific relations of ownership,
direction, and labour [120, 125]. A technologically crucial piece of equipment can therefore be simultane-
ously a productive achievement, a costly social investment, and a condition of dependence for producers
who lack access to it. None of these descriptions alone establishes the degree of control available to a par-
ticular owner or the legitimacy of its exercise. The analysis must distinguish the physical role of an input
from the social relations specifying who can use it, under which conditions, and with what possibilities
of substitution or collective response.

The classical insight that organizations depend on external resources has been developed systemat-
ically by Pfeffer and Salancik [153]. Research on global value-chain governance similarly shows that
the complexity and codifiability of transactions and the capabilities of suppliers condition forms of co-
ordination and asymmetry [47]. Production-network economics examines how upstream disturbances
propagate and how network structure can shape aggregate outcomes [21, 22]. These approaches already
address much of what might loosely be described as infrastructural power. The question for this pa-
per is narrower: whether tracing the historical evolution of feasible productive continuations, together
with the provenance and contestability of access restrictions, reveals changes that ordinary input—output
coefficients or static concentration ratios do not adequately describe.

A bottleneck is relational rather than an immutable property of an object. High-quality metrology
may be indispensable to one precision-manufacturing process, yet readily replaced for a product with
wider tolerances. The same component supplier may be essential within a two-week repair horizon and
dispensable over a six-month transition if alternative designs can be qualified. Demand and product
specification also matter: spare capacity at a qualified supplier can convert a single-source dependence
into a substitutable requirement, whereas a sudden increase in demand can make formerly adequate
alternatives insufficient. It is therefore misleading to infer either dependence or power from the observed
rarity of an input without specifying a productive function, capacity, qualified alternatives, and a time
horizon.

10.2 Identifying Bottlenecks through Feasible Substitution

For consistency with Sections 6 and 9, consider a productive boundary B, evaluation horizon H, and
nonnegative vector g of required qualifying output by product or service type. The vector includes quality
and timing requirements in the definition of each type; incomparable services are not added. Let 6 collect
capacities, qualified technologies, physical stocks, inventories, failure states, lead times, and exogenous
disturbances. Let a specify institutionally permitted access to productive resources and services. A
feasible production plan z belongs to

Fpu1(0,a) = FE5H(0) 0 FE5(a) N Fimiss, (23)

where the intersection is meaningful only when all three sets describe plans in the same typed decision
space. The third term represents explicitly chosen safety, ecological, and other admissibility constraints;
its normative authority is a separate question. This representation does not imply that all physical or
institutional constraints are known. A complete implementation should distinguish observed conditions,
estimated conditions, and legally or organizationally contested conditions.

Assume that at least one required service component has g > 0, so that the minimum below is taken
over a nonempty index set. For g > 0, let y;(z) be qualifying service delivered by plan z in the same

54



2328

2329

2330

2331

2332

2333

2334

2335

2336

2337

2338

2339

2340

2341

2342

2343

2344

2345

2346

2347

2353

2354

2355

2356

2360

2361

2362

2363

2364

2365

2366

2367

2368

2369

2370

2371

physical unit as g;. A simple bounded service score is

Dy(x) = min {1, min yk(az)} ) Op p(0,a;q) = sup  Dy(z). (24)
k:qi,>0 gk IE}—ByH(@,a)

We set & = 0 for an empty feasible set, and assume nonnegative qualifying outputs. Thus ® € [0, 1] is
a normalized completion fraction for a fixed output specification, not a universal index of social value.
It is deliberately conservative: under this bottleneck-oriented score, one missing indispensable product
can limit completion even when large quantities of other outputs are available. Alternative aggregations
may be appropriate for divisible or substitutable outputs, but require a declared service-substitution rule
and cannot be inferred from a price vector alone.

The comparison of a capacity loss with the baseline must hold constant the service requirement,
policy boundary, horizon, and admissibility rules. If 7/ represents removal or failure of capacity j, its
technical criticality can be described by

C}eCh(Bv H’ Q) = (I)B,H(aa a; Q) - (I)B,H(e_\ja a; Q) (25)

The expression is meaningful as a nonnegative difference when removing j only reduces available capac-
ity and therefore nests the post-removal feasible set inside the baseline. Replacement, redesign, reserve
inventories, and alternative logistics must be admitted in both comparisons on the same terms. The mag-
nitude is a scenario-specific loss of feasible service, rather than a firm’s market share or a measurement
of its ability to compel another actor’s behaviour. A node with many trading links may have small Cj‘-eCh
because qualified substitutes exist; a specialized but low-degree process can have high criticality. This
distinction limits inferences from graph centrality and concentration alone.

10.3 Access Rights and the Possibility of Exercising Control

Physical dependence becomes a potential site of institutional power when some actor can meaningfully
change another actor’s access to a consequential resource or productive service. The control relation
may involve ownership, licensing, procurement specifications, certification, logistics slots, data access,
compute allocation, or authority to approve operations. These powers are heterogeneous: the authority
to schedule capacity differs from the right to exclude a competitor, and a contractual exclusivity term
differs from the capacity to enforce it. A bottleneck may be publicly owned, privately owned, jointly
governed, or subject to enforceable public-service duties. Conversely, a large supplier need not control
a bottleneck if customers can readily substitute a qualified alternative.

Let a ™" denote a counterfactual in which actor r exercises an actually available and specified ac-
cess lever affecting resource or relation j, without simultaneously changing the other model conditions.
Define the corresponding access leverage as

Lr,j(B> H7 Q) = (I)B,H(ea a; Q) - q)B,H(Ha a—\j,r; Q) (26)

This is a hypothetical capacity to alter productive feasibility through a particular access decision. It
is not an estimate of observed coercion, an allegation of abuse, or a measure of normative legitimacy.
A credible empirical estimate requires evidence that actor r possesses the relevant decision right, can
implement it within H, and faces a feasible set of contractual, regulatory, organizational, and retaliatory
responses. Costs to the actor exercising the lever, legal remedies, reputation, long-term contracts, and
alternative supply arrangements may make an apparent threat unattractive or unenforceable. In practice,
access leverage may therefore differ from realized bargaining power and from the economic surplus that
an actor can appropriate.

Proposition 4 (Monotonicity under access relaxation). Fix B, H, q, the physical state 0, and the admis-
sibility rules. If one access regime o’ relaxes constraints without restricting any plan formerly feasible
under a, so that Fp i (0,a) C Fp.u(0,d’), then

0< P p(0,a;q) <Pppu(dd;q <1. (27)
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Proof. Every feasible plan in the regime a remains a feasible candidate in the regime a’. Taking the
supremum of the same bounded function D, over a superset cannot yield a smaller value. The outer
bounds follow from the definition of D, and the empty-set convention. O

This elementary set-inclusion result specifies an accounting discipline, not a novel economic theorem.
It does not assert that access liberalization inevitably increases realized production: prices, investment
incentives, quality assurance, congestion, safety practices, and changes in capacity may also respond. In
such cases 6 or the feasible-plan rules change, and the premise of nested sets must be assessed again.
Likewise, removal of a restrictive licence may expand a feasible set without making a single additional
unit of output achievable if an independent physical constraint already binds. A structurally prominent
actor can possess formal exclusion rights and nonetheless have L, ; = 0 for the specified task.

10.4 A Constructed Example of Capacity, Control, and Time

Consider a wholly hypothetical facility required to deliver 100 conforming units of a precision component
within a two-week interval. Two qualified external suppliers, A and B, can provide at most 80 and 40
units in that interval, respectively. Assume additive compatible capacities, no pre-existing stocks, no
downstream capacity restriction, and no other admissibility constraint binding. These are intentionally
simplifying assumptions, not evidence about a named company. The baseline maximum is min{100, 80+
40} = 100 units. If a physically indispensable process at A fails, supplier B can deliver only 40 units,
and the short-horizon technical loss is 60 units. If B fails while A remains available, the loss is 20
units. These absolute service losses correspond to normalized technical-criticality scores of 0.60 and
0.20, respectively, under Equation (25). Both suppliers are visible in the procurement graph, yet their
criticalities differ substantially under the same output specification.

Suppose now that A can refuse the order within this interval under a valid contractual option and that
no enforceable countervailing rights, substitute inventories, or emergency sourcing are available. The
illustrative access leverage of its withholding decision is 60/100 = 0.60 under the normalized score.
If instead the buyer has a binding supply contract enforceable within the interval, the feasible access
lever may not exist in the hypothesized form. Even where it exists, the loss of the customer relationship
and enforceable penalties may change the supplier’s actual incentives. The physical role of A remains
unchanged in this comparison, while the institutionally exercisable relation changes.

An alternative supplier C' has a potential capacity of 60 units but requires four weeks for qualification
and onboarding. Within two weeks C' is inadmissible, so removing A still reduces attainable service to 40
units. For a subsequent six-week horizon, suppose qualification is complete and C can reliably provide
60 units during the specified production window without reducing other relevant capacities. Then, after
loss of A, B + C can meet the matched requirement, and the modeled leverage disappears. This is
horizon dependence, not proof that the original dependency never mattered. The longer-horizon result
is conditional on investment, technical equivalence, available capacity, cost, and qualification actually
being achievable.

The example also shows why technical necessity, ownership, organizational rights, and effective
power require separate measurements. The possibility that the controlling party can profit from denial
or secure favourable contractual terms would require a bargaining model with outside options, surplus,
incentives, and enforcement; it cannot be calculated by equating L. ; with a markup or wage effect. Fur-
thermore, expanding alternate supply may redistribute environmental burdens and labour requirements.
Technical substitution therefore remains only one part of a historically materialist evaluation.

10.5 Observed Concentrations and Their Evidential Limits

The contemporary semiconductor value chain offers a relevant empirical setting without establishing
that a particular actor has exercised coercive control. The OECD’s June 2025 mapping study describes
globally distributed and interdependent production segments, with concentrated critical inputs and spe-
cialized regional capacities [141]. Its December 2025 study of wafer-fabrication capacity reports that
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Table 13: Constructed capacity example: matched demand of 100 conforming units per assessment
window. Results are conditional and do not represent empirical supply-chain observations.

Scenario Maximum qualifying out- Interpretation
put

Two-week baseline; A = 80, B = 40 100 units Required service can be completed, with 20 units
of nominal unused capacity

Two-week loss of A 40 units Loss is 60 units; normalized technical criticality
CY%M = 0.60

Two-week loss of B 80 units Loss is 20 units; normalized technical criticality
Ceh =0.20

Six-week qualified replacement; B = 40, 100 units Loss of A need not restrict service if replacement

C =60 conditions are actually met

Table 14: Contemporary evidence relevant to potential bottlenecks, with the inference that remains un-
established.

Evidence and reference period Supported observation Additional evidence needed for a power
claim

OECD (December 2025), world-  Five economies: 87% of in-production  Process-node compatibility, replacement lead

wide wafer capacity capacity in September 2025; ten firms: times, access rights, capacity available to a
about half specified buyer
IEA (2025), selected mineral re- Mean top-three-country share of 86% Material-specific qualified alternatives, inven-
fining in 2024 tories, contracting, ownership and operational
impact
FTC staff study (January 2025), Documents categories of access, exclu- Enforceable levers, use of those levers, com-
selected Al partnerships sivity and switching-cost arrangements; petitive effects and legally warranted findings

notes potential competition concerns
OECD supply-chain scenarios Broad relocalisation scenarios show  Case-specific causal effects of particular sourc-
(2025) modelled output and trade costs without  ing and diversification policies

consistent resilience gains

China, Chinese Taipei, Korea, Japan, and the United States together accounted for approximately 87%
of global in-production wafer-fabrication capacity as of September 2025, while the ten largest manufac-
turing companies accounted for around half of worldwide capacity [143]. These are estimates for wafer
production capacity at a particular time. They are not concentration indices for all semiconductor de-
sign, lithography, packaging, or assembly processes, and capacity at one process node is not necessarily
substitutable for another. Hence a geographic or corporate share cannot by itself establish the loss of
feasible Al-factory production after an identified disruption.

The IEA’s Global Critical Minerals Outlook 2025 reports that the top three refining countries av-
eraged approximately 86% of production across selected key energy minerals in 2024, compared with
about 82% in 2020 [65]. Concentration can indicate exposure to supply shocks and the importance of
diversification, yet its relevance to a particular industrial robot depends on the quantities, material grades,
inventories, and replaceability of the inputs used in that robot’s components. Treating the 86% figure as
the probability of a supply interruption or the proportion of inputs controlled by one actor would be a
category error.

Institutional evidence reveals a different kind of bottleneck. In January 2025, the US Federal Trade
Commission published a staff study of investments and partnerships among three large cloud service
providers and two prominent generative-Al developers. The report describes relevant consultation, con-
trol, exclusivity, computing-resource, and switching-cost arrangements and identifies possible competi-
tion concerns [39]. It is evidence about particular reported arrangements and potential effects, not an
adjudication that each partnership unlawfully restricted a market or a quantitative measure of the produc-
tive leverage of any named firm. It nevertheless illustrates the need to distinguish contractual access to
computational inputs from physical chip supply and from demonstrated adverse behaviour.
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The OECD Supply Chain Resilience Review likewise cautions against equating domestic production
with resilience. Its 2025 modelling suggests that broad relocalisation could reduce world trade by more
than 18% and world real GDP by over 5%, without consistently improving resilience across the simu-
lated economies [142]. These are scenario outcomes under model assumptions, not observed costs of a
completed relocation. They warn that an intervention intended to eliminate one geographically visible
bottleneck may create other constraints or forego gains from specialized exchange.

10.6 Changing Bottlenecks through Investment and Institutional Reorganization

A productive bottleneck can change even without a physical failure. New standards may make compo-
nents interoperable; process innovation can lower dependence on a particular material; qualified stock-
piles can bridge temporary disruption; and an agreement to share testing equipment can broaden other-
wise restricted access. Conversely, a change in licensing terms, export controls, procurement eligibility,
or inspection requirements can narrow the set of lawful or feasible alternatives. Some restrictions protect
quality, safety, environmental interests, or rights of affected communities. A reduction in the feasible
production set is therefore not automatically an injustice; the institutional grounds and distribution of
consequences must be examined separately.

Reconfiguration often involves historical investments whose benefits depend on the responses of
other actors. A new fabrication facility requires not only machinery but specialized workers, input chem-
icals, metrology, power infrastructure, credible demand, and opportunities for component qualification.
Investments that reduce the number of physical failure points can also impose large fixed costs or re-
inforce dependence on a narrower ecosystem of tool maintenance and design interfaces. The relevant
outcome is the changed structure of feasible productive continuation, not simply the increase or decrease
in the number of suppliers. Existing production-network studies provide a baseline for analyzing the
propagation of shocks and endogenous adjustments [22, 9].

A full GR representation could record changes in who created, validated, financed, and maintained
alternative production pathways. Such histories may help distinguish a resilient network from one that
appears diversified on paper but relies on the same upstream equipment, shared single-point service, or
common authorization. The advantage, if any, should be demonstrated through an observable improve-
ment in identifying critical dependencies, estimating feasible alternatives, reconstructing decisions, or
evaluating appropriate remedies. Recording longer trajectories without increasing the accuracy or con-
testability of analysis would add documentation cost rather than a demonstrated scientific benefit.

10.7 Empirical Identification of Structural Control

A credible case study must specify the productive output at risk, the observation period, the actors able to
grant or refuse access, and the plausible substitutions. Candidate data include product-level bills of ma-
terials, qualification histories, supplier capacity and order books where lawfully accessible, audited con-
tracts, equipment-maintenance logs, inventory coverage, cross-ownership records, shipping lead times,
and records of actual interruption or renegotiation. Data access may itself be asymmetric, and supplier
identities or commercial terms may be confidential; the research must respect these constraints rather
than infer undisclosed powers from sparse public information.

Three distinct empirical questions should be tested. First, is a candidate input a binding technical
constraint after inventories and qualified substitutes are considered? Second, does an identifiable actor
possess a legally and practically exercisable decision right affecting that constraint? Third, are observ-
able terms, quantities, prices, delays, or opportunities different because that actor actually exercises the
right? The first question can be studied through network feasibility and stress tests; the second requires
institutional and legal documentation; the third requires a causal design or carefully bounded counterfac-
tual, with attention to the endogenous behaviour of buyers, suppliers, governments, and competitors. A
high L, ; in a constructed model answers neither the second nor the third question by itself.

Where data permit, an event study around an unanticipated capacity outage, an access-rule change, or
a supplier qualification could compare production interruptions and substitution costs against matched
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facilities. Assumptions about common trends, spillovers, anticipation, differences in product specifi-
cations, and changes in the composition of output require explicit checks. More importantly, a posi-
tive result must be compared with established concentration measures, network criticality, and standard
industrial-organization explanations. A useful negative result would show that an apparently concen-
trated supplier has little feasible leverage because customers have inventories, enforceable rights, or
rapidly qualifying alternatives. Another would show that publicly supported shared infrastructure im-
proves access but fails to change completed production because physical capacities remain insufficient.

The evaluation should extend to labour and ecology. Qualified substitution may depend on addi-
tional technicians, outsourced maintenance, longer transport distances, higher energy consumption, or
resource-intensive fabrication. Conversely, shared access and standardization may permit more efficient
utilization and reduce redundant material investment. Differences in wages, employment composition,
environmental burdens, and repairability require separate measurement and cannot be inferred from the
access leverage statistic. A historical-materialist explanation should address how production relations
influence these outcomes without assuming a universal political or ecological effect from a particular
ownership form.

10.8 Productive Power, Legitimacy, and the Circulation of Value

The analysis supports a carefully bounded interpretation of infrastructural power. A productive condition
acquires strategic significance when its interruption removes otherwise feasible production trajectories.
A specific actor can potentially exercise leverage when it can affect access to that condition, and the af-
fected parties lack sufficiently rapid or economical alternatives. Actual authority and realised influence
additionally depend on law, organization, bargaining, information, and responses by others. Concentra-
tion, technical centrality, ownership, power, and legitimacy are therefore analytically separable variables
whose relationships have to be investigated.

There is also a normative boundary to the model. Ecological requirements, labour protections, sci-
entific validation duties, and public authorizations are not merely “frictions” to eliminate in the name of
production. The socially appropriate feasible set can be narrower than the physically possible set for rea-
soned and reviewable purposes. An actor’s ability to veto an intervention may protect legitimate interests
even if the veto lowers ®. A welfare loss from exclusion cannot be determined merely from foregone
production volume, and the rights of nonhuman life cannot automatically be reduced to ownership of a
scarce productive input. The model describes conditional continuations; evaluation of their desirability
belongs to independently justified ecological, social, and institutional inquiry.

The distinctive hypothesis is consequently modest but testable: as Al-mediated production reorga-
nizes machinery, information, and supply, strategically consequential bottlenecks may change location
and institutional form, and a provenance-sensitive account of these changes may improve the explanation
of who can continue production, who bears adjustment costs, and who participates in decisions about fea-
sible alternatives. Counterexamples in which bottlenecks dissolve through modularity, public provision,
cooperation, or successful substitution are integral to the programme. The next section examines appro-
priation within heterogeneous value circulation, separating the production and distribution of different
forms of value from the narrower capacity to interrupt a productive task.

11 Appropriation within Heterogeneous Value Circulation

The preceding section distinguished a productive bottleneck from the enforceable possibility of exercis-
ing control over it. This section investigates what can be appropriated through historically organized
production relations and how the resulting benefits, burdens, and capacities circulate among heteroge-
neous participants. The inquiry is necessary because the ability to complete an output, the monetary
receipts arising from its sale, control over future productive opportunities, the usefulness of scientific
knowledge, and the continuing capacities of ecological systems are analytically different matters. A
model of productive autonomy that measures only the volume or price of completed outputs can therefore
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misdescribe the social and ecological conditions of productive reproduction. The purpose here is to con-
struct a disciplined account of appropriation that retains the distinctions among production, entitlement,
transfer, capture, investment, and regeneration; its empirical utility must be assessed against established
distributional accounting, input—output analysis, political economy, and institutional research.

11.1 The Historical Organization of Appropriation

In Marx’s account of capitalist production, the labour process produces use-values while the valoriza-
tion process organizes the production and appropriation of value and surplus value within historically
specific relations of property and wage labour [123, 122]. This distinction already resists reducing the
significance of production to physical output: useful goods, monetary realization, and the ownership of
the resulting product enter the analysis in different ways. The subsequent development of large-scale
machinery further modifies the conditions under which social knowledge and accumulated labour func-
tion as productive forces [120, 125]. These are established themes in the critique of political economy,
and the present paper does not claim to introduce them.

Nor can every transformation of circulation be inferred from a change in technical capacity. An indus-
trial robot can reduce direct labour per manufactured unit without determining whether the associated
cost saving accrues to a worker, consumer, supplier, platform, owner, or public authority. The effect
depends on wages, bargaining, pricing, property rights, product competition, access to scarce inputs,
and the distribution of risk. Conversely, publicly supported scientific research can improve a firm’s
productive options without conferring legal ownership of the downstream equipment on the research
community. The resulting configuration requires evidence about the actual institutions through which a
benefit is realized and assigned. Historical materialism contributes an inquiry into how these institutions
are reproduced and contested, rather than a presumption that one allocation necessarily follows from a
given technology.

An expanded view of production also requires attention to its enabling conditions. Social-
reproduction scholarship examines the care, subsistence, education, and institutional arrangements
that sustain labouring and social capacities; ecological political economy examines material exchanges
and transformations that support and constrain productive continuation [43, 40]. These perspectives
identify productive contributions and dependencies that may be important even when no directly corre-
sponding market transaction occurs. A conceptual distinction between such contributions and exchange
value does not settle their ethical or political valuation. It instead specifies what must be investigated
separately.

11.2 The Distinct Outcomes of Productive Activity

For a bounded set of productive activities £ i within system boundary B and evaluation horizon H,
consider five domains of outcome. First, physical use outcomes include conforming manufactured quan-
tities, delivered energy, repaired equipment, and usable services, recorded in their appropriate techni-
cal units. Second, monetary outcomes include sales receipts, purchased inputs, wages, taxes, financing
costs, and monetary claims on residual income. Third, productive-capacity outcomes include maintained
machines, trained competencies, access to qualified designs, and rights to operate or modify infrastruc-
ture. Fourth, epistemic outcomes concern the reliability, accessibility, provenance, and interpretability
of newly produced knowledge. Fifth, ecological outcomes concern changes in material stocks, exposure,
habitat processes, and capacities for regeneration or continued ecological activity. These domains can
be coupled causally without sharing an intrinsic common unit.
A simple typed outcome record for productive event e is

Ve = (qghys, Inrenoney7 kgapacity7 Sgpistemic’ Zféco)7 (28)
where each component has a declared measurement convention and may be partially observed. The tuple
represents a family of records, not an element of an ordinary vector space in which its coordinates can
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Table 15: Heterogeneous productive outcomes and their evidential boundaries.
distinguishable inquiries rather than interchangeable quantities.

The domains represent

Outcome domain

Possible observed indicator

Potential claim or control re-
lation

Important limitation

Material production

Monetary circulation

Reproductive capacity

Scientific knowledge

Ecological continuation

Conforming units, usable capacity,
energy or material balances

Revenue, wages, payments, oper-
ating surplus, taxes

Equipment availability, repair
skills, reserve components, future
access

Validated results, reusable proto-

cols, provenance, accessibility

Material stocks, habitat state, ex-
posure and recovery indicators

Ownership of output, access to
equipment, procurement rights

Contractual shares, ownership

income, fiscal claims

Maintenance duties, design
rights, licences, qualification

Authorship, licences, data stew-
ardship, research rights

Stewardship duties, restrictions,
participation and remedy

Physical output alone does
not determine income or
legitimate ownership

Price and accounting value
added are not measures of
all social or ecological con-
tributions

A recorded contribution
does not prove the capac-
ity can be reproduced inde-
pendently

Citation counts or open-
ness alone do not establish
epistemic quality or equi-
table benefit

Nonhuman capacities can-
not be inferred from mar-

ket prices or treated as
property by default

be added indiscriminately. Some ecological and epistemic outcomes are qualitative or ordinal; others
are quantitative but noncommensurable without defensible conversion rules. A scalar social-value index
would require an independently justified normative aggregation procedure, including whose interests
count, what substitutions are admissible, and who may contest the weights. Nothing in Eq. (28) supplies
such a procedure.

The distinction also matters for the term value added. In national accounts, monetary value added is
defined through accounting conventions concerning output and intermediate consumption. The OECD’s
Trade in Value Added (TiVA) programme uses inter-country input—output tables to estimate origins of
monetary value added embodied in trade, final demand, and global value chains [139]. Its January 2026-
revised 2025 edition reports coverage of 80 economies and 50 economic activities over 1995-2022 [144].
These are valuable empirical instruments for investigating monetary production networks; they do not
provide a direct measure of ecological generativity, recognition of contributions, or normative entitle-
ment to benefit. Likewise, use-value in Marxian analysis should not be silently equated with either the
accounting category of gross value added or a universal welfare score.

11.3 Tracing the Relations of Contribution and Entitlement

The typed dependency model of Section 6 represents which activities rely on inputs, knowledge, labour,
and infrastructure. Appropriation requires further relations describing how participants are entitled to
access or exclude, receive payments, bear obligations, or retain capacities. Let R denote identifiable
actors or institutional roles, with appropriate safeguards for privacy and commercially sensitive informa-
tion. Let K denote categories of claim, including use, modification, distribution, exclusion, oversight,
and contestation. A provisional rights record is

Per CRxKxAxJ, (29)

where A is the set of relevant productive resources or activities and 7 identifies the legal, contractual, or-
ganizational, or customary basis of a putative claim. Such a record cannot establish legal validity through
inclusion in a database. Verification requires competent documents, relevant jurisdiction, enforceability,
and the responses of affected parties. A claim over scientific data may coexist with conditions restrict-
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ing disclosure of personal, sensitive ecological, or traditional knowledge. The absence of a recorded
exclusion right also need not imply unrestricted use.

For monetary transactions, define 7;.. as the signed net monetary transfer to actor r attributable to
event e under a specified accounting boundary. Consistent treatment of payer and recipient yields the
bookkeeping identity

Z Tho + Teoutside =0, (30)
r€ERB

where T records flows crossing the boundary; the identity holds only when every recorded trans-
fer has matching counterpart entries, with the same currency and valuation date. It is not a theory of
who created value. It is also unsuitable for comparing unconverted currencies, uncompensated labour,
nonmarket ecological change, or stock changes as if they were transfer entries. If the analysis instead
concerns cash operating surplus, the definition of revenue and allowable expenses must be declared in-
dependently; the residual should not be mislabeled Marxian surplus value without an accompanying
theoretical derivation.

For knowledge or productive infrastructure, an access relation may matter even where the corre-
sponding monetary transfer is zero. A permissive licence can enable many downstream users to develop
compatible devices; a restrictive interface or quality certification can limit who may sell a conforming
component. A nonexclusive knowledge resource may permit simultaneous uses, whereas laboratory time,
electricity, and physical machinery involve constrained capacities. For this reason the study should mea-
sure monetary flow, physical flow, access, and rights using linked but typed records. Provenance tools
can help trace the sequence of events through which a claim arose, but provenance is evidence about an
asserted relation, not an automatic certification of credit, ownership, justice, or ecological acceptability
[196, 191].

11.4 Generative Perspectives and the Circulation of Benefits

A generative perspective on economic relations attends to how capacities to create value arise, circulate,
and remain available to those participating in their generation. Ron Eglash’s account of generative jus-
tice is an important intellectual inspiration for investigating the circulation of benefits in relation to their
productive sources, including ecological, labour, and social processes [31]. The present paper draws
upon the value of that perspective while developing its own, provisional GR representation of produc-
tive events, dependency changes, institutional claims, and heterogeneous continuations. Neither the GR
formalism nor the specific mathematical objects proposed here are attributed to Eglash’s theory.

A technologically successful production cycle can leave its enabling capacities in very different con-
ditions. Monetary receipts might finance repair, worker development, ecological monitoring, and wider
access to knowledge; alternatively, the associated claims may permit the withdrawal of cash returns
while qualified equipment, supply relations, or ecological conditions deteriorate. Both patterns can occur
within more than one legal ownership form, depending on governance, financial requirements, resource
availability, and performance. Evaluating them requires observing how the benefits of an activity are
distributed and whether the activity enables future contributions under ecologically and institutionally
admissible conditions.

Commons scholarship similarly demonstrates that shared resource governance depends on rules,
monitoring, participation, and the characteristics of the resource, rather than a simple opposition between
private and public ownership [146]. The question for autonomous Al production is therefore whether
particular institutional arrangements support productive continuity, reciprocal access, informed partic-
ipation, and repair of demonstrable harms. A shared model or publicly funded data repository can be
useful without automatically creating collective authority over the energy infrastructure and machinery
required to deploy it. A cooperative enterprise can distribute voice while still confronting restrictive
licensing, scarce finance, or environmental constraints. A public organization can maintain essential
infrastructure while imposing exclusionary access rules. These variations are objects for comparative
research.
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11.5 Why Aggregate Output Cannot Identify Appropriation

The feasible-service score ® defined in Section 10 describes completion of a specified productive require-
ment. It gives no distribution of the corresponding monetary or nonmonetary outcomes. The distinction
can be expressed through an elementary identification observation. For a fixed production event, suppose
monetary receipts are distributed to n > 2 recipients in a nonnegative vector t = (¢1,...,t,) and ob-
served only through their aggregate R = ), t,. Different distributions can produce the same aggregate,
even when the physical output and recorded revenue are unchanged.

Proposition 5 (Non-identification of distributive incidence from aggregate receipts). Let n > 2 and let
a nonnegative distribution vector t have two strictly positive coordinates. If the researcher observes only
R =>""_, t,, then R does not uniquely identify t. In particular, there exist distinct nonnegative t' with

St =R

Proof. Choose indices i # j with t;,¢; > 0 and any e satisfying 0 < € < ¢;. Define t; = t; + ¢,
t;. =tj — ¢ and t). = t; otherwise. Then t' # t, all coordinates remain nonnegative, and the sum is
unchanged. Thus observing R alone does not identify its allocation. O

The proposition is elementary accounting algebra, not an original theorem about exploitation or own-
ership. It does not determine which allocations are legally possible, whether output quantities remain
unchanged following a real institutional reform, or whether the distributions are normatively justified. It
illustrates why a claim about appropriation cannot be established from aggregate industry output, total
wages, or global production value without further evidence about transfers, entitlements, and counter-
factual production responses. An analogous non-identification problem concerns nonmonetary contribu-
tions: an observed product may have depended on several research and maintenance activities, but its
completion alone does not identify the causal marginal contribution of any one participant. Joint indis-
pensability and interactions can make a unique allocation unattainable without additional modeling or
conventions.

11.6 A Hypothetical Comparison of Circulation Arrangements

Consider an explicitly constructed autonomous precision-manufacturing facility. In each of three imag-
ined institutional arrangements, the facility sells 100 qualifying units at a common price of 2 accounting
units per unit, earning 200 monetary units in a period. Let independently purchased intermediate in-
puts cost 80 and contracted direct compensation cost 60. Define the remaining illustrative monetary
amount of 60 as a residual before any additional taxes, financing charges, depreciation beyond speci-
fied costs, or other possible obligations; it is a hypothetical bookkeeping remainder, not an empirical
profit rate or a Marxian surplus-value estimate. Suppose each arrangement initially uses identical phys-
ical equipment, achieves identical conforming output, and faces identical environmental admissibility
requirements. Only the disposition of this illustrative remainder varies.

63



2690

2691

2692

2693

2694

2695

2696

2697

2698

2699

2700

2701

2702

2703

2704

2705

2706

2707

2708

2709

2710

2711

2712

2713

2714

2715

2716

2717

2718

2719

2720

2721

2722

2723

Table 16: Hypothetical allocation of a 60-unit accounting remainder from identical production. Columns
express different monetary destinations, not measured outcomes or judgments of institutional merit.

Arrangement Distribution Repair fund Worker fund Ecology fund What evidence is still
needed
A: investor-return priority 40 15 5 0  Actual ownership claims,

residual risks, mainte-
nance and ecological
effects

B: shared-capacity priority 10 25 15 10  Cooperative or public
rules, oversight, ade-
quacy of allocations

C: ecological-reserve priority 10 15 5 30 Ecological mechanisms,
measured outcomes,
monitoring and enforce-
ment

Each row in Table 16 sums to the same 60 accounting units. The invented allocations differ in who
receives or controls a fund, not in observed technical performance. A higher repair allocation might
increase future equipment availability, but only if qualified components and repair work can actually be
purchased and deployed. A larger ecology fund might pay for effective monitoring or restoration, yet
monetary earmarking alone does not show ecological recovery. A worker fund could support capability
formation, or fail to improve conditions if its governance and use remain inaccessible to those concerned.
This example cannot establish the environmental superiority of a particular ownership arrangement; it
clarifies the different causal links that a comparison would need to measure.

Furthermore, the identical-output assumption may become untenable once an allocation policy
changes. Investment choices, skill retention, labour supply, product prices, upstream supplier agree-
ments, ecological safeguards, and stakeholder confidence can respond. A valid comparison would
estimate these responses, account for financial obligations and opportunity costs, and track at least one
complete equipment maintenance or replacement interval. Such a design could yield null, adverse, or
mixed findings. The appropriate question is whether an arrangement actually sustains productive and
ecological capacities under its constraints, rather than whether its accounting categories appear more
generous.

11.7 Empirical Measurement and Competing Explanations

Three classes of evidence should be brought into the same study without conflating their units. The
first concerns monetary allocation: national accounts, the OECD TiVA series, enterprise accounts, wage
records, tax data, and reliable contractual information. The January 2026 revision of the TiVA 2025 edi-
tion spans 80 economies and 50 industry categories for 1995-2022; its coverage supports cross-economy
analyses of accounting value added, while its industry aggregation cannot identify the ultimate distri-
bution of a particular Al-controlled factory’s income among individual contributors [139, 144]. Linked
enterprise or administrative records would be needed for firm- or role-specific incidence. Where unavail-
able, the limits on identification should be made explicit rather than replaced with fictional allocations.

The second class concerns scientific and infrastructural contribution: validated experiments, main-
tained components, code releases, licences, procurement terms, repair logs, data provenance, and actual
access to downstream productive opportunities. A cited research paper documents a scientific contribu-
tion but does not identify the downstream commercial share attributable to it. Citation counts, patent
filings, licences, and model releases are partial and institutionally selected indicators. Their changes can
reflect documentation practices or strategic filing behaviour rather than substantive increases in knowl-
edge generation. Existing accounting and innovation studies should be used as baselines for evaluating
whether GR trajectory records explain additional variation.

The third class concerns material and ecological conditions: physical material-flow accounting, en-
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ergy and water balances, life-cycle assessments, and independently observed ecological indicators. Envi-
ronmental and social footprint research already addresses indirect effects along international trade chains
[190]. Any GR extension needs to demonstrate why explicit histories of changing access and relational
dependence improve inference over well-implemented environmental input—output or life-cycle meth-
ods. This comparison should include data gaps, uncertainty propagation, appropriate spatial scales, and
possible conflicts between short-term output and long-term ecological continuation.

A prospective empirical design could compare production arrangements over matched product spec-
ifications, safety requirements, and evaluation horizons, while recording the distribution of cash flows,
retained maintenance capacity, workers’ substantive participation, scientific reuse, and ecological ex-
posure. The design would need quasi-experimental or matched counterfactual methods where institu-
tional choices are endogenous. Product mix, existing wealth, market concentration, public subsidies,
geographic resource endowment, regulation, and capital constraints are potential confounders. Evidence
that allocation changes merely follow underlying productivity changes, rather than causing them, would
qualify the claimed mechanism. Evidence that more open knowledge circulation increases productive
access without improving ecological outcomes would likewise challenge any overly broad hypothesis
about beneficial circulation.

Finally, normative assessment remains separate. An ecological constraint can legitimately prevent
otherwise profitable production, and a refusal to release sensitive data can protect valid rights even when
it reduces measured scientific reuse. A monetary contribution to ecological repair may be insufficient
where an intervention threatens irrecoverable habitats. Decisions about rights, consent, environmental
thresholds, and remedy require substantive justification and accountable procedures rather than an opti-
mised transfer share. Historical materialism directs attention to the material and institutional conditions
behind these decisions; it does not itself convert every heterogeneous outcome into one commensurable
value quantity.

11.8 Implications for the Reproduction of Productive Relations

The analysis yields a provisional research claim: as Al-mediated autonomy reorganizes productive de-
pendencies, it can also change the relations through which contributions are recognized, productive ca-
pacities are retained, benefits circulate, and burdens are assigned. The direction is historically and in-
stitutionally contingent. Access to shared knowledge may enlarge the set of feasible future producers,
while dependence on specialized equipment can maintain concentrated control; both may occur simulta-
neously. Different regimes of ownership or stewardship can finance maintenance, capability formation,
ecological safeguards, or cash distribution with different consequences. Establishing those consequences
requires evidence beyond the nominal ownership form and beyond immediate production efficiency.

The distinct contribution proposed here is an account of how an observed productive event enters mul-
tiple, linked but heterogeneous trajectories: physical transformation, economic circulation, reproduction
of skills and infrastructure, formation of knowledge, and ecological continuation. This account should
be retained only to the extent that explicit provenance and conditional dependence improve explanations
or predictions compared with established monetary accounting, global value-chain analysis, commons
scholarship, and industrial ecology. The next section examines the reorganization of living labour and
social reproduction, where these questions become especially consequential for livelihood, participation,
knowledge transmission, and the reproduction of human capacities.

12 The Social Reproductive Consequences of Labour Reorganization

The preceding section examined how the results of production may be appropriated, circulated, and
retained within heterogeneous productive relations. This section investigates the consequences of Al-
mediated labour reorganization for the continuation of human productive and social capacities. The
historical-materialist problem concerns the changing division of work, the institutions through which
people gain access to means of subsistence, and the often incompletely recorded activities through which
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productive capacities are maintained between production cycles and across generations. The fact that a
machine can execute a task does not by itself determine who remains employed, whose working time
changes, where necessary work is performed, or whether workers and their dependants acquire greater
opportunities for education, care, participation, and security. Those consequences require distinct expla-
nations and evidence. The section therefore connects the dependency and appropriation models devel-
oped in Sections 10 and 11 to task allocation, working conditions, socially reproductive activities, and
institutional comparison.

12.1 The Reproduction of Labouring Capacities within Historical Production Relations

Marx’s analysis of capitalist reproduction makes the renewal of labour-power a condition for the con-
tinuation of the production process; it also distinguishes the purchase and use of labour-power from the
reproduction of the social relations in which these processes occur [121, 122]. Such an analysis directs
attention to wages and subsistence, the organization of time outside the workplace, and the accumulation
of skills and knowledge through which future labour becomes possible. It does not entail that household
arrangements, state provision, or the position of workers are constant across historical settings. The so-
cial conditions of productive reproduction vary with property relations, labour institutions, migration,
schooling, public services, technical organization, and the distribution of unpaid work.

Social-reproduction scholarship makes explicit the dependence of economic production on care, do-
mestic provisioning, education, health, and relations of interdependence that are incompletely repre-
sented by market accounts [43, 73]. These activities cannot be treated simply as inventories of unpaid
inputs available for automation. They support the lives of people whose needs and interests extend
beyond their role as productive labour, and their character changes with demographic, household, and
institutional conditions. Different scholars disagree on the conceptual boundaries between social repro-
duction, care, production, and accumulation; the present study uses the term operationally for processes
through which the capabilities, wellbeing, and material conditions of people are continued and renewed.
No assumption that a unit of care can be exchanged for a unit of manufactured output is required.

Al-mediated production introduces possible changes in this arrangement at more than one level. Pro-
duction tasks may be transferred from workers to equipment. Coordination and supervision may be
intensified through algorithmic management. Workers may acquire new maintenance, verification, and
safety responsibilities. The resulting distribution of income, working hours, training, and access to essen-
tial services depends on institutions beyond the technical boundary of the machine. A production system
can remain technically operational while the social infrastructure that trains its operators, sustains house-
hold life, or enables workers to participate safely is weakened. Conversely, changes in production can
expand the resources available for education, care, and leisure when appropriate institutions and material
provision exist. Neither direction follows from automation alone.

12.2 Task Reallocation and the Indeterminacy of Employment Outcomes

Technological exposure, adoption, task substitution, working-time change, unemployment, and aggre-
gate welfare are different observables. In task-based labour economics, automation can displace labour
from specific tasks while productivity effects and the formation of new tasks may sustain or increase
labour demand elsewhere [2]. A single occupation typically contains tasks with heterogeneous require-
ments. The technical feasibility of automating one task does not demonstrate that its associated occupa-
tion disappears, nor does the preservation of the occupation establish that work intensity or bargaining
power remains unchanged. Moreover, organizations select among technically feasible systems accord-
ing to costs, finance, production strategy, managerial preferences, safety requirements, and applicable
labour institutions.

Published estimates illustrate the dependence of observed outcomes on the technology and population
studied. Acemoglu and Restrepo’s analysis of industrial robots across US commuting zones found nega-
tive effects on local employment and wages for the historical period and design examined [3]. Graetz and
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Table 17: Selected empirical observations relevant to labour and social reproduction. Populations, ob-
servation dates, and indicators are deliberately kept separate.

Indicator and source

Reported quantity

Scope and period

Interpretive boundary

GenAl occupational exposure [74]

Care-related  labour-force
participation [73]
Informal employment [79]

Algorithmic management [140]

Occupational segregation [78]

About 25% exposed; 3.3%
highest category

748 million persons, includ-
ing 708 million women

57.9% of employed people

90% US; 79% mean across
surveyed European countries

29% of female-dominated
versus 16% of male-
dominated occupations
exposed

Global  employment;
2025 methodology

Age 15+; global esti-
mates for 2023

Global
2025

estimate  for

Employer/manager sur-
vey in six countries;
published 2025

ILO analysis of occupa-
tions; 2026

Potential task exposure;
not measured displace-
ment

Reasons for
participation;  not
unpaid care hours
Employment status; not di-
rect evidence of Al im-
pacts

At least one tool; not
worker-level Al adoption
or prevalence worldwide
Occupation-level propor-
tions; not proportions of
all women or men losing
jobs

non-
total

Michaels studied industrial robotics across countries and industries and found productivity effects along-
side a different pattern of aggregate employment results [50]. These results should not be combined
as if they measured one universal employment effect of automation: identification strategies, units of
analysis, sectors, technologies, and comparison periods differ. Generalizing either study to Al-directed
material production in 2026 would require new data.

The International Labour Organization’s 2025 refined index estimated that approximately one in four
workers worldwide occupied jobs with some generative-Al exposure; 3.3% of global employment was
classified within the highest exposure category [74]. The index estimates a capability-related exposure of
occupational tasks, not observed adoption, job elimination, realized productivity, or future employment
levels. A 2026 ILO methodological brief explicitly emphasizes the limitations of exposure measures as
employment forecasts [80]. The exposure of a clerical task to a language model and the readiness of
an autonomous industrial robot to replace a hazardous physical operation are different technical propo-
sitions; the paper does not use the former as a proxy for the latter.

Table 17 brings together indicators whose denominators and interpretations cannot be interchanged.
Occupational exposure measures potential task change; care-related non-participation documents a struc-
tural condition of labour-market access; informality records differing relations to protection and regula-
tion; algorithmic-management surveys describe particular kinds of software and surveyed workplaces.
None independently identifies a causal consequence of autonomous Al production. This heterogeneity is
informative: the social consequences of automation cannot be evaluated through a single series on jobs
or installed equipment.

12.3 Maintenance Work and the Redistribution of Productive Responsibility

Sections 7 and 8 distinguished task execution from the continuing capacity to repair, replenish, diag-
nose, and reproduce productive infrastructure. This distinction creates a corresponding question about
living labour. A robot that performs a repetitive assembly movement may still rely on technicians who
maintain actuators and sensors, production engineers who validate process changes, workers who check
component quality, software specialists who investigate failures, and upstream personnel who manufac-
ture replacements. Some functions may themselves be partly automated, but demonstrable continuity
still depends on the actual allocation of residual responsibilities and the resources available to discharge
them.

It is therefore necessary to examine maintenance labour as a productive relation, rather than treat
its existence as an automatic refutation of automation. The empirical tasks include identifying failure
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frequencies, mean time to repair, procedures for detecting nonconforming outputs, time spent validating
autonomous decisions, skills needed to recover from unexpected states, and the distribution of author-
ity to stop unsafe operation. These activities differ from both routine production and unpaid domestic
maintenance, although they can interact through working schedules and care responsibilities. A high
rate of successful automated task execution may coincide with scarce diagnostic specialists or increasing
on-call work. Alternatively, automation may eliminate hazardous exposure and improve maintainability.
Both outcomes remain possible.

The skills required for technical renewal also emerge from institutions of training and apprenticeship.
An automated facility may rely on accumulated knowledge transmitted through experienced personnel
even if fewer workers participate in the immediately observable operation. The ILO’s 2026 study of
changing workplace skills reports changing demands for higher-order cognitive, socioemotional, digital,
and Al-related skills, together with emerging specialized occupations concerned with Al development
and maintenance [76]. These descriptions motivate investigation; they do not establish that all displaced
workers can enter new positions, that training costs are equally borne, or that every region benefits. Trans-
ferability depends on credentials, time, finance, geographic mobility, accessibility, and the institutions
through which qualifications are recognized.

12.4 Algorithmic Coordination and the Conditions of Working Life

Autonomous production can change who has the practical authority to organize work. Allocation of tasks,
evaluation of output, scheduling of personnel, and monitoring of production may be conducted partly
through automated systems. Such software can coordinate complex facilities, but it can also change
visibility and control over workers’ activities. The institutional questions concern the scope of moni-
toring, the contestability of decisions, responsibility for errors, opportunities for worker participation,
and whether time saved by automation is redistributed as reduced working time, changed workloads, or
higher production targets.

The OECD’s 2025 study of algorithmic management surveyed managers in France, Germany, Italy,
Japan, Spain, and the United States. It reported that 90% of surveyed US managers said their firms had
adopted at least one of the defined tools to instruct, monitor, or evaluate workers; the corresponding
average across the four European countries surveyed was 79% [140]. These are survey-based measures
of algorithmic management within particular countries and a broad software category; they should not
be read as evidence that 90% of US workers are supervised by autonomous Al agents, or that all such
systems produce adverse consequences. The report also discusses managers’ perceived decision-quality
improvements alongside concerns involving accountability, interpretability, and worker health.

From a historical-materialist perspective, technologies of coordination modify the organization of
the labour process and the distribution of discretion within production relations. Nevertheless, a partic-
ular technical architecture does not uniquely determine its social implementation. Worker consultation,
collective representation, labour inspection, occupational safety standards, access to explanations, and
genuinely exercisable appeal channels can alter the institutionally feasible organization of work. A com-
parative study must also address selection: firms adopting management software may differ in scale,
labour composition, managerial strategy, or regulatory environment before adoption. Correlation be-
tween software use and reported stress or productivity is insufficient by itself to establish a causal effect.

12,5 Care, Subsistence, and the Renewal of Human Capacities

Social reproduction places the transformation of paid work within a larger material setting. Daily and in-
tergenerational reproduction of human capacities requires time, food, housing, healthcare, education, re-
lationships, care, and public and ecological infrastructures. These conditions do not follow mechanically
from the output of a factory. They are organized through differentiated combinations of households, pub-
lic institutions, communities, firms, and markets. Increasing throughput per labour-hour might expand
the potential availability of goods and services while simultaneously reducing earnings for some workers,
demanding more time for retraining, or placing greater costs on households. Whether productive gains
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improve life conditions depends on real income, distribution, public provision, hours, accessibility, and
the quality of services.

The ILO’s 2024 estimates found that 748 million persons aged 15 years and above were outside the
labour force in 2023 because of unpaid care responsibilities, including 708 million women and 40 mil-
lion men, based on data from 125 countries and imputation for countries with missing information [73].
This is a modeled estimate of reported reasons for labour-force non-participation, not a headcount of all
people performing care, an estimate of unpaid care hours, or evidence about Al adoption. It nonetheless
demonstrates that the economic interpretation of automation is incomplete when capacity to undertake
paid work is considered without the time and care conditions that make participation feasible. Care-
dependent households may benefit from lower prices or improved public services, yet they may also
bear costs when employment becomes unstable or work schedules less predictable.

Different populations experience such effects unevenly. In its March 2026 analysis, the ILO reported
that female-dominated occupations were more likely to be exposed to generative Al than male-dominated
occupations in the occupational sample it examined (29% compared with 16%) [78]. This reflects pat-
terns of occupational segregation, not a universal causal effect of adoption on women or a prediction
of individual job loss. Further differentiation is necessary by contract type, disability, age, migration
status, household composition, region, and the capacity to access training and social protection. These
variables are relevant to understanding how historically existing inequalities can condition transitions,
without treating any demographic group as internally uniform.

A reproductive assessment would consequently ask who receives time freed by automation, whether
families gain or lose reliable income, how educational and care institutions adjust, and whether displaced
work is transferred to unpaid household members. Improved efficiency inside a production boundary
may be socially costly if it relies on unstable schedules or if training and maintenance burdens are dis-
placed to workers without compensation. Equally, accessible training and reliable care services could
enable technical change to widen feasible participation. Such claims should be measured in physical
time, income, service availability, occupational risk, and independently observed wellbeing, preserving
distinct units rather than summing them into an ungrounded welfare index.

12.6 International Supply Relations and Differentiated Labour Visibility

The relational representation of productive dependence must include labour performed beyond the focal
establishment. Hardware fabrication, mineral processing, logistics, data preparation, content evaluation,
and digital services may involve workers employed under different contracts and legal regimes. Indus-
trial automation could shift labour requirements toward other regions or sectors, or it could improve the
productive opportunities of particular suppliers. To identify these changes, researchers must observe rel-
evant upstream and downstream activities and distinguish employment opportunities created by greater
demand from changes in conditions or control within existing workplaces.

The ILO’s 2025 survey of 1,153 web-based platform workers in 21 Latin American and Caribbean
countries reports conditions including supplementary-income reliance and incomplete social protection,
within its regional and survey population [75]. Such evidence illustrates possible institutional forms of
digitally mediated labour but does not represent all data work, industrial supply chains, or autonomous-
production facilities. Likewise, the ILO’s 2026 analysis across 135 countries found that digital infrastruc-
ture and national task structures condition the balance between exposure to generative Al and potential
augmentation gains [77]. These findings argue against transferring the labour experience of a highly
capitalized automated facility directly to every upstream supplier or labour market.

Environmental work also enters this accounting. Waste handling, remediation, ecological monitor-
ing, and the maintenance of water and energy systems can support productive continuation while being
omitted from narrow labour-productivity accounts. Their technical quality and ecological effects require
independent evaluation. A proposal to increase the share of workers engaged in environmental tasks
would have to ask what those tasks accomplish, what risks they create, how workers are compensated,
and whether preventive changes could avoid the need for subsequent repair. Labour hours devoted to
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remediation cannot themselves establish successful ecological recovery.

12.7 An Accounting Separation of Task Intensity and Paid Work

A minimal formal accounting identity helps prevent unwarranted deductions from improved task ef-
ficiency. Fix a production boundary B, two comparable periods ¢t € {0,1}, and product categories
k =1,..., K with consistent unit definitions and quality requirements. Let (), ; denote conforming out-
put units, ay, ; directly attributable paid labour-hours per output unit, M; paid infrastructure-maintenance
hours not already counted in ay;, and V; paid coordination, validation, and recovery hours not already
counted in either category. Define

K
H%E'ftd = Z Qkraks + My + Vi, [H%aid] = person-hours. (31)
k=1
The addends must be mutually exclusive, observed over a common horizon, and measured for the same
production boundary. This is bookkeeping, not a production function or causal law. In particular, sep-
arately accounting for maintenance avoids hiding the labour needed to make an automated plant work.
Where upstream labour is included, its scope and any double counting must be declared.
The exact change between the two periods can be decomposed using period-0 unit requirements as
a reference:

K K
id id
HEY = HYS = (Qea — Qro)aro + Y Qualars — axo) (32)
k=1 k=1

+ (M1 — Mp) + (V1 — Vo).

The first term accounts for output-volume differences at reference task intensity; the second records
differences in direct paid hours per unit evaluated at period-1 quantities. The remaining terms record
changes in separately measured maintenance and coordination. An alternative ordering yields a different
two-factor decomposition but the same total change. No individual term identifies the causal effect of
AT without a valid counterfactual and an account of other concurrent changes.

For illustration, consider a hypothetical single-product facility that initially produces 100 units using
2 paid direct hours per unit, 20 maintenance hours, and 10 validation hours, giving 230 paid person-
hours. In a later period, output rises to 150 units while direct hours per unit fall to 1; maintenance rises
to 40 hours and validation to 30 hours. The later total is 220 person-hours. The 50-unit output increase
contributes +100 hours at the initial direct-hour coefficient, the intensity change contributes —150 hours,
and maintenance plus validation add +40 hours, yielding a net change of —10 hours. Direct paid labour
per unit has halved, yet total paid hours have fallen by only 10. Other parameter combinations could
produce increased total hours or unchanged working time. These numbers are constructed solely to
check and communicate the identity.

Converting paid person-hours into employed persons further requires information on hours per
worker, turnover, labour contracts, and multiple jobholding. It cannot be inferred from Eq. (32) alone.
Likewise, household care time is not an unmeasured remainder to be inserted as a residual in the
paid-hours equation; it requires a separate observation scheme. A linked social-reproduction record
might track hours of paid work, unpaid care, access to education and healthcare, occupational risks, real
disposable income, and participation rights. These are heterogeneous variables with different ethical
and evidential status, just as the productive-outcome tuple in Eq. (28) has no intrinsic common unit.

12.8 Comparative Research on the Continuation of Human Productive Capacities

A useful study would follow comparable facilities before and after the deployment of a defined Al-
mediated production function, collecting task-level logs and linked, privacy-protective records of work-
ing hours, maintenance requests, qualifications, wages, contract stability, worker consultation, and occu-
pational health. It would separately measure upstream labour changes and the provision of care, training,
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and public services in the relevant labour markets. A second design would compare otherwise similar
facilities operating under different worker-participation, training-finance, or working-time institutions.
Neither comparison would be interpreted causally without considering adoption selection, product de-
mand, pre-existing trends, outsourcing, business-cycle effects, and changes in workforce composition.

The central hypotheses are deliberately conditional. Where automation reduces direct task inten-
sity, total paid work may fall, remain stable, or rise according to output expansion and residual labour
requirements. The reproductive consequences may diverge even where total hours are similar, because
income, contract security, scheduling, access to training, and care needs differ. The same machinery may
be accompanied by different labour outcomes under different ownership and governance arrangements;
differences must be measured rather than imputed from institutional labels. Finally, a more complete
accounting of upstream, household, and environmental work may reverse a conclusion obtained from
factory-level productivity alone. Evidence showing that broadening the boundary makes little differ-
ence, or that automated coordination improves job quality without increasing hidden labour burdens,
would appropriately narrow these hypotheses.

Within the present paper, these are proposed tests, not observed effects of a new facility. The origi-
nal analytical contribution is to connect the boundary-sensitive reproduction of production infrastructure
to the socially situated reproduction of human capacities, while specifying the evidence needed at each
interface. The link remains open to revision where existing labour economics, time-use research, and
social accounting already explain the data adequately. The historical-materialist implication is that Al-
mediated productive autonomy alters a set of socially organized possibilities whose distribution and con-
tinuation depend on labour institutions, physical resources, and the relations through which technological
and human capacities are reproduced. The next section begins the engineering review by examining the
demonstrated capabilities of industrial robotics; its technical performance claims must be kept separate
from the social consequences analyzed here.

13 The Demonstrated Capabilities of Industrial Robeotics

The preceding sections established how productive autonomy depends upon boundary selection, recur-
sive infrastructural requirements, access to productive bottlenecks, and the social reproduction of labour-
ing capacities. This section begins the engineering investigation by asking what industrial robotic sys-
tems have demonstrably achieved, within which operating conditions, and with what continuing reliance
on human and infrastructural support. The research object is the evidenced capacity of robot-mediated in-
dustrial tasks and integrated production cells. It includes fixed manipulators, human-robot collaborative
applications, mobile industrial platforms, and selected learning-based control policies. Their capabilities
are compared on declared tasks rather than treated as interchangeable expressions of a single autonomy
level. This analysis prepares the subsequent examination of autonomous laboratories, adaptive produc-
tion control, computing infrastructure, energy and materials, and maintenance. Throughout, a robot’s
completion of a bounded operation is distinguished from the autonomous reproduction of the conditions
that make the operation possible.

13.1 Installed Industrial Robots and the Meaning of Deployment

Industrial robots have become established productive equipment in automotive, electronics, metalwork-
ing, material handling, and other manufacturing activities. The International Federation of Robotics
(IFR) reported approximately 603,000 industrial robots installed worldwide during 2025 and an opera-
tional stock of 5.079 million units at year-end, in its World Robotics 2026 release of 24 September 2026
[69]. These figures measure different quantities: annual installations are a flow of equipment deploy-
ments; operational stock is the estimated population of industrial robots operating at a specified point in
time. Neither series counts fully autonomous factories, and neither directly records the rate of production
without human support, the quality of maintenance, embodied resource demands, or the ownership of
resulting outputs. The installed population provides strong evidence that robot-mediated operations are
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industrially consequential, but little by itself about the reproductive autonomy developed in the preceding
formal sections.

The unit of evaluation consequently matters. A manufacturer can use a robot arm for positioning,
welding, coating, packaging, loading, or inspection while the surrounding production system depends
on fixtures, material delivery, programmable logic controllers, quality supervision, human escalation,
and component replacement. Even where a robot operates unattended during a shift, its task autonomy
can rely on extensive preparation outside that shift. Equating a deployed arm with an independently
functioning factory would omit the productive relations through which workpieces, commands, tooling,
spare parts, skilled services, and permissible operating conditions reach the robot. This is the industrial
interpretation of the boundary-sensitive autonomy distinction established earlier in the manuscript.

A careful comparison needs to distinguish equipment availability, cell-level task performance, and
plant-level output. Those indicators have different denominators: an installed arm can be available yet
idle for lack of upstream inputs; a successful cell cycle can fail downstream quality requirements; and
a factory can deliver conforming output while relying on frequent manual recovery. The corresponding
evidence should record the functional boundary, specified product, runtime, number of cycles, interven-
tion rules, and measurement method. Aggregate deployment statistics should be used as evidence of
diffusion, not as substitute performance testing.

13.2 Manipulation Performance Requires Task-Specific Metrology

The engineering maturity of industrial manipulators is partly attributable to stable, precisely specified
tasks and performance-test conventions. ISO 9283:1998, confirmed as current by ISO, specifies criteria
and methods for pose and path accuracy, repeatability, stabilization, overshoot, velocity behaviour, and
related manipulator characteristics [81]. Such measures are indispensable for comparisons of controlled
motion, yet pose repeatability is distinct from absolute positioning accuracy and both differ from the
probability of producing a conforming assembly. A repeatable end-effector can repeatedly miss a poorly
registered target; a calibrated position can still yield a failed fastening operation because of compliance,
contact forces, fastener geometry, tool wear, or workpiece variation.

An engineering assessment should therefore record joint configuration, end-effector tooling, cali-
bration, reference-frame registration, payload, speed, environmental conditions, and the location of the
metrology instrument. The testing conditions matter as much as the reported figure. NIST research on
robot accuracy degradation emphasizes the relationship between tool-centre-point pose, loading, appli-
cation accuracy, and verification of performance over time [157]. In a 2024 NIST study of continuous
mobile-manipulator measurement, the authors identify further pose and registration uncertainties intro-
duced when manipulation is coupled to a moving base [1]. These findings caution against transferring a
fixed-base repeatability specification directly to a moving, contact-rich production task.

The materiality of performance measurement is also historically important. Precision depends on
capital equipment, calibration artefacts, measurements, controlled fixtures, reference geometries, skilled
integration, and continuing inspection. The apparent independence of robot motion is enabled by a large
infrastructure of socially produced accuracy. A GR representation adds useful detail only if it tracks
changing calibrations, qualified tooling, task-specific uncertainty, and the provenance of the measure-
ments more effectively than conventional manufacturing engineering and quality systems already do.

13.3 Assembly Capability Depends on the Whole Work Cell

Structured handling and repetitive programmed trajectories are mature applications; flexible manipula-
tion of variable parts and contact-rich assembly remains more difficult. The difference involves percep-
tion of uncertain objects, control of contact forces, gripping variability, recovery from partial failures,
and coordination among sensors, machines, and human operators. NIST’s completed Performance As-
sessment Framework for Robotic Systems project explicitly treated perception, mobility, dexterity, and
safety as interacting determinants of autonomous assembly performance; its project description notes
the dependence of successfully automated assembly on extensive fixturing and tooling in many cases
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[132]. That statement concerns a research programme and engineering assessment problem, rather than
a measured global percentage of assembly operations that are automatable.

A 2024 laboratory study involving the FANUC CRX-10iA/L collaborative robot assessed assembly
of a product component and identified the significance of workspace layout, gripper design, program-
ming, and small-part manipulation [8]. Its conclusions are properly interpreted as evidence for a par-
ticular laboratory configuration and task, not as proof of factory-wide unattended assembly. Similarly,
a successful insertion or fastening trial requires identification of setup conditions, tolerance variation,
number of trials, cycle-time and quality definitions, and the rules for restarting after a jam or misgrasp.
Success after operator repositioning or manual tool replacement provides evidence of bounded task ca-
pability, but should not be counted as an uninterrupted autonomous cycle under a stricter boundary.

For an integrated cell, a useful evaluation unit is a qualified task episode: an interval beginning with
specified inputs and system condition and ending with conforming output, declared nonconformance,
or recorded intervention. The episode includes the behaviour of feeders, conveyors, sensing, fixturing,
grippers, and supervisory software when these are necessary for success. Success statistics that omit
aborted attempts, reset times, or human assistance cannot support claims of sustained productive auton-
omy. Conversely, highly structured repetitive production may achieve excellent industrial performance
without general-purpose perception or learning. Technical specialization is an important accomplish-
ment; its limits should not be mistaken for failure merely because it is not general intelligence.

13.4 Industrial Mobility Expands Reach but Introduces New Dependencies

Driverless industrial trucks, automated guided vehicles, and some autonomous mobile robots extend ma-
terial handling beyond a fixed robot cell. They can move workpieces between stations, deliver supplies,
and reposition tools. Their technical evidence nevertheless concerns particular navigational environ-
ments, payloads, traffic rules, floor conditions, localization infrastructure, and human-machine inter-
faces. ISO 3691-4:2023 provides published safety requirements and verification for driverless industrial
trucks and their systems, including specified automatic and manual modes [91]. As of October 2026 a
draft revision was under development; the published 2023 standard should therefore be distinguished
from proposed future requirements.

A mobile manipulator combines the uncertainty of moving-base localization with arm kinematics
and contact conditions. NIST’s 2024 mobile-manipulator measurement report examines issues in system
integration and measurement for simultaneous base—arm operation [1]. Such research demonstrates why
manipulator specifications, base navigation benchmarks, and whole-system production success must
be examined separately before their conjunction is claimed. The layout of a manufacturing plant, the
availability of chargers and communication, the condition of traversable floors, and rules for pedestrian
interaction are all parts of its productive dependency network.

Industrial mobility thus broadens feasible work arrangements without eliminating the institutionally
organized surroundings of production. It may permit material transport without fixed conveyors, yet it
can increase dependence on fleet scheduling, batteries, safety zoning, localization markers, and mainte-
nance of shared traffic spaces. To compare alternatives, one must account for both removed and newly
introduced infrastructures and measure their actual effects on throughput, downtime, exposure, and flex-
ibility.

13.5 Collaborative Applications Require Integrated Safety Evidence

The term collaborative robot is frequently used in equipment marketing, but the safety of human-robot
collaboration is an application-level question. ISO 10218-1:2025 sets robot-level safety requirements,
while ISO 10218-2:2025 addresses industrial robot applications and cells, including integration and safe-
guarding [94, 95]. The revision of the ISO 10218 series also incorporated significant parts of the earlier
ISO/TS 15066 guidance into the application-level requirements. Safe deployment depends on hazard
identification and verified safeguards for particular tools, loads, velocities, workpieces, and interactions.
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A robot with force-limited functions is not thereby proved safe for arbitrary close human operation, es-
pecially when a sharp tool or hazardous process changes the risk profile.

Experimental evidence confirms the need to separate safety, human workload, quality, and through-
put. Fournier and colleagues studied 120 participants completing simple and complex assembly tasks
with either a human collaborator or a robot collaborator. In their controlled study, human—cobot pairs
showed some favourable outcomes in task success or workload-related comparisons, but completion
took longer and involved more gestures within the experimental assembly tasks [42]. This is a mean-
ingful human-factors experiment, not a causal estimate of general factory productivity across sectors. A
different 2024 engineering study investigated dynamic human-robot task allocation with productivity
and wellbeing objectives [18], but an optimization model or demonstrator should not be equated with a
broadly validated labour outcome.

From the standpoint of productive reproduction, human participation can take several forms: planned
shared tasks, instruction, exception handling, observation, quality assurance, preventive maintenance,
and emergency intervention. These should not be collapsed into a binary category of either human-
operated or autonomous. Comparative trials should report the intervention and failure-handling protocol,
the worker’s exposure and decision authority, and worker-centred outcomes separately from robot cycle
time. The legitimate allocation of risks and responsibilities is a normative and institutional question; its
resolution cannot be inferred solely from a lower task completion time.

13.6 Learning-Based Policies Extend Demonstrated Behaviours within Measured Do-
mains

Recent robot-learning research has expanded the experimental scope of manipulation through demon-
stration datasets, cross-embodiment training, and adaptable control policies. The Open X-Embodiment
Collaboration reported a pooled dataset covering 22 robot embodiments through a collaboration among
21 institutions, with 527 described skills and more than one million recorded robot trajectories. Its RT-
X experiments found positive cross-embodiment transfer in tested settings [145]. The figures refer to
the authors’ particular collection and experimental evaluations, rather than counts of independently val-
idated industrial deployments. These findings are important evidence that information from multiple
platforms can assist learning on some downstream tasks. They do not establish that the resulting policies
are certified for safety-critical manufacturing, guarantee generalization to arbitrary factory tooling, or
can maintain the physical infrastructure required for continued operation.

For industrial relevance, a policy should be assessed against the production conditions it may en-
counter: new workpieces, surface variation, worn tools, illumination changes, imperfect calibration, sen-
sor occlusion, payload changes, human presence, and out-of-distribution faults. Failure detection and
controlled fallback are as important as average benchmark success. Moreover, learned-control systems
introduce dependencies on annotated demonstrations, data quality, compute hardware, model versions,
software provenance, and human judgement concerning deployment boundaries. A nominally general
policy may therefore relocate some integration burdens rather than eliminate them. The manuscript’s ear-
lier dependency model is an appropriate place to represent that possibility, but prediction of its magnitude
requires measured changes in engineering effort and operating performance.

The evidential hierarchy matters. Simulated successes, laboratory robot demonstrations, pilot man-
ufacturing cells, and sustained operating deployment address different claims. Cross-platform learning
is supported by controlled research results; indefinite autonomous manufacturing or fully autonomous
equipment reproduction requires further evidence. No inference from the number of recorded demonstra-
tions to a universal probability of task success is justified without task and data-distribution information.

13.7 Component Reliability Does Not Directly Establish Cell Reliability

For a specified industrial task and horizon, productive success may require a chain of conditions: work-
piece provision, perception, grasping, compliant motion, verification, material transfer, and admissible
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operation. A failure at one necessary interface can interrupt the episode even when every major compo-
nent has performed well in isolation. This issue can be expressed using an elementary probability bound
without assuming that failures are independent.

Let E; denote successful completion of necessary interface ¢ in a declared task episode, and define
F; = ES. 1f S = (", E; is the event that all necessary interfaces succeed, then Boole’s inequality gives

m
max < 0,1 — ZPr(F,-) < Pr(S) < minPr(E;). (33)
7
i=1
The left inequality is a lower bound obtained by the union bound; the right follows because S C E;
for every ¢. Both are classical probability relations, not new theorems. They apply to events defined
on the same task-episode probability space under the stated operating conditions. They provide no esti-
mate without observed interface-failure rates and remain compatible with arbitrary statistical dependence
among failures. If success also depends on recovery within an allotted time, recovery is an additional
explicitly defined event or is included in the episode-level F;.

In a purely hypothetical three-interface cell with success probabilities 0.99, 0.98, and 0.97 under one
declared workload, Equation (33) constrains total success between 0.94 and 0.97. It would be unjusti-
fied to multiply the three probabilities without establishing an appropriate independence or conditional
model. A production cell’s actual throughput also depends on repair delays, rework, upstream and down-
stream buffers, and quality acceptance, which are not captured by episode success probability alone. This
example is illustrative accounting and does not represent a measured robot installation.

The practical implication is that robotic reliability is a property of the integrated productive arrange-
ment. Assessment should include uptime relative to scheduled demand, conforming units per hour with
the product mix stated, fault recovery latency, maintenance labour-hours, spare-part usage, production
lost to quality failures, and the number of successful episodes without operator intervention. It should
retain the underlying event logs, task definitions, controller version, and sensor calibration. Such records
create an empirical bridge from engineering performance to the reproductive-dependency network devel-
oped in Sections 10 and 11.

13.8 A Comparative Protocol for Industrial Autonomy Claims

Table 18 specifies the evidence boundaries required for distinct industrial robotics claims. It is a pro-
posed assessment framework synthesized from the preceding sources, not a ready-made international
performance standard. The purpose is to prevent a claim about one system boundary from being silently
enlarged into a claim about another. It also identifies a practical counterfactual: whether a GR-informed
trajectory and dependency record yields measurable improvements relative to competent industrial doc-
umentation, safety assurance, maintenance databases, and production-execution systems.

For a concrete empirical study, the protocol would compare a conventional programmed cell, an
adaptively controlled cell, and, where technically appropriate, a learning-assisted configuration deliver-
ing a matched product specification. The evaluator should preregister quality tolerances, intervention
accounting, product variation, production horizon, safety exclusions, expected asset utilization, and ev-
idence needed for an acceptable comparator. Outcomes would include conforming throughput, failure
and recovery distributions, engineering and maintenance labour, energy and consumable requirements,
and effects on relevant production dependencies. Distinct institutional conditions and acquisition costs
should be recorded rather than silently held constant where they are not. Results favouring conventional
automation, showing no difference, or showing superior performance from a learning-assisted policy
would all be informative.

13.9 Implications for the Reproduction of Productive Capacity

The engineering literature supports a bounded conclusion: industrial robotic technologies already per-
form economically significant tasks at scale, with well-developed measurement and safety disciplines for
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Table 18: Evidence interfaces for claims concerning industrial robotic capabilities. The comparison is
an analytical research protocol, not a ranking of technologies or certifications.

Claim being made Appropriate observations or records Important limit of inference

Robot is deployed industri- Installed units, application class, opera- Does not measure end-to-end factory autonomy
ally tional stock, location and counting con-

vention
Motion meets a specification ~ISO 9283-style test protocol, load, pose = Does not establish task or assembly yield

and speed, calibration, measurement un-

certainty
Cell repeatedly completes a  Defined workpieces, attempt denomina- A controlled trial may depend on fixtures and
task tor, conformity, cycle time, aborts and re- manual intervention

sets
Mobile system supports pro- Navigation and load tests, site maps, Navigation success does not establish manipula-
duction traffic conditions, localization accuracy, tion accuracy

charge and recovery logs
Human-robot work is admis-  Cell risk assessment, verified safeguard- A robot-level property does not certify an appli-
sible ing and human-factors evaluation cation
Learning policy transfers Held-out tasks, embodiment differences, Benchmark transfer does not certify industrial
failure rates, reproducible policy versions  generality
Production can continue au- Long-horizon operating logs, exceptions, Does not independently establish ecological com-
tonomously maintenance inputs, replacement and sup-  patibility
ply dependencies

selected applications, while more flexible assembly, mobile manipulation, and cross-platform learning
require context-specific evidence of integration, reliability, and intervention. This conclusion is compati-
ble both with rapid further improvement and with persistent practical limits. The demonstrated ability to
transform workpieces through mechanical action is not equivalent to the ability to replace the equipment,
energy systems, knowledge infrastructures, and labouring capacities that enable that transformation.

In historical-materialist terms, a growing population of industrial machines embodies accumulated
science, engineering labour, and investments in fixed capital. Their actual productive possibilities are
constituted through historically organized access to equipment, inputs, qualified skills, safety require-
ments, and maintenance. Automation may change the distribution of manual work and productive au-
thority, but the direction of those changes depends on the production relation and technical configuration.
The specifically GR research opportunity is to make the trajectory of those changing requirements ex-
plicit and test whether doing so adds explanatory value beyond the robust measurement practices already
available. Ecological compatibility remains an independent empirical and normative question requir-
ing lifecycle material and energy accounts, site-dependent disturbance evidence, and defensible limits.
The next section therefore examines autonomous laboratories, where the integration of planning, exper-
imental execution, materials provisioning, and validation makes the boundary of technical autonomy
especially visible.

14 The Material Boundaries of Autonomous Laboratories

The preceding section examined what industrial robots demonstrably accomplish within bounded manu-
facturing cells. This section investigates the related but distinct productive organization of autonomous
laboratories: systems that select experiments, manipulate materials, obtain measurements, and use re-
sults to determine subsequent experimental actions. Its research object is the material and epistemic
conditions of experimental autonomy, including the apparatus and social infrastructure required to re-
produce experimental capacity. Laboratory autonomy is a particularly informative case for the present
paper because an apparently seamless inference—experiment—inference loop depends on physically het-
erogeneous processes: preparing precursor stocks, handling samples, calibrating instruments, removing
residues, maintaining software interfaces, identifying products, and deciding whether an observation war-
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rants a scientific claim. The section examines published demonstrations within their declared boundaries,
then develops an accounting representation and comparative protocol for testing productive reproduction
beyond the individual experimental campaign.

14.1 Experimental Closure Depends on a Materially Organized Workflow

A self-driving laboratory typically joins an experiment-selection policy to apparatus for preparation, ex-
ecution, characterization, and data analysis. For a trial index k, its simplified decision structure can be
written as

uy, = 7 (Hy), Ty = F(ag, ug, wy), Uk = G(Trs1,Mk)s Hiy1 = (Hy,uk, yi), (34)

where Hj, is the recorded experimental history, u; is a permissible experimental instruction, xj is the
underlying experimental state, wy includes uncontrolled physical influences, and vy, is an instrument
record affected by measurement conditions 7);. These objects are typed by the experimental protocol; ug
may comprise precursor identities, concentrations, furnace schedules, or process temperatures, while y;,
may contain spectra, diffractograms, images, or electrical measurements. Equation (34) is a schematic
closed-loop representation, not a validated universal model of laboratory science.

An executable u presupposes that the commanded operations are compatible with available reagents,
containers, robot geometry, tool changeover, safety interlocks, and instrument schedules. Likewise, y;
becomes usable evidence only through calibration, preprocessing, reference standards, and a defensible
correspondence between signal and inferred property. Both conditions can fail even when the planning
algorithm functions as specified. An experiment may be selected correctly but never completed because
a solvent reservoir is depleted, a gripper loses a vial, or a balance is unavailable. Conversely, equipment
may execute an instruction correctly while generating data that are too ambiguous to identify the desired
material. Published reviews of self-driving laboratories emphasize the engineering work required to
integrate instruments, control software, analytical routines, and laboratory operations [20, 188].

The boundary of autonomy consequently requires a description of who or what performs each prereq-
uisite operation. A laboratory that selects and executes experiments for eight days may rely on people
who previously supplied clean vessels, prepared stock solutions, validated calibration methods, main-
tained the instrument controllers, defined acceptable scientific targets, and later assessed the results.
These contributions are constitutive elements of the productive process. Treating them as externalities of
experimental success would reproduce the boundary errors identified in Sections 13 and the preceding
dependency analyses.

14.2 Materialized Experimental Workflows in Demonstrated Systems

Several well-documented systems show different ways to combine experimental decision-making and
physical operations. Steiner and colleagues implemented a modular chemical synthesis platform driven
by a formal chemical programming language, demonstrating execution of specified organic syntheses
[175]. Its principal contribution to this discussion is reproducible translation of procedural instructions
into instrument operations; following a formally expressed recipe does not establish that the platform
independently defines research objectives or replenishes its hardware. MacLeod and colleagues’ Ada
platform combined robotic thin-film preparation, optical and electrical characterization, and Bayesian
search to optimize a defined materials objective [117]. That study demonstrates adaptive experimental
optimization under a configured measurement and fabrication workflow. The reported thin-film metric
should be interpreted within the study’s characterization protocol rather than generalized to commercial
device qualification.

Burger and colleagues reported a mobile robot that executed 688 photocatalysis experiments over
eight days while searching a ten-variable formulation space. The selected mixtures were approximately
six times more active than the study’s initial formulations under the specified test conditions [16]. Here
the robot’s mobility enabled use of laboratory instruments designed for human operators. This is an
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Table 19: Evidence boundaries in selected autonomous laboratory demonstrations. These descriptions
summarize reported experiments, not independently repeated performance tests.

Demonstration

Established within the study’s scope

Further evidence required for reproductive au-
tonomy

Steiner et al.

(2019)

MacLeod et al.

(2020)

Burger et al.

(2020)

Boiko et al.

(2023)

Szymanski et al.

(2023; corrected
2026)

Modular execution of specified organic syn-
theses using programmable operations
Closed-loop thin-film processing and opti-
mization of a measured material property
688 experiments in eight days within a
photocatalyst-formulation search
Tool-assisted chemical planning and selected
experimental operations

Robotic inorganic-powder synthesis and
phase-informed optimization across 57 tar-
gets

Autonomous acquisition, maintenance, verifi-
cation and adaptation of apparatus
Replication across feedstocks, devices, instru-
ments and operating horizons

Continued operation after replenishment,
wear, recalibration and unexpected faults
Independently measured robustness across
laboratories, exceptional cases and controls
Independent validation of identity and purity,
supply renewal and long-run equipment con-
tinuity

instructive architectural alternative to rebuilding every instrument as an autonomous module. Yet the
comparison is confined to the declared photocatalytic performance measure and laboratory campaign:
it is neither a claim of sixfold industrial energy efficiency nor evidence of autonomous reproduction of
reagents, instruments, or research facilities.

The Coscientist system studied by Boiko and colleagues employed a large-language-model-driven
tool architecture to search information, plan operations, generate laboratory commands, and undertake
selected chemistry experiments, including reaction optimization [14]. Tool-mediated experiment de-
sign broadens the interfaces through which accumulated knowledge can guide experimental action. It
also makes error propagation across documentation, code generation, command translation, safety per-
missions, and material execution an explicit concern. These studies collectively establish bounded and
heterogeneous forms of experimental automation, adaptive optimization, and planning. Their different
scientific objectives, intervention arrangements, and outcome measures preclude ranking them on an
undifferentiated autonomy scale.

14.3 The Corrected A-Lab Case and the Warrant for Material Claims

The A-Lab supplies a particularly valuable case because it unites robotic powder handling, model-
assisted synthesis planning, X-ray diffraction (XRD), computational materials information, and active
learning [178]. Its published article was corrected on 19 January 2026 following concerns about the
unambiguous identification of compounds from diffraction and interpretation of material novelty [179].
The corrected article reports that the system realized 36 compounds out of 57 target materials during
a 17-day campaign, with 353 experimental runs reported in the article. The authors’ post-publication
reanalysis found 36 supported results among 40 previously reported successes, with four results remain-
ing inconclusive on the available diffraction evidence. Separately, one target was removed because it
had mistakenly been included in the prediction-platform training data, accounting for the denominator
revision. The correction also clarifies that “novelty” in the earlier presentation had been capable of
suggesting novelty to science when some intended comparisons concerned novelty to a prediction
platform. Thus the older figures of 41 successes among 58 targets should not be reused as current
results.

The distinction is substantive rather than merely editorial. Detecting a signal compatible with a target
crystalline phase is not necessarily equivalent to uniquely establishing its composition, phase purity, func-
tional properties, or scientific novelty. The corrected article explicitly notes that some samples contained
byproducts and that XRD-only evidence can leave ambiguity among candidate phases [178, 179]. Scien-
tific judgments can require independent compositional analysis, additional diffraction or spectroscopy,
repeat synthesis, and comparison with prior material records. The appropriate evidential threshold de-
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pends on the claim. Identification of a major phase, demonstration of phase purity, and evidence that a
composition has never been prepared before are different research propositions.

This episode should not be flattened into either a categorical rejection or a universal endorsement
of autonomous chemistry. It demonstrates substantial integration of material handling, planning, and
data processing during a bounded campaign. It also exposes a consequential weakness at the interface
between an automated classification and the stronger proposition asserted from that classification. The
system’s ability to proceed through the experiment loop is an engineering achievement; the epistemic
legitimacy of the resulting material claim requires scrutiny of its evidence and alternatives. A mature
experiment-inference architecture should retain ambiguous cases as unresolved, preserve the basis of
reclassification, and make independently reviewable corrections possible. The formal representation of
these conditions is developed below.

14.4 Measurement Traceability and the Possibility of Independent Correction

Laboratory evidence is produced through chains of physical transformations and interpretations. A char-
acterization result depends on instrument condition, calibration and reference standards, sample prepa-
ration, data acquisition, signal corrections, model assumptions, and expert or automated interpretation.
ISO/IEC 17025:2017 specifies requirements for the competence, impartiality, and consistent operation
of testing and calibration laboratories; the standard provides a relevant methodological benchmark but
does not confer accreditation on any autonomous platform merely because it is cited [96]. NIST addition-
ally specifies that metrological traceability is a property of a particular measurement result, supported by
a documented calibration chain and uncertainty, not a property automatically inherited from a laboratory
or instrument. Traceability alone does not establish that uncertainty is sufficiently small for the scientific
decision at issue [156].

Consider an inferred scientific proposition ¢ obtained from a recorded signal y. If two experimen-
tally admissible states produce observationally indistinguishable outputs, the inverse problem may be
underidentified. A simple statement exposes this limitation without presupposing a particular laboratory
instrument.

Proposition 6 (Non-identification from an observationally indistinguishable pair). Let X be a set of
physically admissible sample states and g : X — ) a deterministic measurement mapping. If there exist
x1,x9 € X with x1 # x9 and g(x1) = g(x2), no estimator using only the single recorded value g(zx)
can correctly distinguish x;1 from x5 for both alternatives.

Proof. For both states the estimator receives the same input y = g(x1) = g(x2) and therefore returns
the same output. It cannot return two distinct state identities from that common input while being correct
for both. O

This elementary observation is not a novel theorem of spectroscopy. It states the assumption that
makes independent discriminating measurements necessary. In a noisy stochastic setting, even unequal
likelihood functions need not provide practically adequate discrimination at the available signal-to-noise
ratio. The proposition is used to clarify the evidential burden, not to assert that particular A-Lab diffrac-
tion observations were mathematically identical. Independent assays, additional operating conditions,
or repeat samples can sometimes distinguish candidate explanations, provided their assumptions and er-
rors are recorded. The GR representation proposed earlier is useful only if it traces the dependencies
from each scientific proposition to its material sample, instruments, transformations, models, and human
decisions more effectively than competent laboratory information systems already do.

14.5 Consumables, Calibration, and the Reproduction of Experimental Capacity

Unlike a purely computational search, physical experimentation transforms inventories. Each run may
consume reagents, substrates, disposable pipette tips, gases, sample holders, cleaning agents, and instru-
ment time. It may leave waste and impose wear, thermal cycling, contamination, or calibration drift.
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Many resources are heterogeneous and cannot responsibly be combined into an undifferentiated scalar
“material input”. For a given material species or separately measured inventory class ¢, a discrete balance
can be expressed as

My jet1 = My e +Tik — Cike — Like + Pikes 1 €1, (35)

where m; ;. and r; ;. are available inventory and replenishment, c; ;. is experimentally consumed material,
¢; 1, represents other losses, and p; ;. represents recoverable material returned to the specified inventory.
Terms must use compatible units for each ¢, and recoveries must not be counted twice. The representation
can be extended to batch expiry, reagent quality, hazardous-waste capacity, and material substitution but
does not itself predict those conditions.

Experimental continuity also depends on the condition of fixed assets. A robotic dispenser’s metro-
logical validity can change before mechanical breakdown. An instrument may operate but deliver sys-
tematically biased values following an unrecognized calibration change. Therefore the readiness of a
laboratory at the next decision cycle includes both available materials and a verified capability to pro-
duce admissible measurements. Denote by R, the set of experiments executable with currently qualified
apparatus, inventories, procedural rights, and adequate safety margins. Successful completion of exper-
iment k does not imply that the next planned experiment belongs to Ry1. Reproductive laboratory
autonomy requires specified conditions under which the relevant readiness set can be replenished or
restored for subsequent campaigns.

A cost account likewise needs to separate variable supplies, fixed assets, qualified human support,
and validation. For a specified evaluation period H, write

CH _ C(I:;ns + CEIIIEng + C?;sets + C]Igaint + C}/jlidation + C}l;man + Cﬁas{e, (36)

where terms are monetary expenses under a declared accounting convention and currency. Separately
report physical stocks and emissions rather than adding heterogeneous physical quantities into C'z7. As-
set costs require an explicit depreciation or replacement convention; human support includes qualified
preparation, calibration, escalation, and interpretation. This account is a measurement proposal, not a
claim that all expense categories are observable in published papers. A fair comparison with manual or
conventional robotic laboratory practices requires matching product definitions, validation thresholds,
experiment durations, and treatment of failed or repeated results.

14.6 Comparing Scientific Throughput with Validated Discoveries

A frequently reported output is the number of experiments performed, sometimes supplemented by the
rate of objective improvement. Those measures are informative, but they answer different questions
from the rate of reliable and independently confirmed discoveries. An integrated assessment should
distinguish instructions generated, operations completed, analyzable records, claims passing predefined
acceptance criteria, results independently replicated, and outcomes transferred beyond the original appa-
ratus. Its denominator should be declared for each measure. Retrospective removal of failed or ambigu-
ous experiments from denominators would overstate effective throughput.

As an explicitly hypothetical illustration, suppose an automated materials campaign schedules 80
trial conditions; 60 runs reach the prescribed completion state; 54 produce usable primary instrument
records; 44 meet a preregistered candidate-screening criterion; and 40 survive an independent confir-
mation procedure. These are constructed numbers, not evidence from A-Lab or any published system.
Their different fractions, 60/80, 54/80, 44/80, and 40/80, correspond to task execution, instrument
yield, provisional identification, and validation. Reporting only 60 completed runs or only 44 screened
candidates omits important evidence about the relationship between automation and scientific warrant.
Under an alternative policy the number of completed operations could fall while the number of indepen-
dently confirmed findings increases. Such a result would challenge an evaluation that assigns priority to
nominal throughput alone.

Volk and Abolhasani emphasize the need for meaningful performance metrics across different self-
driving laboratory architectures, while Canty and Abolhasani’s 2026 review foregrounds scalability, gen-
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Table 20: Prospective evidence grades for autonomous laboratory claims. The listed evidence is not
presumed available for the published demonstrations.

Claim being evalu-
ated

Minimum relevant evidence

Insufficient inference

Experimental exe-
cution

Adaptive optimiza-
tion

Product or phase
identity
Reproducible result

Long-run labora-
tory continuity

Ecological compat-
ibility

Prespecified protocol, logs of completions,
interventions and failed runs

Defined objective, baseline policy, compa-
rable experimental budget, repeated evalua-
tion

Measurement uncertainty, discriminating
characterization and prior-art comparison
Independent replication, provenance and
measurement comparability

Supplies, calibration, component failures,
qualified repair, changeovers and recovery
over stated horizon

Lifecycle flows, energy and waste account-
ing, impacts, alternatives and ecological con-

A planned experiment counts as a physically
completed one

More trials necessarily produce better
knowledge

One classification establishes purity and
novelty

A single-run instrument trace certifies relia-
bility

Unattended operation implies infrastructure
reproduction

Higher scientific throughput implies smaller
total burden

straints

eralizability, and provenance-complete experimentation [188, 20]. The present paper adds the question
of the reproduction of the capacity to produce those measurements. This adds a material accounting and
historically institutional dimension to reproducibility, but must be evaluated against established prove-
nance practices rather than proclaimed intrinsically superior to them.

14.7 Institutional Reproduction and the Circulation of Experimental Knowledge

The equipment and knowledge required for an autonomous laboratory arise through diverse productive
relations. A university platform, a proprietary research facility, a shared public instrument center, and
a commercially operated cloud laboratory may perform technically similar operations under very differ-
ent regimes of access, pricing, intellectual property, repair rights, specialist labour, and data circulation.
These institutional conditions can shape who can submit experiments, inspect protocols, validate claims,
or reuse results. They may also affect replacement capacity when a supplier ends a product line or with-
holds an instrument interface. A seemingly generalizable laboratory protocol can become non-portable
if dependent on undocumented firmware, tacit skills, or non-transferable access credentials.

Historically, the automation of discovery embodies accumulated public and private scientific labour
in specialized fixed capital. The experimental action that appears local to the laboratory is connected to
upstream material purification, instrument manufacture, calibration services, trained technicians, and sci-
entific conventions of identification. The question of appropriation, introduced in Section 11, therefore
extends beyond ownership of a successful sample to the conditions that make experimentation possible
and the institutions that recognize its output. Scientific productivity, monetary return, research access,
and the capacity to sustain future inquiry can diverge in either direction. This paper accordingly pro-
poses tracing productive relationships without preassigning ecological merit to commercial, public, or
commons-oriented organizational forms.

A useful comparative study would evaluate matched scientific tasks conducted through a conven-
tional manually supervised workflow, a programmed robotic workflow, and a self-driving laboratory.
It would log researcher’s preparation and rescue work, reagent use and waste, capital and calibration
demands, valid outcomes, independently reproduced results, and access or governance restrictions. The
central counterfactual would ask whether automation reduces total resource and labour requirements per
independently validated scientific result under equivalent epistemic standards. Competent human prac-
tice could outperform the autonomous workflow on a specific study; additional experimental coverage
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could improve knowledge at a higher material cost; and platforms with similar nominal autonomy could
differ markedly in recovery time after supply or instrument failures. Each finding would refine rather
than refute the broader historical-materialist inquiry into productive reproduction.

14.8 Consequences for Autonomous Productive Reproduction

The engineering record warrants confidence that integrated robotic planning, execution, characterization,
and adaptive experimentation can operate effectively within selected scientific domains. The corrected
A-Lab experience simultaneously demonstrates why the transfer from instrument outputs to scientific
propositions should remain open to independent scrutiny. A completed experiment is a physical event;
an interpreted measurement is an inference; a validated scientific discovery requires a claim-specific
evidential process. Reproducing the productive conditions of autonomous experimentation introduces
further requirements involving materials, maintenance, qualified people, knowledge infrastructures, and
institutional access.

In historical-materialist terms, autonomous laboratories reveal how collectively produced intellectual
capacities become operative through machinery and scientific institutions while leaving their material re-
production distributed across wider production networks. The GR research programme can contribute by
tracking the changing relations among these layers, but the practical value of this additional representa-
tion remains an empirical matter. Ecological compatibility cannot be deduced from laboratory autonomy
or from the speed of experimental optimization. It requires independent investigation of energy, material
circulation, waste, displaced burdens, and the ecological conditions of continued production. The next
section accordingly turns from the laboratory as an integrated demonstration to the control architecture
that enables adaptive productive operations across wider industrial systems.

15 The Control Architecture of Adaptive Production

The previous section showed how an autonomous laboratory coordinates planning, material handling, in-
strumentation, and interpretation within a bounded experimental campaign. This section investigates the
control architecture by which industrial production systems adapt their actions to measurements, distur-
bances, changing orders, equipment condition, and constraints. Its purpose is to identify the physical and
informational interfaces at which apparent autonomy depends upon sensing, mathematical models, com-
putation, organizational authority, and human intervention. The discussion separates well-established
control methods and manufacturing integration standards from prospective claims about Al-enabled pro-
duction, and then asks what evidence is required before describing an integrated production system as
adaptive, safe, reproductively autonomous, or ecologically compatible.

15.1 Adaptation Takes Place Across Distinct Control Responsibilities

An industrial production process involves multiple kinds of decisions with different response times and
evidential demands. Low-level controllers regulate motion, temperature, pressure, or chemical com-
position over short intervals. Supervisory controllers coordinate machines, equipment states, and fault
responses. Manufacturing operations systems schedule jobs, allocate materials, and manage mainte-
nance, while enterprise systems set broader demand and financial requirements. The ISA-95/IEC 62264
framework describes relevant interfaces between manufacturing operations management and enterprise
planning, without specifying that a complete factory must implement one particular controller [62, 99].
Its significance here is organizational: optimization performed at one level is conditioned by constraints,
data definitions, and decision rights established elsewhere.

Consider an order scheduling system that increases a furnace’s planned utilization. A local controller
may still regulate furnace temperature within permissible limits, while a maintenance rule may prohibit
another cycle before inspection. A supervisor might defer the order because a sensor’s calibration has
expired, and an authorized human might halt production after an environmental alarm. The production
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Table 21: Distinct interfaces within an adaptive production architecture. The timescales are qualitative
and depend on the process; the entries define verification tasks, not universal industrial practice.

Interface Principal decision or Evidence required for an integrated-system claim
record

Equipment feedback  Actuation from measured Sensor calibration, actuator limits, disturbance response
state

State estimation Inference from partial ob- Observability assumptions, uncertainty bounds, delay logs
servations

Supervisory control Modes, interlocks, fall- Hazard tests, transition records, independent protection
back

Production planning ~ Orders, capacity, inven- Executability, materials availability, schedule feasibility
tory

Digital  representa- Predicted process or asset Synchronization latency, validation domain, model residuals

tion state

Institutional access Permissions, accountabil- Decision rights, operator authority, audit and remedy routes
ity, review

Ecological  evalua- Exposure and cumulative Independent measurements, system boundary, causal design

tion burdens

outcome cannot be attributed to the scheduling algorithm alone. Adaptation is an interaction among
controllers and resources whose responsibilities may partly overlap, contradict one another, or be incom-
pletely specified.

This layered picture should not be interpreted as a universal chronology from conventional automa-
tion to Al-driven autonomy. A plant may employ advanced process control with little machine learning,
or use machine learning only for maintenance prediction. Conversely, a generative model may help
formulate scheduling options while the final commands are executed by well-established deterministic
controllers. Those arrangements differ in their dependence on model training, inference services, autho-
rization rules, and expert judgement. The research problem is to identify which function actually changes
when Al is introduced and what additional requirements make that change reliable.

15.2 Partial Observation Conditions the Feasibility of Feedback

Physical control begins with a mismatch between the actual productive state and the information available
to the controller. In a discrete-time representation, let x;, be a vector of physically typed states, uy, the
applied command, wy, a disturbance, and ¥, the recorded measurement. A general model is

Tpy1 = f(Tg, up, wi), yr = h(zy) + v, (37)

where v;, denotes measurement error. Physical typing matters: temperatures, tool wear, reagent inven-
tories, electrical power, and product quality cannot be added as interchangeable scalar quantities. A
production controller may estimate the state from an observation history Hy = (yo, uo, - - - , Yk ), giving
2 = Ex(Hy), while maintaining a set X, of states still consistent with the observations and assumptions.

This representation carries no guarantee that the relevant state is observable. A sensor may fail to
distinguish surface contamination from acceptable variation, or a temperature reading may conceal a
local hot spot. A controller may also act on measurements collected before a material or equipment
state changed. Thus a state estimate must be associated with its measurement provenance, acquisition
time, model version, uncertainty, and domain of validity. When such information is missing, a record of
apparently well-controlled equipment can overstate the evidence for reliable production.

For a particular plant, the uncertainties include stochastic measurement noise, systematic bias, sensor
drift, disturbances, unmodeled effects, and discrepancies between command and actuation. These should
not be conflated. Statistical prediction intervals typically require assumptions about the sampled process
and their stated coverage; worst-case bounds require credible restrictions on possible errors. Neither may
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hold after a process change without validation. The distinction becomes consequential when a controller
operates near temperature, pressure, collision, or emission limits.

15.3 Predictive Control Coordinates Performance and Constraints

Model predictive control (MPC) provides an established framework for selecting control actions while
explicitly representing future constraints. At decision time k, a typical formulation selects a sequence

Uy« -y Uk+N—1|k by SOlVng

N—-1
min D @i hrgin) + Vi@ ne)
Uk:k+N—1|k =0

subject to g1k = Sr(Trp ks Uhrjik)s

(Tt jls Uktjk) € Zhy Tl = Tp- (38)

Only the first commanded action is applied before the problem is updated with new observations. The
objective terms must be given compatible units or explicitly normalized weights, and the feasible set Zj,
must correspond to real equipment and process constraints. This standard receding-horizon idea has a
mature literature, including conditions for stability, feasibility, and constraint satisfaction [126, 158].

The optimization problem alone is not a certification of plant safety. A solution can satisfy a model’s
constraints while violating physical limits when the model is inaccurate, a sensor is biased, computation
misses a deadline, or an actuator does not execute the assumed command. Robust MPC addresses some
such difficulties by considering admissible uncertainty sets; stochastic approaches instead place proba-
bilistic conditions on selected outcomes. Their guarantees differ and depend on the relevant assumptions.
The relationship between digital prediction and physical execution therefore has to be evaluated through
bounded-error tests, disturbance campaigns, failure injection, and explicit computation-time measure-
ments.

Adaptive production may also modify a model as operating conditions change. Updating the model
can improve tracking when wear, feedstock properties, or environmental conditions evolve, but it can
invalidate constraints proved for an earlier model. A defensible adaptive architecture should therefore
specify what updates are allowed in service, what new validation is required, and how control authority
reverts to a verified mode when new predictions cannot be trusted. In many settings, learning is most ap-
propriately used to propose candidate actions or refine forecasts under a separately enforced operational
envelope.

15.4 Digital Twins Require Verified Correspondence with Production Processes

Digital twins are frequently presented as a means of connecting simulation, physical assets, and oper-
ational decision-making. The ISO 23247 manufacturing framework provides general principles and a
reference architecture for such representations [89, 90]. NIST research identifies interoperability and
the quality of synchronization, models, and computations as continuing implementation problems, par-
ticularly in additive manufacturing [168, 116]. The existence of a corresponding virtual object does not
demonstrate that the representation predicts a changing physical process with sufficient accuracy for
control.

A scientifically useful distinction is among a static engineering model, a simulation calibrated for
a defined operating regime, a monitoring representation updated from equipment observations, and a
closed-loop digital twin whose predictions actually influence physical commands. The required evidence
changes accordingly. A simulation may reproduce a historical temperature profile but fail to predict
defects under a new material batch. A synchronized model may expose this discrepancy promptly while
lacking the means to diagnose it. A closed-loop controller may require stricter bounds on model residuals,
update delays, and permissible operational changes than either monitoring or retrospective simulation.
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Let Jy41)x be a digital model’s prediction of a subsequent measured quantity. The residual

Th+1 = Yk+1 — Yk+1|k (39)

can be examined by operating condition, equipment age, batch, or material supplier. Small residuals in
an aggregate dataset do not establish dependable behaviour near safety boundaries or under rare distur-
bances. Residual evaluation should also distinguish the data used for model fitting from independent
validation and record intervals for which observation is unavailable. The relevant standard of evidence
is the intended use: a model adequate for monitoring may be inadequate for high-consequence actuation.

A further historical-materialist issue concerns the ownership and maintenance of these representa-
tions. Models depend on process knowledge, sensor histories, supplier information, engineering con-
ventions, and labour performed across organizations. Proprietary interfaces can restrict who may verify,
modify, or repair the model. Alternatively, documented interfaces and reproducible validation proce-
dures may expand the range of qualified maintainers. Whether digital integration increases productive
autonomy or creates a new infrastructural dependency depends on these actual arrangements, connecting
the present section to the bottleneck and appropriation analyses in Sections 9 and 7.

15.5 Safety Guarantees Depend on Explicit Error and Intervention Bounds

Safety-related control introduces obligations that differ from optimizing throughput or average error.
Published work on control barrier functions, for example, derives conditions under which a dynamical
system can remain within an admissible region when specified mathematical and input constraints hold
[5]. Industrial deployment additionally requires equipment-specific hazard analysis, independent pro-
tective functions where appropriate, validated fallback behaviour, and conformance assessment under
applicable standards. A proof for a mathematical plant is not a proof that a physical production installa-
tion satisfies all these requirements.

The effect of model uncertainty can be expressed with a deliberately elementary proposition. Let
g(x,u) < 0 express one scalar physical constraint for a next state, and let the controller predict 7.
Suppose the actual next state x satisfies a credible error bound ||zt — 21| < &, while the constraint
function is L,-Lipschitz in its state argument for the relevant domain and fixed «. The model-predicted
action is accepted only if g(Z7,u) < —Lge.

Proposition 7 (Margin required by a bounded state-prediction error). Under the stated norm, domain,
and error-bound assumptions, an action satisfying g(z*,u) < —Lge also satisfies g(z*,u) < 0.

Proof. The Lipschitz assumption gives
gz u) < g(@T,u) + Ly|la™ — 27| < —Lge + Lye = 0. (40)
O

This is a direct application of a standard Lipschitz inequality, not an original control theorem. Its
value here is to expose the evidential premises hidden by the phrase “constraint-aware AlL” If no jus-
tified upper bound for prediction error is available, the displayed argument gives no safety guarantee.
Moreover, satisfying a single next-step inequality need not ensure a recursively feasible policy over later
steps. Execution delay, cyber compromise, sensor faults, actuator saturation, simultaneous constraints,
and emergency transitions require additional models and tests. The numerical size and legitimacy of
g, Ly, and € must come from application-specific evidence, not from a generic claim about artificial
intelligence.

An illustrative temperature-control example makes the distinction concrete. If a maximum allowed
process temperature is 200 °C, an appropriately validated one-step prediction-error bound is 2 °C, and
the constraint is g(7',u) = T — 200 °C, the controller should require a predicted temperature no higher
than 198 °C to invoke the proposition. The calculation changes immediately if the error bound is invalid
or an omitted hotspot temperature, rather than the measured bulk temperature, is the actual safety-critical
variable. The figures are constructed for illustration and do not constitute an industrial operating recom-
mendation.
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15.6 Production Scheduling Does Not Inherit Machine-Level Guarantees

A production system can comprise individually controlled machines while suffering from failures of co-
ordination among them. Job scheduling allocates equipment time, inventories, transport, utilities, and
people, often in the presence of uncertain order arrivals or processing times. It may be formulated as
a discrete optimization problem, whereas machine controllers regulate continuous or hybrid dynamics.
Combining them requires an interface translating scheduled jobs into executable instructions and trans-
lating equipment failures or measured shortages into feasible schedule revisions.

The constraints are often coupled. A locally optimal machine action may consume a component that a
downstream line requires; an energy-saving schedule may create a new thermal peak or increase product
scrap after restart; a rapid response to an order may conflict with maintenance windows. These conflicts
can be analyzed without supposing that one central Al agent must resolve all decisions. Distributed
optimization, rule-based supervisory control, human approval, and hierarchical scheduling may each
be appropriate under particular conditions. What matters for comparison is demonstrable performance
under the same orders, uncertainties, available resources, and safety requirements.

A key distinction concerns the interval between detecting a deviation and completing a corrective
action. A scheduler that instantaneously replans in software may remain dependent on technician avail-
ability, spare parts, supplier lead times, or physical equipment clearance. Thus decision latency, actu-
ation latency, and restoration latency are distinct. Evaluating only software response can exaggerate
operational autonomy and obscure the reproduction conditions examined in Section 14.

15.7 Cybersecurity and Institutional Authority Constrain Control Access

Digital production networks bring new possibilities for observation and coordination, together with vul-
nerabilities introduced by connectivity and software dependencies. The ISA/IEC 62443 standards fam-
ily addresses cybersecurity processes and requirements for industrial automation and control systems,
including responsibilities shared among asset owners, integrators, suppliers, and service providers [100].
NIST’s Al Risk Management Framework also provides a voluntary, cross-sector approach to governing
Al risks, though it should not be mistaken for a plant-level safety certification [180]. These documents
address different questions: industrial-control cybersecurity requirements and voluntary Al-risk man-
agement are not, by themselves, demonstrations of machine-safety conformity, ecological permission,
or authority to restart a hazardous process. Both remain relevant to productive continuity because a con-
troller’s feasible action set is affected by authentication, updates, remote access, and responsibility for
recovering from incidents.

An autonomous planner may have technical capacity to propose a command without possessing
authority to issue it. The difference is observable in command signing, access-control logs, emergency-
stop rights, permitted operating envelopes, and escalation procedures. These institutions can improve
accountability while limiting immediate flexibility; they may also create new dependencies on vendors or
central administrative services. Conversely, unrestricted command access can undermine both physical
safety and the reliability of scientific evidence about what actually occurred in production. The same
control network can therefore be studied as a site where productive force, institutional authority, and
potential power over continuation intersect.

Ecological permissions need independent treatment. The optimization of electricity cost does not es-
tablish that electricity supply is ecologically acceptable, just as a process meeting technical temperature
constraints does not demonstrate that its cumulative material emissions or supply-chain impacts are ac-
ceptable. Where ecological constraints are modeled, their construction requires independent ecological
observations and normative or legal decisions concerning acceptable thresholds. The controller can then
be evaluated for compliance with those specified conditions; it cannot itself establish their scientific or
institutional legitimacy.
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Table 22: Proposed comparative measurements for adaptive production. Each indicator has a distinct
meaning and cannot be inferred from a controller’s nominal autonomy.

Claim evaluated Measurement and comparison Principal limitation or negative finding

Tracking performance Physical error under matched distur- Average accuracy can conceal rare unsafe
bances states

Production continuity Valid output and recovery time by fail- Depends on repairs, consumables and
ure mode staffing

Control robustness Constraint violations with model and Requires justified fault and uncertainty cov-
sensor faults erage

Adaptive benefit Out-of-sample production performance  Improvements may disappear after process

change

Computational burden Latency, electricity use and service de- Software costs can displace material bur-
pendence dens

Institutional reviewabil- Logged commands, approvals and inter- Traceability alone does not establish right-

ity ventions ful authority

Ecological consequence  Independently measured lifecycle and Physical optimization does not establish
local effects ecological viability

15.8 Comparative Tests of Adaptive Productive Capacity

The proposed research programme should compare competent alternatives rather than a poorly imple-
mented conventional baseline against an idealized Al system. A suitable experimental design would
use the same specified production task, equipment, safety envelope, evaluation horizon, and disturbance
scenarios for: a well-configured conventional feedback and supervisory system; a predictive controller
with a validated process model; and an Al-assisted adaptive controller subject to the same independent
safety and access constraints. Disturbances could include sensor drift, changes in feedstock, late orders,
equipment failure, communication loss, and variations in material availability. If an algorithm requires
additional cloud computation, model retraining, or technician support, those inputs should be counted
within the chosen system boundary.

Each comparison must specify which claims can be identified. A measured reduction in temperature
eITor supports a statement about temperature regulation under the tested conditions. It does not by itself
support a reduction in total waste, an improvement in worker conditions, or an inference that the system
can maintain itself for a longer horizon. A system may outperform a baseline under normal operation
but fail more severely after network loss. An advanced controller may improve product quality while
consuming more computation or requiring more expert intervention. Null and adverse results are sub-
stantive outcomes because they reveal the conditions under which additional control complexity yields
little productive benefit.

The most demanding evaluation examines the connection to productive reproduction. A controller
that keeps equipment within operating limits can contribute to component longevity, yet it may also in-
crease wear through frequent adjustments or depend on sensors that require intensive recalibration. Test-
ing this relation requires longitudinal maintenance and replacement records, not only short campaigns
reporting throughput. The proposed GR representation would contribute only if its event and dependency
records permit better identification of such effects than competent existing manufacturing information
systems and provenance practices. That comparative possibility remains a hypothesis.

15.9 Consequences for the Reproduction of Autonomous Production

The engineering literature establishes that feedback, predictive optimization, system identification, and
digital representations can expand productive coordination under specified constraints. Their deploy-
ment also makes visible a network of supporting activities: measurement calibration, model maintenance,
communications, software security, equipment servicing, scheduling, supply provision, and institutional
oversight. Autonomous control is consequently a situated achievement of organized productive rela-
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tions. Extending control sophistication may reduce some manual tasks while relocating dependence
toward model providers, instrumentation, computation, or specialized maintenance; it may also improve
efficiency or resilience under appropriate designs. The direction is an empirical question.

For historical materialism, the relevant transformation is the incorporation of collective scientific and
technical capacities into the control of material production, mediated by ownership, access rights, skilled
labour, and organized infrastructure. The formal distinctions developed here help locate the conditions
under which those capacities are exercised and reproduced. They also impose a limit on any ecological
inference: adaptation and control can enforce well-specified physical constraints, but the adequacy of
ecological constraints, their cumulative effects, and their institutional legitimacy require additional in-
quiry. The following section therefore examines the computing and communication infrastructures on
which advanced coordination itself depends.

16 The Computational Dependencies of Productive Autonomy

Section 15 distinguished physical feedback, supervisory decisions, predictive models, and the authority
to modify productive operations. This section investigates the computational infrastructure upon which
those arrangements depend. Its objective is to specify when processing, storage, network communication,
software maintenance, and external services become conditions of material production; to distinguish
performance within an automated plant from the reproduction of its computing capacity; and to identify
empirical tests of alternative digital architectures. Computation is considered here as physically imple-
mented and socially organized activity. The treatment draws upon established operational-technology
engineering, networking, data-centre accounting, and provenance methods while asking what further
information is required to analyze changing productive dependencies relationally. It does not infer com-
prehensive factory autonomy from a powerful model or a successful isolated inference.

16.1 Computational Tasks Have Different Relations to Physical Production

Production-computing requirements are heterogeneous. A motion-control loop can require bounded re-
sponse latency, while demand forecasting may tolerate periodic recalculation. An image-inspection sys-
tem can depend on local camera data, accelerator availability, and a calibrated classification threshold;
enterprise scheduling may rely on remote application interfaces and inventory records. Training a new
model and executing an already validated inference model have different requirements for computational
throughput, data access, energy, and organizational review. Consequently, a single measure of proces-
sor capability, such as nominal floating-point operations per second, cannot establish the capacity of an
integrated facility to maintain production.

An industrial computing architecture commonly spans sensors and controllers, industrial networks,
local or edge servers, and enterprise or remote computing services. The enterprise-integration archi-
tecture discussed in Section 15 provides one basis for distinguishing responsibilities across these inter-
faces. IEC 62264-1:2013 describes interfaces between enterprise and manufacturing-operations func-
tions; ISO/IEC 30141:2024 instead provides a general Internet-of-Things reference architecture [62, 98].
Neither reference architecture specifies the correctness of a particular production algorithm, proves the
availability of an implemented interface, or establishes the authority to act on a model output. An automa-
tion architecture must be reconstructed from its actual task requirements, data flows, fallback procedures,
and maintenance provisions rather than inferred from its adherence to a reference diagram.

A critical distinction concerns computational autonomy: the ability to execute a specified compu-
tational function within a declared boundary and service budget. It differs from productive autonomy,
which additionally requires physically feasible operations, materials, equipment, safety procedures, and
institutional authorization. A facility might retain basic robot control during a remote Al-service outage
while losing high-level scheduling or inspection capability. Conversely, a site with highly capable local
models may still depend on externally supplied software updates, accelerator replacements, or qualified

88



3739

3740

3741

3742

3743

3744

3745

3746

3747

3748

3749

3750

3751

3752

3753

3759

3760

3761

3762

3763

3764

3765

3766

Table 23: Computational interfaces and the evidence needed to establish their contribution to productive
continuity. The examples are analytical categories, not claims about a particular factory.

Interface Typical productive depen- Evidence needed for a system-level claim

dence
Equipment con- Stable closed-loop actuation Timing traces, bounds on jitter, tested local fallback
trollers

On-site inference

Industrial network

Site servers and stor-

age

Remote computing
services

Hardware supply and
repair

Ecological account-
ing

Inspection or manipulation
policies

Timely sensor and command
exchange

Orders, histories, configura-
tions

Model training, planning,
analytics
Replacement of computing
equipment

Indirect material and energy
burdens

Model version, validation set, accelerator load, accuracy
shift

End-to-end delay, congestion, packet-loss and recovery
tests

Capacity, backup restoration, update integrity, recovery
time

Service dependencies, outage tolerance, contractual and
access rules

Spare-part availability, repair lead times, component
provenance

Metered power, equipment inventories, system boundary
and lifecycle model

security support. These are different dependency structures, rather than higher and lower positions on a
universal autonomy scale.

16.2 The Physical Reproduction of Computing Equipment

Processors, accelerators, memory, storage devices, networking equipment, power conversion, and cool-
ing are material components of computing capacity. Their operation also depends on software layers in-
cluding firmware, operating systems, drivers, orchestration tools, and production-specific configuration.
Replacement capacity requires access to compatible hardware, qualified integration work, test instru-
ments, and sometimes licensing or vendor support. The semiconductor supply dependencies discussed
previously therefore remain relevant even where the plant’s day-to-day computation appears independent
of external intervention.

An analysis of this dependence should distinguish at least three time horizons. During a production
shift, sufficient installed computing capacity and bounded latency may be decisive. Over a maintenance
interval, secure updates, component repair, storage restoration, and diagnostics become critical. Over a
longer renewal interval, equipment availability, compatibility migration, model retraining, energy infras-
tructure, and the continued existence of suppliers condition technological reproduction. A plant that can
run an inspection model for one year with unchanged hardware has not thereby demonstrated that it can
fabricate, repair, or replace that hardware without external support.

Hardware and software dependencies also exhibit complementarity: an available accelerator may be
unusable with an obsolete driver, and a preserved model checkpoint may not run correctly on a changed
processor or instruction set. Consequently, inventories need functional compatibility records, not merely
counts of devices. The relational representation of Section 6 can associate a productive task with a set of
jointly necessary computational artifacts and with feasible alternative paths. For these records to support
comparison, each path requires test evidence for interchangeability, restoration time, and any altered
quality or safety characteristics.

16.3 The Placement of Computation Changes Timing and Dependency Boundaries

Placing a computational function on a device, at the site edge, or in a remote data centre changes its de-
pendence on communication paths, installed capacity, external power, provider access, and maintenance.
Edge computing has long been studied as a way to address latency and bandwidth limitations of remote
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services [164]. The relevant industrial decision, however, is conditional on a particular control or pro-
duction task. Neither local execution nor remote execution is generally superior across all requirements.
For instance, cloud infrastructure may provide redundant model-serving capacity and specialized main-
tenance, while locally controlled equipment may continue operating during a wide-area communication
failure.

For a single sequential decision path, define the task-response time (in seconds) as

Tresponse = Yacquire + Tiransmit + Tqueue + Tcompute + Tact- (41)

The terms represent sensor acquisition, data transport, service waiting, computation, and actuation re-
spectively, each measured from a declared start and completion event. They should be estimated from
relevant trace distributions rather than a vendor’s nominal round-trip latency. In a parallel architecture,
the corresponding critical-path calculation replaces this sum; the present decomposition applies only to
the specified sequential path. The network can add delay variability, retransmissions, and outages, while
the compute stage can be affected by concurrent jobs, thermal management, or model-loading operations.
Mean response times alone are inadequate where missed deadlines generate unsafe or defective physical
actions.

For a deadline D > 0 (seconds), define a completion event Cp = {Tiesponse < D}. Its probability
depends on the joint distribution of component delays, including correlated congestion and equipment
failures. An engineering claim of timely autonomy should specify the task, operating distribution, reli-
ability target, instrumentation, and confidence interval. The absence of a demonstrated deadline failure
in a short pilot cannot establish arbitrarily reliable deadline satisfaction. The relevant timescales might
range from tightly bounded equipment feedback to much longer planning intervals, but their numerical
limits must be derived from actual plant hazards and process tolerances.

16.4 Deterministic Communications Require End-to-End Validation

Industrial information exchange has requirements that differ from ordinary best-effort data transmission.
Periodic process control may require bounded jitter and well-defined loss handling; inspection-image
upload may prioritize throughput; emergency interlocks require independently justified safety architec-
tures. NIST’s guide to industrial wireless deployment emphasizes specifying factory-specific require-
ments and monitoring actual communications performance [19]. The published IEC/IEEE 60802:2026
time-sensitive networking profile provides configurations and interoperability guidance for industrial
automation networks [57]. Its existence cannot establish that a given multi-vendor installation meets a
specific end-to-end deadline without conformance, integration, and operational tests.

Proposition 8 (Sufficient bound for a sequential computational deadline). For a fixed productive task
using the sequential architecture in Eq. (41), suppose each nonnegative stage delay T; satisfies T; < T;
on an explicitly specified set of admissible operating conditions. If >_,T; < D, then the task-response
time satisfies Tresponse < D throughout that set.

Proof. Summing the stagewise inequalities gives Tresponse = » ; T3 < ZlT, < D. No independence
assumption is required. The result fails to provide an operational guarantee where one or more assumed
bounds are unverified, where the execution path is misidentified, or where required safety functions
extend beyond the specified response deadline. O

The proposition is an elementary sum bound, introduced only to clarify the verification obligation.
Consider a hypothetical inspection path with tested upper bounds of 12, 20, 16, 35, and 9 milliseconds
for acquisition, transmission, queueing, inference, and actuation. The sum is 92 milliseconds. A 100-
millisecond deadline would be satisfied under these assumed bounds, but the eight-millisecond difference
is not evidence of real-world margin unless the test conditions capture relevant overloads, retries, clock-
synchronization errors, faults, and future operating changes. The result establishes neither physical safety
nor the appropriateness of the deadline itself.
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For systems with a remote planning service, a disconnected operation mode is an architectural option
rather than an automatic safety solution. Whether local controllers should continue, slow, enter a vali-
dated safe state, or request human intervention depends on the specific process. Industrial redundancy
should be evaluated at the task level: replicated servers sharing one power supply or communication
route may have correlated failure modes. Reliability claims therefore require fault-injection tests and a
documented common-cause model, not only nominal device counts.

16.5 Data and Model Provenance Condition Reproducible Decisions

Al-mediated production can incorporate sensor streams, maintenance histories, component specifica-
tions, model parameters, calibration certificates, human authorizations, and software images. Their rela-
tions determine whether an observed output can be reconstructed and meaningfully investigated after a
quality defect or ecological incident. NIST’s now-completed digital-thread project documented interop-
erability efforts spanning design, manufacturing, and inspection, and W3C’s PROV framework provides
established concepts for entities, activities, agents, and derivation [133, 196]. The proposed GR repre-
sentation does not replace these approaches; it can add a research hypothesis about the consequences
of recording changing feasible alternatives, access constraints, and excluded production paths where
conventional records do not already preserve them.

A model-deployment record should identify its training and evaluation provenance where available,
executable version, dependencies, intended validation domain, deployment date, data-retention practice,
and responsible authority. Such records do not prove that the system’s predictions are true. They can
instead permit investigators to distinguish model drift, uncalibrated sensors, altered production inputs,
unauthorized changes, and missing observations. Where commercial confidentiality, data protection, se-
curity, or other legal limits restrict disclosure, the study must document these limits and evaluate whether
sufficient independent verification remains possible.

Retention also consumes physical resources. High-frequency logging can increase storage require-
ments, bandwidth, and computational overhead; retaining every raw event indefinitely can be infeasi-
ble. An appropriate policy differentiates safety-critical traceability, scientific reproducibility, lawful
retention, and the environmental burden of the recording infrastructure. The decision is not resolved by
maximizing recorded information without constraint. It requires identifying the evidence necessary for
contestability and remedy, and measuring the cost and fidelity of competing recording schemes.

16.6 Operational Resilience Requires Cybersecurity and Repair Capacity

Computational productive systems remain susceptible to ransomware, supply-chain compromise, mis-
configuration, corrupted backups, unavailable credentials, loss of remote access, and routine hardware
faults. NIST SP 800-82 Revision 3 explicitly distinguishes operational technology from conventional
information technology through its performance, reliability, and safety requirements [176]. Security
controls that are acceptable for ordinary enterprise services may disrupt time-critical manufacturing op-
erations if introduced without process-specific assessment. Conversely, direct exposure of production
controllers to external services can create risks that must be considered within the broader physical-
hazard analysis.

Evidence of resilience requires tested recovery procedures: safe isolation of affected segments,
preservation and restoration of valid configurations, recovery-point and recovery-time objectives, spare
equipment, operator training, and verification that restored production remains within permitted quality
and safety envelopes. An outage survey gives important contextual evidence about digital infrastructure,
but its samples are not direct estimates of the interruption probability for a particular factory. In Uptime
Institute’s 2025 analysis, 54% of respondents in its 2024 survey reported that their latest significant,
serious, or severe data-centre outage cost more than USD 100,000; the sample and cost definition do
not license direct extrapolation to industrial plants [30].

The reproduction problem is evident at a longer horizon. Technical independence may require recur-
ring external security updates, specialist incident response, cryptographic trust services, and replacement
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components. Vendor lock-in, open interfaces, contractual access, and availability of qualified personnel
therefore affect effective productive options. None of these arrangements alone proves that a facility
is robust; an open stack can suffer serious maintenance deficits, while a proprietary platform may pro-
vide tested service continuity. Their comparison should preserve matched hazards, budgets, operating
requirements, and evidence maturity.

16.7 Computational Electricity Estimates Have Different System Boundaries

The electricity associated with Al production is distributed among local controllers, edge accelerators,
network devices, servers, storage, data-centre infrastructure, and training or model-development systems.
Global electricity statistics provide a useful measure of the expanding infrastructure but cannot directly
identify energy per production decision. The IEA’s 2026 assessment estimates worldwide data-centre
consumption at 485 TWh in 2025 and projects approximately 950 TWh for 2030 in its central scenario;
these figures include more than ATl workloads and are not observations of industrial automation alone
[68]. The 2026 Lawrence Berkeley National Laboratory update projects a central estimate of 11.8% and
a scenario range of 9.5-15.3% for data centres’ share of US electricity in 2030, rather than documenting
a present realized share [171]. The different spatial coverage, methods, denominators, and projection
horizons preclude simple addition or facility-level inference.

An appropriate accounting model distinguishes energy actually metered for a computational func-
tion from allocated overhead and embodied burdens. For workload class w within site boundary B, a
provisional accounting identity is

EB,w = Eprocessonw + Emernory,w + Estorage,w + Enetwork,w + Eallocated overhead,w > (42)

where each term is measured or estimated in kilowatt-hours for a declared period, allocation rule, and
activity set. The decomposition is valid as a bookkeeping identity only if overlapping contributions are
excluded: for example, network power embodied within a metered server must not be counted twice.
Energy allocated by processor time, instruction count, or memory bandwidth should be reported as an
estimate with sensitivity to the allocation rule. Upstream chip fabrication, equipment replacement, water
use, and manufacturing supply-chain effects lie outside Eq. (42) unless an enlarged lifecycle boundary
explicitly includes them. Energy and ecological damage should not be treated as interchangeable quan-
tities.

Power-usage effectiveness (PUE) compares total data-centre facility energy to IT equipment energy
for an established measurement period and boundary; it is not a measure of carbon intensity or embod-
ied resource impact. Google’s published fleet-wide trailing-twelve-month PUE was 1.09 for the fourth
quarter of 2025, a company-specific observation subject to that operator’s reporting conventions [49]. It
does not establish the electricity efficiency of a small manufacturing edge server, the energy requirement
of a particular Al inference, or the ecological viability of the company’s entire infrastructure. Cross-site
comparisons require consistent boundaries, equipment utilization, climate, and accounting methods.

16.8 Comparative Tests of Computational Productive Capacity

The proposed empirical programme compares three architectures executing the same industrial function:
(i) a competent conventional local controller supplemented by ordinary site services; (ii) local or edge
Al inference with validated fallback; and (iii) remote or hybrid Al services with explicitly recorded net-
work dependencies. Each architecture should be evaluated with identical order specifications, process
disturbances, test materials, inspection standards, authorization conditions, and monitoring periods wher-
ever the comparison is feasible. Because changes in computation can alter the control policy itself, any
unavoidable policy differences must be declared and examined separately.

Primary outcomes include task completion within declared deadlines; output conformity; quality of
state estimates; human intervention; unplanned interruptions; tested recovery after power, network, and
software faults; and the ability to restore functioning from preserved models, settings, and component
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Table 24: Selected evidence on the physical infrastructure of production computing. Sources report
different populations and should not be combined into a single estimate of industrial-AlI energy.

Evidence and reference period Quantitative or institutional ob-  Applicability and limit
servation

IEA world data centres, 485 TWh estimated in 2025; Total data-centre electricity, not an industrial-

2025/2030 950 TWh projected in 2030 Al subtotal [68]

LBNL US data centres, 2030 Scenario range 9.5-15.3% of Projected share, dependent on bottom-up
US electricity equipment and cooling assumptions [171]

Google fleet, Q4 2025 Trailing-12-month PUE 1.09 Operator-specific facility/IT ratio, not embod-

ied impact [49]
Uptime survey, respondents re- 54% reported latest signifi- Surveyed data-centre incidents, not plant-level

porting 2024 outages cant or worse outage above failure probability [30]
USD 100,000

[EC/IEEE 60802, June 2026 Published time-sensitive net- A standard defining profiles, not proof of de-
working profile ployment conformance [57]

inventories. Resource outcomes include metered electricity, site-level water use where relevant, equip-
ment consumption, storage/network overhead, and lifecycle burdens modeled under a transparent system
boundary. The analysis should report measurement uncertainty and separate measured field outcomes
from simulation or vendor specification. The comparators need not be limited to Al versus non-Al: com-
peting industrial systems may already implement sophisticated deterministic control or optimization.

Three patterns would be substantively informative. Edge inference might improve deadline compli-
ance while worsening local maintenance demands or underutilized-hardware energy burdens. A cloud-
based architecture might reduce local hardware inventories while increasing sensitivity to communica-
tion interruptions or provider access rules. A hybrid architecture might exhibit lower operational risk
if independent local safety functions remain available, while still showing concentration in long-run
model-maintenance capacity. None is an inevitable consequence of architecture labels. Negative or
mixed results would help specify the boundary within which a proposed GR dependency representation
contributes information beyond established process maps, reliability models, input—output analysis, and
standard provenance logs.

16.9 Implications for the Historical Organization of Production

Computational infrastructure makes the social character of ostensibly autonomous production visible.
Factory decisions depend upon the accumulated work of chip designers, operators, maintenance tech-
nicians, software developers, data workers, electricity producers, and institutions governing access and
repair. As production becomes more computationally adaptive, control of processing capacity, data in-
terfaces, model updates, and interoperable technical standards may affect the range of production trajec-
tories accessible to different actors. Such influence is contingent on substitutability, enforceable rights,
redundancy, and historically specific relations of production, as investigated in Sections 10 and 11. Com-
puting architecture therefore warrants analysis as an evolving condition of productive reproduction rather
than an immaterial layer above it.

The empirical task is to determine when computational changes reduce dependencies, when they
relocate them, and when they generate new concentrations or demands for specialized labour and infras-
tructure. The present section provides bounded technical descriptions, elementary formal conditions, and
measurement proposals. It does not establish that any Al-enabled production system is self-reproducing,
ecologically compatible, or governed legitimately merely because its information systems are highly
automated. The next section examines the energetic and thermal infrastructures underlying both compu-
tation and the wider productive installation, where competing uses of power, cooling, and water require
additional physical accounting and ecological evaluation.
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17 Powering and Cooling Autonomous Production Infrastructure

The previous section identified the power demand, timing requirements, and physical replacement needs
of industrial computation. This section examines the wider energetic and thermal conditions under
which an increasingly autonomous production installation can operate and continue operating. Its ob-
jective is to connect electricity-system dependence, process heat, cooling, water use, backup capacity,
and ecological burdens within declared physical and institutional boundaries. It considers the capability
to maintain critical processes during disturbances separately from annual energy efficiency and from
ecological acceptability. An Al-mediated facility may optimize its electricity schedule while relying on
a constrained regional network, an unobserved upstream fuel system, or a water-intensive cooling ar-
rangement. Equally, industrial electrification and better thermal integration may improve some of these
dependencies. Neither direction is assumed in advance.

The empirical context has changed rapidly. The International Energy Agency’s April 2026 assess-
ment estimated world data-centre electricity consumption at approximately 485 TWh in 2025, with a
central projection of 950 TWh in 2030; the latter is a projection for all data-centre workloads, not an
observed Al-only demand [68]. Lawrence Berkeley National Laboratory’s June 2026 update estimates a
reference-case 649 TWh of US data-centre consumption in 2030 and constructs compounded-uncertainty
scenarios spanning 521-843 TWHh; this is a model-dependent scenario range, not a statistical confidence
interval. The territorial and modeling boundaries differ from the IEA global series [171]. Neither re-
sult directly measures energy used by Al-controlled manufacturing plants. These studies nonetheless
demonstrate why productive autonomy increasingly has to be assessed alongside the supply, financing,
and operation of energy infrastructure.

17.1 Production Energy Extends Beyond the Computational Workload

A manufacturing installation may simultaneously require electricity for motion and drives, computing,
air compression, ventilation, pumps, chilled-water systems, lighting, materials transport, metrology, and
safety equipment, as well as fuel or electricity for process heat. Its energy requirements depend on
product design, throughput, operating schedules, ambient conditions, equipment age, and rework. The
electricity to operate an Al model is therefore only one term of a larger production balance. A model that
improves inspection accuracy can still increase site electricity requirements if the improvement requires
additional accelerators, cooling, and redundant networking; conversely, better scheduling or lower re-
ject rates may reduce energy per conforming unit despite extra computing. Demonstrating either effect
requires matched output quality and a complete allocation of added and avoided activities.
For a boundary B and observation interval [0, H], define the site electricity drawn in kWh as

H
E%EeH = / (Pprocess(t) =+ Pcomputing(t) + Pcool(t) + Paux(t)) dt, (43)
0

where ¢ is measured in hours, the P terms are average electrical powers in kW at nonoverlapping meters,
and on-site generation and battery flows are allocated under a separate import/export balance. This
expression is an allocation identity for electricity used by equipment; it is not automatically the electricity
purchased from the grid. Thermal fuel inputs, embodied energy in replacement machinery, transport,
and upstream generation losses are outside its site-meter boundary. For production comparisons, the
numerator must also be related to the quantity and conformity of useful output; otherwise a low-output,
idling facility can appear favourable under a total-energy metric while performing poorly per accepted
product.

The TEA’s Energy Efficiency 2025 review reports that industrial energy demand remains heteroge-
neous, with high-temperature thermal requirements dominating some energy-intensive activities and
electrical motor systems important in less energy-intensive sectors [64]. Its December 2025 study of re-
newables for industry identifies considerable potential for electrifying low-temperature process heat and
steam, while also documenting the significance of existing fuels and infrastructure [66]. Consequently,
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no ratio derived from a computer-centre benchmark can safely be applied to a furnace, precision foundry,
cold-storage facility, or robotic assembly line without process-specific measurements.

17.2 Electricity Supply Is a Time-Dependent Production Condition

Annual energy consumption obscures the time structure of industrial dependence. A plant with average
demand of one megawatt may have much higher short-duration power peaks from equipment start-up,
thermal cycles, actuation, or simultaneous processing. Electrical continuity requires adequate connec-
tion capacity, voltage and frequency quality, protective coordination, and controlled recovery after an
interruption. Grid access is itself governed by planning, connection agreements, tariffs, utility proce-
dures, and sometimes curtailment conditions. The IEA’s 2026 discussion of energy and Al identifies
bottlenecks in transformers, generation, grid connections, and related supply chains [68]. Those find-
ings concern evolving electricity infrastructure and cannot establish an individual site’s likelihood of
interruption.

A production-facility reliability analysis should distinguish: loss of external supply; reduced firm
import capacity; internally caused equipment failures; poor power quality; loss of cooling during other-
wise continuous electrical service; and failed restoration after an outage. These events can have different
probabilities, causes, and consequences. A semiconductor fabrication tool, a robotic manipulator, and an
inventory-management server need not share a common tolerance for interruption. Some processes can
pause safely, others require controlled shutdown, and still others can incur irreversible work-in-progress
losses. The safety, quality, and economic consequences therefore depend on the actual production task
rather than on the generic presence of a battery or redundant feeder.

On-site photovoltaic generation, fuel-based generation, batteries, thermal storage, demand response,
and noncritical-load shedding can alter these dependencies. Storage is not a fuel source, and local gener-
ation does not establish islanded operability unless switching, grid-forming capability, protection, con-
trols, and black-start procedures have been demonstrated. The US National Laboratory of the Rockies
describes black-start research with inverter-based resources, including grid-forming requirements, chal-
lenging inrush loads, and testing needed for reliable restoration [134]. Its public programme description
is not itself a completed performance test of any specified industrial plant, and does not establish that
such a plant can island or restart safely. Backup systems themselves require inspection, replacement
components, testing, fuel or charging, and trained operators. A locally resilient electrical design can
therefore shift long-run dependency toward battery materials, power electronics, or maintenance institu-
tions, rather than eliminating it.

17.3 Heat Balance Constrains Continuous Operation

Electrical equipment dissipates heat through resistive losses and other irreversible processes, while indus-
trial processing also involves useful heat, latent and sensible loads, mechanical friction, and exchanges
with processed materials. A cooling system must dispose of heat at a sufficient rate and maintain ac-
ceptable temperatures across equipment, materials, and workspace boundaries. Simplifying all thermal
demands into a fixed percentage of electrical load conceals variability in ambient weather, process tem-
perature, fluid properties, facility layout, and heat-transfer limitations. Air cooling, water-cooled heat
exchangers, direct liquid cooling, refrigeration, and heat-pump systems have different operating domains
and failure modes.
For a declared thermal zone, a lumped first-law balance may be written as

dUn

F = Qgenerated + Qin - Qrecovered - Qrejected - Qouta (44)

where Uy, is stored thermal energy in kWh and each dotted term is a heat-transfer rate in kW, with its sign
fixed by the zone boundary. “Recovered” heat is heat usefully exported to a recipient; “rejected” heat
crosses the boundary without that specified use. This is a schematic control-volume representation, not
a substitute for spatial temperature fields, coolant mass flow, heat-exchanger approach temperatures, or
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transient plant models. When the critical load generates heat during an electrical outage, the continued
presence of electrical power alone may fail to preserve operation if refrigeration, coolant circulation, or
heat rejection is lost.

The US Department of Energy’s 2024 design guide discusses air management, cooling-system de-
sign, heat recovery, and benchmarking metrics as interdependent engineering choices [187]. These are
design options, not a claim that one cooling approach always minimizes environmental impacts. A dry
cooler may conserve on-site water yet require greater fan power or face difficult conditions during hot
weather; an evaporative system can reject heat efficiently while consuming water; a direct-to-chip lig-
uid system can reduce some thermal resistances but still requires a downstream heat-rejection pathway.
For heterogeneous manufacturing, cooling choices must also account for tool and product temperature
tolerance, humidity, contamination limits, and occupational exposure.

17.4 Water Accounting Requires Hydrological and Spatial Boundaries

Cooling-water analysis must distinguish withdrawal from a source, consumption that reduces water avail-
able for immediate local reuse, return flow, recirculation inside the facility, and altered water quality.
Cooling towers often consume water through evaporation and discharge a separate blowdown stream to
manage dissolved solids; the US Department of Energy describes these mechanisms and the importance
of cycles of concentration [185]. Recirculating coolant within a sealed loop does not by itself establish
low total water consumption, because the external heat-rejection system and purchased electricity may
have water dependencies elsewhere. Site water is also distinct from life-cycle water associated with
mining, component manufacturing, and energy generation.

For computing facilities, the water usage effectiveness indicator (WUE) relates a protocol-defined
measure of operational site-water input or use to information-technology equipment energy, under spec-
ified measurement categories and matched reporting periods [97, 185]. It is a site-operation indicator,
not a cradle-to-grave water-footprint result or an indicator of local water scarcity. If the quantities refer
to the same period, its units are L/kWh:

W;i[,mput (L)

Eg o (kWh) ' (45)

WUEp i =

Here TWsiteinput denotes the water-input quantity specified by the reporting protocol; it is not automat-
ically identical to net hydrological consumption after return flows. The denominator is IT energy, not
all production electricity. WUE may be appropriate for a dedicated data centre but is not a ready-made
measure of water efficiency for a factory containing wet chemical processing, equipment cleaning, or
product-associated water. Such a factory requires a disaggregated water balance with separately reported
source, quantity, quality, discharge, reuse, and production function. In all cases water intensity is insuf-
ficient to determine local ecological significance: identical litres can have different consequences under
different catchment conditions, seasons, withdrawal rules, and ecological flows.

The European Commission’s 2026 report on its first EU data-centre reporting period defines WUE
through total water input divided by IT equipment energy and gives an average reported 2024 WUE
of 0.58 L/kWh, with Member-State reported values ranging from 0.07 to 1.28 L/kWh [35]. This is a
summary of facilities in the reporting system, with reporting coverage, technology, and climate differ-
ences; it is neither a complete census of all EU data centres nor an uncertainty interval for a European
population mean. In particular, it is not the lifecycle water footprint of AT manufacturing. For a purely
hypothetical IT facility using 1,000 kWh of IT electricity and a WUE of 0.50 L/kWh over its matched
measurement period, the corresponding site-water figure would be 500 L. It would not include indirect
electricity-generation water, external component supply, or the freshwater-stress context. Quantitative
comparison of cooling choices therefore requires reporting both on-site and broader supply-chain as-
sumptions, without adding incompatible withdrawal and consumption quantities.
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Table 25: Energetic, thermal, and water measurements required to distinguish productive continuity from
ecological assessment. Numerical examples are not interchangeable across boundaries.

Research object

Primary observation and
unit

Principal inference limitation

Plant electricity

Supply continuity

Heat management

Site water

Heat recovery

Environmental burden

Time-stamped import, on-
site generation and load
(kW; kWh)

Outages, voltage and fre-
quency events, restoration
time

Heat load, temperatures,
coolant flow and thermal
storage

Withdrawals, evaporation,
blowdown, returns and
quality (L or m?)
Delivered useful thermal
energy at specified tem-
peratures (kWh)
Location-specific energy
and water supply, equip-

Energy sums alone omit power quality, curtailment and ex-
ternal generation mix

Equipment redundancy does not prove critical production
survives an event
not

A cooling coefficient does

temperature compliance

establish process-
Site indicators omit regional water stress and upstream wa-
ter dependencies

Gross heat availability is not equivalent to usable or dis-
placed energy

Attribution, time horizons and counterfactual baselines af-
fect comparisons

ment lifetimes
Connection rights, water
permits, allocation and
curtailment rules

Institutional access Physical capacity does not imply authorization or equitable

access

17.5 Storage and Demand Flexibility Have Bounded Guarantees

To test the independence of a critical production function from uninterrupted grid service, specify a
disturbance interval [0, H], the essential electrical load p.(t) in kW, and guaranteed contemporaneous
supply ps(t) in kW. Define the power deficit d(t) = [p.(t) — ps(t)]+, where [z]+ = max{x,0}. The
deficit is defined at the declared electrical delivery interface after conversion losses already included
in the guarantee. Separate the amount of usable energy deliverable from storage (kWh), its maximal
output power (kW), and the operating assumptions allowing it to deliver that power. These specifications
concern a bounded service guarantee, rather than complete production-system autonomy.

Proposition 9 (Sufficient electrical backup over a bounded disturbance). Assume that, for the entire in-
terval [0, H], the critical-load profile p. and guaranteed non-storage supply py are measurable, nonneg-
ative and expressed at the same electrical boundary; a properly connected storage system can dispatch
its output without startup delay, network restriction or further loss beyond its declared usable-energy rat-
ing; it has initial deliverable energy Ey (kWh) and dispatch limit Prax (kW); and no other interdependent
physical constraint is binding. If

H
P > esssupd(t),  Fo > / (t) d, (46)
0

tel0,H]
then it can meet the specified critical electrical load throughout the interval by dispatching d(t).

Proof. Choose storage dispatch py(t) = d(t). By the first inequality, it satisfies the assumed instanta-
neous output bound almost everywhere. By the second, its cumulative delivered energy never exceeds
Ey on any subinterval [0, t] because d is nonnegative. Hence p(t) 4+ py(t) > pc(t) and the assumed
electrical service requirement is met throughout [0, H]. O

This elementary result depends on demanding assumptions. Storage efficiencies, state-of-charge
limits, reserve requirements, battery ageing, thermal derating, fault response, synchronisation, and pro-
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tection must be included when defining the energy actually deliverable at the interface. Moreover, sat-
isfying the electrical condition does not establish process quality, cooling continuity, water availability,
or safety certification. In a hypothetical case with a constant 200-kW deficit lasting 0.5 h, the required
delivered energy is 100 kWh and the discharge power capability at least 200 kW. If an initial stored-
energy quantity is rated before a 90% discharge efficiency, at least 100/0.90 ~ 111.1 kWh would have
to be available internally under this simplified conversion model. No real facility, battery specification,
or outage frequency is inferred from the calculation.

The same modelling discipline is necessary for demand response and thermal storage. Shifting a
noncritical task to a later hour can reduce peak imports, but only when production deadlines, inventory,
labour schedules, ambient-temperature constraints, and future power availability permit that shift. A
battery can provide short-duration continuity while its material supply and replacement remain externally
dependent. A system-level assessment should report both the immediate service improvement and the
altered long-term reproduction requirements.

17.6 Heat Recovery Has Temperature and Recipient Constraints

A heat stream has a quantity and a temperature level. Its usefulness depends on a feasible recipient, a
temperature difference sufficient for transfer, piping and heat-exchanger losses, operating hours, and the
possibility that recipient demand does not coincide with source availability. Recovering 1 kWh of low-
grade heat does not necessarily avoid 1 kWh of purchased high-temperature process heat or primary fuel.
Thermal upgrading through a heat pump may enable an additional use but introduces electricity and in-
frastructure requirements. The DOE design guide identifies heat recovery as a data-centre design option,
while the IEA’s recent industry analysis documents distinct temperature requirements and electrification
possibilities across manufacturing processes [187, 66].

A carefully bounded comparison can therefore record Qcaptured> @delivered> and Qisplaced Separately,
all in kWh of heat but defined through different measurements and counterfactuals. Qcaptured is heat
entering the recovery system; Qgelivered is heat at the user boundary; Qgisplaced cOncerns an avoided ref-
erence service after accounting for temperature, timing, and recipient demand. The economic value of
displaced fuel or heat depends on prices and institutions, and the environmental value depends on the
reference supply, emissions, water effects, and infrastructure lifecycle. A physical heat balance cannot
independently adjudicate whether an allocation of these benefits among an operator, district-heating user,
utility, or municipality is legitimate.

17.7 The Production Network Determines Indirect Energy and Ecological Burdens

A production installation can reduce site electricity demand while increasing off-site embodied energy,
material processing, logistics, or replacement rates. Conversely, local electrification may reduce direct
fuel combustion but shift some effects to electricity generation and network investment. Attribution re-
quires a declared functional unit, spatial boundary, temporal resolution, supplier data, and counterfactual.
An annual average electricity-generation factor can differ from the marginal effect of scheduling addi-
tional consumption during a particular grid hour. The two quantities answer different questions; they
should not be substituted without explanation. Section 16 made a similar boundary distinction for com-
putation, and Sections 9 and 8 explain why the resulting dependence can emerge in upstream productive
structures.

This issue is directly relevant to historical materialism. Electrification, storage, and automated ther-
mal control alter productive forces, but access to network capacity, water, land, equipment finance, and
maintenance remains historically and institutionally organized. Operators may face incentives to mini-
mize private tariffs while ecological costs occur in a different watershed, electricity region, or supplier
community. Public or cooperative ownership can change decision rights and cost allocation without au-
tomatically resolving physical constraints. Analysis should compare institutional arrangements through
observable decisions, rights, and consequences rather than assuming that a change in ownership suffices
for ecological compatibility.
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Table 26: Prospective comparisons for assessing physical and institutional conditions of energy-
supported productive autonomy. Outcomes may be favourable, adverse, mixed or inconclusive.

Comparison

Matched measurements

Findings that could challenge the proposed
mechanism

Grid-only versus tested
islanding
Flexible versus fixed
schedules

Dry versus evaporative
rejection

Recovered versus re-
jected heat
Alternative access ar-
rangements

Critical-load survival, process qual-
ity, restoration time, total backup
burdens

Peak demand, production delays,
rejects, labour intervention, grid
mix

Power, site water, heat-removal ser-
vice, climate and water stress
Delivered thermal service, re-
cipient load, heat-pump energy,
avoided reference heat

Connection rights, water allocation,
restrictions, costs, monitoring

Local storage fails under common-mode cool-
ing or control faults

Reduced site peak shifts emissions or resource
demand without net benefit

Lower site water yields materially higher off-
site burdens or reduced reliability

Measured heat recovery produces little useful
substitution at required temperature

Measured physical conditions remain similar
despite changed ownership or contracts

At the ecological interface, indicators of water scarcity, thermal discharge effects, air emissions,
habitat occupation, and production of replacement equipment need separate validation. A reduction in
PUE or WUE at a particular facility is relevant evidence about declared efficiency boundaries, but the
two indicators do not establish recoverability of ecological systems or compliance with collective water
allocations. The ecological-viability sections that follow will develop these questions explicitly.

17.8 Comparative Research on Energy Infrastructure and Productive Continuity

A feasible empirical study would compare several power-and-cooling architectures on matched produc-
tion tasks and time horizons: a grid-dependent installation with ordinary backup; a facility with demand
response and bounded storage; a site with diversified firm supply and tested islanding; and variants with
dry, evaporative, or liquid-assisted cooling. The purpose would be to determine under which condi-
tions each architecture improves critical-process continuity, total resource burden, and reproducibility.
Comparisons should identify production quality and throughput, product mix, weather, external energy
contracts, metering coverage, and equipment lifecycle as potential confounders. Storage and water sys-
tems must be tracked at suitable time resolution because annual energy totals conceal peak events and
seasonal scarcity.

A comparative study should also test whether additional GR-style dependency recording improves de-
cisions relative to a competent baseline combining existing electrical asset registers, energy-management
systems, water audits, process models, and life-cycle inventories. A useful outcome would involve iden-
tifying an otherwise missed dependency, forecasting a resource-constrained stoppage, or explaining a
disputed allocation of costs with traceable evidence. Equivalent or worse performance after including
recording burden would weaken any claim of incremental benefit. The proposed research programme
does not assume that more complex representation necessarily yields better engineering, scientific, or
ethical decisions.

The section’s main conclusion is conditional: increasing autonomy within production processes can
increase the significance of energy and cooling interfaces without fixing their eventual institutional or
ecological consequences. Technically demonstrable reliability, economic feasibility, authorized resource
access, and ecological compatibility remain distinct inquiries. The next section will examine the semi-
conductor, mineral, and equipment-supply structures through which these energetic infrastructures them-
selves are produced and renewed.
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18 The Supply Dependencies of Advanced Production Equipment

Sections 16 and 17 identified the computing, electrical and thermal infrastructure through which produc-
tive autonomy is exercised. This section examines how such infrastructure is manufactured, provisioned
and replaced. Its research objective is to identify the qualified material and industrial dependencies
of advanced production equipment: the interdependent capabilities required to supply semiconductors,
precision machinery, high-purity inputs, sensors, drives and replacement assemblies with specifications
suitable for a particular production function. The historical-materialist issue is consequential. Greater
automation within an industrial establishment can coexist with increasing dependence on productive ca-
pacities distributed across many other establishments and geographical jurisdictions. The structure of
those dependencies influences both the technical possibility of continued production and the institutions
able to control its realization.

This analysis takes neither technological autarky nor universal supply fragility as a premise. Inter-
national specialization may permit lower costs, rapid diffusion, redundancy and cumulative technical
improvement. It may also introduce delays or concentrated requirements where an apparently similar
product cannot be substituted in an existing process. The appropriate object of research is therefore a
specified production capability, its required quality, scale and delivery horizon, and the feasible replace-
ment pathways available within those conditions. Commodity trade statistics, a supplier count, or a
nation’s aggregate fabrication capacity are useful observations, but none alone identifies the actual abil-
ity to reproduce a particular industrial system. The surveys by the OECD on semiconductor value chains
and fabrication capacity offer unusually clear evidence of that distinction [141, 143].

18.1 Productive Equipment Requires Functionally Qualified Inputs

An automated manufacturing line consists of more than its principal robot or processing unit. Motion
stages and servo drives depend on control electronics, precision bearings, calibrated encoders, sensors,
power semiconductors, tool changers, hydraulic or pneumatic elements, firmware and communications
interfaces. Maintaining a process at specified tolerances can require traceable calibration, qualified tool-
ing, process gases and filtered environments. A substitute component that fits mechanically may fail elec-
trical, thermal, metrological, cybersecurity or process-qualification requirements. Similarly, the ability
to acquire additional generic computing capacity does not entail the ability to replace a validated em-
bedded controller with a fixed response-time requirement. Relevant dependencies must consequently be
typed by the function they support, the technical specification they satisfy, and the time and authorization
required to qualify them.

For each equipment component j, define its requirement record as r; = (o0}, q;, 7, k;), where o;
denotes engineering specifications, ¢; a declared acceptance or conformity criterion, 7; a latest usable
delivery time, and x; the relevant access, licensing or authorization conditions. This is an analytical
representation, not a claim that component attributes can be reduced to four naturally measurable scalars.
A potential supply path is qualified only if its delivered component passes the required physical and in-
stitutional tests, including any transition and revalidation work. Some criteria are categorical and some
depend on measured distributions rather than binary passing outcomes. Whether to impose a hard thresh-
old, safety factor or probabilistic acceptance level is itself an engineering and institutional decision to be
documented.

This perspective extends the boundary-dependent autonomy definitions of Section 7. A factory may
have adequate on-site repair personnel and inventory for a finite horizon while depending on distant
processes to replenish equipment that cannot be manufactured in-house. Reciprocal dependencies also
arise: semiconductor manufacturing relies on its own industry’s control chips, specialized measurement
systems and replacement electronics. The OECD’s 2025 semiconductor mapping, drawing on input—
output and trade evidence, reports substantial intra-industry intermediate flows and concentrated inputs;
these are observations of interconnectedness, not proof that every individual factory has a single critical
supplier [141].
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18.2 Semiconductor Production as a Sequence of Specialized Capabilities

A semiconductor supply network spans design tools and intellectual property, fabrication, lithography,
deposition, etching, cleaning, implantation, process control, packaging, assembly, testing and logistics.
Different categories of device impose substantially different requirements. High-bandwidth memory,
power semiconductors, advanced logic, analogue chips and industrial microcontrollers serve different
functions; their production cannot be inferred from a national wafer-start total without disaggregating
process technologies and qualification requirements. The OECD’s December 2025 Chip Landscape ex-
plicitly identifies limited substitutability between specialized fabrication plants. In particular, a facility
optimized for analogue or power chips cannot be presumed able to manufacture advanced logic or mem-
ory devices merely because it is counted among wafer-fabrication plants [143].

The technical conditions of replacement include physical design compatibility, process-node require-
ments, wafer size, package geometry, qualification lead time, test coverage, and production yields. Some
substitutions are relatively inexpensive after engineering validation, while others entail architectural re-
design, software modification or complete process requalification. Changes to an industrial AI controller
can affect input timing, sensor interfacing and safety evidence as well as computing throughput. Hence
the relevant question is how production continues at its accepted quality, not whether another chip exists
for purchase.

The scale of semiconductor manufacturing investment motivates the inquiry but must be interpreted
carefully. The SEMI July 2026 midyear forecast projects worldwide original-equipment-manufacturer
semiconductor-equipment sales of US$165.9 billion in 2026, including a projected US$143.9 billion
wafer-fab-equipment component; both are industry forecasts rather than observed 2026 annual totals
[167]. They describe spending on semiconductor capital equipment, not the number or cost of Al-directed
factories and not the quantity of materials embodied in any specific robot. In historical-materialist terms,
they illustrate the scale of capital investment needed to expand a particular branch of the means of produc-
tion. They cannot determine the resulting ownership relations, resource burdens, or production resilience
without further evidence.

18.3 Reproducing Precision Manufacturing Equipment

Manufacturing a specialized semiconductor tool itself requires optical systems, precision motion, vac-
uum components, light sources, sensing, software, metrology and many external engineering contribu-
tions. These systems are not independent commodities awaiting final assembly: product changes and
supplier specifications may co-evolve through long-term collaborative development. ASML’s 2025 an-
nual report records 535 system sales, including 48 extreme-ultraviolet lithography systems, 279 deep-
ultraviolet systems and 208 metrology or inspection systems, alongside approximately 5,100 suppliers,
including product- and non-product-related suppliers [6]. These are one company’s disclosed metrics,
not counts for the world lithography industry or an estimate of EUV production capacity in complete
machines per year. The same report discusses reliance on highly specialized single- or limited-source
components and the risks of supplier disruption. A large nominal supplier network can therefore coexist
with narrow, technically specialized interfaces.

A second-order reproductive question follows. Replacing a fabrication machine depends on the pro-
duction, calibration and service capacities of the equipment manufacturer; those capacities depend in turn
on still other specialized tools and workers. The recursive structures developed in Section 8 capture such
upstream chains. An engineering assessment should distinguish components that can be repaired locally,
assemblies recoverable through manufacturer refurbishment, and components that require upstream pro-
duction or certified replacement. Manufacturer-supported reuse and refurbishment may reduce particular
upstream requirements, but the result depends on the returned part, verification process, remaining life-
time, and whether reuse displaces new manufacture. A corporate parts-reuse indicator cannot alone
establish aggregate circular material flow or ecological recovery.

Supplier access is also an institutional relation. Purchase contracts, warranty conditions, export per-
missions, software entitlements, source-code access and rights to calibration data may shape feasible
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Table 27: Selected observed indicators and forecasts relevant to advanced-equipment supply. The indica-
tors have different denominators and do not measure the autonomy or ecological burden of any individual

facility.

Source and reference period

Reported indicator

Inferential boundary

OECD, 2025 mapping

OECD, December 2025

SEMI, July 2026
ASML, 2025

IEA, 2024 mineral data
IEA, 2025 mineral data

USGS, 2026 edition

Globally distributed, specialized
semiconductor segments and
concentrated critical inputs
Fabrication capacity differs by
chip type and process, with lim-
ited inter-fab substitutability
US$165.9 bn forecast total equip-
ment sales for 2026

535 system sales and approxi-
mately 5,100 suppliers

Top three refiners averaged 86%
for six selected energy minerals
Top supplier averaged 72% ex-
cluding rare earths

2025 output and reserves across
over 90 mineral commodities

Value-chain mapping; no verified plant-
specific replacement time

Nominal capacity is not qualified substitute
capacity

Industry OEM-sales forecast; not actual an-
nual sales

Single-firm reporting; does not measure al-
ternative EUV capacity

Aggregate mineral-basket statistic; not an Al-
specific material bill

Different statistic and mineral basket from
preceding row

Commodity-level evidence; purity and com-
ponent suitability unobserved

repair and substitution pathways. These arrangements can affect dependence independently of the under-
lying physical scarcity. Section 10 distinguished the physical criticality of a component from an actor’s
exercisable capacity to restrict it; the present section specifies how such distinctions can be evaluated at
the level of advanced production equipment rather than through aggregate market concentration.

18.4 Mineral Supply Becomes Industrial Supply Through Processing

Equipment reproduction draws on metals, ceramics, polymers, high-purity gases, specialty chemicals
and other materials. The mineral origin of an input is only one stage in a chain that may include con-
centration, refining, purification, crystal growth, wafer manufacture, chemical synthesis, component
fabrication and process qualification. Thus a sufficient mass of material in the ground, or even a large
national mined-production share, does not establish availability of the form, purity, location or delivery
schedule required for equipment repair. Conversely, recycling, process redesign, material substitution
and diversified refining may change the effective dependency structure. Geological rarity and industrial
supply criticality are different questions.

The IEA’s Global Critical Minerals Outlook 2025 reports that the average share of the three leading
refining countries across six selected key energy minerals rose from about 82% in 2020 to 86% in 2024
[65]. The 2026 Outlook reports that concentration continued to increase for many materials in 2025,
although rare-earth refining showed a modest countertrend; excluding rare earths, the mean share of the
leading refining country reached 72% in 2025 compared with 70% in 2023 [67]. These series differ in
both their mineral baskets and concentration statistics. They should not be concatenated into one time
series or interpreted as the fraction of minerals used by autonomous Al systems. The USGS Mineral
Commodity Summaries 2026 provides commodity-specific world output and reserve estimates for 2025,
but these aggregates require additional bills of materials and process data before they can be mapped to
Al-manufacturing equipment [182].

Table 27 gives the empirical scales and limitations of these sources. A future study must also distin-
guish intentional stockholding and legally accessible inventory from inaccessible or unqualified stock;
an apparent warehouse reserve may not be available when a production fault arises.
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18.5 Substitution Requires Qualification and Transition Capacity

The substitution of a supplier, component or production process can involve more than matching a cata-
logue description. For a specified product or operating service p, let S,(H) denote the set of suppliers or
production pathways capable of delivering a qualified input within horizon H. Membership depends on
accepted material properties, interface compatibility, yield, quality assurance, time to qualify, institution-
ally available rights and logistical access. The set is therefore potentially smaller than the list of nominal
suppliers. If a new supplier must undergo validation lasting longer than the remaining inventory cover,
it may contribute to medium-term adaptation without ensuring immediate continuity. An alternative pro-
cess may also draw on the same scarce high-purity chemical or semiconductor-tool interface, leaving an
upstream common dependency unchanged.

For one simplified serial production chain of m stages, index stage 1 as the earliest and stage m as
the final accepted-product stage. Let y; € (0, 1] represent its fixed fraction of accepted output from units
entering stage ¢, assume one-to-one units at each stage, and hold the stage boundaries and specification
constant. For final accepted output () units over a common period, the necessary input to stage ¢ is

_ Q@
- m I
Ilk:iyk
when no stage has alternative routes, rework, inventory drawdown, or co-products. Units of /V; and
@ are counts for the declared common reference product. This is elementary yield accounting, not a
representation of an actual fab’s nonlinear product mix. Its relevance is to show how a downstream
throughput requirement becomes an upstream component and equipment demand once yields and quality
restrictions are included.

Ni(Q) (47)

Proposition 10 (Necessary stage-capacity condition in a qualified serial chain). Under the preceding
serial-chain assumptions, suppose stage i can process at most C; input units during the reference period,
and the available production route contains no inventory drawdown, alternative route or interstage re-
work. A necessary condition for () final conforming units is

_@
I_Iﬁli:i Yk
Proof. Stage m must receive at least /vy, inputs to yield @) accepted outputs. Stage m — 1 must
supply at least (Q /v )/ym—1 accepted interstage units. Repeating the same calculation upstream gives
Equation (47). Each stage must process at least that many inputs, so a stage with smaller capacity cannot
meet the specified final requirement. (]

The proposition is a standard necessary throughput bound, not a claim that satisfying all inequalities is
sufficient for practical production. Real industries face inventories, discrete batches, machine availability,
heterogeneous product mixes, stochastic yields and correlated disruptions. A suitable expanded model
would represent time-resolved capacity, inventories, process qualifications, transport, alternate routes,
multi-output technologies and maintenance contingencies. Its value would lie in estimating whether
replacement pathways actually exist under declared evidence, rather than in assigning an abstract score
to all supply dependence.

As an explicitly hypothetical illustration, consider three serial processing stages with respective ac-
ceptance fractions y; = 0.90, yo = 0.95 and y3 = 0.98. For 900 final conforming units, the first
stage needs at least 900/(0.90 x 0.95 x 0.98) ~ 1,074 input units under the simplified assumptions. A
first-stage processing capacity of 1,000 units would therefore make the target infeasible even if all later
machines had ample nominal capacity. This constructed example establishes no real semiconductor yield
or line-performance estimate.

C; > foreveryi=1,...,m. (48)

18.6 Replacement Time Determines Short-Horizon Continuity

Material replacement has a temporal structure. For a component j supporting a critical service, let L;
denote qualified replenishment lead time, S; available conforming inventory, and D;(t) time-dependent
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consumption or failure-induced replacement demand. Inventory adequacy depends on the cumulative
requirement during the interval before replenishment becomes available, including uncertainty in de-
mand, inspection failures and transportation. One useful descriptive coverage measure is S;/ Dj when
an appropriate positive average demand rate is justified, but episodic failures and batch deliveries of-
ten invalidate deterministic days-of-cover interpretations. For repairable components, part-return loops,
tests and refurbishment lead times must be recorded explicitly.

Resilience should consequently be evaluated by production function and recovery time, not by the lo-
cation of a warehouse or headline supplier share. A production system may tolerate the delayed delivery
of noncritical replacement tools while facing immediate loss of quality when a unique metrology instru-
ment fails. Spare stock can improve short-horizon operational continuity but may shift capital, space,
energy and obsolescence requirements into inventory management. Additional suppliers can improve re-
silience if their processes are independently capable and qualified, yet multiple legal entities may share
the same fab, sub-tier contractor, transport corridor or critical raw input. Supplier diversification must
therefore be assessed at the level of independently functioning pathways.

The OECD supply-chain resilience review stresses that localized production or reshoring does not
by itself guarantee resilience; policy analyses require attention to trade, diversification and underlying
network dependencies [142]. For advanced equipment, the practical test is whether a particular facil-
ity can recover a specified capability under relevant disruptions within its maintenance and production
horizon. The counterfactual includes validated component inventories, acceptable substitution designs
and authorized service capabilities, rather than assuming a local supplier is automatically independent or
fast.

18.7 Supply Decisions Change Relations of Production

The manufacture of advanced equipment requires accumulated scientific knowledge and highly special-
ized skills alongside material installations. Design rights, calibration procedures, patents, export per-
missions, service contracts and manufacturing know-how condition who can build, operate and repair
particular instruments. These historically constituted relations of access do not mechanically follow from
the physical structure of a device. A component may be physically reproducible in principle but inac-
cessible within a time horizon because tooling, qualified personnel, source files, warranty conditions
or permission are unavailable. Conversely, licensing, open standards, inter-firm collaboration, public
research capacity or cooperative development may expand feasible pathways, subject to quality and fi-
nancial constraints.

This provides a concrete historical-materialist problem beyond the observation that global supply
chains are complex. The means of production increasingly incorporate layers of collectively developed
scientific and technical knowledge, while effective control over productive continuity depends on the in-
stitutional interfaces through which that knowledge and its material embodiment can be accessed. These
arrangements can support coordinated quality assurance and investment; they can also create bargaining
asymmetries or restrict repair. Their consequences should be inferred from documented contracts, tech-
nical requirements, employment structures, production outcomes and alternative capacities. A change
in ownership does not guarantee more suppliers or an ecologically beneficial production method. The
analysis of appropriation in Section 11 therefore remains separate from the physically testable question
of whether a qualified replacement exists.

The ecological dimension is similarly open. More equipment redundancy may require additional fab-
ricated tools, raw materials and energy. Better repairability can reduce demand for new components but
may involve high-purity processing and hazardous waste. Additional localized production may reduce
some transport burdens while increasing facility-related water use or material losses. These effects call
for lifecycle, material-flow and ecological measurements of alternatives under a matched functional out-
put. The appropriate benchmark is not an automatically preferred ownership arrangement or geography
but a documented pathway through which productive capacity is retained with specified physical and
ecological consequences.
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Table 28: Proposed tests of advanced-equipment dependency and reproduction. Each comparison re-
quires a defined equipment function, product specification, time horizon, and system boundary.

Research contrast

Required measurements

Possible contrary or null result

Nominal versus qualified
substitutes

On-site stock versus re-
plenishment

Local versus
tional sourcing

transna-
Repair versus replace-
ment

Ownership and access al-
ternatives

Compatibility tests, qualification records,
lead times, shared upstream input maps

Failure records, wvalidated inventory,
restoration delay, part-obsolescence rate
Delivered function, costs, common-mode
dependencies, transport and facility bur-
dens

Remaining service life, safety validation,
materials, energy and waste per restored
function

Service rights, procurement decisions, doc-
umentation access, interruption and quality

Alternative suppliers prove genuinely
interchangeable within the target hori-
zon

Inventory expansion yields no meaning-
ful continuity improvement
Localization shifts rather than reduces
vulnerability or ecological burdens

Repair performs worse over the evalu-
ated lifecycle

Distinct institutional regimes show sim-
ilar physical continuation outcomes

evidence

18.8 Empirical Identification of Material Reproduction Pathways

A comparative programme could begin with three equipment classes: an industrial motion-control assem-
bly, an Al inference server serving a manufacturing cell, and a metrology or precision-fabrication sub-
system. For each class, researchers would reconstruct its bill of materials, qualified suppliers, firmware
and calibration dependencies, replacement lead times, maintenance needs, and legal access conditions.
The research would pair engineering tests with available trade, corporate-reporting and input—output
data. It would also record what remains unobserved, particularly sub-tier supply contracts and propri-
etary manufacturing yields. Results should be graded by evidence type: disclosed corporate reporting,
administrative customs aggregates, verified field maintenance records, engineering qualification trials
or constructed model scenarios.

Table 28 expresses the paper’s empirical commitments. Comparison should normalize throughput,
product quality, equipment lifetime, demand profile and disturbance severity while documenting poten-
tial confounders. The hypothesis of dependency relocation would gain support where increased opera-
tional autonomy is accompanied by newly consequential, qualified upstream requirements; it would be
weakened in a case where automation reduces or diversifies these requirements under matched condi-
tions. The operational-reproductive autonomy gap would be supported only where a system performs
its declared tasks while failing predeclared continuation-readiness tests. Aggregate industry expenditure
or corporate supplier counts do not establish either result.

The analysis thus supplies a bridge between the immediate infrastructure of autonomous production
and its material reproduction. Computing, machine control and thermal service depend on specialized
upstream productive capacities that are functionally qualified, institutionally accessible and temporally
available only under identifiable conditions. These conditions can be strengthened or weakened by tech-
nological and organizational choices. Section 19 will examine maintenance and repair as concrete mecha-
nisms for preserving those capacities, while Section 20 will study recovery and replacement across equip-
ment lifecycles. Those investigations will test more directly whether increasing autonomous production
capability can be accompanied by durable, materially accountable forms of productive continuation.

19 Maintaining Productive Continuity through Repair
The material reproduction of advanced productive equipment, investigated in Section 18, becomes an

immediate operational problem when equipment deteriorates, a component fails, software becomes un-
usable, or a production process ceases to meet its required specifications. This section examines the
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capability to restore a specified productive function after such disturbances. Its research objective is to
distinguish autonomous observation of machine condition from the materially and institutionally situated
processes of diagnosis, safe intervention, component restoration, functional verification and renewed pro-
duction. The distinction matters for the paper’s central question: a factory that autonomously schedules
and operates machinery may remain dependent on technicians, replacement parts, calibration services,
engineering documentation and external permissions whenever productive capacity must be repaired.

Maintenance already has substantial literatures in reliability engineering, asset management, condi-
tion monitoring and production economics. The argument here neither redefines their results as novel nor
assumes that Al maintenance is inherently superior. Rather, it asks what happens when repair becomes
part of the reproduction of productive conditions: which tasks can be performed within a declared system
boundary, which dependencies remain external, and which technological and institutional changes alter
the possibility of returning a productive capability to service. The survey by Jardine, Lin and Banjevic
establishes the familiar sequence from condition acquisition through diagnosis and prognosis to mainte-
nance decisions [104]; ISO 17359:2018 and ISO 55001:2024 respectively locate condition monitoring
and asset management within organized procedures and lifecycle responsibilities [87, 92].

19.1 Failure Is Defined Relative to a Productive Function

A component can remain mechanically mobile while failing its intended productive function. A robot
joint that exhibits excessive backlash may still move but cannot necessarily maintain specified position-
ing tolerances. A pump may deliver flow with declining efficiency while remaining nominally opera-
tional. A sensor or controller may continue reporting values while its calibration, time synchronization
or software integrity is insufficient for a qualified process. Conversely, some deviations can be com-
pensated by alternate equipment, process adjustments or planned changes in output specifications. The
analytical unit is thus a required productive service, not simply an item’s binary state of being broken or
working.

Let f denote a defined production function, g its acceptance conditions and H an evaluation horizon.
Write S¢(t) = 1 when the delivered service meets ¢ at time ¢, and S¢(t) = 0 otherwise. This indicator
does not require a machine to possess one universal health score; the acceptance criteria can incorporate
throughput, conformity, timing and safety, subject to distinct evidence. A failure event is a transition in
the assessed capacity to deliver f, conditional on a defined task and operating regime. Wear, intermittent
sensor errors, power disturbances, communication loss, contamination, cybersecurity compromise and
loss of calibration may generate different restoration demands. IEC 60812:2018 provides a recognized
failure-modes-and-effects methodology for systematically examining the ways items and processes may
fail [63]. Such categorization does not independently establish a failure probability for a particular plant.

Failures can also propagate through interdependent equipment. Loss of a coolant pump may require
suspension of a machining cell while downstream packaging remains operational for a limited period us-
ing intermediate inventories. Repair of the pump can restore the hydraulic function without immediately
restoring certified product quality if thermal drift has altered the machine’s calibration. A successful
intervention should therefore be specified at multiple levels: physical restoration, safe restart, validated
process conformity and recovery of the required production service. Confusing these levels exaggerates
both the amount of autonomy achieved and the evidence available concerning reliability.

19.2 Condition Monitoring Does Not Complete the Repair Process

Condition-based maintenance draws on signals such as vibration, temperature, lubricant contamination,
acoustic emission, current, operating cycles and quality measurements. The usefulness of a signal de-
pends upon sensor placement, measurement uncertainty, regime changes, a defined failure mode and the
consequences of missed or false alarms. ISO 13374-1 provides general guidance for software specifi-
cations concerning the processing, communication and presentation of machine-condition information
[82]. Its stated scope does not independently validate the diagnostic accuracy of a particular implemen-
tation. Information transfer and analysis are necessary to many monitoring systems, yet even a correctly
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detected fault need not determine the location or mechanism of damage. Additional testing, physical
inspection or specialist interpretation may be required.

Diagnosis concerns the identification or discrimination of faults, while prognosis estimates future
degradation or a distribution of remaining useful life under specified operating conditions. These are
distinct inference tasks. The systematic review by Lei and colleagues maps prognostic work from data
acquisition to remaining-useful-life estimation and discusses the construction of health indicators and the
limitations of available datasets [110]. A forecast may be well calibrated on one fleet yet unreliable after
a change in duty cycle, materials, repair history, sensor configuration or ambient conditions. Predictions
of remaining useful life are conditional on the assumed operating and maintenance policy, not immutable
physical deadlines.

For a condition history yg.;, a provisional inference can be represented as p(dy, 0 | yo.¢, wo.¢), where
d; denotes latent degradation, § model parameters and u the recorded operating history. If distinct degra-
dation states generate observations that are indistinguishable at the available resolution, the inferred state
cannot be uniquely identified from those observations alone. This epistemic limit is especially consequen-
tial when repair decisions are made automatically. A high-confidence alert produced by an uncalibrated
model can generate unnecessary component replacement or unsafe deferral of intervention. Independent
inspection and performance verification are therefore measurable parts of repair capability, rather than
signs that the system has failed to automate enough tasks.

Published benchmark data should be interpreted by generation mechanism and target population.
NASA’s prognostics repository includes measured bearing experiments and simulated turbofan degra-
dation trajectories; the latter are generated by the C-MAPSS simulator, rather than field records from a
deployed fleet [130]. Model performance on a simulator is useful for methodological comparisons but
does not alone establish calibrated prediction, maintenance savings or production continuity in a real
factory. A rigorous evaluation would additionally report alarms per operating hour, undetected failures,
prediction calibration, detection-to-intervention delay, damaged components confirmed at inspection and
eventual qualified restoration time.

19.3 Repair Requires a Sequence of Qualified Restoration Activities

Repair encompasses several potentially separable activities: detection and classification of the produc-
tion loss; hazard isolation and authorization; inspection and fault localization; access to the damaged
component; removal or adjustment; procurement or fabrication of parts; reassembly or software restora-
tion; calibration; functional testing; and safe recommissioning. Some tasks may occur in parallel, and
particular failures may require only a subset. The sequence must be reconstructed for the actual equip-
ment rather than inferred from the presence of a maintenance robot or diagnostic algorithm.

A useful event record for a repair episode e is

Te ::(j;;d€7“4e7€€7peaﬁeaz€)7 (49)

where f, identifies the disrupted productive function, d. the documented diagnosis, A, the activities
carried out, /. the elapsed lead times, p, the relevant replacement resources, «. authorization and service-
right constraints, and z. the evidence of verified restored service. These are typed records, not naturally
commensurable numerical coordinates. The event should retain uncertainty and provenance, including
whether a fault was inferred, inspected, confirmed or independently tested.

Safety is a constitutive condition of the restoration process. Maintenance personnel may face elec-
trical, hydraulic, pneumatic, mechanical or thermal stored energy, and autonomous production controls
may create unexpected movement. In relevant United States workplaces, OSHA’s 29 CFR 1910.147 es-
tablishes requirements for controlling hazardous energy during covered servicing and maintenance, sub-
ject to its stated scope and exceptions [138]. The regulation is not a universal worldwide authorization
rule; other jurisdictions and operations have distinct requirements. The general analytical point is that a
controller’s ability to command a machine cannot be presumed to include authority to bypass isolation,
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Table 29: Evidence interfaces in restoration of a productive function. Satisfying an earlier interface does
not establish success at a later interface.

Claimed capability Required observations Common limitation

Fault detection Time-stamped signal, defined fault, verified Alert does not establish fault cause
outcome, false-alarm rate

Diagnosis or prognosis  Inspection confirmation, uncertainty, perfor- Prediction is conditional and may drift
mance under changed operating regimes

Physical repair Work order, component or firmware restora- Replacement may leave process unqual-
tion, required resources, specialist actions ified

Safe recommissioning Isolation records, test procedures, responsi- Technical restart differs from authoriza-
ble authorization, restart evidence tion

Productive continuity Qualified output over a declared horizon, re- Short run need not demonstrate sus-
covery duration and recurrent faults tained service

Reproductive  auton- Independent repair cycles, qualified parts, On-site repair can remain upstream-

omy skill and rights dependencies dependent

restart after maintenance or certify worker protection. Verification of energy isolation and responsibil-
ity for safe recommissioning can be necessary even when fault detection and physical manipulation are
automated.

A comparison of repair architectures should therefore identify the interface between planned repair
and authorized repair. Remote assistance, robotic inspection and digital instructions may reduce expo-
sure or travel requirements, but some interventions demand human presence, specialist tooling, supplier-
controlled diagnostics or independent sign-off. These activities are additional relations supporting pro-
ductive continuation. Their presence should be measured rather than treated as residual imperfections
that automatically disappear with further AI deployment.

Table 29 sets out an evidential chain through which the paper’s notion of reproductive autonomy may
be tested. The table’s ordering is logical rather than necessarily chronological. Its central methodological
contribution is to prevent success on a predictive-maintenance benchmark or in a robotic manipulation
test from being reinterpreted as evidence of complete autonomous maintenance.

19.4 Spare Parts and Repair Lead Times Condition Recovery

The availability of replacement components links maintenance directly to the qualified-supply dependen-
cies developed in Section 18. Repairability can be constrained by the absence of a part, the absence of
a compatible substitute, a delayed supplier qualification, unavailable firmware, missing diagnostic soft-
ware, or the inability to obtain design and calibration records. Such dependencies can exist even when
the original machine was assembled locally. A stock of spare parts improves immediate restoration only
if the parts remain conforming, accessible, correctly stored and suitable for the failed configuration.

For component class j, let L; denote the random time to obtain a qualified replacement, ; the con-
forming inventory on hand and R; the stochastic replacement requirement during a declared horizon. A
simple stockout event is { R; > I;} before further qualified replenishment. Estimation requires a fail-
ure process, a demand distribution and the dependence between components, not merely a deterministic
average inventory ratio. Simultaneous failures arising from a common disturbance, long-tail supplier
delays, or obsolescence can make independent-demand assumptions misleading. For repairable items,
return and refurbishment cycles introduce additional states and durations.

Productive substitution also differs from component interchange. A controller can sometimes be
replaced by reengineering the surrounding system, but this may require significant downtime, safety
validation and modification of qualified process settings. Supplier-controlled firmware, access creden-
tials and restricted service documentation may condition what is technically and legally feasible. These
questions bear on the economic and institutional analysis of control over bottlenecks in Section 10; a
formal right to possess a machine does not automatically convey all capabilities necessary to diagnose or
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repair it. The paper does not presume that unrestricted service access always improves reliability: qual-
ity assurance, intellectual property, cybersecurity and specialized workmanship may support legitimate
constraints, whose costs and benefits demand empirical comparison.

19.5 Availability Depends on Restoration as well as Failure

Reliability engineering offers an elementary way to express why reducing failures and shortening re-
covery are different strategies. Consider an alternating renewal model in which successive up-periods
U1, Us, ... and down-periods D1, Ds, ... constitute independent and identically distributed cycles with
strictly positive finite mean cycle length. Assume that down periods include detection, access, physical
repair, testing and all other time until the declared productive service is again available. Under the ad-
ditional conditions of the renewal-reward theorem, the long-run fraction of calendar time with qualified
service is

Y E[]

service — E[U] + E[D] .
The expression is a standard renewal-reward result, not a newly developed theorem. The commonly
used mean-time-between-failures and mean-time-to-repair notation is only comparable when their oper-
ational definitions match these up- and down-periods; administrative downtime exclusions and censored
observations can otherwise distort an availability claim.

(50)

Proposition 11 (Conditional benefit of reduced restoration time). Suppose two policies operate on com-
parable alternating-renewal systems with the same finite positive mean up-period py; and finite mean
down-periods 0 < pip 1 < pup,o. Under the renewal-reward assumptions, policy 1 has long-run service
availability at least that of policy 0. Equality holds when the mean down-periods coincide.

Proof. By Equation (50), availability under policy & is Ay = puy/(pu + pop,i). For fixed gy > 0, the
function  — py/(pu + x) is nonincreasing for > 0 and strictly decreasing for z > 0. The stated
ordering and equality condition follow. U

The proposition is conditional and narrow. Maintenance policy may also change failure intensity,
planned downtime, product quality, workforce exposure and the distribution of long outages. A lower
mean downtime need not improve availability if it is accompanied by sufficiently shorter up-periods.
The stationary fraction does not establish the probability of surviving a critical uninterrupted produc-
tion interval, nor does it verify safety or ecological acceptability. For a finite horizon H, the empirical
study should separately measure the distribution of qualified output, recovery time, stockouts and out-
of-service events that exceed declared thresholds.

As an explicitly hypothetical accounting example, a system with mean up-period 400 hours and
mean down-period 20 hours has Agervice = 400/420 ~ 0.9524 under this model. If a verified interven-
tion lowers mean downtime to 12 hours while preserving the up-period distribution and all other model
conditions, the fraction becomes 400/412 ~ 0.9709. This arithmetic does not predict an improvement
for an existing installation, and the hypothetical numbers are not field observations.

19.6 Autonomous Repair Remains a Distributed Social Capacity

An industrial system can diagnose faults with software while depending on maintenance engineers to
evaluate risks, access enclosed equipment, restore precision alignment and authorize a restart. The rel-
evant labour includes work by operators, mechanics, electricians, production engineers, metrologists,
cleaners, software technicians and supplier-service staff. Much of it is performed outside the immediate
automated work cell, and therefore may disappear from a narrow calculation of direct labour-hours per
manufactured unit. Section 12 already showed why displacement from task execution does not determine
total employment or the reproduction of human capabilities. Maintenance offers a concrete mechanism:
reducing operator intervention can intensify requirements for diagnosis, specialized training, remote sup-
port, hazardous-energy control and response to rare but consequential faults.
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For research purposes, maintenance autonomy should be represented as a conditional ability to com-
plete a specified restoration task without particular categories of external intervention, given declared
equipment, materials, information, skills and permissions. The actor performing a task may be an on-
site robot, a remote human, a contracted service organization or a specialized supplier. Their actions
should not be collapsed into an undifferentiated notion of “the system” when evaluating autonomy. A
remote expert who provides a decisive repair instruction is part of the reproduction relation even if no
one enters the production cell. Conversely, structured human oversight may improve safety and learning
and should not automatically be counted as a failure of responsible automation.

The production relations governing maintenance influence this configuration. Contracts can allocate
access to machine diagnostics, trained personnel, replacement components and service documentation.
Public procurement, cooperative workshops, manufacturer support agreements and open technical stan-
dards can alter those access routes, but no arrangement guarantees short recovery times or proper quali-
fication without supporting capabilities. ISO 55001:2024 establishes general asset-management-system
requirements focused on lifecycle performance, risk and expenditure; it is not a certification of repair au-
tonomy for a specific Al-operated factory [92]. An empirical comparative study should record who can
authorize service, how knowledge is transferred, whether workers can contest unsafe restart decisions
and which party assumes long-term maintenance obligations.

19.7 Ecological Consequences of Repair Choices Require Lifecycle Evidence

Repair can extend equipment service life and reduce replacement demand, but the direction of its eco-
logical effect depends on the functional unit and the comparison. A repair operation may require energy,
cleaning agents, replacement bearings, transport, process gases, wastewater management and hazardous-
material handling. Continued use of inefficient equipment can also increase operational resource demand
compared with a qualified new system. Conversely, premature equipment replacement may impose em-
bodied manufacturing burdens that exceed any savings during the evaluated horizon. These possibilities
cannot be resolved by assigning repair an intrinsically beneficial or harmful ecological status.

A suitable comparison defines the service delivered, required precision, operating horizon and lifecy-
cle boundary, then records cumulative production of new parts, refurbishment energy, transport, waste
treatment, operating consumption and relevant ecological effects. Common-mode outages and redun-
dant equipment may alter the inventory required to achieve the same service reliability. The analysis
should also consider whether repair shifts burdens to other establishments, including mining, precision
manufacturing, solvent treatment and e-waste processing. The material-circulation analysis developed
in the next section will extend this reasoning to end-of-life and recovery pathways. No ecological conclu-
sion follows from the availability proposition above: uptime is a technical service measure, and cannot
substitute for material-flow or ecological evidence.

19.8 Comparative Research Designs for Restored Production

The research programme should compare maintenance regimes against competent existing practice in-
stead of assuming an advantage for Al prediction. Candidate regimes include fixed-interval preventive
maintenance, condition-based inspection, validated predictive maintenance and Al-assisted fault diag-
nosis with different repair and authorization arrangements. Randomized deployment may be infeasible
for essential or hazardous production; staggered introduction, matched facilities, matched equipment co-
horts and carefully specified interrupted time series are possible alternatives when their identification
assumptions can be justified. Models should allow differences in operating loads, age, supplier support,
workforce experience, fault severity and production demands. Events occurring after a maintenance-
policy change cannot automatically be attributed to that policy.

A suitable pilot could reconstruct repair episodes from two classes of equipment: a precision robotic
assembly cell and a production-support computing or cooling unit. For each episode, investigators
would record timestamped detection, diagnosis, work authorization, parts and skill requirements, iso-
lation, physical intervention, verified restart and recurrence. The outcome would be the recovery of a
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Table 30: Comparative investigation of maintenance and repair. Outcomes refer to defined production
functions and observation horizons, not machine counts alone.

Research comparison

Measurements and design conditions

Contrary, neutral or mixed result

Forecasting versus preven-
tive inspection

Robot-assisted versus con-
ventional repair
Open versus
mediated service
Spare stock versus replenish-
ment

Repair versus equipment re-
placement

vendor-

Verified failures, prediction calibration,
alarms, workloads, matched operating
conditions

Time from isolation to tested recovery; part
and specialist inputs; injury exposure
Qualified documentation access, firmware
controls, response times and conformity
Qualified stock, obsolescence, demand cor-
relation, shortages and recovery tails
Functional-equivalent lifecycle energy, ma-
terial inputs, waste, cost and quality

Better forecast score does not
shorten recovery

Robot assistance adds integration
or validation delays

Vendor support restores more reli-
ably in the relevant setting
Inventory growth adds burden
without continuity benefit
Replacement has lower total im-
pact or better continuity

declared service under its relevant constraints. The study would distinguish observed failure records
from artificial fault injection and simulator trajectories. It should also document missing records and se-
lection effects: costly repairs may be more thoroughly recorded than minor adjustments, and successful
interventions may be more likely to appear in vendor case reports.

Table 30 specifies comparisons that could strengthen or weaken the paper’s hypotheses. Evidence of
increasing diagnostic autonomy accompanied by stable dependence on external repair resources would
support a particular operational-reproductive divergence. Conversely, independently verified repairs
with shorter recovery time and no additional unrecorded support could narrow that gap under the spec-
ified boundary. Neither outcome establishes general self-sufficiency or ecological compatibility. The
empirical interpretation must additionally examine demand effects, material flows, labour organization
and the institutional conditions determining who can restore and control productive capability.

Repair thus provides a concrete test of the historical reproduction problem. The effective continuity
of an Al-mediated production system depends upon a succession of material and epistemic tasks: recog-
nizing degraded function, obtaining reliable evidence, safely intervening, acquiring qualified resources
and proving the restored capability. Automation may transform these relations, but its consequences
cannot be established by the mere presence of predictive software or industrial robots. Section 20 will
examine how repair interacts with remanufacturing, material recovery and replacement across equip-
ment lifecycles, thereby extending the analysis from restoration episodes to the circulation of productive
materials.

20 Recovering Productive Materials across Equipment Lifecycles

The preceding section examined the restoration of productive service after equipment failure. This sec-
tion extends the inquiry to the successive material pathways through which production equipment is
retained, reused, refurbished, remanufactured, disassembled, recycled or discarded. Its purpose is to de-
termine what material recovery contributes to the reproduction of productive capacity, and to identify
the technical, institutional and ecological conditions under which recovered components or substances
can actually substitute for newly supplied ones. In an Al-mediated manufacturing system, an automated
decision to replace a controller or machine is consequential well beyond the local production cell: the
decision affects equipment lifetimes, the quality and location of recoverable stocks, the demand for quali-
fied suppliers, and the labour and infrastructures through which recovered materials become usable once
again.

Circular-economy accounting and industrial ecology already provide substantial methods for inves-
tigating these questions. The proposed generative-relational (GR) contribution is therefore narrowly
defined: to retain the distinctions among material conservation, qualified functional replacement, rights
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Table 31: Distinct claims associated with equipment-lifecycle recovery. The evidential standard changes
with the output whose recovery is claimed.

Pathway and output Evidence needed for a recovery claim What the claim alone cannot establish

Reuse of an assembly Serial identity, operating history, functional Equivalent remaining life or lifecycle
and safety qualification advantage

Repair or refurbishment ~ Fault and restoration records, acceptance test- Reproduction of the whole equipment
ing, retained parts platform

Remanufacture of Disassembly and processing records, confor- Independence from external tooling or

equipment mance testing, parts traceability supply

Recycling to secondary Collected input, separate process yields, pu- Interchangeability with a qualified in-

feedstock rity and usable secondary output dustrial input

Energy recovery and Mass destinations, emissions and treatment Retention of material or machine func-

disposal conditions tionality

over assets and repair information, and the changing productive possibilities made feasible by each re-
covery pathway. ISO 59020:2024 specifies a framework for measuring circularity at defined product,
organizational and economic-system boundaries; ISO 14040:2006 and ISO 14044:2006 establish famil-
iar life-cycle-assessment principles and requirements [93, 84, 83]. Circularity-indicator results do not,
solely by virtue of their form, measure net ecological improvement: associated lifecycle burdens and
site-specific effects require separate assessment. These approaches remain necessary baselines. A de-
tailed dependency record is useful only if it resolves an identification or comparison problem that the
competent application of those methods would otherwise leave unresolved.

20.1 Recovery Pathways Preserve Different Productive Qualities

The term recovery covers outcomes with different material and functional meanings. Reuse transfers
an item or assembly to another service with little or no transformation. Repair restores a particular de-
fective function; refurbishment may renew several features without establishing equivalent performance
to a newly manufactured system. Remanufacturing generally entails a more comprehensive process of
disassembly, restoration, reassembly and qualification to a declared product or process specification.
Recycling processes discarded material into secondary raw materials, while energy recovery converts
suitable residual fractions into usable energy rather than preserving their material functionality. Dis-
posal retains neither a useful product function nor necessarily recoverable feedstock. These definitions
require declared acceptance standards and must not be interpreted as mutually exclusive stages of a uni-
versal hierarchy: a recovered machine can contain remanufactured assemblies, replaced electronics and
recycled scrap simultaneously.

The relevant measure is the productive service that a recovered object can deliver. A motor may
contain recoverable copper and steel while its bearings, insulation or controller are unsuitable for di-
rect reuse. Recovering nearly all the unit’s mass does not establish that the original motor function has
been reproduced. Conversely, a functionally qualified replacement assembly may preserve a high-value
manufacturing capability while recovering only part of the original unit’s mass. Whether one strategy is
ecologically preferable also depends on energy, chemicals, emissions, future operation and the opportu-
nity costs of alternative service pathways.

Table 31 specifies the evidential interfaces through which statements about recovery should pass.
This prevents a reported collection rate, a high elemental recovery fraction or a successful robotic disas-
sembly demonstration from being converted into an unsupported assertion of complete productive repro-
duction. Research on the remanufacturing of heavy stamping machinery, for example, investigates the
reuse of structural elements through case-specific cost and lead-time assessment. It provides a grounded
illustration of retained equipment capacity, while its findings cannot be transferred automatically to semi-
conductor equipment or laboratory instruments with different tolerance and contamination requirements
[23].
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20.2 Collection and Disassembly Determine the Recoverable Stock

Equipment cannot be recovered merely because its materials remain physically present. Identification,
collection, segregation, safe discharge, dismantling, transport, contamination control and ownership
transfer are often necessary before a component or material enters a feasible recovery process. Com-
plex products can combine metals, engineered plastics, batteries, coolants, adhesives, coatings, glass,
lubricants and substances of concern. A processing method suitable for one subassembly may be inap-
propriate for another; a material stream can also lose functional quality when components are mixed
before separation. Recovery rates therefore depend on design for disassembly, available tooling, compo-
nent information, collection logistics and the treatment actually applied.

The Global E-waste Monitor 2024, published by ITU and UNITAR, estimates that the world gen-
erated 62 million tonnes of electronic waste in 2022 and documented 13.8 million tonnes, or 22.3%, as
formally collected and recycled [101]. The 22.3% indicator has the mass of generated electronic waste
as its denominator. It is not the metallurgical recovery yield of an individual facility, the percentage of
robots recovered, or proof that discarded semiconductors can be regenerated as qualified new devices.
Electronics from productive equipment constitute only part of the much broader reported waste popula-
tion. The monitor also reports substantial differences between equipment classes and regions, indicating
that a global average is inadequate for reconstructing a particular manufacturing network.

Recordkeeping has physical consequences. An equipment passport containing composition, man-
ufacturing revisions, hazardous-substance disclosures, repair history, firmware compatibility and dis-
assembly instructions may reduce uncertainty about the feasible recovery path. Such records require
provenance and updating: a bill of materials prepared at manufacture can become inaccurate after un-
documented repair or parts substitution. EU Regulation 2024/1781 establishes an ecodesign framework
with provisions for product information and digital product passports. It does not, by itself, impose a
general digital-passport obligation on every product: the covered groups, required information and com-
pliance dates depend on applicable product-specific delegated acts or other relevant legislation [36]. It
is therefore an evolving institutional mechanism, not evidence that all industrial robots or computing
components already possess standardized, complete passports.

The ownership and accessibility of this information also matter. Equipment leased under a service
contract, purchased outright, or maintained through a vendor may have different pathways for authorized
dismantling, firmware transfer, spare-part access and resale. These rights can affect the recoverability of
productive capacities even when the physical equipment is identical. They link lifecycle management to
the analysis of access leverage in Section 10, but do not imply that all restricted-access arrangements pre-
vent recovery; quality assurance and hazardous-material controls can also justify specialized handling.

20.3 Qualified Reuse and Remanufacturing Depend on More than Material Retention

Maintaining an assembly’s functional identity can preserve fabrication effort, accumulated material trans-
formation and calibrated productive capabilities that are lost when the assembly is reduced to constituent
feedstocks. A refurbished precision stage may require replacement guides, metrology and new con-
trollers while retaining its structure; a remanufactured drive may recover castings and machined compo-
nents but need new seals and bearings. Each decision depends on wear history, tolerance requirements,
testing coverage, compatibility with current interfaces and foreseeable operation. Even nominally iden-
tical used components can have different remaining-life distributions and different failure correlations
after a common environmental exposure.

For a recovered unit ¢ and target function f, let ¢; ; denote the result of a declared qualification proce-
dure, incorporating the measurements and categorical approvals necessary for that function. Functional
substitution is admissible only when g; s satisfies the specified criteria, and when the required installa-
tion, validation and authorization are available within the relevant horizon. A vendor’s declaration of
reusable mass, or a successful bench test of an individual part, does not determine g; s for an integrated
production cell. This recalls the distinction between component-level capability and qualified productive
service introduced in Sections 18 and 19.
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Certain technologies pose particularly demanding challenges. Batteries have chemistry-dependent
ageing, residual energy and safety requirements; semiconductor components may depend on encapsu-
lation, traceability, proprietary interfaces and non-recoverable microscopic structures. Harper and col-
leagues survey lithium-ion battery recycling and discuss collection, dismantling, processing routes, eco-
nomic constraints and the preservation or loss of material value [53]. The paper is an important technical
reference rather than evidence that all battery chemistries, scales or contemporary markets achieve a uni-
form recovery yield. Remanufacturing must also account for new components consumed during restora-
tion, the disposal of rejected subassemblies, and the energy used to establish qualified performance.

A relevant comparison evaluates at least three alternatives for the same declared productive service:
(i) retain and maintain an existing machine, (ii) remanufacture or refurbish it, and (iii) replace it with
a new machine. The study should normalize service quality, throughput, expected operating horizon
and risk tolerance. Replacement may outperform refurbishment if older equipment has sharply greater
operational energy consumption or cannot meet necessary safety standards. Conversely, early replace-
ment may impose substantial embodied production burdens and reduce access to affordable productive
capacity. Neither outcome should be prescribed before lifecycle evidence is collected.

20.4 Recycling Has Composition-Specific Yields and Quality Constraints

The physical composition of recovered industrial equipment determines feasible separation and process-
ing routes. Mechanical separation can generate steel, aluminium, copper-bearing material and polymer
fractions, often with varying purity. Hydrometallurgical, pyrometallurgical and other chemical processes
can recover selected constituents from electronic scrap or batteries but require reagents, energy, temper-
ature control, suitable feedstock and appropriate emissions management. A high recovery rate for one
element need not imply a comparable recovery rate for another element in the same device, and succes-
sive operations may create cumulative losses. Recovery of a metal in an intermediate concentrate must
also be distinguished from delivering the purity and specification needed by a new manufacturer.

Critical-mineral literature suggests both the importance and the limitations of secondary supply. The
IEA’s Global Critical Minerals Outlook 2026 assesses recycling as a potentially growing contribution
to supplies of selected energy minerals and documents significant processing concentration [67]. Its
scenarios and mineral-specific definitions should not be converted into a single present-day material-
recovery coefficient for autonomous factories. An inventory must identify the actual element or alloy,
recovery chain, geographic system boundary, secondary-product quality and time horizon. Closed-loop
uses within the same product category and open-loop uses in different products also have different im-
plications for the reproduction of advanced equipment.

In particular, a robot’s recovered material mass can be substantial while the supply of qualified sen-
sors, actuators, chips and precision bearings remains unchanged. This creates a possible quality bot-
tleneck: material circularity increases without a corresponding increase in the feasible replacement of
the highest-specification productive components. A useful empirical outcome is therefore the propor-
tion of functionally qualified replacement requirements met through verified reuse, remanufacturing or
secondary-material supply, reported beside recovered mass by element and associated environmental im-
pacts. This is not a universal circularity score, and its numerator requires actual qualification evidence.

20.5 Material Balance and a Conditional Replenishment Bound

A conservation-based model makes the accounting issue explicit. Fix one homogeneous, usable material
grade g, a production-system boundary B and a discrete observation interval ¢. Let M; (kg) be usable
inventory at the interval’s beginning, V; (kg) virgin or other qualified external primary supply, R; (kg)
secondary feedstock that passes the same usable-grade specification, (J; (kg) material incorporated into
newly produced output, and W, (kg) other irrecoverable process losses or removals. Under a boundary
that records transfers without double counting, conservation gives

Migy =M +Vi+ R — Q¢ — Wi (51)

114



4807

4808

4809

4810

4811

4812

4813

4814

4815

4816

4817

4818

4819

4820

4821

4822

4823

4824

4825

4826

4827

4828

4829

4830

4831

4832

4833

4834

4835

4836

4837

4838

4839

4840

4841

4842

4843

4844

4845

4846

4847

4848

4849

4850

4851

4852

4853

4854

The term “virgin” is used here as a category of new primary external supply; external deliveries of
secondary feedstock belong to R; and should be labeled by their actual origin. Input categories must
be separately recorded to avoid treating imported recycled metal as locally recovered material. The
equality is a physical balance for one grade rather than an equation relating dollars, ecological quality or
productive capability.

Let C; (kg) denote feedstock physically eligible and collected for processing into grade g, and let
the effective qualified yield satisfy 0 < n; < 1 and Ry < n:C;. This coefficient includes only the
fractions that ultimately meet the declared usable-grade specification; an intermediate refining yield or
recovery of a chemically related substance does not suffice. When recovered material crosses periods,
R; and 'y must be aligned through an explicit processing inventory or cohort tracking. For the following
one-period result, assume that any associated processing lag has already been accounted for.

Proposition 12 (Necessary new supply under a bounded material stock). For the balance in Equa-
tion (51), assume M1 > My, Wy > 0, Q¢ > 0,and 0 < R; < n,Cy with 0 < ny < 1. Then the
required primary input obeys

Vi > max{0, Q¢ + Wi — n:Ci}. (52)

In particular, if Cy = Qy > 0, Wy = 0and n, < 1, then V; > (1 — n)Q¢ > 0.

Proof. Rearranging Equation (51) gives V; = Q¢ + Wy 4+ (My+1 — M) — R;. The stock condition and
yield bound imply V; > Q; + W} — n:C}. Since nonnegative primary input is assumed, the maximum
with zero follows. The special case is immediate. ([

The proposition is an elementary accounting inequality, not a novel thermodynamic theorem or an
empirical estimate of worldwide mineral depletion. Its scope is deliberately narrow: a single grade, a de-
clared interval, no unrecorded secondary stocks or grade conversion, and unchanged or expanding usable
inventory. If an operator deliberately draws down inventory, imports higher-grade material, redesigns
a product for lower material demand, or changes the boundary, the premises and interpretation change.
Genuine recycling can lower primary demand materially even while some replenishment remains neces-
sary.

For illustration only, suppose a hypothetical equipment programme needs (J; = 100 kg of qualified
input and collects C'; = 80 kg of compatible end-of-life feedstock. If the process delivers 7, = 0.75 qual-
ified yield, at most 60 kg becomes usable secondary supply. With W; = 0 and no inventory drawdown,
at least 40 kg of primary supply is required. This calculation is not a measured robot-recycling result.
If the newly produced equipment has changing material composition or if the collected stock differs by
grade, a vector-valued inventory with explicit transformation matrices is required; component counts
cannot be treated as kilograms.

20.6 Ecological Assessment Requires Service-Equivalent Counterfactuals

Circularity and ecological compatibility are related but distinct assessment objects. The use of secondary
materials may avoid primary extraction, but recycling also creates energy demands, chemical exposures,
transport flows, process emissions and residues. Reuse can prolong access to productive capabilities
while retaining inefficient equipment. Remanufacturing may avoid some embodied processing while
requiring additional spare parts and validation. A comparison that considers only material recovery per
tonne can therefore miss increased operating consumption or adverse impacts at another site. ISO 14040
and ISO 14044 place goal, scope, inventory, impacts and interpretation in a coherent comparative life-
cycle-assessment process [84, 83]. The research should make allocation conventions, avoided-burden
assumptions and displaced production explicit and examine sensitivity to those choices.

There are also strong empirical reasons to avoid equating global collection and recycling indicators
with ecological outcomes. Eurostat reports that recycled material accounted for 12.2% of material use in
the European Union in 2024. Its circular material-use indicator measures the contribution of materials re-
turned to the economy relative to total material use, rather than the recovery rate of a particular industrial
component [37]. Separately, the ITU-UNITAR global electronic-waste indicator measures documented
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formal collection and recycling against waste generation in 2022 [101]. These denominators and system
boundaries differ. Both contextualize material dependence, while neither identifies the lifecycle supe-
riority of a recovered actuator or predicts the replacement of primary input in a specified autonomous
factory.

A rigorous comparative protocol could use a functional unit such as a specified quantity of conform-
ing machined products produced over five years at a declared safety and availability level. Investiga-
tors would then record the manufacture or remanufacture of equipment, repair parts, electricity, cooling,
consumables, transport, waste treatment and the environmental conditions affected across suppliers. Po-
tential rebound effects matter: reducing the cost of replacement may increase production volume, and
longer equipment service may increase cumulative throughput. A full ecological assessment further con-
siders location-specific water availability, hazardous releases, land-use change and ecological recovery.
It cannot rely solely on carbon dioxide equivalents or aggregate recovered mass.

20.7 Material Circulation Changes Institutional Control and Productive Possibilities

The ability to recover materials is governed by productive relations as well as separation technology. A
facility may own its machines but rely on a specialist service provider to access firmware, dismantle
critical modules, obtain replacement chips or verify safety. A recycling organization may possess met-
allurgical expertise but depend upon collection arrangements, permits and viable markets for secondary
feedstock. Product passports and procurement specifications may make recovery easier to organize, yet
their benefits depend on data accuracy and practical access. Different investment and ownership ar-
rangements can also affect whether long-lived machinery, easily disassembled products or short-cycle
replacement strategies are selected.

These distinctions help avoid conflating ownership of waste with control over reproduction of pro-
ductive capacity. A firm can extract substantial monetary value from discarded equipment while re-
covering few functionally useful components; conversely, a public or cooperative repair network can
retain productive capabilities with relatively modest monetized returns, provided it has qualified person-
nel, infrastructure and lawful access. Neither institutional category guarantees ecological improvement.
The paper’s historical-materialist contribution is to investigate how design standards, service rights, pro-
curement contracts and financial incentives shape which materially possible circulation pathways are
realized. The EU’s 2024 ecodesign framework provides one example of institutions seeking to influ-
ence durability, repairability and remanufacturing potential, subject to specific implementing rules [36].
Consumer-oriented right-to-repair provisions should not be assumed to apply in the same way to indus-
trial equipment [34].

A typed lifecycle record can connect the relational model of Section 6 with physical material-flow
accounts. For equipment identifier 4, record the component genealogy, material grade and mass, service
and refurbishment episodes, measured recovery outputs, qualified downstream applications, transport
and energy flows, and the institution authorized to act at each step. Provenance alone does not guarantee
accuracy: the record should distinguish measured flows from model estimates, undocumented losses and
claims that have never been tested. Competent conventional databases, life-cycle inventory systems and
product passports should form the baseline against which any additional GR trajectory representation is
evaluated.

20.8 Comparative Studies of Lifecycle Reproduction

Table 32 proposes comparisons requiring independent validation rather than a presumption that automa-
tion or circularity is beneficial. A feasible pilot would follow successive cohorts of industrial control
cabinets, electric drives and precision robotic assemblies from installation through maintenance to retire-
ment. Each item would retain a verified bill of materials, changes during service, component removals,
collected fractions, recovery processes, actual qualified second uses and destination of unrecovered
residues. Outcome measurement would include the same productive-service requirements before and
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Table 32: Proposed tests of material recovery in autonomous production. Each outcome concerns a
specified service, equipment cohort and system boundary.

Comparison

Necessary measurements and controls

Result that could weaken the pro-
posed benefit

Reuse or remanufacture ver-
sus replacement

Recycling versus primary
feedstock

Al-guided versus conven-
tional recovery

Open versus restricted re-
covery information

Local wversus distributed
treatment

Qualified output, remaining life, energy, re-
pair inputs and failure distributions
Collection mass, grade-specific process
yields, losses, purity and treatment burdens
Matched feedstock, sorting accuracy, recov-
ery yield, labour, energy and costs
Documentation access, disassembly quality,
authorization and safety validation
Logistics, processing emissions, capacity, re-
covery quality, disposal and ecological expo-

New equipment has lower impact
at equivalent service

Secondary grade fails qualification
or creates higher impacts

Model improvement has no quali-
fied recovery gain

Access expansion does not im-
prove qualified throughput
Centralized processing has lower
measured total burden

sure

after recovery, with uncertainty in service life, collection completeness, processing yields and upstream
environmental impacts.

The design should distinguish genuine reductions in primary demand from accounting shifts. A
recovered material sold to another sector is not necessarily a direct replacement for the original equip-
ment’s high-specification input. Avoided production is a counterfactual claim requiring evidence about
what purchasers would otherwise obtain. Functional substitution should be tested through engineering ac-
ceptance, while environmental superiority requires a matched lifecycle assessment and context-relevant
ecological measurements. Missing informal treatment, undisclosed export destinations and proprietary
dismantling data can systematically bias observed performance. Sensitivity analyses must therefore con-
sider unobserved waste destinations, quality rejection, demand growth and equipment obsolescence.

The outcomes may be mixed. A programme might achieve strong mass recovery while remaining
unable to reproduce specialized manufacturing capability; alternatively, remanufacturing may substan-
tially reduce the demand for new precision assemblies while still requiring new electronics and energy-
intensive processing. A third outcome could show that qualified recovery improves both material and
ecological measures over the declared horizon. The present manuscript does not resolve these possibil-
ities empirically. It establishes a research framework for documenting them and for relating material
circulation to the historically structured reproduction of productive forces.

The engineering survey therefore ends with a conditional conclusion: the continued use of productive
equipment depends upon material stocks, qualified transformations, accumulated production knowledge,
labour, access rights and ecological conditions, while circularity describes only selected aspects of those
relations. Section 21 will examine the ecological conditions of productive continuation more directly.
It will ask which biophysical processes and generative capacities must remain viable when production
systems expand, recover materials or reorganize their material dependencies.

21 The Ecological Conditions of Productive Continuation

The engineering reviews in Sections 13—20 examined the machinery, computing, electricity, specialized
supply chains, maintenance, and material-recovery processes through which an Al-mediated production
system may continue operating. Their results leave a further question unresolved: which ecological
processes must continue, and which ecological transformations remain admissible, while the technical
conditions of production are repeatedly renewed? This section investigates that question through histor-
ical materialism, contemporary ecological science, and a provisional generative-relational (GR) account
of heterogeneous productive and ecological relations. Its role is to establish the ecological object of
assessment before subsequent sections examine recoverability, life-cycle burdens, robust viability, and
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cumulative impacts. Ecological continuation is considered on spatially and temporally declared terms;
it is neither inferred from operational uptime nor reduced to a monetary valuation of ecosystem services.

21.1 Socioecological Metabolism in the Reproduction of Production

Material production reorganizes exchanges of matter and energy among working populations, techni-
cal artifacts, soils, waters, living organisms, and atmospheric and geological processes. In historical-
materialist terms, the reproduction of productive forces occurs within historically constituted relations
of appropriation, labour, knowledge, infrastructure, and access to material conditions. Marx’s treatment
of the labour process and the conditions of agricultural production offers resources for examining these
exchanges, while subsequent scholarship on the metabolic rift reconstructs how economic development
can interrupt the renewal of soil fertility and other environmental conditions [123, 40, 41, 162]. These
historical arguments supply an interpretive foundation rather than a general ecological law. The mecha-
nisms connecting contemporary semiconductor manufacture, automated assembly, or data-centre cooling
to particular ecosystems must be established through suitable physical and biological evidence.

The reproduction of humanly organized production and the continuation of affected ecological pro-
cesses need different evidence and criteria. In this manuscript, ecological compatibility denotes a defen-
sible, bounded assessment of productive interventions against specified ecological endpoints, uncertainty
models, and justified admissibility criteria; it does not name an intrinsic property of an Al controller or
a universal status granted by efficiency alone. A firm may sustain machinery by importing water, re-
fined minerals, and replacement components while imposing cumulative burdens on aquifers, habitats,
or receiving waters. Conversely, ecological functions may persist when a facility becomes inoperable
because equipment fails, trained workers depart, or an authorization expires. These possibilities establish
a logical separation between the continuation of productive capacity and the continuation of ecological
processes. A decision to treat a particular ecological state as an inviolable constraint requires normative
and institutional justification; measurement of that state and estimation of its response to intervention re-
quire ecological science. Keeping these tasks distinct prevents the objective of production from silently
defining what counts as ecological continuation.

The metabolic perspective should also avoid an exclusively instrumental account of nonhuman life.
Habitats and organisms may be affected by production even where they supply no identifiable com-
mercial input, regulating service, or foreseeable benefit to an enterprise. Ethical consideration of those
lives and the institutional authority to make decisions about their habitats require further argument. The
present section accordingly distinguishes three claims: ecological processes may materially condition
human production; productive interventions may affect ecological beings and relations independently of
those instrumental conditions; and decisions about acceptable change require situated scientific evidence
and normative and legal deliberation. None of the three follows automatically from the others.

21.2 Ecological Generativity and Conditions of Continuation

The term ecological generativity is used provisionally for the evolving capacity of organisms and eco-
logical assemblages to sustain, renew, and transform living relations, subject to historically situated
biophysical constraints. It is an organizing concept, not an empirically standardized scalar measure or a
synonym for resilience, biodiversity, or biomass. It draws upon established ecological accounts of repro-
duction, trophic interactions, nutrient cycling, succession, disturbance, and resilience rather than offering
an alternative biological mechanism. Organisms reproduce in ways specific to their life histories; com-
munities may reassemble through dispersal and recruitment; soils and microbial communities mediate
transformations in nutrients; hydrological processes connect sites across watersheds; and coastal or ma-
rine habitats depend on exchanges extending beyond administrative and industrial boundaries. These
processes differ in timescale and cannot be represented by a single general rate of “regeneration.”
Holling’s foundational analysis of resilience distinguishes the persistence of system relationships
under disturbance from narrow notions of local equilibrium stability [55]. Subsequent applications vary
in what they call resilience, how they identify ecological states, and which disturbances are relevant. A
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facility’s recovery of electricity supply after an outage is consequently not evidence that the ecosystem
supporting or receiving its material flows has recovered from its disturbances. Similarly, a count of
organisms may return toward a recorded level while species composition, age structure, genetic diversity,
food-web relationships, or habitat condition remain altered. Recovery of one measurable attribute must
not be assumed to represent restoration of an entire ecological assemblage.

In a production-oriented inquiry, ecological continuation has at least four dimensions that should
be examined separately. First, physical and biogeochemical processes remain within ranges relevant to
the organisms and places being studied. Second, populations, communities, or habitats retain capacities
for persistence and recruitment under the disturbances included in the analysis. Third, alternative trajec-
tories, including adaptation and recolonization, are not foreclosed by poorly documented interventions.
Fourth, the measurement and authorization of intervention respect appropriately articulated nonhuman
interests and human communities affected by ecological change. The fourth consideration is normative
and institutional; it should not be smuggled into the first three as if it were an ecological measurement.

The distinction also prevents a simplistic notion of technological substitution. The replacement of a
damaged component may restore machine function, but purchasing machinery or planting a number of
trees cannot automatically reproduce an old-growth forest’s structure, a wetland’s hydrological relations,
or a long-lived marine habitat’s ecological history. The possibility of restoration is a site-specific empir-
ical and ethical matter. Section 22 will address recoverability and the limits of functional substitution in
greater detail.

21.3 Contemporary Evidence of Ecological Pressures

Recent assessments underline the scale and interdependence of contemporary pressures. The Plane-
tary Health Check 2026, published by the Potsdam Institute for Climate Impact Research in Septem-
ber 2026, reports that seven of nine assessed planetary boundaries are transgressed, including climate
change, biosphere integrity, land-system change, freshwater change, biogeochemical flows, novel enti-
ties, and ocean acidification [154]. This is an integrated Earth-system assessment using control variables
assembled from underlying observations and models, some predating its publication year. Exceedance
of a planetary-boundary control variable is neither a direct observation of an ecological tipping event
nor evidence that every local ecosystem has crossed the same limit. Translating global boundary as-
sessments into site-specific decisions requires distinct ecological modelling, monitoring, and public or
institutional judgment. In a distinct peer-reviewed assessment, Rockstrém and colleagues proposed safe
and just Earth-system boundaries using global and subglobal criteria, explicitly distinguishing risks to
Earth-system stability from significant human harm [159]. These proposals are informative research
benchmarks; a production facility’s legal or ecological acceptability cannot be read directly from a global
boundary value.

The IPBES Global Assessment reported in 2019 that roughly one million animal and plant species
were threatened with extinction, and assessed extensive human alteration of terrestrial and marine en-
vironments [59]. These figures characterize broad patterns of biodiversity decline, not experimentally
isolated effects of Al or industrial robots. The IPBES Nexus Assessment, approved in December 2024,
further assessed interdependencies among biodiversity, water, food, health, and climate and emphasized
how isolated decisions can produce trade-offs across these domains [61]. The Global Resources Outlook
2024 documents the historical expansion of material resource extraction and the associated environmen-
tal burdens of economic activity [184]. Such assessments provide a reason to investigate material pro-
duction carefully, while leaving open whether any particular automation pathway reduces, redistributes,
or intensifies these pressures.

Table 33 distinguishes evidence of planetary pressures from the inference required for a particular
industrial site. A high-level assessment can motivate hypotheses about freshwater withdrawals or land
conversion without identifying the marginal impact of a new autonomous factory. Conversely, a small
facility-level impact estimate does not settle its contribution to cumulative regional burdens. Both di-
rections of inference need independently specified baselines, spatial boundaries, timescales, and causal
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Table 33: Selected ecological assessments and the limits of their application to autonomous production.
These sources do not estimate Al-production-specific ecological effects.

Assessment

Reported finding

Scale and reference

Necessary qualification

Planetary Health Check 2026
[154]

IPBES Global Assessment
[59]

IPBES Nexus
[61]

Assessment

Safe and just Earth-system
boundaries [159]

Seven of nine planetary boundaries
assessed as transgressed

Roughly one million animal and
plant species threatened with extinc-
tion

Interdependencies and
among biodiversity,
health, and climate
Distinct proposed biophysical and
significant-harm criteria

trade-offs

water, food,

Earth system; 2026 as-
sessment of data from
multiple periods

Global synthesis pub-
lished 2019

Global synthesis
proved 2024

ap-

Global and subglobal
modelling and literature
synthesis, 2023

No facility-specific attri-
bution, permit decision,
or common local tipping
point

Estimated threat, not
a count of losses at-
tributable to automation
Does not establish the
outcome of a specified in-
dustrial intervention
Proposed boundaries are
not universal local legal
thresholds

pathways.

21.4 Representing Coupled Production and Ecological Dynamics

The relational production structure of Section 6 can be extended through a typed description of ecological
state and exposure. Let p,, denote a vector of observable technical production states at discrete evaluation
interval n; let e,, denote a vector of ecological state variables defined for one or more specified places;
and let u,, denote a vector of production actions such as output scheduling, water abstraction, thermal dis-
charge, land occupation, or waste-treatment decisions. Disturbances w,, may include seasonal hydrology,
extreme events, and ecological changes not caused by the facility. A provisional model is

Pn+1 = Fn(pna Un, Sn’wn)a

(53)
En+l = Gn(eny gn (UO:na SOZTL)u wn)v

where s,, represents recorded upstream supplies and &, is an exposure operator linking facility and
supply-chain actions to ecological receptors. Equation (53) is a hypothesis class, not a calibrated eco-
logical law. Its components may include different spatial and temporal resolutions; not every ecological
effect can be reconstructed from the facility’s own records. If delays or histories matter, the transition rep-
resentation must include suitable state augmentation or memory, and if spatial heterogeneity is important
it may require spatially explicit models rather than a small vector.

The components of e,, require explicit scientific definitions and units. Illustrative candidates include
water-table depth (metres), dissolved-oxygen concentration (mass per volume), habitat extent (area), pop-
ulation abundances (individuals under a stated sampling method), or concentrations of specified contam-
inants (mass per volume). Water withdrawals are measured as volumes per time; thermal discharge can
be expressed as heat flux or an appropriate temperature exposure; land transformation is measured over
area and duration. None of these observables should be summed in native units. Aggregation requires
either a justified model connecting them to a common ecological endpoint or separate constraints eval-
uated as a vector. Monetary valuation, where relevant, constitutes an additional accounting layer and
cannot replace the underlying ecological observables.

An illustrative ecological admissibility condition is

L[%C% = {UO:Hl : /P\’;[gj(en,fj) <Oforalln e {0,...,H}, je J|Zy] >1— a} . (54)
where B is the declared assessment boundary, H the evaluation horizon, ¢; the location or receptor asso-
ciated with constraint j, M a specified and assessable uncertainty model, Z, available initial information,
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and o a declared tolerated probability of modeled constraint violation. The functions g; may differ in
type and should be set using ecological knowledge and legitimate institutional procedures. A chance
constraint is not a measure of moral permissibility. Even if Equation (54) holds under a simulation
model, the inference may fail when omitted ecological processes, correlated disturbances, or incorrect
observation models are significant. Where uncertainty cannot credibly be probabilized, robust scenario
constraints or explicit uncertainty envelopes may be more appropriate.

A simple counterexample clarifies the separation at issue. For a constructed system, let technical
output remain constant over a horizon while an ecological stock follows e,11 = e, — 6§, with d > 0
measured in consistent stock units per interval. The factory can satisfy a finite-horizon output target using
existing equipment and supplies even though e,, = eg—nd eventually crosses a specified ecological lower
bound. The mathematical construction is elementary and is not evidence that every real factory depletes
an ecological stock monotonically. Its role is to show why verifying technical output or uptime alone
cannot establish ecological continuation. Conversely, ecological continuation at one measured receptor
does not prove technical feasibility or wider ecosystem health.

21.5 Spatial Distribution and the Historical Relocation of Ecological Burdens

The dependency-relocation analysis in Section 9 extends naturally to ecological receptors. A factory
may reduce on-site water consumption by obtaining upstream processed inputs whose manufacture is
water-intensive. A more energy-efficient computational controller may rely on additional semiconduc-
tors whose fabrication, mineral refining, transport, and end-of-life treatment create burdens elsewhere.
Material-recovery decisions may reduce primary extraction while increasing chemical-processing or
transport demands in a different region. These are possible mechanisms, not general findings that auton-
omy necessarily causes ecological displacement. The empirical question is whether the new pathway’s
total and place-specific consequences are better, worse, or mixed under a matched production function
and time horizon.

Industrial ecology, environmentally extended input—output models, material-flow analysis, and life-
cycle assessment already provide relevant tools for tracing such pathways [184, 84, 83, 173]. Their
interpretation requires care. National or sectoral averages may not characterize the ecological exposure
at a particular river basin, refinery, mine, or habitat. A global-warming-potential indicator captures a
defined climate forcing comparison but does not identify effects of local chemical toxicity, freshwater
depletion, acoustic disturbance, or changes in community composition. Allocating emissions or materials
among co-products requires declared rules and sensitivity analyses. A GR trajectory record is useful
only to the extent that its historical, institutional, and provenance fields improve traceability or causal
discrimination beyond a competent conventional inventory.

Spatial distribution also creates asymmetries of observability and authority. The enterprise select-
ing an automation strategy may observe product yield and on-site energy consumption precisely while
possessing only modelled estimates of contamination or land change at distant upstream sites. Regu-
lators and nearby communities may have different measurements and different rights to challenge the
adequacy of the assessment. Thus, an ecological dependency is not exhausted by the presence of a
material-flow edge: the availability, reliability, circulation, and contestability of evidence affect which
ecological consequences become visible in production decisions. The paper’s GR contribution is to retain
these heterogeneous relations explicitly without conflating an epistemic power to select measurements
with a biophysical mechanism of ecological change.

21.6 Ecological Timescales and the Limits of Technical Substitution

Technical assets, material stocks, and ecosystems can exhibit sharply different characteristic timescales.
Controllers may be replaced within weeks, facilities refurbished over years, and some ecological rela-
tionships altered or reassembled over far longer periods. Recolonization does not necessarily restore
a prior food web, and the renewal of water stocks does not by itself guarantee the recovery of aquatic
communities. Relevant disturbances may also be cumulative: intermittent extraction, repeated thermal
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releases, landscape fragmentation, and combined contaminants can interact even when each operation
passes a short-term compliance check. Holling’s resilience framework and the IPBES Nexus Assessment
motivate treating such interactions as specific ecological research problems rather than assuming linear
recovery after cessation of a disturbance [55, 61].

The choice of evaluation horizon therefore has normative and epistemic consequences. A five-year
engineering horizon may accurately measure replacement costs yet exclude effects on long-lived organ-
isms or slowly changing water and soil systems. Extending the horizon is not a universal remedy: ob-
servations become sparse, counterfactual assumptions less testable, and ecological change may involve
multiple possible pathways. A responsible analysis specifies which future trajectories are being assessed
and the uncertainty surrounding their continuation, rather than treating ecological states at designated
dates as guaranteed outcomes. It should also consider whether some losses cannot be meaningfully com-
pensated through restoration elsewhere or through monetary payments.

This is a point at which ecological ethics and historical materialism meet without being collapsed.
A particular mode of production determines how investment decisions, material access, risk allocation,
and ecological monitoring are organized. But the ecological consequences are mediated by physical pro-
cesses not constituted by ownership alone. Changing a firm’s ownership may change the incentives and
available remedies while leaving a contaminant’s biochemistry unchanged. Conversely, technical inno-
vations can alter exposure mechanisms, yet their selection and scale depend on social and institutional
relations. No ownership form or technology is assumed to produce ecological compatibility intrinsically.

21.7 Nonhuman Interests and the Justification of Ecological Intervention

Ecological assessments often begin with processes valuable to humans: the renewal of water supplies,
pollination, climate regulation, food production, or protection against hazards. These matters are impor-
tant, but an adequate account should also ask how productive interventions affect organisms and ecolog-
ical assemblages whose continuation may matter independently of industrial utility. An ecosystem-level
indicator can miss the exposure of particular animals; a species-abundance indicator can obscure indi-
vidual welfare; and a short-term biological response cannot establish the long-term reproductive conse-
quences of repeated interventions. Nor should the presence of ecological uncertainty automatically be
converted into an unconditional prohibition on productive activity. The ethical and institutional task is
to articulate relevant interests, uncertainty, decision authority, alternatives, and possibilities for avoiding
or remedying harm.

The distinction between measurement, interpretation, and authorization is decisive. A sensor may
establish a dissolved-oxygen concentration or heat flux. An ecological model may suggest an altered
habitat risk. A legal regime or governance institution may determine which interventions can proceed
and which monitoring or remedial requirements apply. These inferential and institutional steps can be
mutually informing, but none substitutes for another. Planetary-boundary assessments, for example,
offer a scientifically structured view of systemic risks; they are not themselves permits, universal local
thresholds, or adjudications of nonhuman rights [159, 154]. This manuscript does not posit that a single
formal evaluator can express all human and nonhuman interests in a common scalar welfare function.

A historical-materialist comparison should consequently examine how capitalist enterprises, public
facilities, cooperatives, and commons-oriented infrastructures define ecological obligations, obtain evi-
dence, share decisions, and allocate the capacity to contest interventions. Ecological compatibility could
improve in more than one arrangement, and different dimensions might diverge. The analysis should
admit findings in which a highly automated private facility performs better on declared ecological indi-
cators than a publicly operated comparison, or vice versa. The proposed inquiry concerns the conditions
and causal mechanisms underlying such differences, not the presumed virtue of an institutional label.

21.8 Empirical Tests of Ecological Productive Continuation

A testable comparison could examine alternative automation, sourcing, and cooling policies for a defined
productive service, such as a specified volume and quality of manufactured components over a fixed
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Table 34: Evidence interfaces for evaluating ecological continuation under specified production policies.
The proposed measures are complementary, not interchangeable indicators of sustainability.

Interface Required observations Principal uncertainty Invalid inference
to avoid
Technical service Qualified output, uptime, repair and in- Demand and equipment failures  Stable output
put stocks proves ecosystem
viability
Physical exchange Water, energy, material, heat and chem-  Allocation, off-site sources and Lower on-site flow
ical flows losses proves lower total
burden
Ecological receptors Habitat and community indicators, lo- Detection bias, delayed and in- One recovered
cal exposures, reference variation teracting responses metric proves
ecosystem restora-
tion
Spatial supply chain Location-specific sourcing and process- Missing tiers and sectoral- National intensity
ing, impacts at critical nodes average substitutions captures every lo-
cal exposure
Institutional evaluation Monitoring provenance, participation, Incomplete rights or undocu- A modelled bound-
authorization and remedies mented decisions ary confers legal
permission

operating horizon. The direct measurement programme would record equipment performance, electricity,
material inputs, water withdrawal and consumption, heat rejection, process chemicals, losses, and on-
site environmental conditions. The indirect programme would estimate or measure major supplier-stage
burdens while identifying which upstream links rely on averages rather than facility data. Independent
ecological observation would specify receptors, baseline variability, comparison areas, habitat processes,
sampling frequency, and uncertainty. Community and institutional records would identify the procedures
through which monitoring claims and intervention decisions are evaluated and challenged.

Table 34 sets out interfaces to be connected without collapsing their evidential standards. Three
comparisons would be particularly informative. The first would hold product specifications fixed while
comparing conventional and Al-assisted control policies using equivalent ecological endpoints. The
second would compare on-site improvements with upstream exposures under alternative sourcing ar-
rangements. The third would compare different institutional monitoring and access arrangements while
retaining the same physical technology, where a credible comparison is available. Each comparison
would include prospective stopping criteria for unacceptable or poorly characterized ecological impacts
rather than requiring disturbance to continue for the sake of a complete experiment.

Several negative results would be theoretically useful: no measurable difference in ecological ex-
posure under matched policies; improvements in engineering efficiency offset by increased output vol-
umes; superior on-site performance accompanied by greater upstream burdens; or a richer GR relational
record that fails to improve environmental attribution relative to standard life-cycle and provenance
tools. Stronger positive findings would require appropriately calibrated models, adequate controls, re-
producible measurement, and evidence of ecological outcomes across the relevant time horizons. The
mere number of recorded relations or the computational complexity of a controller is not an ecological
endpoint.

The section thus establishes a constrained conclusion. The reproduction of productive infrastruc-
ture takes place through material relations embedded in ecological systems that evolve according to
heterogeneous processes and histories. Technical continuity, even when supported by renewable energy,
sophisticated control, maintenance, and recovery, does not itself determine whether these processes can
continue within declared ecological and normative limits. The next section examines ecological recover-
ability more closely, distinguishing measurable improvement, re-establishment of particular ecological
functions, and the limits of restoration following productive intervention. The subsequent ecological
sections will test how such conditions can be integrated into lifecycle accounting and robust viability
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analysis without presuming that an autonomous production system can fully know, control, or replace
its ecological surroundings.

22 Ecological Recoverability Following Productive Intervention

Section 21 distinguished the continued operation of a productive installation from the continuation of
ecological processes exposed to its material activities. This section asks a further question: after a spec-
ified productive intervention changes an ecological system, which aspects of that system can recover,
through which processes, and with what evidential and institutional qualifications? The research pur-
pose is to establish a defensible account of ecological recoverability before subsequent sections consider
lifecycle impacts, robust ecological viability, and cumulative changes at scale. The analysis draws upon
restoration ecology, resilience research, empirical studies of disturbed habitats, and historical material-
ism. It treats recovery as a set of observable and potentially contested processes rather than a presumed
return to an unchanging natural baseline. The account is prospective and comparative; it supplies nei-
ther a universally applicable recovery threshold nor an empirical ecological assessment of a particular
autonomous factory.

22.1 Specifying Recovery in a Changing Ecological System

Ecological recovery is ordinarily evaluated relative to attributes of ecosystems, such as species compo-
sition, structural complexity, hydrological functioning, nutrient cycling, reproductive recruitment, and
the capacity to respond to subsequent disturbance. These attributes can develop along different trajecto-
ries. A polluted freshwater reach, for example, may show rapidly declining contaminant concentrations
even while sensitive invertebrates recover slowly; vegetation cover can return while characteristic soil
communities remain altered; and regenerated biomass can coexist with a reduction in ecological connec-
tivity. An explicit statement of what is expected to recover is therefore logically prior to a declaration of
success.

The Society for Ecological Restoration’s third-edition international standards distinguish ecological
restoration directed toward native ecosystems from the broader restorative continuum, emphasize ref-
erence models that account for environmental change, and call for measurable evaluation of recovery
attributes [46]. These principles help avoid two symmetrical errors. A reference state should not be
treated as a timeless or universally attainable configuration, while an arbitrary improvement in one indi-
cator should not suffice to establish the recovery of the ecological relations relevant to the stated goal.
Reference models can draw on multiple relatively intact sites, historical observations, Indigenous and
local knowledge where appropriately governed, and defensible reconstructions of ecological potential.
Their selection carries scientific and institutional responsibilities, including uncertainty regarding chang-
ing climate, disturbance regimes, and historical land use.

For this paper, let R, iy denote an explicitly described set of acceptable ecological reference trajecto-
ries for location or ecological unit « over a declared horizon H. The set may contain multiple trajectories
where climate variability, succession, or competing plausible reconstructions prevent one uniquely spec-
ified future. Such a representation differs from a single fixed target: the question is whether a proposed
recovery process remains compatible with a declared range of ecological attributes and continuations.
The construction of R, i requires substantive ecological judgment and cannot be inferred from the nota-
tion itself. A reference trajectory can also be normatively inadequate if it ignores threatened organisms,
nearby communities, or obligations to affected people.

A useful vocabulary separates attenuation of exposure, biological re-establishment, recovery of mea-
sured functions, and re-establishment of continued ecological capacities. Exposure can decline following
emission cessation. Recruitment and recolonization may occur if propagules, habitats, and connectivity
are available. Selected processes may recover without a corresponding return of previous community
composition. Finally, durable ecological continuation depends partly on the system’s capacity to orga-
nize and renew its own relations under subsequent environmental variability. These distinctions specify
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empirical research tasks; they do not assume that recovery follows a universal sequence.

22.2 What Restoration Evidence Establishes

Empirical restoration studies show both substantial possibilities for biological recovery and important
limits to its timing and completeness. A global meta-analysis by Moreno-Mateos and colleagues assem-
bled evidence from 621 restored or created wetland sites. On average, measures of biological structure
and biogeochemical functioning remained approximately 26% and 23% lower than reference wetlands,
respectively, even in a synthesis including sites assessed after approximately a century of restoration
[129]. Those percentages are comparisons within the study’s wetland sample and selected metrics. They
are not universal deficits for every restored wetland, nor direct predictions of effects at an industrial pro-
duction site. The study further identified differences associated with wetland size, climate, hydrological
exchange, and environmental setting. The important inference concerns heterogeneity: the measurement
of an improving attribute does not settle whether the wider set of ecological attributes has recovered.

A meta-analysis of 133 tropical-forest studies by Crouzeilles and colleagues compared natural re-
generation with active restoration, controlling for selected environmental and historical factors. Across
the study’s biodiversity and vegetation-structure measures, natural regeneration performed better on av-
erage than active restoration [25]. This finding cautions against equating the degree of technical inter-
vention with ecological restoration success. It does not imply that natural regeneration without further
site-specific management is superior in every degraded forest, or that withholding necessary interven-
tion is always appropriate. Different disturbance legacies, proximity to seed sources, invasive species,
land-use pressures, and reference conditions may justify different strategies. An autonomous produc-
tion system’s restoration plan must similarly explain why a proposed intervention helps remove limiting
conditions rather than merely increasing the visible activity of restoration.

Marine evidence illustrates the possibility of contrasting recovery responses at the same site. Jones
and colleagues evaluated the area of an experimental polymetallic-nodule mining track 44 years after a
1979 test. They observed continuing physical alteration and persistent biological differences in directly
disturbed areas, while several organism groups had begun to re-establish; some areas affected by sed-
iment plumes showed more limited detectable residual effects [108]. The study concerns an intensive
historical deep-sea mining test with particular equipment, substrate, and habitat conditions. It cannot
directly estimate the disturbance of ordinary marine research robots, nor the recovery rate of terrestrial
autonomous manufacturing infrastructure. Its methodological relevance lies in the separation of physi-
cal persistence, biological recolonization, and response differences among exposure zones and organism
groups.

Table 35 records a heterogeneous evidence base instead of converting its findings into an average re-
covery percentage. Such conversion would confound habitats, disturbance intensities, observations, and
reference constructions. A historically situated analysis also asks which activities created the degrada-
tion, who can access the affected environment, which restoration knowledge is recognized, and whether
restoration funding and monitoring can continue after the production activity ends.

22.3 Ecological Memory and Recovery Constraints

Ecological recovery is conditioned by more than the contemporaneous intensity of a disturbance. Prior
land use may change soil profiles and seed banks. Industrial extraction may remove physical substrates
used by sessile organisms. Contaminant residues may persist in sediments, while groundwater transport
can delay responses after surface emissions cease. Fragmented habitats may lack connected populations
able to recolonize a site. Similarly, repeated heat or drought stress can interrupt biological recruitment
even where a short-term indicator appears favourable. These mechanisms introduce ecological mem-
ory: the consequences of earlier exposures and ecological relations that remain causally relevant to later
outcomes.

Resilience theory has long distinguished the persistence of selected ecosystem functions from the
capacity of systems to absorb disturbance while retaining relevant organizing relations [55]. This liter-
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Table 35: Selected empirical evidence on ecological recovery and the limits of transfer to autonomous
production. Dates, populations, and metrics refer to the cited studies rather than a shared global recovery

index.

Evidence setting

Observation design

Relevant finding

Boundary of inference

Restored wetlands

[129]

Tropical forests [25]

Abyssal mining track
[108]

Restoration standards
[46]

Meta-analysis of 621 sites
across multiple regions

Meta-analysis of 133 studies

Field re-examination 44 years
after a 1979 mining test

Expert-developed normative
and practice guidance, third
edition (2026)

Average biological structure and bio-
geochemical functions remained below
reference measures, including in long-
duration comparisons

Natural regeneration exceeded active
restoration on studied biodiversity and
vegetation-structure outcomes, condi-
tional on included controls

Persistent physical alteration and taxon-
dependent biological re-establishment

Reference models, recovery processes,
monitoring, and affected-party involve-
ment are central to restoration practice

Habitat-, metric-, and
study-design dependent;
no universal recovery
rate

Average across sampled
forest settings; no pre-
sumption against neces-
sary active intervention
Intensive mining distur-
bance, not routine indus-
trial or research robotic
operation

Practice guidance rather
than a measured causal
effect

ature provides an intellectual precedent for the paper’s provisional GR interest in the continuation and
transformation of relational capacities. The formalism should add value by making heterogeneous de-
pendencies, exposed organisms, and contested reference choices traceable, without claiming to displace
established ecosystem dynamics, resilience measures, or ecological network models. A recorded history
is useful only to the extent that it improves causal attribution, explanation, comparison, or the practical
capacity to identify and correct harmful interventions.

An important constraint is the possible presence of nonlinear responses and path dependence. An
ecosystem driven beyond a threshold may occupy a different configuration even after the original pres-
sure decreases. The existence and location of such thresholds are habitat-specific empirical questions.
They should not be inferred merely from the mathematical convenience of representing alternative stable
states, nor presumed absent because no abrupt transition has yet been observed. Recovery evidence may
be weak at the temporal scale of a production investment cycle, particularly for slow-growing organisms,
deep sediments, groundwater systems, or processes whose observable responses are delayed.

The relationship to productive reproduction is direct. Maintaining industrial equipment can often
draw upon replaceable components, standardized interfaces, and qualified repair procedures. Ecological
processes may involve historically contingent organisms, species interactions, substrates, and landscapes
for which no materially equivalent manufactured replacement exists. A production plan that presumes
future ecological repair therefore carries a separate burden of evidence for the availability of its ecological
recovery pathways, rather than borrowing confidence from the repairability of the machines conducting
the intervention.

22.4 Representing Recovery as a Bounded Possibility

A minimal formal model can represent recovery without asserting that ecological systems are fully ob-
served or controllable. Let e,, € £ denote an ecologically meaningful, generally partially observed state
at observational index n. Let u,, € U(ey,) represent admissible restorative or non-intervention decisions,
wy, an uncertain physical and biological disturbance, and 6 a collection of model parameters. We write
€nt+1 = Gn(enaunywnS(g)v (55)

where admissibility of u,, includes declared ecological and institutional restrictions. The time index
designates observation and decision occasions, rather than presuming the ontology of ecological time.
In practice, GG;, would need habitat-specific evidence and uncertainty models.
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For a declared horizon of H observation intervals, let Kz (z) C £ denote the ecologically acceptable
continuation states derived from the reference model, endpoint definitions, and normative review for site
x. Let Qp collect the admitted disturbance trajectories. We define a provisional robustly recoverable set

Rﬁgb(ﬂf) = {60 € & dr € Il gm Ywo. -1 € Qp, 62’“’ € /CH(x)} (56)

Here 7 is a nonanticipative state- or observation-dependent policy satisfying the specified admissibility
requirements. Its available observations and whether the initial state is known must be declared when
defining [1,4y,. Otherwise a policy selected separately with knowledge of each hidden eg could create a
spurious recovery guarantee under partial observation. Equation (56) addresses a terminal continuation
condition; more stringent evaluations may also require acceptable conditions at intermediate states or per-
sistence after H. Replacing the universal disturbance requirement with probabilistic confidence would
define a different claim. If disturbances are unbounded, targets too restrictive, or restoration choices in-
sufficient, the robustly recoverable set may be empty. Thus the definition specifies the evidence a claim
would require, without proving that restoration is feasible.

There is also a more basic identification limit. Suppose the actual ecological state is ¢ = (a,b),
where a denotes an observed attribute such as visible vegetation cover and b an unobserved attribute
such as a relevant soil-community composition. If the observation mechanism is /(e) = a, then distinct
states with the same @ are observationally indistinguishable. This leads to the following elementary
proposition.

Proposition 13 (Non-identification of full recovery from a non-injective observation). Let h : £ — Y
be a measurement map, and let IC C £ be the specified set of ecologically recovered states. If there exist
el € K and e ¢ K such that h(e™) = h(e®™), then observing h(e) alone does not identify whether
e e Kk.

Proof. The two states induce the same observation, but one satisfies the recovery criterion and the other
does not. An inference using only that observation gives the same information for both and therefore
cannot distinguish membership in K. O

The proposition is an elementary identification statement. The failure of injectivity on the entire state
space is not itself sufficient to prevent identification of recovery membership: what matters is whether
any observation-equivalence class intersects both /C and its complement. Conversely, full-state identi-
fication may be unnecessary when observations and warranted restrictions separate those two classes.
The proposition establishes no empirical irreversibility or novel ecological law. Its relevance is that a
recovery certificate based on a limited observable requires justification that relevant unobserved states
cannot invalidate the claimed recovery, or must carry an explicit statement of its restricted endpoint
scope. Sampling additional independent attributes, using ecological experiments, and constraining the
plausible state space can improve identification, but only under defensible measurement and ecological
assumptions.

22.5 Limits of Substitution and Ecological Compensation

The recovery of ecological capacities poses distinct questions from economic replacement of manufac-
tured inputs. A production operator may be able to substitute a different component to restore technical
output. An ecological substitute would have to reproduce the relevant processes and relations at the af-
fected site or across an explicitly justified ecological unit, including where appropriate habitat structure,
species assemblages, connectivity, genetic diversity, nutrient cycling, and the continuations of nonhuman
lives. Some characteristics can be enhanced through engineering, and restoration can achieve substan-
tial benefits. Other losses may be poorly understood, geographically non-transferable, or effectively
irreversible within a declared horizon.

This matters for claims of environmental offsets and compensation. A reconstructed habitat else-
where can have measurable conservation benefits, yet benefits at a different location or time need not
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Table 36: A prospective research design for evaluating recovery claims. Each row identifies an outcome
requiring its own observations and inferential qualifications.

Research interface Required measurements or records Comparison strategy Claim not es-
tablished by the
indicator alone

Disturbance and expo- Baseline conditions, area and intensity =~ Matched sites and pre/post mea- Reduced exposure

sure of alteration, contaminant/heat/water surements where feasible equals recovered
pathways ecosystem
Biotic re-establishment =~ Recruitment, species composition, Repeated surveys with detection Higher abundance
traits, genetic or population indicators correction restores prior rela-
tions
Ecological function Hydrology, nutrient cycling, Appropriate reference ranges and  One functional
soil/sediment processes, productiv- process assays metric captures
ity ecosystem in-
tegrity
Persistence and re- Repeat disturbance, connectivity, Site histories and stress-response  Short-term  end-
silience longer monitoring horizon comparisons point implies
durable continua-
tion
Governance and rem- Reference-choice record, affected- Compare decisions and account- Documentation
edy party  involvement, obligations, ability over time proves legitimate
funding, correction mechanisms authorization

restore affected organisms, cultural relations, or ecological dependencies at the damaged site. An ac-
counting scheme that credits restored area or predicted service delivery against measured habitat loss
therefore requires explicit ecological equivalence, uncertainty, timing, and distributional assumptions.
Legal acceptability and ethical justification constitute further questions. It would be misleading to treat
a positive monetary valuation, the planting of replacement vegetation, or a contracted restoration budget
as an observed recovery outcome.

A historically informed analysis should also examine the allocation of recovery obligations. Produc-
tive expansion can generate immediate revenue while its ecological effects persist beyond a facility’s
ownership period or the lifespan of the equipment used. Monitoring, liability, environmental remedia-
tion, and restoration funding therefore have temporal and institutional dimensions. The consequences
of an intervention may remain with affected ecosystems and communities after economic beneficiaries,
controlling entities, or technologies have changed. Autonomous decision systems make provenance and
accountability particularly relevant, because recommendations, human approvals, procurement choices,
and control actions may be distributed across organizations. The GR representation may assist in tracing
these relations; it cannot, by recording them, confer legitimacy or substitute for environmental remedy.

22.6 Comparing Recovery Pathways under Productive Constraints

A credible empirical comparison requires a concrete site, specified disturbance, realistic alternatives, and
repeated observations. Consider a hypothetical industrial expansion adjacent to a wetland. Three possi-
ble strategies might be avoidance of the most sensitive area, minimized construction with compensatory
on-site rehabilitation, and greater construction disturbance followed by more extensive active restoration.
Their engineering outputs and ecological consequences may differ; comparison must declare production-
service equivalence, baseline variation, affected habitat, social impacts, funding reliability, and uncer-
tainty. The purpose is to test rather than presuppose the comparative success of the more technologically
intensive option.

Where practical, a before—after—control-impact design could improve attribution, although spatially
replicated controls and treatment assignment may be difficult and causal interpretation remains dependent
on parallel-trend or site-comparability assumptions. A control area should not simply be selected because
it is currently less disturbed; its history, physical setting, and ecological connectivity matter. Studies
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should also record climate and background stressors, evaluate monitoring sensitivity, and specify the
interval over which a change could reasonably appear. Short-term recovery of a visible endpoint should
not be treated as evidence of long-term ecosystem resilience.

Table 36 provides a matrix for testing claims made by autonomous production systems. An Al con-
troller could select lower-impact construction routes, optimize energy or water demands, or adaptively
adjust remediation. Evidence of improved planning quality would be a relevant engineering finding.
The ecological claim would require measured changes in exposures and outcomes, with independent
checks for unanticipated disturbance and omitted receptors. Negative findings remain informative: an
optimized policy may yield no detectable ecological gain, a naturally regenerating site may outperform
an actively restored site, or costs and ecological burdens of restoration may exceed the stated benefits
under particular boundaries.

22.7 Recoverability within Historical Production Relations

Historical materialism helps explain how different production relations shape exposure, the resources
available for rehabilitation, and the distribution of responsibility. A production system’s ecological de-
cisions arise within procurement contracts, property and land-use institutions, insurance and liability
arrangements, labour structures, and public or collective mechanisms for evaluating environmental in-
terventions. These relations affect the choice of sites, the time horizons of investment, the visibility of
ecological harms, and the capacity to fund monitoring after extraction or facility closure. They do not
determine biological recovery in isolation; ecological responses depend on the physical disturbance and
the historical properties of the affected system.

The distinction between productive reproduction and ecological recoverability sharpens the paper’s
political-economic hypothesis. Automation may increase the ability of enterprises to renew productive
equipment while allowing ecologically costly effects to be shifted outside financial reporting boundaries
or into longer time horizons. Under other institutional and technical circumstances, improved control,
lower material throughput, monitoring, and enforceable restoration obligations may reduce impacts or
support ecological recovery. A comparative study must allow both possibilities. These possibilities
should be investigated through matched service outputs, physical material flows, independently moni-
tored ecological attributes, and documented institutional decision rights.

Ecological continuation also cannot be reduced to the productivity of nature for an enterprise. Nonhu-
man organisms and ecological relations may have claims to ethical consideration irrespective of immedi-
ate use-value. Restoration goals involve choices about which beings and trajectories deserve protection,
which losses are tolerable, and who can authorize action under uncertainty. The research model can make
those choices more legible, but it supplies no automatic solution to conflicts among different ecological
and human interests. In particular, a facility’s capacity to pay for environmental rehabilitation neither
demonstrates that the original intervention was justified nor assures that the required ecological recovery
will occur.

22.8 Implications for Ecological Viability Research

The resulting conclusion is intentionally bounded. Ecological recoverability is contingent on the nature
of the disturbance, the ecological attributes considered, available recolonization and renewal processes,
the sequence of interventions, background environmental changes, and the evidential and institutional
standards used to evaluate outcomes. A system that restores vegetation cover, lowers an emission rate,
or increases the observed abundance of a selected taxon may have achieved an important improvement,
while wider claims about the return of ecosystem integrity or generative capacity require additional ev-
idence. Conversely, some systems recover through processes that do not reproduce their former mea-
surable configurations exactly, and the relevant normative question may concern the continuation of
defensibly identified ecological relations rather than historical replication.

For Al-mediated productive systems, the research implication is that prospective recovery should
not be credited as an assured capacity simply because a restoration policy can be represented, simu-
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lated, or financed. Before invoking recovery to justify productive expansion, a responsible assessment
would specify the ecological state variables, reference alternatives, experimental or observational basis,
uncertainty, time horizon, material limits, and accountable institutions. The formal recoverable set in
Equation (56) is a research object whose membership requires habitat-specific investigation, rather than
an instrument that can certify a proposed project by itself.

Section 23 will place the direct disturbance, recovery activities, upstream supply chains, and equip-
ment lifecycles within compatible accounting boundaries. Section 24 will then investigate which pro-
duction policies can satisfy ecological constraints under declared uncertainty. Section 25 will consider
the cumulative consequences when many facilities and repeated interventions interact across space and
time. This order preserves the distinction among observed ecological responses, lifecycle burdens, for-
mal viability, and institutional judgments, and makes room for negative evidence at every interface.

23 Accounting for Ecological Burdens across Production Lifecycles

Sections 21 and 22 established why the operation of industrial equipment and the recoverability of an
exposed ecological system require different observations. The present section examines a further method-
ological problem: how can the ecological burdens associated with an Al-mediated productive service be
traced through the equipment, materials, energy, maintenance, distribution, and recovery activities on
which that service depends? Its role is to connect previously developed dependency models to estab-
lished life-cycle accounting, while preserving the distinction between inventories of physical exchanges,
models of potential ecological impact, observed ecological change, and judgments concerning accept-
able intervention. The discussion draws on life-cycle assessment (LCA), environmentally extended
input—output analysis, material-flow methods, and emerging spatially differentiated impact assessment.
The proposed generative-relational (GR) representation is intended to make changing dependencies and
decision rights more traceable; it is not offered as a replacement for competent industrial-ecological
accounting or as an independently validated impact model.

23.1 Specifying the Productive Service and Assessment Boundary

A comparison requires an explicit functional unit: the quantified service or function against which alterna-
tives are evaluated. A robot-integrated production cell and a less automated cell, for example, cannot be
compared meaningfully by their electricity demand per operating hour if they deliver different numbers
or qualities of conforming products. A prospective functional unit might be the delivery of ten thousand
conforming precision components to a stated specification, within a declared period and region, with
recorded delivery reliability and inspection requirements. The example is a research-design choice, not
a measured output of an existing installation. Comparability may require adjustment for rejects, rework,
product durability, downstream use, and the number of facilities needed to supply the same service.

ISO 14040 specifies the framework of goal-and-scope definition, inventory analysis, impact assess-
ment, interpretation, and reporting; ISO 14044 sets requirements and guidelines for carrying out the
assessment [84, 83]. A declared reference flow then specifies what quantities of goods, services, and
activities supply the functional unit. This distinction matters where the reference flow changes with
equipment lifetime or production architecture. The production cell might require one controller and a re-
placement module over a five-year horizon, while its comparator uses different tooling and more frequent
operator interventions. Assigning the entire manufacturing burden of a long-lived machine to one short
production run would distort such a comparison; assigning it uniformly over an assumed service lifetime
might also misrepresent irregular operation or premature failure. Utilization, service life, refurbishment,
and replacement therefore require evidence and sensitivity analysis.

System boundaries should extend beyond the factory gate where relevant. At minimum, the
manuscript proposes a foreground inventory of the production process, its direct energy and water
inputs, consumables, maintenance, rejected products, and process emissions. A background inventory
traces electricity generation, equipment fabrication, semiconductor supply, mining and refining, trans-
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port, and waste treatment. Infrastructure construction and decommissioning must be included when
consequential to the comparison. The boundaries also require a time horizon, geography, policy scenario,
and definitions of which emissions or resource flows are attributable to the service. A nominally cradle-
to-grave assessment does not demonstrate comprehensive coverage: missing upstream tiers, poorly
understood land transformation, and untracked residual waste can persist within the declared boundary.
The Product Environmental Footprint methods recommended by the European Commission provide one
established framework for consistent life-cycle evaluation, while remaining methods whose relevance
depends on product-specific rules and study purpose [33, 183]. Methodological standardization of
an inventory does not itself supply unmeasured exposure pathways, receptor observations, or causal
evidence of ecological recovery.

23.2 Accounting for Physical Exchanges without Collapsing Units

The inventory should preserve quantities by physical type. Kilowatt-hours of electricity, litres of with-
drawn water, cubic metres of consumed water, kilograms of copper, hectares of habitat conversion, and
kilograms of a named contaminant are not interchangeable measures of ecological burden. Nor should
water withdrawal be silently equated with consumption, or the movement of collected scrap with the
production of qualified secondary material. Sections 17 and 20 gave examples of these distinctions in
energy, cooling, and recovery systems. The objective here is to connect those localized accounts to the
complete service pathway without combining dimensions through an unexplained coefficient.

Let a € A index productive or maintenance activities, » € R regions or receptor locations, n € N/
time intervals, and k € KC elementary flow types. A proposed inventory record is

fos = quantity of typed elementary flow £ attributable to activity a under policy 7 at (r,n), (57)

arn.

with an explicit unit [/;] for each k. Production events, purchases, and recovered materials should be
identified separately from elementary exchanges with the environment so that intermediate inputs are not
counted repeatedly. A provenance record would connect each entry to a measurement or estimator, its
time stamp, location resolution, allocation rule, uncertainty, and the decisions that selected the underlying
activity. In particular, the historical record of production instructions should not be mistaken for evidence
that upstream exchanges have been measured.

For an impact category j, a conventional characterization-based approximation may take the form

B = 5" cin I leien] = [Bi)/ 1), (58)

a,r,n,k

when the model is linear in the relevant elementary flows and the characterization factors c;,,, are de-
fensible for the context. These factors are not universal physical constants. They encode environmental
fate, exposure, or impact assumptions under a selected model. Equation (58) describes a potential impact
estimate in the units of category j, not a measured change in an entire ecological system. Some impacts
exhibit nonlinear responses, thresholds, interactions, or time dependence not captured by a linear factor.
For such cases the impact operator must be replaced or supplemented by a suitably calibrated ecological
model, or the missing relationship reported as unknown.

The outputs should therefore be a vector of non-equivalent indicators: for example climate-change
potential, freshwater deprivation risk, modeled toxicity potential, land-use pressure, and other pathway-
specific ecological metrics. An index combining different categories requires declared normalization and
weighting choices and should be reported alongside the original categories. The IPBES Values Assess-
ment documents the diversity of ways in which nature and its contributions are understood and valued,
reinforcing the distinction between an impact calculation and a comprehensive account of ecological or
ethical value [60]. No single scalar LCA score will be treated here as an intrinsic measure of ecological
generativity.
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23.3 Tracing Upstream and Downstream Production Pathways

A production facility’s direct inventory cannot describe the full material consequences of its productive
policy. Section 21 established this point in the context of displaced electricity, materials, and ecologi-
cal exposures. A robot-operated facility may use less electricity on site while depending on additional
sensors, network infrastructure, accelerators, and replacement devices. Conversely, greater equipment
durability or process control might reduce rejected materials, component turnover, or upstream extrac-
tion. Both changes must be counted in the same functional comparison. Increased operational autonomy
alone determines neither outcome.

Process-based LCA can follow specific production steps with detailed engineering inventories, while
environmentally extended multiregional input—output (EE-MRIO) approaches trace interindustry pur-
chases and associated environmental extensions across large production networks. EXIOBASE 3 pro-
vides an influential framework of the latter type; its foundational publication describes a harmonized
1995-2011 time series with 44 explicitly represented countries, five residual world regions, and social
and environmental satellite accounts [173]. These historical tables cannot be taken as a direct obser-
vation of a particular factory or of contemporary industrial supply conditions. The strength of MRIO
accounting is broader upstream coverage; its weaknesses for a particular factory include aggregated sec-
tors, average technology assumptions, region-level resolution, and uncertainty in mapping specialized
products to economic sectors. Process inventories are often more specific but may truncate unobserved
upstream tiers. Hybrid approaches can use the strengths of both, provided the overlap between process
and input—output accounts is identified and deducted rather than double counted [111].

The standard Leontief accounting relation, under its familiar assumptions, provides an interpretive
starting point:

x=(I-A)"y, (59)

where A represents monetary or appropriately constructed physical requirements, y final demand, and x
total gross output. With compatible environmental-extension matrices, attributed upstream pressures can
be estimated. This equation is established input—output mathematics, not a new theorem or a complete
physical model of ecological interactions. If A is a monetary transactions matrix, its coefficients must not
be interpreted as tonnes or megajoules without an explicit conversion. The inversion also assumes a fixed
technical structure within the modeled comparison, which may be inadequate where automation, substi-
tution, energy mixes, or trade routes change significantly. Sensitivity and scenarios are consequently
part of the measurement architecture, not merely supplementary discussion.

Downstream stages require equal care. Maintenance and re-commissioning consume materials and
energy throughout the assessment horizon, and equipment may have a second functional life under refur-
bishment or reuse. Recycling can create qualified substitute material while incurring collection, transport,
chemical processing, and unrecovered residual burdens. Attributing a credit for avoided primary produc-
tion requires a documented counterfactual substitution scenario rather than an unconditional subtraction.
End-of-life and reuse pathways should be checked for quality differences, leakage, uncertainty, and ef-
fects on the actual supply of primary inputs. The GHG Protocol product standard addresses product
lifecycle greenhouse-gas emissions and removals. Avoided emissions attributable to a comparison with
an alternative product or service are a distinct counterfactual claim: they must not be deducted from
the product inventory, although separately supported and disclosed estimates may be reported [195]. Ac-
cordingly, neither a smaller product GHG inventory nor a separately reported avoided-emissions estimate
automatically establishes improvements in water, toxicity, biodiversity, or local habitat processes.

23.4 Allocation and the Counterfactual Meaning of Improvement

Autonomous production frequently generates more than one output: conforming products, recoverable
heat, scrap, secondary materials, or reusable equipment. A unit of equipment may also support many ex-
perimental campaigns or product lines. A transparent assessment must state how inputs and burdens are
attributed across these functions. Physical allocation, economic allocation, subdivision, system expan-
sion, and substitution-based approaches answer different questions. In ISO-oriented studies, avoiding
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Table 37: Evidence required to compare lifecycle burdens of autonomous production policies. A com-
pleted calculation in one row does not establish the claims excluded in the rightmost column.

Accounting interface

Minimum records and units

Comparison requirement

Inference not estab-

lished alone

Productive function

Direct operation

Equipment and supply

Recovered flows

Ecological pathways

Authority and review

Conforming units, quality, service life,
delivery interval

Metered  energy, water  with-
drawal/consumption, chemicals, yields
Hardware bill of materials, upstream pro-
cesses, replacement frequency

Collection, qualified output, treatment
losses, destinations

Pollutant identity, receptor, geography,
period, ecological surveys

Evidence provenance, scope decisions,
contestation record

Identical functional service

Matched utilization and oper-
ating regime

Comparable foreground and
background coverage

Consistent alloca-
tion/substitution scenario
Valid characterization or
field observations

Comparable disclosure and
institutional rights

Similar output counts

imply equal perfor-
mance

On-site reductions
lower total burden
Supplier location
reveals ecosystem
impact

Recycled mass equals
avoided extraction

Modeled impact
equals ecosystem
recovery

Complete records es-
tablish legitimate ac-

tion

allocation where feasible is a preferred design direction; where it cannot be avoided, the selected treat-
ment and its consequences need to be disclosed and tested [83, 33]. A particular allocation rule can
change the reported burden attributed to one product while leaving physical emissions at a facility un-
changed.

A distinction between attributional and consequential questions is therefore required. Attributional
assessment asks what share of an existing or modeled network’s burdens is associated with supplying
the defined service. Consequential assessment asks which physical changes follow from a specified
decision relative to an explicit alternative. The latter requires assumptions about displaced processes,
marginal suppliers, market responses, production scaling, time horizon, and relevant policies. Neither
interpretation should be treated as inherently correct for every research purpose. When comparing an
autonomous and a conventional facility, the manuscript proposes reporting matched attributional inven-
tories and, separately where defensible, decision-dependent scenarios. A putative benefit should not be
claimed by subtracting a speculative displacement credit from a measured burden without showing the
causal conditions under which displacement could occur.

A hypothetical example makes the accounting problem explicit. Suppose two production architec-
tures each supply ten thousand specification-conforming components. Architecture A uses a newly man-
ufactured controller with a longer service life and fewer rejected components; B uses refurbished control
equipment but higher rework energy. An assessment that counts only purchased new hardware might
favour B, while one that counts all electricity and rework might favour A. Inclusion of upstream process
chemicals, equipment lifetime, and qualified end-of-life recovery could further change the comparison.
No numbers or rank order for these hypothetical alternatives are asserted here. The scientific task is to
obtain actual process data, specify competing plausible substitutions, and test sensitivity to operating
duration, utilization, and supply-chain location before reporting a comparative result.

23.5 The Location and Timing of Ecological Burdens

Two inventories can have the same aggregated quantity of an elementary flow yet differ in their potential
consequences because emissions occur in different watersheds, soils, atmospheric conditions, or seasons.
Characterization can be differentiated by location and time where suitable models and measurements ex-
ist, as in Equation (58). ISO 14046 defines a water-footprint assessment within an LCA framework,
while models such as USEtox address specified toxicological and freshwater ecotoxicological pathways.
Neither method can recover missing local ecological observations by formal manipulation alone [85,
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186]. A 2024 critical review of 86 spatially explicit LCA studies found persistent constraints involving
detailed inventory data and methodological expertise; the review identified a lack of direct compara-
tive evidence that spatialization systematically improves assessment accuracy; regionalization therefore
requires an explicit case-specific justification rather than a presumption of superiority [169].

Proposition 14 (Non-identification of spatially differentiated impact from aggregate flow alone). Sup-
pose a single elementary flow of total amount m > 0 may occur at either of two locations r1, ra, with
distinct applicable linear characterization factors cji,, # cjir, for a specified impact category j and
interval. If only m is observed and allocation between locations is unknown, the characterized result for
that category is not uniquely identified by the aggregate inventory.

Proof. Consider the two feasible distributions (I;,, I,,) = (m,0) and (0, m). Both have observed to-
tal m. Under the stipulated linear characterization model, they yield B; = ¢jx,,m and B; = Cjkr,M,
respectively. The results differ because m > 0 and the two factors are unequal. Thus aggregate observa-
tion of m does not uniquely determine B;. The conclusion is conditional on these available distributions
and characterization factors and makes no claim about an observed ecological injury. O

For illustration, an entirely hypothetical model with factors of 2 and 8 impact-units per kilogram
would assign respectively 20 and 80 impact-units to ten kilograms of the same specified pollutant, de-
pending on location. The figures are constructed for dimensional illustration; they are neither published
fate factors nor observations at real sites. If characterization factors are equal, this particular counterex-
ample does not apply. If effects are nonlinear, location, time, and ecological interactions may be more
complicated still. The proposition formalizes a basic information limitation relevant to supplier reloca-
tion and environmental burden shifting: aggregate discharge totals cannot by themselves identify spa-
tially differentiated outcomes. Better tracking can narrow the uncertainty only where location-specific
data and scientifically adequate impact models are available.

Temporal distributions introduce additional differences. A short thermal discharge during a sensitive
reproductive period may not be ecologically equivalent to the same total heat over a longer interval; a
transient chemical release can interact with hydrological flows, pre-existing contamination, and recov-
ery lags. A discounted future cost is not a physical measure of delayed biological recovery. Ecological
assessments should therefore state temporal sampling resolution, persistence assumptions, latency, ex-
posure duration, and the horizon over which risks are considered. Such choices can determine which
species, communities, or future pathways are visible within the study. Section 24 will consider con-
straints on admissible production trajectories; the present section establishes what must first be counted
or measured for those constraints to be empirically interpretable.

23.6 Environmental Accounting and Historically Organized Responsibility

The boundaries of economic responsibility are historically constituted. A factory may control the se-
lection of its components and equipment but have limited access to evidence on its suppliers’ chemical
discharges or mining-related habitat transformations. Ownership, confidentiality, procurement contracts,
logistics arrangements, and public disclosure obligations determine which records can be obtained, chal-
lenged, corrected, or used in a decision. Historical materialism is useful here because ecological burdens
are not just physical quantities transported through technology; they are produced within relations that
also regulate the circulation of evidence, costs, authority, and remedial obligations. Different institu-
tional arrangements can expose or conceal different portions of the same material chain.

Accounting rules also have political-economic consequences. Allocation may determine which prod-
uct category appears more resource-intensive; organizational boundaries can move burdens outside a
firm’s direct accounts; and a claim of climate efficiency may become a criterion for investment while
underreported water impacts remain localized. These possibilities do not establish intentional conceal-
ment or imply that one ownership form always performs better. Rather, they motivate comparisons of
disclosure quality, auditing, supplier bargaining, and access to remedy across privately owned, public,
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cooperative, and commons-oriented arrangements. The same empirical functional unit could be supplied
through different institutions, and the resulting lifecycle outcomes should be evaluated independently.

The present GR proposal adds a linked record of production events, access decisions, material path-
ways, observational provenance, and changes in responsible institutions. Such a record may help recon-
struct why a particular supplier, equipment replacement, or waste-treatment route was selected. But es-
tablished databases, product passports, provenance ontologies, and audited LCA software already capture
important parts of this work. GR-specific benefits must be tested against those competent alternatives
rather than postulated. One pertinent test asks whether recording institutional restrictions and substitu-
tion decisions improves estimates of counterfactual burdens, uncertainty identification, or the ability of
affected parties to dispute a claim. A negative finding would limit the justification for a distinct GR layer
in environmental accounting.

Ethical and legal judgments remain distinct from inventory arithmetic. Potential climate effects,
predicted freshwater deprivation, observed habitat damage, and harms to individual nonhuman organisms
involve different kinds of evidence. What constitutes an acceptable intervention or compensable loss
requires an explicitly stated normative and institutional process. A global numerical environmental-
footprint score does not grant permission for a facility, establish that a harmed community has consented,
or prove restoration of ecological generativity. IPBES emphasizes that multiple values of nature can
be overlooked when evaluative procedures privilege narrow measurable contributions [60]. The paper
therefore reports physical and ecological evidence without presuming a single globally authoritative
valuation scale.

23.7 Comparative Research Protocol and Identification Limits

A practicable study might compare conventional, optimized, and Al-adaptive production of an other-
wise identical precision component across the same service horizon. The protocol would first register
the functional unit, output tolerances, utilization, location, equipment service lives, and excluded flows.
It would then collect primary process records, supplier-specific data where possible, repair and replace-
ment histories, recovery yields, and logistics pathways. Generic databases would fill declared gaps with
uncertainty labels. The comparison should report at least one foreground-only result and one consis-
tently bounded full-lifecycle estimate for each alternative, exposing the contribution of background data
instead of hiding it in a headline claim.

A second, spatially differentiated arm would identify one or more impact pathways for which inven-
tory location materially affects exposure, such as water consumption within a stressed basin or emissions
of identified substances into receiving waters. A credible ecological claim would require external obser-
vations and a model suitable for the relevant receptor. Parallel supplier or time-period comparisons may
help, but the researcher would still need to address non-random sourcing, policy changes, background
climate, and data quality. A third arm would test the consequences of allocations and counterfactual
substitutions, reporting whether any claimed advantage changes sign as assumptions vary. None of the
three arms requires that automation outperform its comparator; mixed or null results are scientifically
informative.

The decisive methodological caution is that an inventory estimates pressures under declared account-
ing conventions; a characterization model estimates potential consequences given a model; a field study
observes selected ecological outcomes; and an institution decides which interventions may proceed.
These stages can be linked, but evidence does not automatically transfer from one to the next. The
same caution applies to uncertainty: sampling error, sector aggregation, model-form uncertainty, tem-
poral extrapolation, and the unknowability of some counterfactual actions should be identified rather
than combined into a confidence interval without justification. Transparency and sensitivity analysis are
essential, yet neither substitutes for measurements of the ecological relations affected by production.

This section therefore supplies the measurement architecture for the next two inquiries. Section 24
examines whether prospective production policies satisfy specified ecological viability constraints under
bounded or probabilistic uncertainty. Section 25 studies how output scaling, induced demand, overlap-
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Table 38: Proposed sensitivity and falsification programme for lifecycle claims. Indicators remain sepa-
rate unless a justified decision procedure specifies how to compare them.

Research question Required variation or measurement Candidate indicator Finding that limits
the claim

Does automation reduce life- Equal service, varying equipment and input ~ Category-specific burden ~ Advantage dis-

cycle burden? histories per functional unit appears  beyond
factory gate

Does repair extend produc- Actual failure, replacement, refurbishing Burden under observed Replacement bur-

tive benefit? and material-flow logs service duration den outweighs
avoided inputs

Does recovery displace pri- Supplier evidence, yield, quality, marketre- Qualified  substitution Collection fails to

mary input? sponse and residual losses change  primary
production

Does location change ecolog- Discharge locations, characterized path- Receptor-specific impact Difference is

ical exposure? ways, field samples and uncertainty unidentifiable  at

data resolution
Does GR add useful trace- Matched conventional/GR provenance and Reproducible decisions No measurable
ability? reviewer tasks and resolved discrepan- improvement over
cies good LCA

ping exposures, and persistent infrastructures change total ecological burdens across space and time.
In historical-materialist terms, lifecycle accounting can make the material dependencies and displaced
burdens of production more observable; it does not by itself settle how productive relations ought to be
organized or which ecological transformations are justified. Its value lies in enabling claims of ecological
compatibility to be tested, qualified, and, where warranted, rejected.

24 Formal Conditions for Robust Ecological Viability

Section 21 identified the ecological conditions whose continuation must be investigated alongside pro-
ductive reproduction. Section 22 distinguished observed recovery from the recoverability of ecologi-
cal capacities, and Section 23 established the physical inventories and impact models through which
production-related pressures may be estimated. The present section asks whether a production policy can
meet a specified productive service while keeping a coupled technological-ecological system within in-
dependently justified constraints under stated disturbances. Its objective is to provide a precise language
for feasible, infeasible, and indeterminate cases. These categories are relative to models, observations,
horizons, disturbance assumptions, and institutions that authorize the relevant interventions. Mathemat-
ical viability can help expose contradictions among production demands and ecological requirements; it
neither discovers ethically appropriate thresholds nor certifies the ecological compatibility of an operat-
ing facility.

24.1 The Scope of a Viability Inquiry

Viability theory concerns trajectories that remain within declared constraints under admissible decisions;
it has applications in ecological and economic resource management as well as control engineering [7,
28]. The set-invariance literature examines related questions of constrained state evolution, feedback,
and robustness [13]. Béné, Doyen, and Gabay applied viability analysis to a bio-economic system with
joint ecological and economic requirements, showing the relevance of compatibility among constraints
rather than optimizing a single economic objective [11]. The use of a viability kernel in this paper
therefore represents a deliberate application and extension of established mathematical approaches to
the production-dependency and ecological-evidence interfaces developed in previous sections. It is not
presented as a newly invented theorem or a new universal measure of sustainability.

For an autonomous production installation, the research object is a joint state containing at least the
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relevant productive capacity, material and energy stocks, and ecological attributes. A plant can meet
its delivery targets while degrading an ecological receptor; conversely, a policy that reduces local ex-
posure may fail to maintain a specified level of productive service. These are distinct failures relative
to different constraints. In addition, an actor may possess physically feasible control actions that are
unauthorized under applicable law or institutional agreements. The admissible action set must therefore
be declared with its physical, operational, and institutionally enforceable restrictions, while recognizing
that normative judgments about nonhuman interests and the legitimacy of intervention cannot be inferred
from dynamics alone.

The system boundary is an explicit research choice. At a minimum it identifies physical facilities,
productive services, supplier and disposal pathways, ecological receptors, affected locations, and the
evaluation horizon. The smaller boundary used for machine control may differ from that required for
lifecycle accounting. A plant-level model can certify conditional compliance with an on-site temperature
constraint but say nothing, by itself, about upstream groundwater withdrawal or chemical discharge. A
viability claim concerning the entire productive pathway requires those dependencies to be incorporated
through expanded states, bounded external inputs, or clearly qualified supplementary evidence. The
model also needs to distinguish robust feasibility for all modeled disturbances from performance under
the disturbances that happened to be observed.

24.2 Coupled State Dynamics and the Meaning of Constraints

Lett = 0,..., H index decision intervals over a finite physical time horizon. Denote the coupled state

by
st = (pt, e, he) € Sy, (60)

where p; contains productive capacities and resource stocks, e; contains ecological attributes defined at
stated receptors, and h; records any accumulated exposure or delayed-effect variables needed for the
model to be sufficiently predictive. The latter is important: a dissolved contaminant may remain ecolog-
ically relevant after direct discharge ceases, and a population’s response may depend on past recruitment
or disturbance. Markovian notation does not remove ecological memory; it requires that the variables
needed to represent it be included or that a model with explicit history dependence replace the present for-
mulation. Each component retains its physical units. Production rates, water withdrawals, temperatures,
abundances, and habitat attributes cannot be added as if they were commensurate scalar quantities.
A provisional transition model is

Str1 = Fy(se, ue, we; 6), ur € Us(se),  wr € Wi(se, ur), (61)

where u; denotes a physically and institutionally admissible production or mitigation decision, w; a mod-
eled exogenous disturbance, and # calibrated or explicitly uncertain physical parameters. For an engi-
neering subsystem, components of F; may come from measured energy and material balances, qualified
equipment capacities, or reliability models. For an ecological subsystem, they may require field-based
exposure—-response models, hydrological or atmospheric transport models, species-specific demographic
information, and evidence on cumulative stressors. The coupled map is hypothetical until it has been
identified and tested. Its domain of validity, extrapolation limits, and unresolved causal mechanisms
must be recorded. In the recursion below, 6 denotes a fixed, declared parameter value or a parameter
vector whose uncertainty has already been included in an appropriately constructed state or disturbance
specification. Simply writing an uncertain 6 in the transition equation does not make a disturbance-robust
result robust to parameter misspecification.

Let Ky C &; represent the allowed state configurations at decision interval ¢. It may encode lower
limits on productive safety stocks, minimum levels of a defined productive service, or explicit bounds
on selected ecological exposures and conditions. Constraints on outputs and actions can instead enter
through a state-dependent feasible control set /;¥(s), which includes a specified production target and le-
gitimate operational rules. A terminal set 77 C Sy can require continuation readiness, such as available
repair inputs and maintained ecological margins, rather than permitting a policy to exhaust its machinery
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or ecological surroundings at time H. The admissible state set may vary with season, climate conditions,
monitoring results, or formally revised ecological requirements.

The ecological elements of K; are scientifically and normatively substantial assumptions. A thresh-
old for a regulated pollutant is not identical to an ecological threshold for a sensitive community; a
legally applicable limit is not necessarily sufficient to protect all affected organisms; and a model-based
habitat proxy can fail to capture ecological continuation. The literature on Earth-system boundaries illus-
trates the importance of clearly specified scales and criteria while cautioning against interpreting global
thresholds as facility permits [159]. Relevant limits should be chosen through evidence, applicable law,
participation, and context-specific evaluation rather than derived from the mere convenience of a math-
ematical feasible set. As argued in Section 21, a formally satisfiable constraint system may still exclude
important ecological interests.

24.3 Robust Viability over a Declared Horizon

Under full state observation and a stagewise disturbance model, a feedback policy is a family 7 =
(moy ...y TH—1), withu; = m(s;) selected from actions available at time ¢. Decisions are nonanticipative:
a policy may react to information already available but cannot select an action using a disturbance that
has not yet been observed. The finite-horizon robust viability set is defined by

V(r]o% = {So € Ko:3Ime 11,4, V(QU(], C ,wH_l) S Qﬂ(w),

62
s eKyfort=0,...,H, s3"€Tul, ©2

where 20 () contains the disturbance histories allowed by the declared disturbance model when policy 7
is used. Productive-service and authorization conditions are incorporated in Il,q or ;. The universal
quantifier refers only to the disturbances represented in 2J: unknown extremes and omitted ecological
processes are not made harmless by the definition. In particular, if ¢ is an unknown but fixed member of
a set ©, a guarantee over such uncertainty requires an explicit quantifier over © and a policy information
structure that forbids selecting an action using its unobserved value. An augmented belief or parameter-
state model, or a separately justified robust parameter analysis, may then be necessary; independently
reselecting 6 at every stage can be overly conservative and is not equivalent to a fixed unknown parameter.
Likewise, if the terminal set lacks a meaningful continuation condition, short-horizon viability may say
little about longer-term productive or ecological reproduction.

The familiar predecessor construction becomes available when the state is sufficient to predict the
next admissible transitions and the disturbance choices are rectangular, meaning the declared set of
possible disturbances at each interval can be selected independently of unmodeled cross-time restrictions
conditional on the current state and action. Define

Pre;(A) = {s € Ky : Ju € U¥(s) Yw € Wi(s,u), Fy(s,u,w;0) € A}. (63)

The use of a stagewise predecessor is an existing dynamic-programming construction. If uncertainty is
coupled across time, hidden persistent parameters or correlated disturbances may need to be introduced
into the state or treated through a different information structure. The proposition that follows is therefore
a conditional result for the specified fixed-parameter, stagewise rectangular model; it does not separately
establish parameter-robust viability. Merely using a computationally convenient independent disturbance
envelope can make a test either unduly conservative or incorrectly optimistic.

Proposition 15 (Finite-horizon viability recursion). Suppose the fully observed system follows Equa-
tion (61), the admissible state and action sets are declared, the disturbance choices obey the stated
stagewise rectangular model, admissible feedback selections exist in the required policy class (for exam-
ple on finite state spaces or under suitable measurable-selection conditions), and feedback actions may
be selected after observing the current state but before the current disturbance. Let Vi = Kg N Ty
and define Vy = Pre; (V1) fort = H — 1,...,0. Then V) is precisely the set of initial states for which
a nonanticipative feedback policy satisfying the specified state, service, and terminal constraints exists
against all modeled disturbances over the finite horizon.
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Proof. Att = H, membership in V is exactly satisfaction of the final state and continuation constraints.
Assume that membership in Vy41 is equivalent to the existence of a viable policy for the remaining
intervals. If s; € Pre;();+1), an admissible first control exists for which each modeled next state belongs
to V41, the induction hypothesis supplies a continuation policy after that next state becomes observable.
Conversely, if an admissible feedback policy succeeds for all modeled disturbance histories, its first
control must place each possible next state in V; 1, so s; € Pre;(V,+1). Backward induction proves the
result. O

The proposition is an elementary finite-horizon result from standard viability and robust-control
mathematics [7, 13, 28]. It establishes an equivalence inside the specified model, not a theorem that
real ecosystems can be controlled robustly or that the modeled constraints fully represent their generativ-
ity. Computation of Vy may be intractable in high-dimensional, hybrid, or poorly observed systems. A
constructed observability counterexample makes the assumption consequential. Suppose two ecological
states share the same measured temperature and discharge record but differ in an unobserved cumulative
contaminant stock. In the first state, a policy that maintains production respects the registered threshold;
in the second, the same policy crosses a delayed ecological limit, while an immediate reduction is re-
quired. A feedback law computed with the full contaminant stock can distinguish these cases, whereas a
controller restricted to the shared observation cannot select different actions on that basis. If the admissi-
ble actions needed to protect the two states are mutually exclusive, robust feasibility under the restricted
information structure may be empty even though each fully observed state has an individually viable ac-
tion. This is a hypothetical illustration of information dependence; it does not establish that the described
conflict occurs at a specific site. Approximations can change the direction of the guarantee: an unveri-
fied outer approximation may label infeasible states viable, whereas a certified inner approximation can
support a narrower conditional sufficiency claim.

24.4 Incompatibility between Productive Service and Ecological Protection

The viability construction permits empty feasible sets. Consider a deliberately simplified dimensionless
ecological state e;, representing a single habitat-condition indicator, with dynamics

err1 = e+ 0.4 — up — wy, eo =5, w €[0.5,1], w€]0,0.2]. (64)

Here u; > 0.5 is a hypothetical minimum production intensity required to deliver a specified service, 0.4
is a hypothetical background regenerative increment per interval, and w; is an independently selected
adverse exposure in a declared uncertainty range. Let the ecological constraint be e; > 4 throughout
H = 4 intervals. No numerical quantity in this example is derived from a field observation, industrial
process, or published ecological threshold; its purpose is to make the logic of conflicting constraints
transparent.

Because the disturbance sequence w; = 0.2 is admissible and the smallest permissible production
intensity is u; = 0.5, every admissible policy obeys

es <5+4(0.4—0.5—0.2) = 3.8 < 4. (65)

Thus the specified initial state lies outside the robust viability set: production requirements and ecological
conditions cannot jointly be satisfied over four intervals against the declared disturbance sequence. This
does not establish impossibility of production in a real ecosystem. The finding changes if the production
requirement is reduced, the system can substitute less damaging processes, ecological responses are
estimated differently, mitigation modifies the dynamics, or the disturbance assumptions are revised on
evidence. Indeed, with otherwise identical hypothetical assumptions, a two-interval horizon leaves a
nonempty margin under the least intensive policy while the four-interval problem is infeasible. The
difference illustrates why selecting a convenient horizon can conceal a longer-term incompatibility.
This is an example of a constrained decision problem, not an optimization failure that can always be
repaired by tuning weights. If no control satisfies non-negotiable physical or ecological conditions, no
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Table 39: Illustrative claims in an autonomous-production viability analysis and evidence required be-
yond mathematical calculation. Each row concerns a different interface.

Claim examined Mathematical or empirical object Evidence required Unsupported  infer-
ence to avoid

Productive feasibility State dynamics, qualified output and  Process logs, supplier and re- A simulated target
input stocks pair capacities proves  operational
autonomy
Ecological state compli- e; € K; across modeled trajectories ~ Local exposure data and rele- A numerical limit
ance vant receptors proves ecological
wellbeing
Robustness Disturbance envelope W; and error  Historical extremes, sensitivi- Bounded-model suc-
bounds ties, independent stress tests cess covers unknown
extremes
Monitoring adequacy Observation map and unobserved Sensor validation, detection A measured proxy
state set limits and field coverage identifies whole
ecosystem
Institutional admissibility =~ Authorized actions and declared de- Applicable law, access rights, Technical feasibility
cisions participation records supplies permission
Continuation readiness Terminal 7x and longer-horizon Ecological recovery and infras-  Short-horizon  sur-
tests tructure replacement evidence vival proves indefi-

nite continuation

scalar objective weighting can make an infeasible action admissible. A researcher may investigate al-
ternative production volumes, locations, technologies, recovery activities, or institutional arrangements;
each such change defines a new scenario requiring its own physical and ecological accounting. Claims of
impossibility must therefore remain conditional on the model and what interventions were legitimately
included. Conversely, a feasible numerical trajectory is only a model-based existence claim until the
dynamics, observations, and constraints have been validated.

24.5 Partial Observation and Uncertain Ecological Models

The full-state recursion is an analytic benchmark, not a realistic description of most ecological man-
agement. Autonomous plants generally observe some physical process variables with high temporal
resolution, while ecological attributes may be measured irregularly, indirectly, or at spatial scales differ-
ent from relevant habitat processes. Denote observations by y; = Oy (s, 1), with sensor or sampling
uncertainty 4. A feasible implementable policy has the form u; = u¢(yo, - - ., Y, wo, - - ., ut—1), subject
to information-access and legal restrictions. A state-feedback policy that requires inaccessible ecological
states cannot be implemented simply because a mathematical optimizer can compute it.

One conservative method is to maintain a set Z; of states consistent with available observations and
declared uncertainty. An action may be called robustly admissible for the information state if it meets its
constraints for every state in Z; and every modeled disturbance; the information set must then be updated
after each observation. A Bayesian alternative uses a declared belief distribution and probabilistic criteria,
but its conclusions depend on prior, likelihood, and model adequacy. Neither uncertainty representation
is universally appropriate. Sparse ecological sampling, observation-induced disturbance, nonrandom
access to sites, and unrecognized species interactions can invalidate apparently precise estimates. In
some cases the defensible result is an unresolved feasibility judgment rather than a numerical certificate.

Chance constraints answer another question. A condition of the form

H
p >1-—
/\/rl D){St S ]Ct} = « (66)

asserts a joint-horizon probability bound under a specified distributional model M and explicitly fixed
admissible policy 7; neither the disturbance distribution nor the policy is supplied by the inequality itself.
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It does not imply that every admissible disturbance trajectory is safe. Nor does a family of marginal
probability bounds on individual constraints automatically provide the same joint guarantee; dependence
and allocation of the total tolerated risk must be addressed. What constitutes an acceptable « is an
institutional and ethical question that cannot be settled by the formalism. When relevant ecological risks
concern irreversible losses or the interests of organisms inadequately represented in the modeled state, a
small simulated violation probability may be an insufficient basis for authorization.

Model-form uncertainty deserves separate treatment from stochastic noise. A computer may pre-
dict discharge temperature precisely while omitting a relevant downstream habitat, or may predict water
availability while failing to represent supplier withdrawals. Sensitivity analysis across alternative ecolog-
ical mechanisms, spatial boundaries, recovery times, and intervention histories is consequently essential.
Demonstrated agreement within historical training data does not by itself validate extrapolation to al-
tered climate or a new production architecture. If models disagree about whether a critical ecological
constraint is satisfied, that disagreement should remain visible in the reported viability classification.

24.6 Productive Reproduction and the Horizon of Ecological Continuation

Robust viability over a finite horizon is different from the capacity for continued reproduction. A con-
trol policy could keep an ecosystem indicator above a threshold through one production cycle while
exhausting qualified spare parts, reducing regenerative capacity, or accumulating unobserved stressors.
A terminal readiness set can require particular production stocks and ecological margins at H; yet no
terminal condition can guarantee indefinite viability without conditions on post-horizon dynamics and
feasible future interventions. An infinite-horizon controlled-invariant set is a distinct object, requiring
stronger and often empirically inaccessible assumptions about long-term disturbance and ecological dy-
namics [13, 7].

The relationship with Section 22 is especially important. A control policy may remain within a
declared threshold during ordinary operation but still undermine the system’s recoverability following
an accident. Conversely, a restoration programme may increase the range of recoverable conditions while
imposing short-run material and energetic costs. Ecological viability and recoverability should therefore
be compared under the same spatial units and model histories but reported as distinct properties. It
would be misleading to present viability of a selected control variable as equivalent to the persistence of
ecological assemblages, the wellbeing of particular nonhuman organisms, or the preservation of open-
ended generative possibilities. Ecological futures can depart from the modeled state space, and their
significance may resist a fixed terminal-score representation.

The historical-materialist dimension concerns who can alter these possibilities. Production quotas, ac-
cess to alternative suppliers, rights to stop operations, environmental monitoring budgets, and responsibil-
ities for restoration arise within historically constituted production relations. Such arrangements change
both the set of feasible controls and whose evidence enters the decision process. A publicly owned,
investor-owned, cooperative, or commons-oriented facility may confront different cost constraints and
duties, but none is guaranteed ecological viability by its ownership form. The model makes those differ-
ences investigable by identifying decision rights, productive capacities, and environmental constraints
separately. It does not reduce relations of production to economic coefficients or presume that a single
global evaluator can resolve heterogeneous claims concerning ecological life.

24.7 Comparative Research Design and Failure Criteria

An empirical study could compare several control and production architectures supplying the same
quality-qualified industrial service over a registered horizon. A baseline facility, a conventional energy-
and material-optimized policy, and an Al-assisted adaptive policy would use matched physical and in-
stitutional boundaries wherever possible. The evaluation would first document actual electricity, water,
material, maintenance, and production records. It would then independently estimate relevant ecolog-
ical states and exposures using field measurements and justified mechanistic models. Only after such
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Table 40: Proposed tests capable of limiting or rejecting claims about robust ecological viability in au-

tonomous production.

Research question

Comparison or validation design

Reporting unit

Finding that limits
the claim

Can service and ecology co-
exist?

Does robust control outper-
form ordinary control?

Are ecological proxies ade-
quate?

Joint production and receptor observa-
tions across the same horizon

Matched services, uncertainty tests and
out-of-sample disturbances

Independent receptor sampling, alterna-
tive observation maps

Qualified  service and
bounded ecological indica-
tors

Constraint frequency, out-
put, failures and uncertainty

Prediction error, detection
rate and missing states

Feasible set empty
for justified as-
sumptions

No performance
gain over compe-
tent baseline
Unobserved deteri-
oration invalidates

compliance proxy

Does a longer horizon Recompute viable sets for multiple hori- Horizon-dependent Apparent  advan-
change feasibility? zons and terminal conditions feasible-state set tage  disappears
with  repair or

recovery needs

No measurable im-
provement over es-
tablished methods

Can GR improve auditabil-
ity?

Compare existing LCA inventories and
operational-technology provenance with
additional relational records

Reproducibility of deci-
sions and resolved disputes

measurement would a viability algorithm operate on the bounded dynamics. A policy should be classi-
fied as robustly viable only within the declared model, uncertainty envelope, thresholds, and observation
assumptions; broader empirical ecological compatibility would require additional independent evidence.

A stronger protocol would preregister productive functional units, ecological receptor selection, un-
certainty envelopes, constraint provenance, failed and successful model versions, and any human over-
rides. Observed ecological change must be compared with plausible alternative causes, including back-
ground climate variation, other industries, seasonal cycles, and pre-existing disturbance. The analyst
should report the consequences of changing modeling boundaries, disturbance support, thresholds, termi-
nal conditions, and feasible production demand. Since such changes can reverse a feasibility conclusion,
model sensitivity is a central result rather than an appendix to a binary viability label.

The GR research proposal would add dated records linking productive events, material substitutions,
ecological measurements, model revisions, contested constraints, and responsible institutions. Its poten-
tial contribution is the traceability of changing relations and the identification of which choices altered
feasible continuations. That contribution is only persuasive where matched evaluation demonstrates an
advantage over competent industrial-control logs, provenance standards, and lifecycle systems. Such
evidence would also help distinguish an ecological violation caused by an unforeseen disturbance from
one caused by a chosen production policy or omitted measurement pathway, without attributing intention
or responsibility solely from a mathematical optimization result.

This section thus closes the first formal bridge between the production-dependency architecture of
Sections 6—20 and the ecological conditions examined in Sections 21-23. Robust viability is a disciplined
method for asking whether jointly specified productive and ecological constraints can be satisfied across
uncertain trajectories. Its scientific use depends on accurate physical models, independently warranted
ecological variables, honest information limits, and legitimate institutional procedures. A nonempty cal-
culated viable set neither proves ecological justice nor establishes perpetual reproductive capacity; an
empty set instead identifies a conditional conflict whose causes and available alternatives deserve inves-
tigation. Section 25 now turns to another consequential limit of facility-level feasibility: autonomous
production may scale, relocate, or induce additional material activity, altering cumulative ecological
burdens beyond the tested boundary and horizon.
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25 The Cumulative Effects of Autonomous Production at Scale

Sections 21-24 investigated ecological continuation, recoverability, lifecycle burdens, and the condi-
tional feasibility of production within stated ecological constraints. Each inquiry depends on its sys-
tem boundary and the level of productive activity assumed. The present section investigates how those
conclusions may change when autonomous production becomes less costly, more widely adopted, geo-
graphically distributed, or more intensive over time. Its purpose is to distinguish improvements within
a particular process from changes in the total biophysical demands and ecological exposures generated
by a historically expanding system of production. The analysis draws upon the established literature
on rebound effects, industrial material demand, cumulative-impact assessment, and demand-side miti-
gation. The proposed contribution is an explicit connection among changing productive dependencies,
institutional decisions regarding scale, and the evidence needed to judge ecological continuation across
multiple interacting sites. Greater autonomy is neither assumed to cause resource growth nor treated as
sufficient for ecological improvement.

25.1 Distinguishing Productive Efficiency from Absolute Ecological Change

A production cell may use fewer kilowatt-hours, litres of water, or kilograms of material per conforming
product while the enterprise, sector, or regional industrial system draws more resources in total. This
elementary possibility matters especially where autonomous equipment operates for longer intervals,
permits lower unit costs, enables additional product varieties, or is replicated across facilities. The rel-
evant outcome depends on what service is supplied, which environmental flow is counted, and how the
observational horizon is drawn. Even the meaning of a “unit” requires care: the same number of items
may provide different service lives, reliability, or downstream functions. An efficiency comparison must
therefore use a defensible functional unit and acknowledge changes in output quality and service perfor-
mance.

For a single physically homogeneous flow, define ¢); > 0 as the number of functionally comparable
units supplied in interval ¢, i, > 0 as the flow requirement per unit, and C; > 0 as additional flow
attributable to capacity expansion, equipment replacement, and other infrastructure processes not already
included in ;. In units matched to the selected flow, total requirements within a declared boundary are

M; = Qyi; + C;. (67)

The identity is an accounting decomposition, not an empirically estimated causal response. C'; can repre-
sent additional electricity or mass only if the selected inventory category and units are consistent; energy,
greenhouse-gas emissions, and water consumption require distinct ledgers. If embodied equipment re-
quirements are already amortized in i, they must not be added again in C;. Where there are many prod-
ucts and flows, the corresponding representation is a typed vector or matrix of inventories, with separate
functional units and allocation rules as in Section 23. It is not legitimate to add heterogeneous ecological
harms to obtain a single physical total without a scientifically and normatively defended characterization.

A simple constructed comparison illustrates the problem. A factory initially manufactures 100
equally specified units at 10 kWh per unit, with no additional infrastructure electricity included in the
accounting boundary; its counted requirement is 1,000 kWh. An alternative automation strategy reduces
operating electricity intensity to 7.5 kWh per unit but expands output to 150 units. At the same narrow
operating boundary, the counted requirement rises to 1,125 kWh, an increase of 12.5%, notwithstanding
a 25% intensity improvement. These numbers are hypothetical and do not demonstrate that automation
induced the output expansion. The result could also change after accounting for equipment manufacture,
process heat, quality losses, regional electricity mix, or the services delivered by the additional units.
The purpose of the example is to show what evidence must be collected before presenting technical
efficiency as an absolute ecological gain.

Proposition 16 (Threshold for an absolute reduction under fixed ancillary requirements). Let
Qo, Q1,170,171 be strictly positive and let Cy = C; = C > 0 represent unchanged ancillary re-
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quirements measured in the same physical unit. If i1 < i, then total requirements decrease from
interval 0 to interval 1 if and only if
Q1 o
—_— < .
Qo

Equality produces unchanged total requirements; the reverse strict inequality produces an increase.

(68)

Proof. Under the stated accounting boundary, M1 — My = Q141 — Qoigp because the ancillary terms
cancel. Since Qui; > 0, the inequality M; < M is equivalent to Q1/Qo < ip/i1. Equality and the
reverse case follow from the same identity. The statement makes no causal claim about demand, prices,
or productive policies. O

The proposition is an elementary product identity. Its importance here is methodological: an empir-
ical study needs observations of both production intensity and comparable service volume to establish
whether a particular flow has decreased. When C; # Cj, an additional term C'; — Cy enters the compari-
son and the displayed threshold is insufficient. The result therefore cannot establish lifecycle ecological
compatibility and is offered neither as a new economic law nor as a substitute for the viability conditions
in Section 24.

25.2 How Efficiency Changes Can Alter Productive Demand

The rebound-effect literature examines circumstances in which improvements in technical efficiency
generate behavioural or economic adjustments that offset some anticipated resource savings. Historical
discussion commonly traces the problem to Jevons’s analysis of coal consumption, while contemporary
studies distinguish direct responses, indirect expenditure or input substitution, and economy-wide ad-
justments. The present paper adopts these distinctions as an existing analytical vocabulary and does not
infer rebound merely because an absolute aggregate rises. Such inference requires a counterfactual show-
ing how much resource use would have occurred without the intervention, with comparable technology,
output, prices, and relevant exogenous conditions.

For a given resource and consistent time boundary, a conventional rebound metric can be written as

geng _ é;real

G STE>0, (69)

where S8 is an explicitly modeled engineering saving under fixed specified demand, and S™ is the
causally attributable saving against a suitable no-intervention counterfactual. The terms require a com-
mon accounting boundary; the engineering saving is not an automatically observable benchmark. A
positive R indicates partial offset under that convention, while R > 1 denotes backfire. Negative val-
ues are also possible if accompanying responses create additional savings. These categories must be
estimated, not read from the mere coexistence of increased automation and increased resource use.

In Al-mediated production, potential channels include direct expansion of output when lower pro-
duction costs increase demand, reallocation of savings to other energy- or material-intensive processes,
capital investment in additional lines or computing infrastructure, faster replacement of product genera-
tions, and changed supply-chain organization. There can equally be countervailing effects: automated
defect detection may reduce rejected products, improved scheduling may reduce peak demand, quali-
fied remanufacturing may extend equipment life, and production planning may limit unnecessary inputs.
The sign and magnitude of net change therefore remain empirical questions. In addition, a firm’s out-
put growth might have occurred under either control architecture; attributing this growth to automation
without a comparison design would overstate its causal effect.

Evidence from other sectors supports taking rebound seriously without assuming a transferable uni-
versal percentage. Schiitt and colleagues’ meta-regression of 43 studies and 1,118 estimates reported
heterogeneous household-level rebound effects. Under the authors’ standardized reference case of an
energy-efficiency improvement in residential energy use, specifications yielded mean total microeco-
nomic rebound estimates of approximately 41-52% [166]. That is household evidence and should not
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Table 41: Distinct mechanisms through which scaling autonomous production may change total burdens.
The entries identify tests and possible outcomes, not universal effects.

Mechanism

Required observations

Appropriate comparison

Inference to avoid

Unit-intensity change
Output or  service
growth

Capital-stock expansion

Energy/material use per qualified
service; utilization, yield
Volumes, prices, product quality,
demand shifts

Equipment, buildings, chips, lifes-
pan, embodied inventories

Matched process and output specifi-
cation
Counterfactual service trajectory

Amortized and total buildout bur-
dens

Lower intensity estab-
lishes lower totals
Co-occurring growth
proves rebound
Operational-only  in-
ventory is complete

Supply relocation Supplier-specific flows, transport, Full affected production network Local decline equals
technologies, recipients global decline
Ecological accumula- Exposure history, receptor status, Repeated measurements and model Equal totals yield
tion stressor interactions validation equal ecological ef-
fects
Institutional mediation Investment decisions, access Matched technical alternatives Ownership category
rights, monitoring, thresholds across governance forms alone determines
outcome

be inserted as a parameter for autonomous factories. Lu and Wang’s 2024 firm-level study reported
direct energy rebound estimates of 33.5% for manufacturing and 57.9% for services within its studied
Chinese samples and methods [115]. Those results illustrate the relevance of production-side evaluation
but cannot establish equivalent effects for robotic production, another region, or a different energy pol-
icy. Jarvis and King (2024), in a distinct economy-wide modelling study, fit a nonlinear energy—output
framework to historical global aggregate series; that model’s rebound estimates depend on its economic
and physical assumptions and are not a meta-analytic average or an experimentally identified effect of
automation [105]. These macroeconomic modelling results and Schiitt and colleagues’ household meta-
regression constitute different forms of evidence; neither licenses transferring a fixed rebound coefficient
to autonomous production.

Three causal questions should be kept separate: whether autonomy changes per-unit requirements;
whether autonomy causes a change in the volume or composition of final productive service; and whether
the resulting changes alter physical and ecological burdens across the full affected network. The first can
often be assessed with matched process measurements. The second requires price, investment, demand,
and institutional evidence, including relevant counterfactuals. The third additionally requires upstream
inventories, changing energy or material supply, and ecological receptor information. The separation
prevents a narrow measurement of energy efficiency from being converted into an unsupported claim
about economy-wide or ecological results.

25.3 The Expansion of Productive Infrastructures

Large-scale adoption involves more than replicating software policies across machines. Additional pro-
duction capacity can require robot cells, grid connections, transformers, cleanrooms, machine tools, com-
puting facilities, water infrastructure, roads, logistics assets, and qualified service networks. Such capac-
ity is a form of historically accumulated fixed infrastructure: its initial construction concentrates material
inputs, while its use and replacement generate further flows over time. Efficiency per completed indus-
trial task may improve even as the material stock needed to support a growing number of tasks expands.
Section 21 established why the ecological consequences of these flows cannot be inferred solely from
plant uptime; the present question is how many facilities, how much supporting capacity, and which new
dependencies are reproduced at scale.

Contemporary indicators show the relevance of this question without measuring a completed transi-
tion to self-reproducing AT industry. The IEA’s 2026 assessment estimates global data-centre electricity
demand at 485 TWh in 2025 and projects around 950 TWh in 2030 under its central assumptions [68].
These figures concern all data-centre electricity use, not exclusively factories employing autonomous
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Al They indicate that an enabling infrastructure may grow even as performance per computational task
changes. Likewise, UNEP’s Global Resources Outlook 2024 documents the historical rise of global ma-
terial extraction and analyzes prospective resource use under alternative policy pathways [184]. Neither
report isolates the contribution of autonomous production to resource demand. The reports instead es-
tablish why prospective assessments must account for infrastructure growth and indirect resources rather
than extrapolate from component-level efficiency.

The IPCC’s Sixth Assessment Report emphasizes that industrial mitigation depends upon a com-
bination of energy and material efficiency, circular material flows, altered demand, and technological
changes in primary production [58]. Its analysis cautions against relying solely on incremental process
improvements where material demand continues to grow. For autonomous industry, this suggests treat-
ing productive expansion as an explicit explanatory variable alongside energy mix, manufacturing yields,
equipment lifetime, and recovery. Even if computing electricity demand grew exactly as projected, at-
tributing the growth to an industrial automation policy would require finer sector-specific evidence; sim-
ilarly, an aggregate material-throughput trend does not by itself identify the induced-demand effects of
robots.

Material stocks also introduce delays. Newly installed equipment may remain in service for years,
but replacement intervals, repairability, supply-chain qualification, and decommissioning determine its
future demands. A policy that maximizes utilization may extend effective service per machine in one
setting or accelerate wear and replacement in another. The relevant comparison is cumulative service
delivered over a stated horizon with observed maintenance and replacement, not merely annual purchases
or installed capacity. Physical additions cannot simply be subtracted using a monetary salvage value;
qualified recovery should be assessed through the stock and material-flow conditions in Section 20. Sunk
infrastructure may further shape investment and operational choices, making historically constructed
production trajectories path-dependent without making their future evolution predetermined.

25.4 Cumulative Exposure across Locations and Time

Ecological cumulative effects require information about overlapping pressures, affected receptors, chang-
ing background conditions, and the temporal persistence of past interventions. A single facility’s environ-
mental inventory may omit the joint influence of nearby operations, upstream mines, electricity plants,
transport corridors, or historic discharges. The International Finance Corporation’s cumulative impact
assessment handbook offers a six-step framework for investigating such overlapping effects and related
management responsibilities [72]. It is a practical assessment methodology, not a universal formula that
converts industrial inventory totals into biological outcomes.

To make the evidential problem explicit, let ; . ; be a dimensioned intensity or amount of stressor j re-
leased at location r in interval £. For a receiving location a, a provisional linear transport-and-persistence
representation is

¢
Xjat =X+ " Kjaer(t,7) L, (70)
r 1=0
where K .., is a stated, physically calibrated transfer or persistence coefficient, with units chosen so
X at has an interpretable receptor-specific unit. The equation is an illustrative linear approximation,
not a claimed universal ecological law. It may be inappropriate for reactive chemicals, biological accu-
mulation, threshold responses, multiple interacting contaminants, or ecosystems with strongly nonlinear
feedbacks. In such cases, a mechanistic nonlinear model or direct field-based comparison is needed. A
single value of X is not equivalent to a finding of reduced abundance, impaired reproduction, or lost
ecological generativity.

The record of exposure may need to include multiple stressors and their histories. Hydrological ex-
traction, temperature changes, noise, light, airborne emissions, and habitat alteration cannot necessarily
be aggregated additively into a scalar risk index. A receptor may be simultaneously exposed to pressures
from multiple independently permitted facilities; baseline trends, climate variability, species recruitment,
and restoration efforts may affect its response. Seasonal conditions matter where reproductive periods
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or migration make otherwise similar exposures biologically nonequivalent. Studies with only annual
aggregate loads or short observations can fail to identify these mechanisms even when their inventory
arithmetic is correct.

Such effects can also be spatially displaced. Increasingly autonomous fabrication in one region may
require refined materials, electricity-generation equipment, and waste processing in distant locations.
The physical inventory methods of Section 23 can help track these flows, but a cumulative receptor as-
sessment must additionally characterize transport, persistence, ecological sensitivity, and prior exposures.
A local regulatory threshold cannot automatically be interpreted as a sufficiently protective camulative
regional threshold. Where data are sparse, uncertainty should be shown rather than hidden inside a sup-
posedly precise combined ecological score.

25.5 Historically Constituted Decisions about Productive Scale

The expansion of productive scale is organized through historically specific relations of investment, own-
ership, labour, access to technologies, and public authority. A firm may adopt autonomous equipment
to lower cost or meet demand; a public enterprise may expand capacity under an infrastructure mandate;
a cooperative may emphasize continuity of member livelihoods; and a commons-oriented installation
may organize access and maintenance through negotiated obligations. These institutional types do not
determine the ecological consequences by themselves. Their significance lies in the incentives and ef-
fective decision rights through which feasible production and investment trajectories become realized.
The same engineering efficiency gain can therefore coexist with different output decisions, replacement
schedules, disclosure practices, and safeguards.

Historical materialism helps connect the microeconomics of scale to the reproduction of production
relations. A reduction in direct labour requirements may be associated with investment in additional
machinery, a different organization of maintenance work, or new dependence on a limited supplier net-
work. Accumulated productive knowledge can enter machinery that increases output while changing
who can command that output. Where costs of extraction, pollution, or habitat loss are not represented
in financial decisions or are allocated to other groups, private expenditure and ecological burden may
evolve differently. Such divergences require specific causal and institutional investigation; they cannot
be inferred from the mere presence of capitalism, public ownership, or autonomous software.

A proposed GR inquiry would represent these relationships as evolving productive possibilities, in-
cluding which actors may authorize expansion, restrict production, substitute inputs, revise ecological
limits, or contest reported outcomes. This can extend the physical accounting developed in Section 23
by preserving the history of decisions that changed scale, location, and supplier access. Yet existing en-
vironmental accounts, enterprise systems, lifecycle databases, and cumulative-impact registers already
record many of these facts. The additional representation is justified only if it measurably improves
causal reconstruction, sensitivity analysis, comparison of feasible alternatives, or contestability relative
to competent established practices.

The normative issue is equally significant. A choice to increase industrial output is not automatically
justified because a model finds it feasible under selected ecological constraints. The source and legiti-
macy of those constraints, the representation of affected communities and nonhuman interests, and the
possibility of challenging adverse decisions remain separate questions. A model may reveal incompati-
bility between production expansion and declared ecological conditions. Resolving that incompatibility
requires decisions about productive priorities, mitigation, alternatives, and limits, not merely additional
computation.

25.6 Designing Comparative Tests of Scale-Dependent Burdens

An empirical study should distinguish at least four levels: (i) a matched production operation, (ii) a com-
plete facility and its infrastructure, (iii) the affected supply and consumption network, and (iv) ecological
receptors with relevant exposure histories. For each level, the study must specify the service denomi-
nator, observation period, system boundaries, permitted substitutions, measured and modeled impacts,
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Table 42: A prospective evidence architecture for comparing scale-dependent effects of autonomous
production. Each comparison requires an explicit counterfactual and reports unresolved uncertainty.

Question

Measured or documented variables

Method or baseline

Potential  contra-
dictory result

Do unit savings persist?

Does
causally?

respond

output

Do absolute burdens fall?

Are burdens transferred?

Do ecosystems continue?

Does GR tracing add value?

Service-adjusted input use, scrap, up-
time, repair

Quantity, pricing, product mix, de-
mand, adoption timing

Operational and embodied flows,
equipment growth, end-of-life

Supplier flows, region, transport, elec-
tricity mix

Exposure history, biological indicators,
reference observations

Error rates, missing causal links, dis-
pute resolution

Matched qualified lines

Difference-in-differences or
justified counterfactual
Whole-system mate-
rial/energy accounts

Multiregional/physical trac-
ing

Receptor-specific ~ cumula-
tive assessment
Conventional  provenance
and LCA baseline

No real intensity
improvement
Output shifts ex-
plained by non-Al
trends

Aggregate burden
rises despite local
saving

Local gains remain
gains after expan-
sion

Predicted ecologi-
cal deterioration is
absent

No  measurable
gain from addi-

tional model

and missing records. An engineering before-and-after comparison can estimate a direct intensity change
but generally cannot identify market-mediated rebound. A facility-level energy series can establish net
measured consumption but not isolate the cause of its changes. A multiregional input—output model
can approximate displaced upstream flows but cannot by itself demonstrate a species-level ecological
response.

Where ethically and operationally appropriate, production facilities may be compared during stag-
gered automation adoption, with pre-intervention trends, relevant control installations, measured final
service, changing input prices, and output quality taken into account. Alternative designs include within-
plant comparisons of qualified lines, natural experiments induced by deployment timing, and structurally
calibrated counterfactual scenarios. Site selection must consider that plants implementing more advanced
automation may already differ in management, profitability, energy contracts, or product markets. In-
terference is likely: automation at one firm may shift orders, prices, or emissions to another. Thus the
conventional assumption that each plant’s treatment leaves its comparators unaffected must be defended
rather than presumed. Distributional and institutional data should identify who experiences the resource
savings, added production, labour reorganization, or ecological pressure.

The empirical programme should report both favourable and unfavourable outcomes. A reliable find-
ing that autonomous planning reduces absolute resource use after accounting for output responses and
infrastructure expansion would count against any general presumption of a rebound penalty. Demonstrat-
ing that local exposure declines without higher upstream burdens would weaken a proposed relocation
mechanism. Conversely, repeated evidence that additional throughput more than offsets efficiency gains
would require stronger attention to productive scale in the viability analysis. Where credible ecological
outcome data are unavailable, the study should report bounded exposure estimates or unresolved risk
rather than declare the intervention compatible or incompatible with ecological continuation.

The identification of a cumulative effect is also distinct from allocating responsibility for that effect
among interacting actors. Physical contributions, legal duties, economic control, and ethical accountabil-
ity may differ. Comparative research should disclose attribution assumptions and give affected parties
access to the information needed to contest them. When cumulative risks depend upon multiple indepen-
dent enterprises, the appropriate unit for monitoring and prospective coordination may be an ecological
region or a shared infrastructure network rather than an individual firm.
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25.7 Implications for the Reproduction of Productive Conditions

The section establishes that the ecological appraisal of autonomous production must examine absolute
flows, productive expansion, geographically distributed infrastructures, and historically accumulated
exposure alongside task-level efficiency. Its mathematical results are accounting identities and condi-
tional implications whose scientific use depends on defensible measurements and counterfactuals. The
evidence on industrial rebound demonstrates the importance of investigating behavioural and produc-
tion responses but provides no universal effect size for autonomous Al industry. Cumulative-impact
approaches help specify the relevant ecological receptors without guaranteeing that available data can
identify all interacting effects.

The historical-materialist problem is consequently concerned with the organization of scale as well
as the technical capacity to produce. Who directs investment, whose needs are served by additional
output, which inputs become critical, and who bears cumulative ecological burdens may change as pro-
ductive autonomy advances. The proposed GR representation offers one possible way to link those deci-
sions with evolving physical dependencies, but its added value remains a comparative empirical question.
Section 26 will investigate how different institutional forms shape feasible productive trajectories; the
subsequent methodological sections will examine counterfactual comparison, case measurement, and the
limits of inference. Those inquiries are necessary before the paper’s historical and ecological hypotheses
can be interpreted as claims about particular real-world production systems.

26 Institutional Control over Feasible Production

The preceding section established that technical efficiency and ecological compatibility depend partly
on decisions about the scale, location, and duration of production. Those decisions are exercised through
historically constituted institutions rather than inferred from an engineering feasibility calculation. This
section investigates how ownership, financing, access rights, effective decision-making authority, and
accountability influence the productive trajectories that can be implemented with comparable technical
resources. Its analytical purpose is to connect the material limits developed in Sections 10-25 to the orga-
nization of productive power, while making institutional differences suitable for comparative empirical
investigation. Investor-owned, publicly operated, cooperative, and commons-governed arrangements
are considered as variable institutional configurations, not as exhaustive social types or a predetermined
ranking of ecological outcomes. The central distinction is between a trajectory that is physically possible
within a declared model and one whose realization is authorized, financed, coordinated, and sustained
by the relevant social relations.

26.1 Locating Control within the Reproduction of Production

Historical materialism examines productive forces together with the social relations through which they
are reproduced. Machinery incorporates the knowledge and work of different groups, yet its deployment
and the disposition of its outputs may be controlled through property, employment, credit, procurement,
or public authority. The same industrial robot, materials-handling system, trained controller, and mainte-
nance capability can accordingly operate within distinct relations of production. The differences become
analytically consequential when an operator chooses between maintaining a component and replacing it,
supplying an essential service and increasing a profitable product line, disclosing a material dependency
and keeping it proprietary, or reducing throughput after an ecological threshold is approached. Each
choice requires investigation of both physical alternatives and the authority to choose among them.

The literature already supplies sophisticated accounts of these questions. Grossman and Hart dis-
tinguish specified contractual rights from residual control when contracts are incomplete, and Aghion
and Tirole distinguish formal decision rights from the effective authority created by unequal information
[51, 4]. The resource-dependence perspective examines organizational constraints imposed by actors
controlling indispensable external resources, while global value-chain scholarship differentiates forms

149



6262

6263

6264

6265

6266

6267

6268

6269

6270

6271

6272

6273

6274

6275

6276

6277

6278

6279

6280

6281

6282

6283

6284

6285

6286

6287

6288

6289

6290

6291

6292

6293

6294

6295

6296

6297

6298

6299

6300

6301

6302

6303

6304

6305

6306

6307

6308

6309

6310

of interfirm coordination and supplier authority [153, 47]. These approaches precede and partly overlap
the proposed generative-relational (GR) inquiry. Its prospective contribution is a typed, temporally in-
spectable connection between changes in technical dependencies and changes in effective control. That
contribution remains a hypothesis about the usefulness of representation, rather than a demonstrated the-
oretical superiority over established institutional economics, production-network analysis, or historical
research.

For an empirical inquiry, control should be disaggregated rather than assigned to a single nominal
owner. Relevant dimensions include: title and residual rights over machines and facilities; authority to
contract for inputs and electricity; access to process knowledge, models, and operational data; permis-
sions to modify the controller or override an automated decision; authority over maintenance, shutdown,
and reinvestment; and the ability of workers, public regulators, suppliers, and affected communities to
obtain information and seek correction. A lender may have no day-to-day operating role yet constrain
replacement investment through debt covenants. A software vendor may own neither the factory nor
its products yet determine when a licensed controller can be updated. Public ownership may coexist
with outsourced procurement, proprietary software, and managerial discretion. Member ownership may
coexist with severe credit constraints or dependence on a single buyer. These are analytically different
channels and require different evidence.

26.2 Financing Conditions and the Selection of Productive Trajectories

Feasibility has financial and temporal dimensions beyond the ability of a control system to execute a
production schedule. A plant may possess the engineering knowledge required to remanufacture worn
equipment but lack the working capital for inventory, the credit required for tooling, or the authorized
budget to maintain a line during a prolonged transition. Conversely, a profitable expansion project may
be financed rapidly even when an alternative output mix would have lower physical throughput. Neither
outcome follows merely from investor ownership: public budgets, cooperative reserve rules, procure-
ment schedules, and commons-maintenance contributions can also enable or block investment. The
relevant variables are access to capital, exposure to loss, liquidity over the project horizon, allocation of
residual claims, and the procedures through which competing investments are evaluated.

A research design should distinguish three horizons. The operational horizon concerns the hours or
days over which sensors, production orders, and controllers are adjusted. The asset-reproduction hori-
zon concerns replacement, repair, training, software support, and the sustained availability of material
inputs. The ecological and social-reproduction horizons concern changes whose burdens or recovery
periods may exceed the contractual life of a facility or the tenure of its managers. These horizons are
observational and institutional constructions with specified temporal boundaries; they are not treated as
an ontologically fundamental partition of time. The mismatch among them matters when the benefits of
rapid expansion are recognized within one accounting period while extraction, ecological exposure, or
maintenance obligations extend beyond it.

The financing comparison should examine the actual decision rule governing each investment. A
private project may be constrained by a hurdle rate, covenants, and liquidity. A public installation may
use a multiyear appropriation, mandated service outcomes, and oversight. A cooperative may require
member approval, reserve retention, or borrowing on terms different from those available to a corpora-
tion. A commons-oriented initiative may combine public infrastructure, contributions in kind, associa-
tion funds, and shared maintenance obligations. None of these features alone identifies which project
is economically efficient or normatively justified. A credible comparison records financing costs, con-
tractual restrictions, distribution of downside risk, and the resulting maintenance or expansion decisions,
with ownership held analytically separate from the measured contractual mechanism.

The capital problem also concerns reproduction of upstream capacities. An autonomous laboratory
may be able to generate candidate materials experiments continuously, while the organizations that make
calibrated instruments, replacement components, reagent precursors, and electrical infrastructure oper-
ate under other institutions and capital constraints. Authority over these inputs may establish effective
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Table 43: Institutional comparison dimensions for technically comparable autonomous-production instal-
lations. Entries specify questions and plausible governance mechanisms, not observed average outcomes
or universal properties of organizational types.

Arrangement

Primary rights and financing to
document

Possible choice and accountability
channels

Central uncertainty for em-
pirical research

Investor-owned

Publicly operated

Worker or user co-
operative

Commons-
governed in-
stallation

Residual claims, board and man-
agement authority, debt, contrac-
tual control of inputs

Statutory mandate, delegated man-
agement, appropriations, public
procurement

Membership eligibility, voting
rights, retained surplus, member
credit and guarantees

Access and exclusion rules, shared
infrastructure, contribution and
maintenance duties

Investment return, creditor
covenants, corporate governance,
regulation, worker and community
claims

Service obligations, audits, elected
or administrative oversight, legal
review

Member deliberation, elected man-
agement, shared risk, external reg-
ulation

Participatory rule revision, moni-
toring, graduated response, dispute
processes

Whether priced and non-
priced ecological and labour
effects alter actual decisions

Whether procurement, po-
litical cycles, and perfor-
mance mandates permit re-
sponsive stewardship
Which affected persons
have voice and whether
finance or scale creates
exclusion

Whether resource bound-
aries, contributors, and
affected outsiders can be

governed at the required
scale

bottlenecks even when the laboratory’s internal planning has become highly automated. As argued in
Section 10, observing a technical dependency does not by itself establish monopolistic power, exploita-
tive conduct, or the absence of substitutes. Those claims require records of alternatives, switching costs,
access terms, and consequential decisions.

26.3 Comparing Institutional Arrangements on Shared Analytical Terms

An institutional comparison becomes misleading if ownership labels substitute for measurements of how
an installation is governed. Hansmann’s analysis of enterprise ownership provides a rationale for ex-
amining different classes of patrons and the costs of contracting and ownership, rather than treating the
investor-owned corporation as the only relevant organizational form [52]. Ostrom’s research on common-
pool resources and polycentric governance further indicates that collective management depends on spe-
cific rules, monitoring, conflict resolution, and institutional fit; a resource does not become durably
governed simply by being called a commons [146, 147, 148, 29]. Evidence surveyed by Pérotin like-
wise challenges simple generalizations about worker-cooperative viability while remaining dependent
on sectors, countries, selection, and the outcomes examined [151]. None of these sources establishes a
comparative ecological ranking for autonomous Al production.

Table
reftab:institutional-comparison-types specifies observable rights and decisions rather than assigning out-
comes to ownership labels. A public research facility may employ proprietary instruments and external
cloud services; a cooperative may retain member voting rights while licensing a closed industrial con-
troller; and a privately financed plant may face enforceable ecological permits and substantial worker
representation. Such hybrid arrangements imply that a causal comparison should record the holders and
practical exercise of particular rights, their jurisdictional basis, and the sequence of decisions that altered
productive options. Matching facilities by owner category alone would confound financing, technology,
regulatory context, informational access, and the institutional mechanisms under investigation. Com-
mons governance likewise requires evidence of actual rules, monitoring, and conflict resolution, rather
than a nominal designation.

Governance form should also be distinguished from productive purpose. The relevant output may
serve subsistence, public health, repair of shared infrastructure, market demand, scientific inquiry, or
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optional consumption. Equivalent throughput is not equivalent social value, and two outputs with sim-
ilar economic value need not have comparable ecological functions. A comparative study should hold
delivered functions or service quality constant when studying the efficiency of organizational arrange-
ments; where the organizations deliberately select different functions, it should report that divergence as
an outcome requiring normative evaluation rather than force a single unexamined denominator.

26.4 Authority over Automated Decisions and Infrastructural Knowledge

Advanced control systems redistribute the practical ability to make production decisions. An optimizer
can recommend dispatch schedules, supplier substitutions, maintenance priorities, or production quanti-
ties. That computational recommendation acquires practical force through permissions, interfaces, staff
instructions, contracts, and the possibility of intervention. The installation’s institutional architecture
determines who sets its objective, defines its constraints, approves updates, sees its logs, overrides a de-
cision, and bears responsibility for an unsafe or ecologically damaging operation. Attribution of agency
exclusively to “AI” obscures these arrangements, particularly when the same recommendation can be
accepted, rejected, or modified by different authorized actors.

Formal and effective authority can diverge. A worker may possess a nominal right to halt a pro-
cess but be unable to interpret an opaque warning or risk sanctions for stopping the line. A regulator
may have a legal inspection power but lack access to relevant proprietary logs. Conversely, a specialist
without the final formal vote may effectively determine the feasible options by controlling calibration,
system credentials, or the description of available alternatives. Aghion and Tirole’s account of formal
and real authority provides an established basis for asking whether information asymmetry modifies the
actual allocation of control [4]. A GR trace could record these changes if it includes both permissions
and observed interventions; a list of nominal users or a software-architecture diagram alone would be
insufficient.

This question has a direct engineering counterpart. An industrial control architecture typically distin-
guishes enterprise planning, supervisory control, equipment-level control, and safety functions. Formal
safety requirements and occupational duties may restrict what even a highly optimized controller is per-
mitted to execute; their content and enforceability depend on the technology, installation, and jurisdiction
[62, 94, 176]. Researchers should document the implemented authority path through each layer, includ-
ing the conditions under which a human can interrupt operation, the effect of communication failure,
and the supplier’s ability to revoke or change software access. The presence of a shutdown button is a
design fact; whether it supplies a meaningful and safe avenue for workers or affected parties to contest
a production decision is an additional institutional question.

Knowledge circulation can both extend and limit productive autonomy. Shared maintenance pro-
tocols, interoperable interface specifications, and reproducible experiments may reduce dependency on
one information holder. Restrictions intended to protect security, personal data, trade secrets, or le-
gitimate intellectual-property interests may limit disclosure. The research problem is not answered by
declaring all operational knowledge open or all access restrictions illegitimate. Rather, it is necessary
to determine which records enable independent evaluation, which must remain confidential, who can
authorize controlled disclosure, and how errors can be corrected without creating additional cybersecu-
rity or safety risks. W3C PROV-O supplies an ontology for representing provenance relations among
entities, activities, and agents [196]. The FAIR principles separately address the findability, accessibility,
interoperability, and reusability of data and metadata [191]. Neither guarantees that an asserted event
occurred or that a record is scientifically adequate; a new relational layer must demonstrate additional
value against these distinct baselines.

26.5 A Conditional Model of Institutional Implementability

The viability analysis in Section 24 considered conditions under which production and ecological con-
straints can be respected over a declared horizon. Institutional implementability is related to that analysis
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but has a different logical status. Let S be a typed physical and ecological state space, U(s) the physi-
cally admissible control actions at state s € S, and 7" € N a finite decision horizon measured in defined
operating intervals. For a declared initial state, uncertainty model, and transition law, let ITpyys (T') be the
set of nonanticipative policies satisfying the chosen engineering constraints; let Ileco1(7') C ILynys(77) be
those additionally satisfying the model’s stated ecological conditions. Such sets are model-relative and
may change with the information structure, boundary, acceptable uncertainty, and ecological criteria.
An institutional regime g is represented for this purpose by a documented collection of control and
access rules, financing arrangements, resource commitments, and decision procedures over the same
horizon. Let Z, denote the set of admissible institutional implementation records, including expen-
diture approvals, procurement commitments, permissions, and required oversight decisions. Define
Ty € Zg x Ilhys(T') as a relation whose elements (z,7) mean that institutional record » makes pol-
icy m implementable under the model’s specified conventions. The institutionally implementable set is
then
Iy (T) = {m € pnys(T) : Iz € Zy with (2, 7) € Z, }. (71)

Here “implementable” is a claim about the stated institutional model, not a prediction that an authorized
policy will be chosen or executed successfully. The designation does not imply that affected parties
accept the institution’s decisions, that every permission is lawful under all applicable rules, or that ef-
fective control and formal entitlement coincide. The policies that also meet the ecological model are
HECOI(T) = I14(T") N el (T'). Ecological feasibility and institutional permission are therefore distinct
filters. The former expresses chosen physical and ecological constraints; the latter represents the mod-
eled conditions of authorization and resource access. Where an ecological requirement is also a legal
condition, the same underlying rule may appear in both descriptions for different analytical reasons; it
should not be counted as two independent constraints or two independent sources of warrant. Neither
set resolves the legitimacy of those filters.

Proposition 17 (Conditional containment and institutional feasibility). For fixed T', physical model, ini-
tial state, and definition of institutional implementation, suppose regimes g1 and g» have implementation
relations satisfying

projn Igl g pl‘OjH Igw (72)

where proj;; denotes the projection onto policies. Then 11, (T") C 114, (T") and Hg‘,iOI(T) - HECQOI(T).

Proof. By Equation (71), II,(T’) is the policy projection of Z, restricted to Ilpys(7"). The assumed pro-
jection inclusion gives the first set inclusion. Intersecting both sets with the fixed set Ileco(77) preserves
inclusion, giving the second. No ranking of ecological performance among selected policies follows
from either inclusion. For example, with identical physical conditions and a burden indicator measured
in kg per fixed service period, let g; implement only policy A with burden 10 kg, while g» can imple-
ment both A and policy B with burden 14 kg. The inclusion holds, yet selecting B under g increases
the recorded burden. These are constructed quantities, not evidence about ownership forms. A policy-
selection mechanism and verified consequences are required to derive an ecological comparison from an
institutional capability relation. O

The proposition is a modest set-theoretic implication of explicitly assumed implementability rela-
tions. It is not evidence that private, public, cooperative, or commons governance generally supplies
more freedom, and its inclusion premise cannot be inferred from a regime’s title. In particular, expand-
ing formal access may affect congestion, incentives, operating knowledge, investment, or physical con-
ditions; the fixed-physical-model assumption then fails. Nor does a larger implementable set require
decision makers to choose a lower-burden policy. For example, suppose two policies are technically and
ecologically admissible under declared bounds, but the newly available one has higher energy use than
the previously chosen policy. A regime that enlarges the choice set can select the higher-use policy. The
physical and normative evaluation therefore depends on selection rules and actual outcomes rather than
the cardinality of authorized alternatives.
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An empirical implementation must specify how Z, is identified. A suitable record may require mea-
sured available credit, signed supply agreements, observable authority to alter control limits, and evi-
dence of safe implementation capacity. A missing contract need not prove a policy impossible if an
alternative supplier or procedure is available. Similarly, formal permission is not sufficient if staff can-
not safely execute the policy. Such qualifications are especially important when institutional authority
is distributed across a supply network rather than concentrated in a facility’s legal owner.

26.6 Productive Power, Ecological Burdens, and the Claims of Others

A physical inventory records flows and exposure within chosen boundaries; it does not itself identify
who has the authority to generate them, who receives the resulting service, or who has an enforceable
claim against their adverse consequences. The distinction matters when a production choice produces
benefits within a firm but requires extraction in another region, uses shared water resources, or exposes
workers and residents to risks not captured by the firm’s accounts. The literature on social-ecological
governance emphasizes that ecological problems often cross the organizational or local boundaries within
which rules were formed [29, 147]. Lifecycle assessment and multiregional input—output models can
trace some displaced resource demands, but they do not automatically establish legal responsibility or
procedural legitimacy [83, 190].

Control over a technical bottleneck may allow one actor to determine which downstream users gain
access to production capacity or process knowledge. Yet unequal bargaining power, market concentra-
tion, legal authority, and socially unjust extraction remain distinct propositions. Evidence should identify
actual restrictions, available alternatives, switching costs, the incidence of expenses and benefits, and the
institutional avenues through which affected parties can object. Contract terms or accounting margins
alone cannot establish the experienced welfare of workers, the preservation of ecological processes, or
the legitimacy of an allocation. This distinction also prevents a misleading inference in the other direc-
tion: observing that an installation complies with local legal duties does not imply that its cumulative
effects beyond the regulatory boundary are acceptable.

Public and collective institutions face their own distributional questions. Voters do not always coin-
cide with affected communities; cooperative members may exclude temporary workers, consumers, or
upstream suppliers; and a commons association may place maintenance obligations on participants with-
out giving outside ecological interests representation. A credible comparison consequently records both
the membership of decision-making bodies and the population bearing consequences. It should distin-
guish the capacity to be informed, the capacity to participate, the authority to alter a decision, and access
to appeal or remedy. These rights may be established through different laws and institutions in different
jurisdictions; the present section proposes comparison variables rather than claims about universal legal
entitlements.

For ecological decisions involving nonhuman life, the representative problem requires particular care.
Ecosystems cannot be assumed to be adequately represented by a firm’s projected costs or by the pref-
erences of a single class of owners. Selection of ecological indicators, reference conditions, acceptable
disturbance, and recovery targets involves scientific uncertainty and normative judgments. Work on plu-
ral environmental values supplies reasons to make those interpretive choices explicit [60]. Scientific
measurement can constrain false claims and expose incompatible objectives; it cannot independently
authorize a particular constituency to sacrifice another’s interests. The IPBES values assessment evalu-
ates plural approaches to valuation and decision-making; it neither assigns legal standing to particular
nonhuman entities nor validates any one institutional representation procedure for an autonomous fac-
tory. This difference between evidence and authority is a fundamental condition for interpreting the
conditional ecological sets above.

26.7 A Constructed Comparison with Identical Productive Equipment

Consider four hypothetical installations, each assumed to possess an identical automated fabrication cell,
the same verified maintenance capability, and access to the same technically qualified parts and elec-
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Table 44: Hypothetical audit of barriers to executing the same technically available policies. All entries
are constructed assumptions; no empirical superiority is implied.

Installation

Assumed constraint for 7%

Record required to verify an im-
plementability claim

Possible change to the
finding

Investor-owned
Publicly operated
Worker cooperative

Commons-governed

Lender approval for tooling expen-
diture

Mandate approval for a revised
service mix

Member approval and qualified
training

Licence access to external calibra-
tion software

Debt terms; consent record; tool-
ing invoice

Procurement plan; delegation and
service mandate

Voting rule; minutes; competence
records

Access rule; licence; alternative
model validation

Different credit terms re-
move the barrier

Revised mandate permits
execution

Prior delegation allows
faster action

Open alternative elimi-

nates dependency

tricity infrastructure. Each cell can supply a specified functional output under a standard schedule or
shift some capacity toward component remanufacturing. All four have an identical physical engineering
model and ecological measurement protocol; their financial commitments, access rights, governance pro-
cedures, and effective control over the controller differ. The example is a mechanism-isolation exercise.
It represents no observed installation and contains no estimated treatment effect.

Suppose a standard operating policy 7° yields 100 functionally comparable service units over the
declared accounting interval and a repair-oriented policy 7 yields 90 new service units plus 15 inde-
pendently qualified repaired components. These outputs are deliberately not added into a single service
total: repaired components and new units have different service definitions, and their lifecycle effects
require separate functional equivalence tests. Assume both policies are physically available. A third,
higher-throughput policy 7% requires an additional supply commitment and has greater counted electric-
ity demand under the narrow operating boundary. The engineering facts are fixed for this illustration,
while any ecological ranking remains contingent on actual embodied flows, replacement avoidance, out-
put demand, and site-specific exposure. The choice can therefore be studied without assuming that the
repair-oriented policy is globally preferable.

In an investor-owned installation, suppose management can immediately authorize 7 but financing
for remanufacturing tooling depends on a lender’s consent. In a publicly operated installation, suppose
remanufacturing is funded but changing the delivered-service mix requires approval under the service
mandate. In a worker cooperative, suppose both policies are technically financed but require a mem-
bership vote and a contracted assurance of worker training. In a commons-governed facility, suppose
remanufacturing is permitted by shared operating rules, while use of an externally maintained calibration
model requires a separate licence. These are invented institutional conditions, not essential characteris-
tics of the forms. Each regime can make a different subset of the same physical policies immediately
implementable; different financing or contractual terms could reverse the result.

The comparison clarifies three separate inferences. First, technically identical cells may encounter
different conditions of institutional implementability. Second, one can test the causal significance of a
specific barrier, such as a loan covenant, only if the barrier and alternative policies are measured with suf-
ficient independence from productive performance. Third, a favourable outcome in one example would
neither establish the general superiority of its institutional form nor show that its procedure is legitimate
for people outside the decision-making body. A strong empirical study would also consider differences
in managerial capacity, maintenance culture, market exposure, public subsidies, and preexisting access to
expertise. These potential confounders cannot simply be standardized away by matching robot models.

26.8 Identification, Comparative Baselines, and Potential Negative Results

The empirical question is whether a specified institutional control mechanism changes the feasible and
selected production decisions, and with what measured consequences, after accounting for material and
ecological conditions. An investigator should avoid treating an ownership dummy as a complete inter-
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Table 45: Prospective empirical tests separating institutional mechanisms from organizational labels.
“Negative result” denotes evidence that would weaken a proposed mechanism, not a statistical conclusion

already established.
Proposed mechanism Data required Competent baseline or design Informative  con-
trary result
Finance restricts repair Credit terms, tooling cost, repair de- Within-facility change; Repair unchanged
mand, qualifying failures matched credit access after constraint
lifted

Access rights restrict sub-
stitution

Decision rights affect
scale

Disclosure changes ac-
countability

Ecological safeguards al-
ter burden

Licence scope, alternative qualifica-
tions, switching cost, procurement his-

tories

Authorization logs, demand, prices,

service, energy/material flows

Audit access, correction time, inde-

pendent error detection, remedies

Compliance records, absolute flows,

Conventional
analysis

supplier-risk

Matched policies; explicit de-
mand control

Existing logs, LCA and prove-
nance systems

Lifecycle and cumulative-

No material depen-
dence on restricted
provider

Decisions insensi-
tive to rule changes
Added trace offers
no improvement
Local gain offsets
elsewhere or no at-

upstream transfer, ecological recep- impact assessment

tors tributable improve-
ment
Distribution of benefits Worker outcomes, access to service, Labour and distributional sur- Differences ex-

changes costs and risk incidence vey with controls plained by wages,

sector, or selection

vention. More informative exposures include a documented change in authorization rules, the entry or
expiry of a software licence, a shift in the financing terms for repair, a revision to worker participation, or
introduction of independently reviewable ecological reporting. Where such changes occur within a con-
tinuing installation, an interrupted-series or event-study design may be informative, but only if there is
a defensible comparison and competing changes are considered. Cross-sectional matching can describe
differences; it seldom removes unobserved heterogeneity in management, initial capital stocks, demand,
local regulation, or selection into ownership forms.

The unit of analysis should follow the mechanism. A software-licence restriction is observed at
the controller or contracting relationship; replacement investment may require facility-level records; re-
gional emissions and ecological effects require geographically defined material-flow and receptor data.
For a credible institutional comparison, researchers should retain the service definition, observation
horizon, technical configuration, and measurement procedures wherever scientifically defensible. They
should report deviations rather than claim exact matching where supply networks, labour arrangements,
or demand conditions are inherently different. Spillovers are especially important because one facil-
ity’s access to a scarce input may alter another’s availability, and a single supplier may govern several
nominally independent plants.

An evidence protocol should preserve dated decisions, actors’ documented authority, the versions
of models and technical constraints available at each decision, refused alternatives, and subsequent out-
comes. Some materials may be confidential or personally sensitive; their treatment requires controlled
access, aggregation, or independent review rather than unqualified public disclosure. Data provenance
should identify what was measured directly, reconstructed from records, estimated through an economic
model, or asserted in interviews. Public reporting should differentiate verified violations, contested
claims, uncertainty in burden attribution, and unresolved normative disagreement. An institution-specific
case study may support a mechanism without identifying a transferable average effect across organiza-
tional types.

The proposed GR representation faces a concrete burden of proof. If existing enterprise-resource
planning logs, production-network data, formal governance documents, environmental accounting, and
established provenance models reconstruct the relevant decision pathways with equal or better fidelity
and cost, the additional GR layer has no demonstrated methodological advantage. If decision rights and
technical dependencies vary too rapidly or are withheld, a detailed relational graph may convey false
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precision. Equally, where ecological indicators are too sparse to discriminate policies, a richer account of
authorization cannot compensate for missing ecological evidence. These are possible negative findings
to record, not implementation failures to hide.

26.9 Implications for Comparative Evaluation of Production Policies

The section has established a conditional conceptual distinction among physical production capability,
institutionally implementable action, observed policy selection, and legitimate authority to choose. Prop-
erty, financing, information, procurement, workplace relations, public obligations, and dispute proce-
dures can constrain or expand which production trajectories are available in practice. The formal re-
sult is an elementary inclusion statement under explicitly assumed relations; the constructed installation
comparison illustrates mechanisms but supplies no empirical estimate. Existing work in property-rights
theory, organizational authority, enterprise ownership, and commons governance already addresses im-
portant parts of this argument, and the suggested GR extension remains subject to comparative validation.

For historical-materialist inquiry, the central research issue is how transformations of machinery
and technical knowledge interact with the reproduction of the institutions that command them. An au-
tonomous controller may reduce the need for continuous direct intervention while increasing reliance
on licensors, lenders, specialist maintenance providers, data infrastructures, or concentrated equipment
suppliers. It may also support distributed repair, shared learning, and more contestable decisions under
suitable institutional conditions. These outcomes cannot be ranked in advance by ownership designation.
Their evaluation requires material accounting, measurements of labour and ecological effects, and evi-
dence of who can shape and challenge the decisions through which productive possibilities are realized.

Section 27 therefore proceeds to counterfactual evaluation of production policies. Its comparisons
should specify both engineering and institutional interventions, distinguish policy assignment from im-
plemented behaviour, and examine throughput-, energy-, and ecology-oriented choices with credible
conventional baselines. Section 28 will consider the observable data needed to measure these mech-
anisms in concrete cases, while Section 29 will evaluate the resulting limits of causal and normative
inference. No empirical conclusion about the ecological superiority of any ownership form is claimed
here.

27 Counterfactual Evaluation of Production Policies

Section 26 distinguished physically feasible production from decisions that are institutionally imple-
mentable, selected, and justified. This section establishes how competing production policies could be
compared without treating a computational optimum, a favorable lifecycle inventory, or an ownership
category as evidence of a causal ecological improvement. The immediate research task is to specify a
reproducible counterfactual design: what service is supplied, which policy is changed, what would other-
wise have happened, whose burdens are measured, and what findings would contradict the proposed ac-
count. The comparison places throughput-oriented, direct-energy-oriented, and ecologically constrained
controllers alongside a competent conventional baseline. It addresses both controlled operating experi-
ments and more difficult observational comparisons, and it makes room for interactions among facilities,
suppliers, electricity systems, and affected ecological receptors. No original trial, simulated result, or es-
timated causal effect is claimed here. The proposed methodology builds on established experimental de-
sign, causal inference, manufacturing measurement, and lifecycle assessment; the generative-relational
(GR) representation is evaluated only for the additional information it might provide.

27.1 Defining the Service that Policies Must Supply

A fair experiment begins before assigning a controller. The investigators define a productive service,
not simply a raw item count: an eligible product or experimental output with declared composition,
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tolerance, reliability, safety characteristics, delivery window, and subsequent service life where appro-
priate. A polymer component that passes the same dimensional inspection but fails much earlier in
use cannot count as an equivalent output without accounting for the required replacement. Likewise, a
laboratory’s number of reactions is not a suitable common denominator if the competing policies have
different success criteria or scientific information content. ISO 14040 and ISO 14044 provide a pre-
existing framework for goal and scope definition, functional units, reference flows, inventory analysis,
interpretation, and limitations in lifecycle comparisons [84, 83]. Manufacturing KPI conventions are
available in ISO 22400-2, although no single factory KPI represents ecological performance [86].

Let ¢ € 7 index eligible production cells or facilities, ¢ = 0, ..., H index prespecified operating
intervals, and d; = (g;, ki, ;) denote the assigned service requirement. Here ¢; is a quantity in the
study’s functional units (FU), ; is a vector of independently measured quality and safety criteria, and 7;
gives required delivery or performance windows. The horizon H is measured in explicitly stated calendar
or operating intervals, and eligibility is established from pre-assignment information. Let D; represent
allowed variations in demand and input specification, fixed or randomized before policy assignment. A
conforming-output function @; (7, w) counts delivered FU under policy 7 and operating conditions w
only when all predetermined quality gates are met. A proposed matched-service requirement is

P = {r e Pii Qulmw) > g and i(m,w) € KM vw e Wi} 73)

Here W; is a predeclared set of operating conditions, and the displayed universal quantifier expresses
a robust criterion over that set. A finite benchmark set, a validated uncertainty envelope, and a prob-
abilistic service guarantee encode different substantive assumptions and must not be interchanged; a
chance-constraint design would require a separate formula and probability measure. In particular, quality
measured after treatment is an outcome, and restricting analysis to the jobs that subsequently passed in-
spection can induce selection bias. For the primary comparison, failures to meet the service are recorded
and reported as failures rather than silently discarded or normalized away.

An observation needs at least two service perspectives. The fixed-service estimand compares operat-
ing strategies at the predeclared ¢; and ;. It can identify an engineering opportunity to reduce inputs for
a comparable output if identification conditions are met. The system-response estimand permits output
demand, price, capacity expansion, adoption, and repair or replacement patterns to respond to the policy.
It asks whether aggregate resource requirements or exposures actually change. Section 25 established
why the two questions can have opposite answers. Neither is a substitute for the other. If environmental
constraints make ¢; infeasible at a facility, the study should report an empty feasible set and examine
alternative service levels or locations in a separately labeled decision analysis rather than redefine the
original treatment’s success.

27.2  Specifying the Interventions and Competent Comparators

The treatment is an executable policy protocol, including its objective, constraints, information access,
allowed interventions, hardware, human roles, and procedures for safe exceptions. A label such as “Al
optimization” is insufficient: it may refer to schedule adjustment, equipment replacement, predictive
maintenance, a new recipe, or demand management, each with different causal consequences. Denote
the four candidate strategies by a € A = {0, T, E,C}. Strategy 0 is a competent incumbent industrial
operating method, including its existing automation, safeguards, maintenance expertise, and econom-
ically reasonable tuning. Strategy T prioritizes productive throughput or schedule performance while
respecting identical mandatory safety and quality rules. Strategy E prioritizes direct metered energy for
matched service, subject to the same mandatory rules. Strategy C seeks policies satisfying separately jus-
tified ecological constraints, including specified upstream and downstream burdens where the necessary
data are available. The ecological protocol’s optimization within its feasible region must be documented
rather than inferred from a favorable outcome after the fact.

For formal clarity, let L$V“(7) denote service shortfall, R;(7) represent a turnaround or throughput
objective in declared units, E"**"(7) be electricity plus separately reported on-site fuels in physical
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Table 46: Proposed policy contrasts under an identical service specification. Entries are prospective
design requirements, not observations or average treatment effects. All arms retain mandatory legal,
safety, and quality requirements.

Arm Governing operating rule

What must be held comparable or
recorded

Principal comparison question

Competent incumbent work-
flow

Prioritize ~ schedule or
throughput performance

Minimize direct measured
energy per matched service

Respect predeclared ecolog-
ical limits before optimizing
an operating criterion

Same service, load, equipment state,
staffing qualification, and safety stan-
dards; incumbent tuning and mainte-
nance documented

Service floor, downtime, run length,
scrap, overtime, equipment wear, and
exceptional interventions

Meter boundary, electrical load profile,
fuel, idle loads, quality, upstream en-
ergy and changed cycle times
Receptor-specific constraints, material
and lifecycle inventories, data gaps,
quality, and feasibility failures

Does any intervention outperform
an existing defensible practice?

What burdens accompany addi-
tional production flexibility?

Does reduced direct energy persist
across the lifecycle and response
boundary?

Can specified service be delivered
while respecting defensible ecolog-
ical conditions?

energy units after a documented conversion convention, and B;(7) = (B;1, ..., B;x) be a vector of
lifecycle inventories or impact-category results with each component retaining its own unit. The three
exploratory policy designs can be written schematically as

T : ,
m; € arg 7rI€n7l>Ijl"C R;(m),

E . meter
~ € arg min FE;
™ € arg min B (), (74)

¢ carg  min  C%(7), peecl — 7 Bi(m) < by},

rePyenPEel

The displayed arg min expressions specify selected policies only when their respective feasible sets are
nonempty and their objective infima are attained (for example, under appropriate compactness and lower-
semicontinuity conditions). If not, the study must report infeasibility or use a prespecified approximate-
optimization criterion with its tolerance, rather than silently asserting the existence of an optimal con-
troller. Here Cfe‘-l is a declared monetary, reliability, or other operational criterion, and b; contains
category-specific bounds with matching units and explicitly identified scientific and institutional author-
ity. The symbol < means componentwise comparison only where the indicators are defined on compati-
ble scales. The rightmost condition describes a conditional model, not proof that the relevant ecological
thresholds have been identified or that the reported categories exhaust ecological harm. Other policy
objectives, including lexicographic thresholds or Pareto-efficient designs, are possible. Comparing alter-
natives with different mandatory constraints requires disclosing this difference as part of the treatment
rather than presenting it as a purely algorithmic performance gain.

The baselines must remain credible. A poorly tuned manual line is not a sufficient control for a com-
mercially competent automated cell; equally, an expensive ecological controller should not be credited
with the effects of new meters or repaired machinery that could also have been fitted to the incumbent
system. A factorial design can separate controller selection from capital upgrades, supply contracts, or
additional monitoring. Where a strategy relies on additional sensing, cloud inference, model training,
or human supervision, its energy, material, labor, downtime, and expense enter the treatment record.
Safety-related stop actions and operator overrides are logged and evaluated for adherence and risk; they
cannot be hidden as exceptions to make a policy appear independently autonomous.
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27.3 Causal Questions and the Assignment Mechanism

A counterfactual is an outcome under an alternative course of action in a sufficiently specified setting.
For fixed-service experiments, define Y;i(a; H, B) as the potential cumulative outcome for eligible unit
i, outcome category k, policy arm a, horizon H, and physical/accounting boundary B. Each Yj; has
its declared unit: kilowatt-hours, kilograms of particular material, kilograms of CO, equivalent under a
specified characterization method, cubic metres of consumed water, worker-hours, or a receptor-specific
ecological quantity. Potential outcomes are conceptual targets; an investigator observes only the realized
arm under a particular experimental arrangement. A predeclared average contrast, among units eligible
before assignment, is

where £ is the population of eligible units and the expectation refers to its specified sampling or assign-
ment distribution. An average improvement in one k gives no automatic ordering for other components,
and an average can conceal important exposed subpopulations. A strong experimental report provides
both distributions and explicitly warranted thresholds rather than one unexplained weighted “sustainabil-
ity score.” The general discipline of specifying a target trial’s eligibility, treatment, time zero, outcomes,
assignment, and analysis plan is well developed in causal inference [54]. That methodological frame-
work does not itself establish that exchangeability, positivity, consistency, or adequate measurement hold
in a particular production dataset.

Where distinct cells can genuinely be operated independently, random assignment of eligible cells or
predeclared operating blocks to policy arms is a powerful first choice. Blocking by machine type, shift,
product family, input grade, or season may improve precision and protect balance, provided the blocks
are determined before assignment. Repeated crossovers can be economical but are suitable only when
carryover is bounded: machine wear, contaminant accumulation, recalibration, personnel learning, and
preventive maintenance can make yesterday’s treatment relevant to today’s outcome. Required washout
or restoration protocols should be justified with engineering evidence. If washout is impossible, longer
parallel arms or cluster-level randomized rollouts may be preferable to within-cell crossover.

For observational policy changes, the study should explicitly emulate the desired experiment. The
analogy to target-trial emulation transfers a methodological protocol, not any biomedical effect estimate
to industrial systems. Eligibility, policy assignment and follow-up must be aligned at a defensible time
zero; a site that enters the record only after successfully completing an Al-assisted production campaign
should not retrospectively count as if it had been at risk of recorded failure throughout that campaign. Pol-
icy adoption may depend on prior energy prices, profitability, maintenance deficits, supplier availability,
labor relations, ecological regulation, or a manager’s private forecasts. Matching on observed covari-
ates, propensity-score methods, outcome regression, or doubly robust estimators can address measured
confounding under their assumptions, yet do not recover unmeasured assignment determinants [161, 54].
If a policy is introduced at different dates across plants, difference-in-differences estimands should ac-
commodate heterogeneous treatment effects and adoption timing rather than assume that a conventional
two-way fixed-effects coefficient is the desired effect [17]. The particular group-time contrasts being
aggregated must be declared. Parallel-trend requirements, anticipation, overlapping interventions, and
absence of differential concurrent shocks need substantive scrutiny. Pre-policy outcomes, procurement
records, regulatory changes, and negative-control outcomes are valuable but do not guarantee identifica-
tion.

A special danger is conditioning on a treatment-induced variable. Suppose C lengthens cycle time
and changes which orders are accepted, or T increases orders through a lower price. Comparing only
completed orders of identical realized size after adoption can select unlike populations. The primary
fixed-service trial therefore holds the assigned service schedule comparable and records delivery failures.
A secondary demand-response study explicitly includes the selection, pricing, and adoption mechanism.
These are different target interventions and should be reported as such. A finite-horizon effect also
must not be generalized to a permanent policy regime without a defended model of capital replacement,
learning, and ecological recovery.
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Table 47: Measurement boundary and provenance for proposed fixed-service and system-response com-
parisons. No numeric effects are imputed; selection of particular indicators and receptors is site depen-

dent.

Domain

Primary measurement with units

Boundary and timing require-
ments

Essential limitations

Productive service

Energy and equipment

Materials and water

Ecological exposure

Social and institutional
reproduction

Qualified FU delivered, rejects
(FU), lead time (h), uptime (h)

Electricity (kWh), fuel (MJ or unit-
specific), idle load (kW), equipment
mass (kg), maintenance (h)
Material inputs/outputs
by  substance), water
drawal/consumption (m?®)

(kg
with-

Pollutant loads (kg by substance),
receptor exposure (specified unit),
habitat or biotic indicators

Paid/unpaid labor (h), operator in-
terventions (count), control permis-
sions (documented), worker expo-

Assigned order and quality crite-
ria; fixed operating horizon; cus-
tomer service life where relevant

Meter timestamps, upstream
equipment manufacturing, capac-
ity and replacement history
Supplier origin, catchment, sea-
sonal conditions, recovery routes,
allocation rules

Site and off-site receptors, lag
structure, cumulative exposures,
baseline and recovery observa-
tions

Employment and supplier tiers,
authority to override, procure-
ment, grievance records

Realized completion
is treatment-sensitive;
quality thresholds
need independent
validation

Direct energy differs
from  characterized
lifecycle impacts
Missing tiers, water

stress and material
substitution affect
comparability

No universal conver-
sion of heterogeneous
ecological processes

Hours, rights, welfare,
and legitimacy remain
analytically distinct

sure (specified unit)

27.4 Accounting for the Consequences beyond the Production Cell

A policy can improve direct production metrics while moving burdens to suppliers or later lifecycle
stages. ISO-style LCA, material-flow accounting, and input—output approaches provide the competent
comparison baseline for locating and characterizing these burdens [84, 83, 195, 190]. For each arm,
investigators should retain separate physical records for purchased electricity by time and source, fuels,
heat, water withdrawal and consumption, process chemicals, conforming and rejected materials, trans-
port, replacement equipment, computation, packaging, service life, and disposal or recovery pathways.
Whether a flow is assigned to a product, facility, or supplier must be documented consistently, including
co-products, shared equipment, end-of-life allocation, and uncertainty in background datasets. An attri-
butional inventory describes the modeled burden assigned to the compared services; its difference does
not necessarily estimate the consequences of scaling a policy when suppliers, electricity dispatch, prices,
and demand change. Consequential LCA and economic response modelling can instead target marginal
changes but introduce further scenario dependence and uncertainty [155].
Let F;(a; B) be an inventory vector of typed elementary flows attributed to arm a within boundary
B. For each impact category k, let y; denote a declared and versioned characterization operator with
compatible units and spatial/temporal applicability. A conventional characterized indicator has the form
Bji'(a;B) = xi(Fi(a; B)),  ABy" = By (a; B) — Bij'(0; B). (76)
The notation does not make y, valid for every flow, location, or receptor. Characterization results may de-
pend on global warming potential horizon, water scarcity characterization, toxicity fate/exposure models,
or other explicitly selected conventions. For temporally resolved electricity, both kWh and the location-
and interval-specific generation consequences should be examined where data permit; direct energy min-
imization does not entail minimum greenhouse-gas emissions. Ecological states, species responses, and
exposure histories may require distinct field measures rather than numerical conversion into one lifecy-
cle score. The difference ABZ" is an accounting contrast under an agreed rule; equivalence to Ay, in
Equation (75) requires further causal assumptions.
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Absolute impacts should be reported with per-FU intensities. A ten-percent modeled decline per
FU, for example, is not an observed ecological benefit if the total FU changes and upstream burdens are
omitted. Spatially differentiated water consumption and habitat disturbance may be decisive even where
aggregate emissions decline. The relevant reference scenario includes possible changes to equipment
life, scrap recovery, service replacement, and capacity growth. If the ecological policy requires a rare
input whose extraction is poorly documented, the correct finding may be an undetermined comparison
rather than a favorable result. A further challenge is the treatment’s effect on research knowledge itself:
an autonomous laboratory that generates many low-value measurements cannot be treated as functionally
equivalent to one that produces fewer, independently validated findings merely through a unit count. A
scientific service requires predeclared epistemic quality criteria appropriate to that domain.

27.5 Interference, Market Responses, and Historical Scale

The independent-unit contrast in Equation (75) can fail to represent the desired intervention when one
facility’s policy changes another’s outcomes. Electricity dispatch, competition for reclaimed material,
upstream suppliers’ production schedules, congested transport, regional water availability, and market
prices generate plausible forms of interference. Lowering demand at one plant could alter grid genera-
tion only slightly, while widespread adoption could change investment in generation and transmission.
A high-throughput controller could displace output from another factory, change total demand, or in-
crease extraction in a shared catchment. Such effects cannot be recovered from a trial assuming isolated
treatment units unless their cross-unit pathways are small under a defended exposure model.

Leta = (ay,...,ay) be the assignment vector across facilities and z a declared external policy and
market regime. Define the network potential outcome Y;x(a; z, H) and regional aggregate Yr(a; z, H)
on an explicitly bounded region R. One possible programme effect of adopting arm «a at the eligible
scale, compared with a baseline allocation 0, is

A%(I)Cgramme(a’ 0; 2, H) ) YRk(aadopt; 2, H) £ YRk(O; Z, H)] s (77)

where a?4°Pt describes a prespecified adoption coverage, eligible facilities, and timing. This target differs
from the effect of assigning one cell to a. The effect of national or international adoption depends on
trade, investment, substitution, electricity systems, rebound, and cumulative ecological conditions be-
yond a single study facility. Network or cluster-level randomization, spatial exposure mapping, staged
adoption studies, and transparent structural scenario models may illuminate some of these channels, each
with significant assumptions and possible non-identification. The adopted vector is not ontologically
privileged: changing the selected nodes, edge types, and interaction horizon may change the result.

Scale also creates conflicts among social groups and institutions. A policy selected by a firm may
lower on-site costs and raise supply prices for another user, or concentrate burdens where ecological
data and political representation are weak. Section 26 supplied the institutional variables that allow such
mechanisms to be traced; nevertheless, observational variation in governance cannot be interpreted as
randomized ownership assignment. A defensible design tests a specified governance mechanism—for
example, mandated disclosure of input sources, a change in controller override authority, or access to a
common maintenance repository—within a suitably comparable setting. Public, investor-owned, coop-
erative, and commons-oriented organizations may differ jointly in location, investment, market position,
regulation, and monitoring quality. Directly contrasting their mean emissions without adjustment and
case knowledge cannot identify an institutional treatment effect.

27.6 An Explicit Protocol for Implementable Comparisons

The practical protocol must separate experimental design choices from results that have not yet been ob-
tained. Table 48 describes a prospective, adaptable factory-cell trial; its intervals and replication are to
be established by engineering feasibility, expected variance, resource constraints, and an explicit preci-
sion or power analysis. This is a design illustration, not a report of enrolled sites. A broader interfacility
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Table 48: Prospective counterfactual study specification for comparable automated production cells. “Re-
quired” identifies a protocol commitment, not already available data or a completed registration.

Design component

Proposed requirement and interpretation

Eligibility and time zero
Treatment and comparison
Experimental unit and repli-
cation

Primary outcome and esti-
mand

Secondary outcomes
Identification and statistical
plan

Lifecycle extension

Governance and ethics

Declare facility capability, calibrated meters, product specification, safety rules, pre-policy con-
dition, and assignment moment; exclude only by prespecified baseline criteria.

Randomize or justify assignment of 0, T, E, and C; archive controller version, inputs, compute
and equipment additions, human supervision, exception rules, and institutional permissions.
Use independent cells or interference-aware clusters; block by pre-treatment characteristics. De-
termine replicate counts from feasibility and uncertainty, not an invented sample-size claim.
Prespecify a category-specific absolute inventory or direct physical burden over the same as-
signed service and horizon; report service failures separately, together with all co-primary cate-
gories.

Per-FU intensities; conforming output; electricity time profile; equipment wear, maintenance,
material substitution, labor and safety; independently measured ecological indicators when fea-
sible.

Publish assignment code, baseline balance checks, missing-data plan, crossovers and carryover
treatment, confidence/uncertainty intervals, and sensitivity analyses; report deviations.
Describe inventory boundary, process and supplier data, background database version, alloca-
tion method, characterization version, unresolved flows, and alternative demand scenarios.
State legal permissions, safeguards, operator authority and pay arrangements, supplier confi-

dentiality limits, consultation with affected groups, and procedure for unsafe or ecologically
harmful outcomes.

analysis of expansion and upstream ecological consequences is a distinct study with a separate preregis-
tration and identification argument. The distinction avoids overstating what a carefully controlled factory
experiment can show about a regional economy.

A primary analysis can report assignment effects by randomized arm, retaining units that miss the
target because such failures bear on feasible implementation. A secondary per-protocol analysis may
examine realized adherence, but adherence itself can depend on initial assignment, input prices, break-
downs, and prior outcomes. Conditioning naively on compliant runs can therefore distort the causal
comparison. Where policy regimes evolve during the horizon, longitudinal methods with explicit time-
varying covariates may be required [54]. More generally, investigators should report estimation failures
when feasible-policy overlap disappears, instruments fail calibration, a control law is unsafe, or sub-
stantive outcomes are systematically unobserved. These are informative findings, not merely reasons to
remove adverse observations.

The protocol also requires honest measurement uncertainty. Calibrations, sampling intervals, sensor
drift, missing suppliers, chemical composition, background inventory models, and ecological response
functions introduce different kinds of uncertainty. Laboratory instrument uncertainty can be described
using established metrological conventions, including the JCGM guide; uncertainty from an absent up-
stream supply network or contested ecological threshold is not exhausted by a sensor error bar [107].
Where appropriate, investigators should propagate parameter uncertainty through inventories and out-
come models, distinguish variance due to assignment from measurement and model uncertainty, and
report structural scenario sensitivity rather than collapse it into an unjustified single confidence interval.
Data access and confidentiality restrictions should be recorded in a provenance ledger; released aggregate
estimates alone may be insufficient for independent reanalysis.

27.7 Evaluating the Additional Information Supplied by Relational Representation

Industrial ecology, process engineering, optimization, established production-network analysis, and
causal inference already provide substantial means of assessing policy outcomes. The proposed GR
description should consequently be tested against strong alternatives, not against a deliberately impov-
erished inventory spreadsheet. Its candidate role is to preserve provenance-sensitive trajectories of
decisions, dependencies, repair, authority, and exposures across a production network when important
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relations change. A possible contribution would be to identify that a direct-energy saving is purchased
through an unobserved upstream input, or that an ecological safeguard is formally configured but cannot
be enacted because a supplier or software vendor controls the relevant interface. Such explanations are
hypotheses requiring comparison with conventional multi-tier bill-of-materials analyses, supply-chain
maps, lifecycle inventories, and temporal process models.

One evaluation can compare otherwise identical inference tasks using (i) an established LCA/MFA
and ordinary causal-analysis workflow, (ii) a competent temporally annotated production-network model,
and (iii) that same workflow augmented with typed GR provenance and institutional-event records. Blind
independent analysts could be asked to identify missing dependencies, recover the provenance of conse-
quential decisions, predict which recorded shocks cause service failure, or find contradictions between
an ecological commitment and an executable policy. The preregistered outcomes would include preci-
sion and recall against adjudicated ground-truth cases, prediction error with suitable time splits, uncer-
tainty calibration, false-positive burden, analyst effort, data-collection cost, compute, and reproducibility.
Training and test cases must be separated by production history or facility when shared templates would
otherwise leak answers. The GR mechanism should be considered unsupported where ablation shows
no reproducible improvement, where advantages vanish after giving the conventional network model the
same information, or where the additional recording burden exceeds its demonstrable benefit.

Formal representations do not themselves authenticate a record. A digitally signed event can certify
who signed it under a security model while leaving the truth of the recorded ecological observation
unresolved. Likewise, an inferred causal path can be useful for hypothesis generation without identifying
the policy effect in Equation (75). Reviews should independently audit the completeness of the relevant
causal graph, provenance, and material account; distinguish graph reachability from physical necessity;
and report where a chosen generative relation or representation changes the conclusions. The appropriate
comparison may show that familiar methods already answer a question more transparently. Such an
outcome narrows the GR research programme in a scientifically productive manner.

27.8 Conditions for Rejecting the Proposed Comparisons

A useful policy study identifies, in advance, the observations that would count against its motivating
explanations. If throughput optimization increases direct resource use at fixed output, the result may
be attributable to run scheduling or idle-time management rather than to autonomous Al specifically; if
energy optimization reduces lifecycle impacts as well as direct consumption, a hypothesized displaced
upstream burden may be absent. If the ecologically constrained arm cannot produce the stipulated service,
the result is infeasibility under the chosen technology, limits, and horizon, not proof that ecological
protection is impossible in general. If no significant or decision-relevant effects are identifiable because
uncertainty is large, the published conclusion should be indeterminacy with an explicit interval and study
boundary.

The major failure conditions can be stated before data collection. First, a claimed policy effect
fails identification when treated and comparison units lack overlapping eligible conditions, assignment
or adherence is severely confounded, or interference is important but unmodeled. Second, a claimed
ecological improvement fails when absolute burdens increase within a defensible extended boundary, a
material ecological category exceeds its declared limit, or measurement quality does not support the rel-
evant direction of change. Third, a claimed gain in autonomy fails when the policy relies on unrecorded
human interventions or increases critical external maintenance or procurement dependence beyond the
predeclared tolerance. Fourth, a claimed institutional explanation fails when changes in financing, ac-
cess, or decision rights do not explain observable choices after plausible alternatives and selection are
examined. Fifth, the claim of added methodological value fails when GR adds no reliable predictive,
diagnostic, or provenance advantage over informed conventional methods at comparable informational
and computational cost. These possibilities should be registered separately; they are neither logically
equivalent nor necessarily observed together.

It remains essential to distinguish evidence for choosing among feasible options from authority to de-
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cide which outcomes deserve protection. Preassigned ecological limits, employment conditions, commu-
nity representation, and rights to remedy depend on scientific argument, legal institutions, and contested
normative judgments. No scalar optimizer or causal effect estimate can establish that an unauthorized
burden on another community is legitimate. Conversely, a finding that an ecological policy is expensive
at one site is not sufficient to establish that its constraint is unnecessary. The comparative inquiry sup-
plies explicit material, causal, and institutional evidence for deliberation, while preserving the distinction
between descriptive, explanatory, and normative conclusions.

The result of this section is a testable research design rather than an empirical verdict. It specifies
comparable service, executable treatment arms, credible baselines, causal targets, lifecycle boundaries,
interference scenarios, governance conditions, uncertainty records, and potential negative findings. The
next section addresses a remaining prerequisite: whether productive dependencies and ecological expo-
sures can be measured with sufficiently reliable provenance in concrete automated laboratories, industrial
cells, Al-compute supply chains, and maintenance networks to implement any of these comparisons. Un-
til such case evidence is assembled, the present claims remain conditional protocols and hypotheses, not
verified effects of autonomous production.

28 Measuring Productive Dependencies in Empirical Cases

Section 27 specified counterfactual comparisons among production policies with matched service re-
quirements, explicit lifecycle boundaries, and prospective failure criteria. Such comparisons depend on
a more elementary empirical achievement: identifying which resources, operations, services, authorities,
and ecological processes the production system actually relies upon, and determining which descriptions
can be supported by traceable observations. This section develops a modular measurement programme
for five settings: an automated materials laboratory, an industrial production cell, an Al-compute and
equipment supply chain, a maintenance network, and a production-linked ecological supply chain. It
translates the typed relations of Section 6 into operational indicators, source-quality rules, and repro-
ducible data products. Its aim is to establish conditions for collecting and evaluating evidence, rather
than to claim that the proposed measurements have already been obtained. Published laboratory demon-
strations and international statistics are useful anchors, but neither replaces event-level data, site-specific
ecological observations, nor the institutional records needed for inference about reproductive autonomy.

28.1 Defining the Unit of Observation and the Dependency Claim

An investigator should declare the unit of observation before constructing a dependency graph. For an
industrial cell it may be a production order or qualified cycle; for a self-driving laboratory it may be a
target—experiment—characterization episode; for maintenance it may be a work order linked to an asset
and failure mode. For upstream equipment procurement it may be a delivered part or supplier batch, while
an ecological study can require a georeferenced sampling unit and interval. The time coordinate records
the ordering and duration available from a particular clock and observation protocol, not a presumed
universal historical metric. At the same time, comparisons across modules require stable definitions of
the supplied service, actor, equipment, material grade, and quality outcome. The choice between a cycle,
a kilogram of product, a qualified research finding, or a facility-year is substantive: it changes which
failures, human interventions, and external inputs enter the denominator.

The minimal evidentiary object is a claim about a typed relation, accompanied by the observation or
document that warrants it. Let v € V denote a versioned object or activity record, » € R a candidate
relation, and e € E an evidence item. Define a proposed record schema

e= (id, source, method, unit, /, place, version, uncertainty, access, claim) . (78)

Here [ is the observation interval with timezone and resolution, place is the site or geography at the pre-
cision permitted by consent and security, and access distinguishes public, restricted, and non-disclosable
evidence. The claim field identifies the asserted relation and whether it is observed, directly measured,
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document-derived, estimated from a process model, transferred from a regional database, or hypothe-
sized. The other fields have no universally interchangeable measurement unit: they are typed metadata
governing how a later physical quantity or institutional assertion may be used. The description is com-
patible in spirit with the entity—activity—agent distinctions of the W3C PROV ontology and the FAIR
stewardship principles, without presuming that a provenance graph establishes the underlying event’s
truth [196, 191].

Three claims require separate tests. Observed input use can be warranted by an appropriate flow me-
ter, inventory movement, and timestamped production event. Functional dependence requires evidence
that absence, delay, or degradation of an input changes the ability to supply the declared service, after
allowance for buffers and substitutes. Causal necessity makes a stronger counterfactual claim about what
would have happened if a particular condition had been altered; it generally requires an intervention, a
defensible structural model, or a natural experiment with stated identification assumptions. A purchase
order alone supports none of these stronger claims. Conversely, an unrecorded part can still be materi-
ally necessary. The graph of recorded relations is therefore a map of supported claims, not a complete
inventory of physical reality.

A dependency audit should specify conjunctions, alternatives, and thresholds. A robot cell may
require both qualified power and a compatible tool, while replacement tools may be obtained from either
of two suppliers. An upstream dependency should not be counted as an immediate production halt where
validated substitute inputs and inventories provide continuity over the declared horizon. For a candidate
input r, a proposed model-based service-loss contrast is

Ar(ﬂ-aH | M) = 'I;/I;[QH < q* | dO(AT = O)aﬂ-] - %[QH < q* ‘ dO(AT = 1)77"-]) (79)

where () is conforming service in declared functional units over horizon H, ¢* is the required quantity,
A, indicates availability of the specific input or enabling relation, = is the operating and substitution
policy, and M is an explicitly stated intervention model. The expression is dimensionless, conditional
on M, and need not be positive in a complex system with responses and substitutions. Neither a graph
path nor an empirical correlation identifies A,. Sensitivity to repair arrangements, reserve capacity, and
supplier substitution should be reported rather than compressed into an unsupported single criticality
score.

28.2 Reconciling Physical Flows with Activity Records

Physical and event-based records should be joined through shared, audited identifiers rather than by
coincident timestamps alone. A proposed minimal industrial data package contains: asset and sensor
registries; calibration certificates; order and batch specifications; controller and software versions; robot
and machine-state events; material receipts, withdrawals, scrap, and shipments; time-resolved electric-
ity and fuel; water and process chemicals where relevant; quality inspections; operator interventions;
maintenance events; supplier lot genealogy; and explicit boundary registers. IEC 62264-1 provides
enterprise—control interface models, ISO 22400-2 manufacturing performance-indicator definitions, and
ISO 23247 a manufacturing digital-twin framework [62, 86, 89]. NIST’s completed Digital Thread for
Manufacturing project provides research context for the integration of design, manufacturing, and in-
spection information rather than an additional normative manufacturing data standard [133]. Neither
the standards nor the project description establish that the required variables are populated, correct, or
independently reproducible in a particular installation.

A useful first check is the conservation residual. For material species or grade & recorded in kilo-
grams, let xj, o and x), ;7 be measured inventory, m‘,? measured receipts or generation, and m{" measured
shipments, releases, transformation-consistent consumption, or other documented sinks over the same
horizon. Write

EkH = Tl — Tho — My + mp™ k], (80)

with a suitable inventory definition and a consistent account of transformations between materials. A
nonzero residual may indicate timing differences, unregistered flows, calibration bias, grade mismatch,

166



6957

6958

6959

6960

6961

6962

6963

6964

6965

6966

6967

6968

6969

6970

6971

6972

6973

6974

6975

6976

6977

6978

6979

Table 49: Proposed observations for the empirical modules. Public sources can motivate a case but do
not substitute for the new primary measurements shown here. FU denotes a study-specific qualified

functional unit.

Module and unit

Observable dependency question

Primary records still required

Available
context

public

Autonomous materials

laboratory;  validated
experiment
Industrial ~ production

cell; conforming FU

Al-compute and equip-
ment chain; defined
compute service

Maintenance network;
restored asset-service
hours

Ecological supply
chain; qualified FU
and receptor

Which manual, computational,
reagent,  characterization, and
maintenance services enable each
accepted finding?

Do software, tools, spares, supplier
conditions, and electricity limit qual-
ified production across failures?

Which accelerator, memory, grid,
cooling, supplier, and replacement
dependencies are concentrated or
substitutable?

How do skills, parts, diagnostics,
contracts, and repair lead times de-
termine recovery?

How do extraction, production,
transport, water use, and discharge
intersect identifiable ecological
receptors?

Run and sample provenance, human
interventions, reagent lots (kg or mol),
kWh, failures, instrument calibration

Timestamped process and quality logs,
metered energy (kWh), scrap (kg), or-
ders, downtime, worker interventions
(h)

Facility meters, compute workloads,
equipment bills, serial-level repair,
embodied inventories, procurement
records

Asset genealogy, work orders, fail-
ure causes, lead time (h), parts, labor,
restoration tests

Geocoded facility and batch links,
flow inventories, exposure and eco-
logical monitoring, baseline and lag
records

Published A-Lab
demonstration and
correction; labora-
tory standards

IFR aggregate de-
ployments; manu-
facturing KPI and
interface standards
IEA scenarios;
public trade and
equipment infor-
mation
Reliability
maintenance
standards; pub-
lic benchmark
datasets

UNEP resource
accounts; environ-
mental databases
and local registers

and

or genuine measurement error. It cannot by itself identify an ecological release or dishonest record.
Analogous energy balances require properly distinguished electricity, heat, fuel, conversion, and storage
terms, with compatible energy units. Investigators should retain the raw readings and their uncertainties,
calibration dates, gap-filling rules, and reconciliation decisions. For equipment mass and embedded
energy, physical flow observations may need process-based lifecycle inventories whose boundaries and
allocation choices remain separately visible under ISO 14040/14044 [84, 83].

Table 49 makes two points that bear upon feasibility. First, directly observable means accessible
through an appropriate instrument or record, not necessarily public. Second, a public macroeconomic
or technology statistic cannot be assigned without qualification to a particular facility. Location, obser-
vation date, technology, and sampling convention are attributes of the evidence, not decorative citations.
A model relying on regional means should mark them as background estimates and show how estimates
change under plausible site conditions. The best outcome of an initial audit may be a narrower, repro-
ducible system boundary rather than an apparently comprehensive but unverifiable network.

28.3 An Automated Materials Laboratory as a Bounded Research Case

The autonomous inorganic-materials laboratory reported by Szymanski and colleagues provides a doc-
umented starting point because it integrated literature-derived synthesis planning, calculations, active
learning, robotic processing, and characterization. The corrected published article, following an author
correction issued in January 2026, reports 36 compounds realized among 57 targets over 17 days of
operation, rather than the earlier 41 among 58 figures [178, 179]. Those are author-reported results
for the particular experimental system and its success criteria; they are not observations of end-to-end
mineral sourcing, electricity infrastructure reproduction, laboratory-independent scientific discovery, or
ecological compatibility. Equally, a synthesis outcome and a fully validated new materials claim may
require different analytical criteria. This case is suited to designing, rather than claiming completion of,
an extended measurement record.
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A proposed laboratory audit would begin at the eligible target and preserve the genealogy of every
executed experimental episode: computational prediction and its dataset version; proposed recipe; re-
quested reagent amounts and grade; human approval or editing; robot task execution; consumed crucibles
or disposable vessels; furnace heating and cooling; instrument characterization; interpretation; rejection
or repetition; and the final independent quality determination. The register would distinguish fully auto-
mated tasks from human preparation, troubleshooting, calibration, hazardous-material handling, safety
supervision, interpretive correction, and waste treatment. For scientific service, a count of experiments
may be reported alongside a prespecified validity rubric, rather than substituted for scientifically mean-
ingful output. Reviews of self-driving laboratories and proposed performance metrics motivate task- and
study-specific autonomy measures [20, 188]. ISO/IEC 17025 separately specifies requirements for labo-
ratory competence, impartiality, and consistent operation [96]; citing it does not certify any experiment
or establish that a particular laboratory satisfies those requirements.

The laboratory’s energy inventory would separate compute, instruments, heating, ventilation,
standby, and shared building loads where metering allows; allocation of shared loads would be marked
with a model rather than invented measurements. Material accounting would distinguish incorporated
compounds from rejected products, consumables, reagent packaging, waste treatment, and replacement
instrumentation. A run recorded as autonomous should still show whether personnel replenished pow-
ders, moved samples, corrected model outputs, or resolved failed instruments. Public documentation
alone rarely supports complete reconstruction of these histories. Direct access to original logs and sup-
plier information would be necessary; where intellectual-property, safety, and laboratory-privacy limits
prevent disclosure, a secured audit or withheld-data declaration is preferable to attributing fabricated
completeness to an openly available paper.

A practical negative result would be the inability to link reported outputs to a sufficiently complete
genealogy of labor, energy, consumables, and instrumentation to estimate reproductive autonomy on a
declared horizon. Another possibility is that independent scientific verification changes the accepted-
output denominator. Both affect interpretation of productivity and scientific service, while leaving the
published local automation achievement as a distinct, bounded claim. The proposed study therefore
retains platform capability, knowledge reliability, and material reproduction as three independently evi-
denced dimensions.

28.4 An Industrial Cell and the Difference between Operating and Reproductive Conti-
nuity

An industrial-cell case can combine an articulated robot, a numerically controlled processing machine,
automated inspection, and a material-handling subsystem. This configuration is a proposed study de-
sign, not a claim about a presently accessible factory. A reasonable comparator is the same cell operated
with a conventional, competent control and maintenance regime. The investigators predefine eligible
products, tolerances, quality inspections, safety controls, and operating intervals, then trace both nom-
inal operations and specified disturbances. Relevant disturbances include missing replacement parts,
calibration drift, supplier delay, loss of communications, coolant interruption, software-licence or sup-
port constraints, and unavailable qualified staff. These are hypothesized stress scenarios and require
site-specific safety review before any actual intervention.

The International Federation of Robotics reported in its September 2026 World Robotics 2026 release
that worldwide factory installations exceeded 600,000 robots during 2025 and the operating stock reached
approximately five million at year-end [69, 70]. These are global aggregated installation and stock mea-
sures with different denominators and are not samples of event-level downtime, material use, controller
autonomy, or ecology in the proposed industrial cell. They substantiate the contemporary relevance
of instrumentation and comparison but do not reveal its results. Industrial-cell evidence instead requires
production timestamps, independently measured conforming output, component and tool genealogy, me-
tered energy at specified resolution, machine downtime, maintenance hours, and quality records. Robot
performance characteristics, robot-design safety requirements, and manufacturing-operations KPIs have
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distinct standards bases [81, 94, 86]. These standards do not measure the employment quality or effective
decision rights of workers, which require separate observation and instruments. Moreover, ISO 10218-
1:2025 addresses the industrial robot itself; the safety of an integrated cell requires its own application-
level assessment.

One analytic target is service continuity across a disturbance. Define Tjos as the total hours in which
the cell fails its specified required service rate within horizon H, together with the qualified units not
delivered. Record fault occurrence, diagnostic delay, parts procurement, hands-on repair, requalification,
and restart as separate intervals. The service record can then be compared against the presence of trained
workers, spares, validated alternative suppliers, remote support, and internal maintenance authority. This
does not equate any observed association with the causal effect in Equation (79); it provides variables and
events for a later design capable of identifying that effect. An ostensibly self-operating cell may exhibit
high nominal uptime while relying heavily on an externally controlled precision component. Conversely,
automation may facilitate local diagnosis and rapid recovery. The measurement programme admits either
finding and records changes in skill requirements and authority as well as equipment availability.

28.5 The Distributed Material Reproduction of AI Computing

The third module extends the observation boundary beyond the visible production cell. Al-assisted pro-
duction may rely on training or inference services, accelerators, memory, semiconductor fabrication,
electricity, transformers, cooling, networks, and specialized equipment repair. A defensible unit of ser-
vice is a defined class of validated inference or planning jobs at specified accuracy and latency, paired
with an observation period for provisioning and replacement capacity. Raw floating-point operation
counts alone may not capture the relevant quality of the supplied production decision. Moreover, the
source of power and water, the provenance of compute hardware, and the capacity to replace failed
equipment may differ across locations and years. The methodological challenge is to join these distinct
layers without pretending that they are all directly measured by the same operator.

The International Energy Agency’s 2026 report Key Questions on Energy and Al provides an updated,
explicitly modeled outlook of data-centre electricity requirements and associated bottlenecks; the earlier
Energy and Al analysis identifies its estimates and projections as uncertain and scenario dependent [68].
An IEA global estimate cannot be interpreted as metered electricity for a selected inference workload or
manufacturing facility. Facility instrumentation would need to record job-level allocation where feasible,
IT power, shared cooling and conversion losses, equipment utilization, grid context, and any contractual
renewable-power attribution. A cradle-to-grave inventory would then include equipment manufacturing
and replacement, semiconductor and critical-mineral supply, transport, and end-of-life outcomes, with
background processes drawn from versioned LCA and trade datasets. Public critical-minerals assess-
ments describe risks at sector scale but cannot disclose the actual supplier path of a particular accelerator
without additional documentation [67, 141, 83].

The data architecture should therefore distinguish facility-measured electricity (kWh), workload-
allocated energy (kWh per defined service under a declared allocation model), background-estimated
embodied burdens (units and characterization method specified), and scenario-modeled marginal con-
sequences. Supplier concentration requires a supplier-tier register with geography, product compati-
bility, available alternatives, realistic qualification delays, and a clearly stated horizon. A sector-level
Herfindahl index or national export concentration is insufficient to characterize the recoverability of a spe-
cific machine when procurement restrictions, maintenance licenses, inventories, and qualification differ.
Undisclosed subcontractors and sensitive procurement terms should be coded as unobserved or restricted
rather than as absent dependencies. Assessing power through a procurement graph alone would addition-
ally omit institutional permission to alter software, access diagnostics, obtain spare parts, or move work
to a substitute provider.

The module’s primary contribution would be auditable bridges among physical operation, embod-
ied inputs, supplier-specific constraint scenarios, and institutional control. A well-instrumented facility
might show that external compute is negligible for a particular task, or that the largest burden lies in non-
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Al process heating. Either conclusion is permissible. The purpose is not to reassign the entire global
computing footprint to an individual production activity; it is to establish the smallest defensible account
and identify the upper tiers for which only modeled sensitivity ranges can presently be supplied.

28.6 Maintenance Events and the Reproduction of Repair Capacity

The fourth module investigates a comparatively neglected component of productive autonomy: how
damaged, depleted, or unreliable equipment is restored to qualified service. Maintenance studies already
have a substantial literature on condition monitoring, reliability, diagnostic accuracy, asset management,
and remaining useful life [104, 110, 87, 92]. The proposed relational account adds an explicit attempt
to observe how repairs depend on parts inventories, external technical documentation, personnel skills,
contracting, and rights to access diagnostics. This should be evaluated against an appropriately detailed
computerized maintenance management system and reliability model, rather than against a repair ledger
deprived of procurement information.

The observational unit is a work order linked to the affected asset, a predeclared failure category,
the production service impaired, and a validated restoration event. A minimum record includes the pre-
ceding duty cycle or equipment age; detection method; detected and independently adjudicated fault;
time from detection to authorized intervention; personnel skill and hours; diagnostic software and access
permission; spares requested and consumed; supplier lead time; repair and requalification time; and re-
currence or rework within a defined follow-up. The outcome is not merely a closed ticket. A repair is
successful when the asset meets an independently specified operational and safety acceptance criterion;
an interim bypass or incomplete corrective action should be tagged separately. Distinguish scheduled
maintenance, corrective repair, emergency workaround, and replacement, since mixing these interven-
tions can obscure whether an apparently low downtime reflects effective prevention, a favorable asset
population, or deferred maintenance.

For asset ¢ and observation horizon H measured in hours, a basic, noncausal continuity descriptor is

unavailable
_ o H-TY

A= ——2—r) 0<Ajg <1, (81)

where ﬂ“nHa"aﬂable is the measured unavailable time under a declared scheduling convention, excluding and
includiné planned outages in separately reported versions where useful. This is a descriptive availability
fraction, not a causal measure of autonomy, and it can differ from the fraction of qualified production
delivered when buffers or redundant assets compensate for an outage. An operator’s ability to restore
equipment without vendor assistance should be recorded as a distinct, capability-specific question. Fail-
ure logs often contain selected cases only, and maintenance intensity is itself a response to equipment
condition. A naive comparison of repaired assets to unrepaired assets may therefore invert the apparent
effect of maintenance; selection and time-varying treatment require the design discipline developed in
Section 27.

A research protocol can stratify by asset family, duty cycle, workload, failure severity, and contract
status. It should track repairs completed with local parts and expertise, repairs requiring supplier de-
livery, remote diagnostics requiring a proprietary credential, and cases with no feasible repair within
the observation horizon. Component lead-time distributions and authorized substitutions may be more
informative than an average repair duration. A narrowly defined hypothetical example illustrates the
distinction: suppose an identical machine has two qualified suppliers for a consumable part and a single
proprietary diagnostic service. The presence of two part suppliers may eliminate a particular material
bottleneck, while an unavailable diagnostic credential still prevents restoration. This logical example
supplies no frequency, likelihood, or empirical evidence; it demonstrates why availability is a conjunc-
tion of material, knowledge, skill, and authority conditions. The empirical test would be whether actual
event records and independently checked compatibility support this structure.

170



7123

7124

7125

7126

7127

7128

7129

7130

7131

7132

7133

7134

7135

7136

7137

7138

7139

7140

7141

7142

7143

7144

7145

7146

7147

7148

7149

7150

7151

7152

7153

7159

7160

7161

7162

7163

7164

7165

7166

7167

7168

7169

7170

7171

28.7 Connecting Production Histories to Ecological Receptors

The fifth module asks whether upstream procurement and local production records can be linked to a
defensible ecological observation boundary. Its case is a prospective site-specific study involving a trace-
able material batch, its processing and transport, resource and water use, emissions, waste handling, and
one or more potentially exposed ecosystems. A material-flow account can establish physical throughput
and the documented location of a discharge. Characterized life-cycle impacts can approximate pressures
under a selected model. Observed biotic or hydrological changes require a different evidentiary appa-
ratus, with appropriate baseline, comparison, temporal lags, spatial exposure pathways, and relevant
ecological endpoints. The International Resource Panel’s Global Resources Outlook 2024 provides a
global resource-use context; its aggregates do not identify localized ecological damage or recovery from
a particular industrial intervention [184, 59].

The proposal separates three spatial levels. A site-level inventory specifies operations, receiving
water body or other receptor, withdrawal and discharge locations, and monitoring sites in the appropri-
ate coordinate reference system. A supply-chain extension uses documented origins and transportation
links, retaining unknown provenance as missing rather than applying unqualified average locations. A
regional or global extension draws on background lifecycle or multiregional input—output databases with
acknowledged resolution limits [173, 190]. For water withdrawal and consumption, seasonal and catch-
ment context may change interpretation, while a greenhouse-gas inventory generally addresses a different
spatial mechanism; ISO 14046 supplies relevant assessment conventions for water footprints [85, 83].
A remote supplier’s reported carbon intensity cannot reveal a local loss of habitat connectivity or the
condition of the receiving ecosystem.

Ecological field observations should be selected around a mechanism, such as a specified contami-
nant’s transport pathway, a water-flow change, or a habitat disturbance linked to land conversion. Before
sampling, investigators declare affected and plausible comparison sites; measurement precision and ob-
servation frequency; background variation; relevant seasons; ecological lag windows; and criteria for
possible recovery. Consent and consultation with affected communities, scientific sampling permits, the
protection of vulnerable species locations, and any legal access restrictions are methodological condi-
tions for responsible data collection. A field study cannot assign a causal effect merely because a biolog-
ical decline follows an industrial expansion. Statistical controls, intervention timing, upstream trends,
multiple stressors, and appropriate ecologically meaningful replication would all require scrutiny. A
meta-analysis of restored wetlands finds long-lasting shortfalls in biological structure and biogeochemi-
cal functioning relative to reference sites [129]. A separate synthesis of tropical-forest studies compares
natural regeneration with active restoration using biodiversity and vegetation-structure measures [25].
Neither result supplies a universal recovery timescale for an industrially affected site; short favourable
indicators should not be equated with full restoration.

To prevent false commensuration, the resulting dataset should retain a vector of outcomes: physical
inflows and releases by substance and unit, characterized impacts by declared method, directly observed
exposure, and ecological indicators with their site and sampling definitions. The relation between these
classes may be modeled, but the model must be separately evaluated and must not treat the ecological
indicator as a direct reading from the factory’s energy meter. Ecological thresholds involve scientific
uncertainty and normative or legal choices about acceptable loss. The research task is to expose these
choices, test the support for their material premises, and preserve contrary or incomplete evidence.

28.8 Source Provenance, Missingness, and Bounded Coverage

The five modules require a common audit procedure because missing data are patterned by institutional
access as well as technical measurement capacity. Supplier inventories may be commercially confiden-
tial, operator interventions may go unlogged when they are informal, upstream ecological conditions
may never have been sampled, and an industrial site may retain high-frequency operating data while
deleting its older software versions. These gaps should be classified by source type and mechanism:
not collected, inaccessible, lost, incompatible, below detection limit, estimated, imputed, or structurally
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Table 50: Evidence classes, permissions, and legitimate uses in a dependency audit. The proposed clas-
sification is an operational coding scheme, not an established statistical scale.

Evidence class Example and audit requirement Permitted initial use Inference with-
held without
additional  evi-

dence
Direct measurement Calibrated meter or adjudicated Local measured flow or service with  Upstream com-
test; interval, unit, uncertainty known boundary pleteness or

causal necessity
Event/document observa-  Time-stamped work order, verified Descriptive sequence or documented Actual delivery,

tion contract, licence, dispatch log authority lawful enforce-
ability in every
jurisdiction,
causal effect
Site-specific estimate Explicit allocation of shared cool- Conditional inventory with assump- Independent
ing or inferred material balance tions and sensitivity measured value
Transferred background Regional electricity mix, IO table, Modeled external extension with Supplier- or
estimate LCA unit process database version and coverage batch-specific
observation
Scenario/structural  as- Hypothetical substitution, distur- Counterfactual modelling and sensitiv- Observed
sumption bance or exposure response ity tests outcome or
validated causal
pathway
Missing/restricted Unavailable supplier tier or un- Declared scope limitation and possible ~ Verified absence
shared calibration certificate bounded analysis of a dependency

inapplicable. There is no reason to expect the missingness mechanism to be independent of the presence
of a critical dependency. A model trained on facilities with permissive data access may consequently
generalize poorly to firms or regions where disclosure incentives differ.

Even a rigorous provenance register cannot certify that its universe of relevant dependencies is com-
plete. A transparent registered-field coverage measure can be defined without claiming to know the total
unseen network. Let g be a prespecified set of Kz > 0 eligible indicator fields within declared bound-
ary B (for example the required entries for all registered work orders), and let m,; = 1 when field j has
an admissible, independently auditable value at the necessary resolution, zero otherwise. Then

1
ngzf > omy,  0<CRE<L (82)
BJE’CB

ng is dimensionless and descriptive. Its denominator refers to the registered data requirements, not to
all actual physical, institutional, or ecological relations. A score of one is compatible with substantial
unidentified supplier tiers if those tiers were omitted from the registry. For this reason the audit reports
separate registered-field coverage, population coverage (for example the fraction of eligible assets or
orders represented), linked-flow mass/energy reconciliation, and open-boundary flags. The investigator
should periodically challenge the eligibility register using independent sampling, procurement records,
site visits where permitted, supplier questionnaires, and comparison against competent industrial-ecology
baselines. Improvements that derive solely from redefining an unmeasured field as inapplicable should
be explicitly disclosed.

LCA standards require attention to goal, scope, inventory, interpretation, and study limitations [83].
Practical data-quality assessment may further describe reliability, completeness, and temporal, geograph-
ical, and technological correspondence, with criteria defined by the chosen methodological guidance
[183]. A particular scoring scheme should not be attributed to the title or abstract of ISO 14044 alone.
By contrast, JCGM 100:2008 concerns the evaluation and expression of measurement uncertainty; its
quantitative treatment should be applied to defined measurands and uncertainty models, not treated as
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Table 51: Staged empirical outputs and failure conditions. Each stage has an independent acceptance
criterion; progression does not imply that its claims are already validated.

Gate Deliverable Minimum evidence for proceeding Failure or quali-
fied result
1. Boundary Functional unit, asset/site roster, recorded  Reproducible unit definitions and Incommensurate
service window source access statement services; un-
resolved case
selection
2. Inventory Validated material/energy/maintenance  Calibration and reconciliation with  Unexplained

3. Relation

4. Extension

5. Comparison

event extracts

Adjudicated typed dependence and substi-
tute paths

Versioned upstream and ecological bound-
ary scenarios

Preregistered conventional-model and
GR-augmented analyses

missingness ledger

Evidence class and source for each
asserted consequential relation

Representative
graphic/time
ranges

source,
match,

geo-
uncertainty

Blind evaluation on held-out histo-
ries with equal information

residuals; unsuit-
able resolution
Documentation
mistaken for
functional neces-
sity

Background data
wrongly reported
as site measure-
ment

No GR incremen-
tal benefit; leak-

age or unjustified
overhead

a validated score for documentary truth [107]. Both sources of uncertainty should inform sensitivity
analysis rather than become a fictitious universal probability that a recorded statement is true. Where
multiple sources refer to one event, investigators should document conflict resolution: for example, a
supplier invoice, machine log, and operator interview may record distinct dates without one automati-
cally overruling the others. Recorded timestamps should preserve source clock, timezone, precision, and
synchronization assumptions. Every transformed estimate should reference its source data, code version,
method, reviewer decision, and permitted reuse. When proprietary or personal information cannot be re-
leased, a data dictionary, non-sensitive aggregates, controlled verification, and a reproducible synthetic
example are more defensible than claiming public auditability of withheld records.

28.9 A Reproducible Study Package and an Incremental Representation Test

The immediate output of the proposed programme is a versioned study package rather than a single indica-
tor. At a minimum it should contain a case selection statement; boundaries, functional units, data-access
agreements, permissions and risks; a typed entity and relation dictionary; a sampling and calibration
plan; event and flow schemas; raw-to-analysis transformation specifications; a missingness register; pro-
cess and ecological measurement methods; prespecified comparison outcomes; and a ledger of revisions.
Data provenance can follow interoperable W3C concepts, but an independently generated evidence iden-
tifier is needed to prevent two duplicated claims from being counted as corroboration. Public code
should include unit tests for dimensional compatibility, impossible timestamps, duplicated identifiers,
unmatched input/output events, and disagreement between equipment state and recorded service. Where
raw data are restricted, independent evaluators need a defined process for verifying the released claims
within approved access arrangements. PROV-O addresses provenance relations and FAIR addresses
discoverability and reuse; NIST’s completed digital-thread project documents a specific manufacturing-
information integration problem [196, 191, 133]. None of these resources authorizes disclosure of re-
stricted data, independently authenticates a recorded event, or supplies an industrial causal identification
strategy.

The final gate provides a test of whether the proposed GR representation supplies information beyond
mature alternatives. Baseline A should comprise a well-implemented bill-of-materials and asset registry
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linked to process measurements, LCA/MFA, supply-chain mapping, and maintenance analysis. Baseline
B should add a conventional temporally indexed production network or a manufacturing digital twin
developed using published framework principles, with provenance metadata and relevant authorization
and maintenance fields [88, 196]. The experimental candidate C can then add the typed multi-party
activity, authorization, ecological-receptor, and event-history features proposed in Sections 6 and 26.
All alternatives must receive equivalent source data, and baseline investigators should be allowed to
engineer strong features. Evaluation tasks include recovering the documented sequence of a material
batch, identifying verified dependency failures, predicting service interruption in held-out disruptions,
localizing unaccounted emissions within a known boundary, and diagnosing whether an institution could
execute a stated ecological constraint. Ground-truth labels should be independently adjudicated, with
uncertain cases excluded from accuracy scoring or scored according to a declared uncertainty protocol.

Incremental performance should be measured by task-specific precision, recall, predictive error, cal-
ibration, correct identification of alternative suppliers, provenance-completeness diagnostics, analyst
time, and computational as well as data-collection cost. Publication of favorable case studies alone
is insufficient. The experimental candidate fails to establish incremental merit when it cannot outper-
form the competent baselines, when a gain disappears after equivalent provenance and authority data
are supplied to the baselines, when gains are confined to mislabeled training/test duplicates, or when
the maintenance cost of the model outweighs a demonstrable analytic benefit. This is a comparison
of representations used for stated tasks, not a metaphysical experiment about whether the production
world is fundamentally generative-relational. A prespecified ablation should evaluate whether any ad-
vantage comes from typed conjunctions and qualified alternatives, temporal/event histories, institutional
authorization links, or ecological-receptor mappings; dropping each component from the candidate and
adding the corresponding information to the baseline must be evaluated on the same held-out cases. A
result that depends on unequal records, uncontrolled analyst effort, or favorable retrospectively selected
tasks would not meet this gate. Three adversarial cases should be registered before implementation.
In the first, a competent baseline receives identical provenance, authorization, and repair-event fields
through an extensible ordinary database: any purported representational advantage must survive this
information-equivalent extension. In the second, the same supplier interruption occurs in several highly
related facilities: train—test partitioning must keep the supplier-event cluster intact, or repeated records
may masquerade as independent predictions. In the third, a GR workflow identifies more environmen-
tal fields only because it funds additional sampling: report its expanded coverage and acquisition costs
separately from the performance comparison on the shared observation set. A fourth check should re-
compute results after changing a defensible boundary or terminal horizon; a claim that reverses requires
scope-qualified reporting. These are designed stress tests, not outcomes of a conducted experiment.

For a first preregistered benchmark, three independently adjudicated tasks are preferable to an un-
specified composite score: (i) prospective interruption prediction after independently logged part or ser-
vice failures, scored for service-loss error and predictive calibration; (ii) reconstruction of a documented
material or maintenance lineage, scored for verified relation precision and recall with explicit unknown
cases; and (iii) assessment of whether a stated production-policy alternative was actually exercisable,
scored against contemporaneous contractual and operational evidence rather than a retrospective ana-
lyst opinion. The third task must not turn an institutional judgment into an automated declaration of
legitimacy. A competent digital-twin or temporal-graph implementation should be allowed to represent
qualified substitutes, authorization fields, and uncertainty, rather than being limited to a deliberately im-
poverished graph. Where the ecological module is included, a separate physical and lifecycle-accounting
assessment remains necessary; a provenance benchmark is not a direct test of ecosystem effects.

The protocol should register the minimal meaningful difference separately for each outcome, the
number and grouping of held-out facilities and disturbance episodes, the handling of dependent events
from one facility, the planned uncertainty intervals, and a resource ceiling for both approaches. Training
and configuration must not use future revisions of the adjudication records. Findings should be reported
by task and site, with negative and inconclusive results retained, rather than selectively pooled into a
single overall success percentage. A model that yields equal accuracy but better independently assessed

174



7274

7275

7276

7277

7278

7279

7280

7281

7282

7283

7284

7285

7286

7287

7288

7289

7290

7291

7292

7293

7294

7295

7296

7297

7298

7299

7300

7301

7302

7303

7304

7305

7306

7307

7308

7309

7310

7311

7312

7313

7314

7315

7316

7317

contestability may have a procedural contribution; one that yields more accurate predictions only by
using superior source access has not demonstrated a representational contribution. Claims of reduced
ecological burdens require their own independently measured or causally justified evidence.

28.10 'What the Empirical Programme Can Establish

The modular suite yields three types of possible finding. First, direct observations can establish bounded
inventories and sequences: electricity consumed at a measured facility, tools and components exchanged,
operator hours on specific work orders, documented approvals, and changes in recorded quality and ser-
vice. Second, validated engineering models and appropriate comparison designs can estimate how alter-
native inputs, repairs, and policies influence service continuity, provided that the inferential assumptions
survive testing. Third, lifecycle and field-ecology methods may relate physical burdens to wider supply
chains and environmental receptors, with explicit geography, time horizon, uncertainty, and normative
boundary choices. These levels of claim remain distinct even when their evidence can be joined through
a typed representation.

A successful inventory does not alone demonstrate the self-reproduction of production infrastructure,
and a plausible ecological exposure path does not alone establish its causal impact. Published aggregate
statistics, including robot stock and international energy demand, can define context and external plausi-
bility limits, but do not authorize reconstruction of individual organizations’ dependency histories. The
empirically serious question is whether the declared instruments, public databases, institutional permis-
sions, and ecological observations permit meaningful tests of proposed differences between operational
autonomy, infrastructural dependence, and ecologically viable productive continuation. Absence of suf-
ficient evidence is itself an outcome to be reported with the unresolved fields, assumptions, and decision
consequences made legible.

This section thus supplies an operational bridge between the counterfactual design of Section 27
and the critical interpretation required for the paper’s conclusion. It defines auditable units of service,
distinguishes relation observations from claims of necessity, specifies complementary physical and in-
stitutional records, identifies five technically differentiated study modules, and sets reproducible source-
quality and comparison gates. Its demonstration is methodological: no new experimental dataset, field
survey, causal estimate, or measured ecological improvement has been generated. The following section
will assess the circumstances in which missing supplier tiers, selected facilities, unreliable ecological
baselines, model structure, and institutional asymmetries make even a carefully organized comparison
indeterminate.

29 The Limits of Inference in Comparative Production Research

Section 28 proposed an empirical programme for relating production events, material and energy ac-
counts, supplier networks, repair histories, institutional decisions, and ecological observations. Even
well-organized records leave a further difficulty: the events available for analysis are a selected, incom-
plete, and often institutionally mediated representation of the processes to which a scientific conclusion
refers. This section examines the resulting limits of inference. Its purpose is to determine when observa-
tions warrant descriptive inventories, dependency claims, causal comparisons, and claims about ecolog-
ical continuation, and when the research must instead report qualified bounds or unresolved alternatives.
The inquiry addresses missing supplier tiers, the selection of unusually capable facilities, proprietary
data, ecological baseline gaps, competing network models, and power-conditioned observability. It con-
cludes by registering prospective disconfirmation and non-identification criteria for the paper’s principal
hypotheses. The exercise is methodological and critical: no original comparison dataset or estimated
empirical effect is introduced.
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29.1 Separating the Questions that Evidence Can Answer

An observed production event supports a statement about the event, subject to the reliability of its instru-
ment and record. A joined inventory supports a statement about a defined flow account, conditional on
classification, measurement, and boundary coverage. A dependency claim adds a hypothesis about how
a productive service would change if an input or relation changed. A causal policy comparison adds an
intervention and the unobserved potential outcome under a credible alternative. Finally, an evaluation
of whether a production regime is ecologically acceptable or institutionally legitimate requires further
judgments about impacts, rights, authority, and the distribution of burdens. These evidentiary steps have
different identification requirements. A complete event log does not entail an identified causal effect;
an identified facility-level effect does not entail an identified regional ecological outcome; and the latter
would not alone determine a legitimate decision.

For clarity, let O be the collected evidence and its provenance, .4 the maintained measurement, sam-
pling, model, and causal assumptions, and © a prespecified set of target quantities or propositions. The
identified set of values compatible with the stated evidence and assumptions is written

Z(O, A;9) = {9 € ©: Im € M(A) consistent with O and satisfying 1(m) = ¥}. (83)

Here M (.A) denotes the candidate-model class admitted by assumptions A, and 1) : M(A) — © is the
fixed target functional mapping a model to the parameter value ¢. The consistency relation, model class,
and target functional must be specified for a particular empirical question. Equation (83) is a definition,
not an estimator or a proof that any proposed production model is correct. A singleton identified set per-
mits point identification under the assumptions; multiple compatible values call for partial identification
or explicit model dependence. An empty set can indicate contradictory records or assumptions, rather
than the impossibility of the productive system itself. This approach follows the distinction between
available data, assumptions, and identification emphasized in the statistical literature [118, 54].

The appropriate inferential output should accordingly be stated as one of: a directly documented
finding within a declared boundary, a model-dependent estimate with uncertainty, an interval or set of
compatible results, a counterfactual claim with defended identification conditions, or a proposition not
presently testable. A negative finding differs from a missing finding: reliable observations that contradict
a stated hypothesis supply negative evidence, whereas missing observations may leave it indeterminate.
These categories should appear in the evidence ledger for every consequential conclusion. They also
prevent the relational vocabulary of nodes, processes, and trajectories from being mistaken for an inde-
pendently authenticated ontology of production.

29.2 How Records Become Missing and Why That Matters

Missing production data are heterogeneous. A supplier may never record a subcontractor’s energy con-
sumption; a machine sensor may be offline during a breakdown; a site may retain only successful experi-
ments; maintenance work may be documented outside the main operating system; an ecological receptor
may not be sampled before construction; and a governing organization may prohibit access to procure-
ment or consent records. These mechanisms influence which parts of the network are visible. If records
disappear precisely when facilities fail, treating the remaining histories as representative can understate
dependence. If accessible suppliers are concentrated in jurisdictions with stringent reporting obligations,
imputation from those suppliers may mischaracterize unobserved tiers. The concepts of missing com-
pletely at random, missing at random conditional on observed variables, and non-ignorable missingness
supply useful distinctions, but the assumed mechanism requires substantive defense [114].

Let ;; = 1 indicate that a prespecified relation or flow record j at observational interval ¢ was
captured in an analyzable form, and R;; = 0 otherwise. Let X ;; denote observed pre-capture attributes,
Y;; a target quantity such as an input flow or interruption severity, and Z;; an unrecorded commercial,
operational, or institutional condition. An illustrative observation process is

Pr(Rje = 1| Xj1, Yy, Zjt) = p(Xjt, Yit, Zjt), 0<p<I (84)
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A sample can support inference using observed covariates only under assumptions that make dependence
on unavailable Y); and Z;; ignorable, or by deploying methods that explicitly bound or model such de-
pendence. A recorded-edge density is therefore only a coverage measure relative to a declared roster;
it is not the fraction of all material dependencies actually present in the world. In particular, an unob-
served link must be labeled unknown, not absent, unless an independently validated detection procedure
establishes non-occurrence at the relevant sensitivity and resolution.

The study should distinguish structural noncollection from temporary loss and restricted access.
Structural noncollection calls for changing the instrument or bounding the unknown. Temporary loss may
allow calibration or repeated measurement; its association with failures must nevertheless be checked.
Restricted access requires a documented permission regime and, where possible, independent disclo-
sure or secure-audit procedures; withheld material should not be silently recoded as a zero input. For
each field, the proposed audit records eligibility, collection instrument, collection interval, source owner,
known nonresponse, access status, and whether the evidence was independently corroborated. Sensitiv-
ity scenarios can then posit plausible values for the missing elements and examine whether the inference
changes. Multiple imputation by itself does not establish an ignorability assumption and must not be
represented as recovering unseen suppliers from nothing.

29.3 The Selection of Facilities and the Transport of Findings

Automated laboratories and advanced robot cells described in scholarly demonstrations commonly have
exceptional technical staff, specialized funding, calibrated instruments, or unusually stable infrastruc-
ture. A demonstration can establish that a task was performed in a particular setting; it need not establish
that the same productive sequence will operate in a geographically distant factory with different wages,
power reliability, replacement parts, environmental conditions, or institutional support. The sampling
frame matters as much as experimental sophistication. A transport formula cannot rescue a target popula-
tion whose key production states, maintenance regimes, or ecological exposures fall outside the studied
covariate support. Positive publicity and publication practices can also select conspicuous successes
over interrupted or unsuccessful deployments. Research on external validity addresses precisely why an
internally credible result requires further assumptions before it is generalized to a new population [177].

Let S; = 1 indicate participation of facility 7 in the study, A; € {0, 1} a prespecified policy assign-
ment, Y;(a) a potential outcome in the unit defined by Section 27, and X; attributes measured prior to
selection and assignment. Even if a randomized study identifies E[Y;(1) — Y;(0) | S; = 1], the corre-
sponding target-population mean requires a justified transport procedure. One candidate formula, only
if trial participation is conditionally independent of the potential outcomes given X, the target covariate
distribution is measured, the treatment is comparable across settings, and the necessary support exists, is

Toarget = /{E[Y |A=1,S=1,X=a] - E[Y |A=0,S=1,X = x}} dFx jargee(®). (85)

For randomized trial arms, exchangeability and consistency remain necessary; for observational assign-
ments, further confounding assumptions are required. If a target community has production conditions
outside the trial’s support, Equation (85) relies on extrapolation rather than empirically identified trans-
port. The difference between operational settings cannot be resolved by adding more decimal places to
a facility-level efficiency measurement.

Case selection needs a public or access-controlled register of eligible cases, not only those finally
published. Investigators should count refusals, failed installations, discontinued pilots, and sites excluded
for technical reasons; describe baseline capabilities; document target populations; and stratify reporting
by geography, production type, system maturity, and governance constraints. Failed attempts to recruit
proprietary facilities are evidence about the study’s observation coverage, though not proof of misconduct
by any refusing actor. A relevant negative result may be that a policy improvement remains valid among
highly instrumented cells but cannot be transported to a target population because support is absent. Such
an outcome narrows the scope of the research without undoing the local result.
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29.4 What Incomplete Supplier Networks Allow Researchers to Bound

Production networks are not complete merely because a first-tier supplier list is available. Firms may
purchase through intermediaries, substitute vendors following disruptions, use shared infrastructure, and
draw on materials processed through several geographic tiers. Multi-tier tracing faces supplier nondisclo-
sure, inconsistent product identifiers, ambiguous functional equivalence, and varying time resolutions.
Upstream input—output accounts provide contextual estimates but may smooth over product-specific con-
centrations and site-level exposures [173, 142, 190]. Link-tracing techniques also require sampling as-
sumptions; evidence from network-sampling methodology cautions against regarding a visible sampled
graph as a representative population network by default [48]. The latter is a methodological analogy, not
an assertion that respondent-driven sampling estimators directly apply to industrial supply chains.

For an additive burden metric such as kilograms of CO,-equivalent over a declared lifecycle and
functional unit, partition the relevant contributions into an observed set O and a defined, finite set U of
omitted modules. Suppose validated observed contributions sum to Bo and justified, same-unit bounds
satisfy £; < b; < u; for each j € U. Then elementary interval arithmetic gives

B € [L,Up] == |Bo+ Y 4, Bo+ > uj|. (86)
jeu Jjeu

This requires consistent and nonoverlapping allocation of the contributing modules, aligned functional
units and observation horizons, valid bounds, and an exhaustive accounting of the designated module
universe. When the number of relevant omitted tiers is unknown or no defensible upper bounds are
available, a finite upper endpoint cannot be asserted. Some nonadditive ecological processes, including
threshold responses and interacting exposures, require a process model instead of summing burdens. For
a direct burden such as cumulative energy use, a physically justified lower bound can remain useful even
when the upper bound is indeterminate.

Proposition 18 (A decision threshold under bounded omission). Consider two policies a € {0, 1} sup-
plying the same predeclared service, with total burdens B, € [L,,U,] within an identical accounting
boundary and burden metric. Under no further assumptions about their joint relationship, the contrast
A = By — By lies in [Ly — Uy, Uy — Lg). Consequently, if Uy < Lo, policy 1 has lower burden for
every completion compatible with the stated intervals; if the contrast interval contains zero, the sign is
not established by the bounds alone.

Proof. The smallest possible difference between two interval-bounded quantities is no smaller than
Ly — Uy, and the largest is no greater than Uy — Lg. A strict U; < L makes the upper endpoint nega-
tive. When zero lies inside, one cannot infer a strict sign from the marginal bounds without additional,
validated restrictions coupling the policies; some dependencies between completions could narrow the
interval. The interval is a conservative outer bound and need not be sharp; even a strict marginal separa-
tion warrants an actual policy comparison only if both policy bounds refer to the same functional service,
boundary and realizable scenario assumptions. O

The proposition is a mathematical consequence of declared intervals, not evidence that either policy
has a lower actual ecological impact. In a hypothetical comparison, suppose one plant reports lower di-
rect electricity consumption under policy 1 while purchasing an additional embodied component whose
upstream production is outside the meter boundary. Two supply-network completions can agree on the
entire observed meter series yet attribute very different burdens to the unmeasured component. With-
out a justified bound or further measurement, the observed savings cannot determine the lifecycle sign.
Conversely, if independently audited conservative bounds satisfy the proposition’s strict separation con-
dition, an investigator may establish a robust burden ordering without claiming to know the missing tiers
exactly. This gives partial identification a positive role beyond a generic statement that knowledge is
incomplete [118].
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Table 52: Partial network observations and defensible inference. Categories distinguish empirical detec-
tion from unobserved structural assumptions; thresholds must be declared separately for each case.

Observed material

Warranted inference

Additional evidence needed for stronger
claim

Metered electricity at one
site

Bounded direct electricity use, condi-
tional on meter validity

Electricity sourcing, upstream equip-
ment burdens, system displacement

Known first-tier purchase Documented transactions for named Supplier genealogy, actual material use,

orders components alternatives and buffers

Verified maintenance work Recorded interventions and observed Undocumented labor, common causes,

orders downtime counterfactual failure rates

Sampled ecological recep- Indicatorinsampled places and intervals Pre-intervention trajectory, detection

tor power, spatial spillovers, competing
pressures

Governance document and
interface log

Stated authority and recorded exercise of
an interface

Effective veto capacity, enforcement, in-
formal practice and remedy access

29.5 Causal Attribution Across Coupled and Changing Systems

The counterfactual estimands of Section 27 do not become identifiable solely through an expanded depen-
dency graph. The choice of an energy-oriented controller may follow an electricity-price shock that also
affects output and carbon intensity. Maintenance interventions can respond to deterioration while im-
proving subsequent availability. A facility’s adoption of Al software may coincide with new equipment,
workforce retraining, and changed procurement contracts. Contemporaneous changes can therefore gen-
erate policy—outcome associations even when their causal roles differ. A target-trial emulation requires
an intervention, eligibility rule, allocation strategy, time zero, follow-up, outcomes, and estimand defined
before selecting adjustment and estimation methods [54, 160].

Coupled infrastructures add interference. A plant that reduces its grid load may affect marginal
generation and prices elsewhere; a major supplier substitution can shift shortages to another purchaser;
shared ecological receptors can accumulate exposures from multiple installations. If treatment A; for
unit ¢ influences the potential outcome of unit 5, a simple no-interference comparison lacks a stable unit-
level counterfactual. Under a declared exposure mapping g;(A), a possible estimand relates Y;(a;, g;)
to alternative assignments, but the exposure mapping and its restrictions require empirical justification
[56]. An investigator should compare isolated-cell, linked-cluster, and region-level specifications, and
inspect whether apparent savings relocate burdens between units. Interference need not invalidate every
analysis; it changes what the intervention and estimand mean.

Longitudinal adjustment presents another difficulty. A variable such as component deterioration
can affect both the next control policy and subsequent repair cost, while itself being affected by ear-
lier policy settings. Conventional adjustment for such a post-treatment variable may bias estimates
of a total policy effect; appropriate sequential methods depend on the causal history and assumptions.
Difference-in-differences can be informative where plausible trends and treatment-timing requirements
hold, but pretrends and negative-control outcomes are diagnostics rather than self-proving identifica-
tion. Instrumental-variable approaches require defensible exclusion, relevance, and interpretation as-
sumptions. The design should report why a chosen approach is credible and assess its plausible failures,
instead of describing the availability of a technique as proof of causality.

Aggregate evidence requires special restraint. A regional rise in industrial robot installations along-
side a change in employment, energy use, or material throughput cannot identify the causal consequences
of autonomous Al production without addressing composition changes, macroeconomic shocks, demand,
and selection. Historical-materialist interpretation can propose mechanisms relating machinery, accu-
mulation, labor, and institutional control; it does not license the inference that temporal coincidence
measures a particular mechanism. An adequate analysis should offer competing explanations, disaggre-
gate outcomes when possible, use appropriate control or comparison histories, and make the distinction
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between mechanism interpretation and identified effect explicit.

29.6 Ecological Baselines and the Problem of Recoverability

Ecological inference requires more than a lifecycle burden estimate. Ambient temperature, water avail-
ability, population structure, habitat function, and recovery trajectories differ across locations and ob-
servation periods. A field station established after industrial expansion can document the subsequent
condition but may not observe the system that preceded disturbance. Weather, land management, in-
vasive species, other industries, and delayed responses can move the measured indicator independently
of the production policy. An inventory result such as kilograms of emissions per functional unit mea-
sures a pressure according to its accounting conventions; it is not a direct observation that an ecological
community has recovered. The ecological framework of Sections 21-24 calls for specifying receptors,
thresholds, monitoring, spatial connections, and restoration hypotheses separately from input efficiency
[84, 83, 59, 129].

A defensible comparison begins with a causal account of the ecological indicator, its temporal and
spatial support, measurement error, and plausible exposure lags. Repeated pre-intervention sampling,
reference sites, independently validated remote observations, and process-based sensitivity analyses can
improve evidence. These procedures remain imperfect where the unimpacted reference state is unob-
servable, historic landscapes have already changed, or climate trends shift the conditions of comparison.
The absence of detected deterioration is informative only together with detection limits and the mini-
mally important change that the study could have found. Likewise, a monitored increase in a selected
biodiversity indicator need not demonstrate recovery of all ecological functions or affected nonhuman
interests.

Robust viability, as formalized in Section 24, depends on declared constraints, uncertainty sets, con-
trollable actions, and dynamics. A feasible policy in a simplified model is therefore a conditional exis-
tence result. If ecological process parameters cannot be identified from the monitoring record, its viabil-
ity classification can be sensitive to the choice of dynamics or uncertainty radius. Investigators should
report which constraints are binding, whether feasible sets persist across defensible process models, and
which missing data could reverse the conclusion. Where species loss, aquifer change, or contamination
cannot be reliably offset, the decision problem may involve a non-substitutable limit; it cannot be settled
by assigning an unexamined exchange rate between environmental loss and economic output.

29.7 Competing Dependency Models and the Test of Additional Explanatory Value

The proposed generative-relational (GR) representation joins typed processes, participants, enabling in-
puts, authority, provenance, and ecological receptors. Its explanatory capacity depends on how these
categories are defined, connected, and measured. Different valid representations can encode the same
evidence. A component-level bill of materials, an input—output table, a temporal production network,
a causal directed acyclic graph, and an agent—activity—entity provenance graph address overlapping but
nonidentical tasks. None acquires causal authority from its graphical form. In particular, an edge record-
ing purchase history should not be interpreted as a physical necessity; a path across suppliers should
not be interpreted as a causal effect; and a model’s ability to fit an observed history does not establish
predictive stability after reorganization [112, 196, 152].

Model uncertainty should be studied at several levels: (i) ambiguity in defining an activity and a
boundary, (ii) uncertainty as to whether a relation exists, (iii) misclassification of its type or direction,
(iv) uncertain parameters of dependency or ecological response, and (v) incompatible structural expla-
nations for the same observed events. Investigators can vary node granularity, substitution structure,
environmental boundary, and intervention assumptions, recording which practical conclusions remain
invariant. Where an input may be indispensable under one network completion and redundant under
another, the appropriate conclusion is model dependence until new intervention or supplier evidence dis-
tinguishes them. The earlier typed formalism offers a notation for the problem, not a guarantee of correct
structure.
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The benchmark proposed in Sections 27 and 28 remains essential. GR-augmented analyses must re-
ceive the same underlying evidence as strong LCA/MFA, time-indexed production-network, reliability,
and provenance baselines, with appropriate permission to include authority and event-history attributes.
The incremental question is whether GR’s particular relational typing or inference workflow improves
a prespecified task after the baseline has access to equivalent substantive information. Blind evalua-
tions should use held-out facilities or time-separated disruptions, adjudicated event labels, predictive
calibration, analytical workload, storage and computing costs, and sensitivity to withheld tiers. A favor-
able qualitative case with a deliberately weak comparator would not suffice. A repeated null advantage,
poorer calibration, or avoidable complexity is a legitimate negative result; it limits the method’s incre-
mental utility without proving that material relations are irrelevant.

29.8 Power-Conditioned Observability and the Interpretation of Silence

The relation between power and evidence is a necessary empirical question, not a universal explanation
for missing records. Owners, platform vendors, public agencies, trade associations, workers, subcontrac-
tors, and affected communities may possess very different abilities to create, preserve, request, challenge,
and interpret production records. Commercial secrecy and data-security constraints can be legitimate, yet
they may also produce systematic gaps around subcontracted labor, proprietary maintenance interfaces,
upstream material processing, or localized ecological harms. Equally, organizationally produced records
may overrepresent easily counted throughput and operational uptime while underrepresenting care work,
informal repair, and displaced exposure. These possibilities follow from the institutional analysis in
Section 26 and warrant direct investigation rather than presumed motives [153, 146, 74].

An inquiry can operationalize observability as a vector of auditable rights and practices: who is
entitled to record an event; who has access to raw measurements; whether an affected party can contest
a classification; who may authorize independent verification; what is retained after a contract ends; and
what remedies exist for material misreporting. These should be compared with actual outcomes of access
requests and sampling, not inferred from an ownership label alone. If facilities with different governance
arrangements yield systematically different access after accounting for technology and applicable rules,
that finding can motivate a narrower causal investigation. Conversely, comparable disclosure practices
across organizational forms would count against a simple power-determines-visibility explanation. This
approach treats power as a potentially explanatory condition rather than a substitute for observation.

Independent auditing requires safeguards. A public repository of precise industrial-network data may
expose commercially sensitive information, worker identities, critical infrastructure, or ecological loca-
tions needing protection. Controlled researcher access, provenance-preserving redaction, tier-aggregated
summaries, confidential third-party verification, and publication of measurement instruments can some-
times support scrutiny without indiscriminate disclosure. None of these methods guarantees full trans-
parency or resolves who is entitled to the underlying data. Conflicts between privacy, security, scientific
verification, and the standing of affected communities call for institutionally legitimate decisions. The
important analytical distinction is between a relation shown not to exist and a relation that the observer
was not empowered or equipped to see.

29.9 Registering Disconfirmation Across the Research Programme

The paper’s main propositions should be distinguished from their most convenient supporting anecdotes.
A meaningful test specifies an empirical target, a competent comparator, a predicted contrast or pattern,
and the result that would restrict the claim. Table 53 proposes a prospective register. Its entries are criteria
for future studies rather than tests already performed. For causal hypotheses, failure of identification is
marked separately from evidence of a null or reversed effect; for the formal model, a mathematical
contradiction under the same assumptions is distinct from an empirical discrepancy with its application.

These tests should not be phrased so that every possible result is interpreted as confirming a theory.
An observed absence of concentrated suppliers is evidence against concentration in the sampled set-
ting; it does not automatically turn into confirmation of a subtler hidden concentration. A demonstrated
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Table 53: Proposed prospective register for principal hypotheses. Each outcome concerns a declared
boundary, population, and horizon; missing identification is distinct from disconfirmation.

Testable proposition

Competent test or comparator

Finding that limits the proposition

Operational automation leaves
material reproduction depen-
dencies

Automation can relocate rather
than remove bottlenecks
Institutional rights condition
executable choices

Reorganization alters labour
and social-reproductive bur-
dens

Unit efficiency does not estab-
lish absolute ecological relief
A GR representation adds ana-
lytic value

Audited bills of materials, service continuity, substi-
tute and maintenance inventories

Matched pre/post network and interruption analysis;
independent vendor records

Verified feasible-set and decision audits across com-
parable technical settings

Worker-time, skills, exposure, quality, and house-
hold/service indicators with proper comparison
groups

Extended LCA and system-response estimates in-
cluding displaced demand and suppliers

Strong temporal-network, LCA/MFA and reliability
baselines with equal information access

Dependencies materially decline under stable ex-
panded boundaries; proposed links are not function-
ally necessary

Diverse substitutes expand effective continuity and
no offsetting critical concentration is supported
Differences in rights or access fail to explain policy
capability or choices after competing constraints are
tested

Proposed displacement or invisibility fails to appear,
or benefits predominate within declared measures

Robust absolute reductions survive credible up-
stream and scale-response bounds

No repeatable benefit in calibration, diagnosis or de-
cision quality relative to cost

environmental improvement is evidence against a claim that the particular intervention merely exports
burdens, even if other systems might exhibit displacement. A strong conventional model may reproduce
every relevant trajectory feature with fewer assumptions than GR. The response to such findings should
be to narrow the hypothesis, improve the observation design, or abandon an unproductive component.
Retrospectively selecting a new threshold or observation horizon to preserve a favored conclusion would
defeat the registration.

Null results also require adequate measurement power. A wide uncertainty interval compatible with
substantial benefit and harm is a statement of unresolved evidence, rather than strong confirmation of no
effect. Selective publication of favorable facilities, outcome switching, and repeated unregistered model
searches can undermine the evidentiary value of apparent successes; transparent protocols and full study
registers are therefore relevant beyond conventional biomedical settings [102]. This citation concerns a
methodological analysis of bias and selective publication; it supplies no empirical estimate of the propor-
tion of false findings in autonomous-production research. If a data steward cannot permit publication of
the necessary negative results, the resulting case may be unsuitable for a confirmatory claim. The empir-
ical programme should publish its coverage limitations and rejected hypotheses alongside any positive
outcomes.

29.10 A Reporting Protocol for Research and Public Deliberation

An integrated report should carry a sequence of named decision points. First, freeze the version of the
productive service, time horizon, site eligibility, environmental boundary, and relevant rights and con-
straints. Second, disclose the measurement instruments and distinguish observed, imputed, modeled,
withheld, and unknown records. Third, register the analytic estimand and its causal, sampling, physical,
and functional assumptions. Fourth, compare alternative completions of supplier, maintenance, eco-
logical, and authority networks. Fifth, quantify the robustness of each consequential conclusion, using
partial-identification intervals where point identification is unavailable. Sixth, test whether another com-
petent method offers a simpler explanation with similar or superior performance. Seventh, expose the
distributional and normative decisions not answered by the empirical model.

For public deliberation the report should separate three outputs. The evidentiary output states what
was observed, modeled, or bounded. The causal output states which differences between policies or in-
stitutions can be defended given their identification assumptions. The normative output identifies whose
ecological and material interests are at stake, which limits have legal or ethical standing, what remains
contested, and who has authority to decide. Such separation does not sever the connection between ev-
idence and values: a measured harm matters precisely because of the lives, livelihoods, and ecological
processes implicated. It instead prevents uncertainty from being concealed inside an optimizer or val-
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Table 54: Minimum disclosure before advancing a comparative-production claim. Each element con-
cerns the specified study rather than a universal completeness requirement.

Gate Required report Reason to withhold a stronger conclusion

Observation Site, service, instrument, access, unit, miss- Unreported denominator or non-ignorable
ingness and provenance nonresponse

Identification Estimand, treatment, comparison, assump- Confounding, missing overlap, undefined
tions and interference model counterfactual

Boundary Supplier and ecological coverage; modeled Plausible omitted flows change the claimed
and unbounded tiers direction

Robustness Alternatives, perturbations, prediction vali- Sign or practical choice reverses under

Normative status

dation, partial bounds
Affected parties, thresholds, authority, con-
testation and remedies

credible scenarios
Model rankings presented as authorized
ethical outcomes

ues from being misrepresented as scientific coefficients whose legitimacy follows from computational
feasibility.

The research programme also benefits from staged commitments. A first-stage audit of one industrial
site may legitimately end at service logs and material balances; a second stage may validate substitution
and interruption models; a third may extend to representative supplier and receptor sampling; only later
can a cross-institutional or regional causal comparison become credible. Each stage should have stopping
rules when unknown inputs, poor overlap, high measurement error, or incompatible ecological models
make the next inference unwarranted. Independent review should draw on manufacturing engineering,
industrial ecology, causal inference, labour research, ecological field science, and institutional analysis.
Such review is a methodological requirement for stronger future claims, not an assertion that the current
manuscript has undergone it.

29.11 What the Inferential Limits Establish

The section establishes a disciplined boundary between a represented trajectory and an inference about
productive reality. Evidence can be incomplete because events were never recorded, because collection
and access depend on institutions, because chosen sites differ from the intended population, or because
competing causal and ecological models fit the same observations. These conditions have distinct reme-
dies: improved measurement, access governance, better sampling, stronger intervention designs, sensi-
tivity analysis, bounds, or a candid statement of non-identification. The interval proposition shows a
narrow but useful positive result: some comparisons remain decisively ordered under defensible bounds,
while others cannot support a directional conclusion. No general ecological or institutional verdict fol-
lows from the formalism alone.

The candidate GR framework remains a provisional way to coordinate these inquiries. Its value is
conditional on accurate typed records, defended assumptions, and better performance for declared tasks
than equally informed conventional methods. Its limitations include observation bias, ambiguously typed
dependencies, uncertainty about causal structure, and the inability of relational bookkeeping to authen-
ticate events or decide normative standing. These are scientifically consequential rather than merely
editorial restrictions. In some settings the research may find that conventional industrial ecology and
supply-network models suffice, or that automation reduces critical dependence and absolute ecological
pressures more effectively than originally hypothesized. Such results must remain admissible.

The concluding section can therefore synthesize the paper on a narrower and more defensible ba-
sis: increasingly autonomous Al-mediated production may change the distribution of labour, material
dependencies, institutional authority, and ecological burdens, but their direction and viability are empir-
ical, historically situated questions. The necessary continuation is a staged, independently reviewable
research programme that links productive service, physical flows, social reproduction, ecological condi-
tions, and contestable decisions without collapsing technical capacity into self-reproduction, or empirical
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description into normative entitlement.

30 Conclusion and Research Continuations

This section brings the historical, formal, engineering, ecological, and comparative inquiries into a single
account of the conditions under which increasingly autonomous Al-mediated production might sustain
its own productive capacity while remaining compatible with the continuation of affected ecological pro-
cesses. The investigation began with an asymmetry between what a production system can accomplish
during an observed operating interval and what is required to sustain the material and social conditions of
further operation. Its conclusion is deliberately conditional. Greater automation changes productive pos-
sibilities and can reorganize dependencies, but the direction of those changes, their distributive effects,
and their ecological consequences cannot be deduced from an automation label. They require measure-
ments over justified system boundaries, explicit institutional comparisons, and observations appropriate
to the ecological processes at issue. The present manuscript supplies a framework and a research design
for these inquiries, alongside sourced evidence from existing literature. It does not claim a demonstrated
self-reproducing Al production system, an original estimate of ecological benefit, or a generally superior
form of ownership.

30.1 The Historical Problem of Reproducing Productive Capacity

The paper’s historical-materialist starting point is that productive capacity is constituted through relation-
ships among workers, knowledge, machinery, material supplies, infrastructures, organizational practices,
and the social conditions through which these capacities are reproduced. The historical incorporation of
collective knowledge into machinery, the development of industrial automation, and the contemporary
diffusion of Al-supported planning and control do not remove these relationships. They can transform
which participants perform particular tasks, where necessary inputs are procured, which actors possess
effective decision rights, and what investments become prerequisites for production. This analytical ori-
entation follows the tradition of examining machinery and the reproduction of social production, without
equating a present technical architecture with a prediction about the next historical order [120, 125, 124].

The historical analysis and typed dependency model establish why technical performance, renewal
of productive inputs, control over access, and social reproduction require separate records. Across the
manuscript, operational autonomy refers to bounded task execution, reproductive autonomy to the re-
newal of enabling capacities under recorded support and horizon conditions, ecological compatibility to
specified and justified ecological endpoints, institutional implementability to effective access and autho-
rization of a feasible policy, and legitimacy to a further contestable judgment about the authority and
procedures governing that policy. They are linked propositions, not interchangeable labels or entries on
a universal autonomy scale. A workcell can operate with few on-site interventions while relying on exter-
nally produced parts, specialist labour, and restricted knowledge for the next production interval. These
dependencies are mediated through wages, procurement, contracts, public infrastructure, organizational
control, and material exchange. Their reorganization is therefore a question about productive forces and
the relations through which those forces can be maintained and used, rather than a numerical measure of
task automation alone.

This reasoning also limits the paper’s interpretation of scarcity and productive power. A dependency
becomes a consequential bottleneck relative to a specified service, alternative pathways, and horizon. In-
stitutional power requires the further possibility of exercising control over access or adjustment. Neither
high technical centrality nor ownership alone guarantees that control will be effective. Conversely, an
apparently dispersed production network can remain dependent on shared infrastructures or permissions.
The proposed investigation of dependency relocation therefore concerns empirical changes in the com-
position and substitutability of requirements, not a presumption that automation inevitably produces con-
centration or extracts value. Labour reorganization must similarly be investigated through documented
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changes in tasks, skill, remuneration, care, maintenance, and social reproduction rather than inferred
from the adoption of a machine [43].

These distinctions support historically situated comparisons. They leave open the possibility that
automation can diversify a supply network, improve worker safety, lower burdens, or expand socially
useful productive options. They also leave open the possibility of geographically displaced costs, tight-
ened access to critical equipment, intensified extraction, or increased demands on unrecognized labour.
Each mechanism admits different observations and different potential refutations. The resulting account
of productive transformation is comparative rather than historically predetermined.

30.2 What the Proposed Relational Representation Contributes

The generative-relational (GR) representation introduced in Section 6 is intended to make heterogeneous
productive requirements and their changing relations inspectable across boundaries. Its records distin-
guish entities and events, material and energy quantities, service capacities, access conditions, evidence
provenance, and ecological attributes. Their types matter. A measured electrical input in kilowatt-hours,
a functional requirement for an equipment component, a legal permission, a report of possible contam-
ination, and a claim about legitimate authority cannot be combined into one scalar quantity without an
additional and justified model. The representation offers a common interface for comparing the relation-
ships among these observations, not a replacement for their domain-specific measurement disciplines.

The paper’s formal contributions are conditional and have different empirical implications. The dis-
tinction between operational and reproductive autonomy in Section 7 requires researchers to test contin-
ued capacity, not only completion of a campaign. The upstream-requirements constructions in Section 8
require appropriate flow coefficients, substitution assumptions, and evidence on missing supplier tiers.
The policy-set inclusion in Section 26 requires observation of financing, permissions, and enforceable
decision rights before it can inform a claim about realized production. The robustness calculations in Sec-
tion 24 are conditional on the stated ecological-state model, constraints, disturbance set, and treatment
of uncertain fixed parameters. Each result specifies what would have to be observed for application;
mathematical consistency alone establishes none of those observations.

The methodological value of these distinctions depends on comparison with competent alternatives.
Material-flow analysis, input—output methods, lifecycle assessment, reliability engineering, supply-
network models, established provenance standards, and conventional causal inference already provide
substantial theoretical and empirical instruments. The GR framework warrants retention only where
a typed, historically changing record supplies additional information for a declared task at acceptable
cost and error. Such tasks may include following the interaction between equipment dependencies,
replacement histories, ecological exposure, and authorization decisions, provided these connections
can be measured and independently checked. An equal-information comparison in which established
methods perform equally well or better is an admissible negative result. The framework should then be
simplified, restricted to a documentation role, or replaced for that task. Relational vocabulary by itself
provides neither an authenticated event history nor privileged epistemic authority.

30.3 The Conditions Connecting Technical and Ecological Reproduction

The engineering review in Sections 13-20 differentiates the demonstrated operation of specific robotic,
laboratory, and control components from the much stronger capacity to renew their enabling machinery
and inputs. Computing facilities, energy and thermal infrastructure, specialized equipment manufacture,
spare parts, calibration, repair, and materials recovery occupy different technological maturity levels and
follow different replacement cycles. An operating installation may automate one sequence while relying
on extensive human and infrastructural support elsewhere. Proposals concerning robotic or Al-supported
self-maintenance are consequently bounded engineering hypotheses until the relevant systems have been
tested, including disturbances, repair, material replenishment, and longer operating horizons.

Sections 21-25 develop a corresponding distinction on the ecological side. A production regime’s
ability to continue acquiring its inputs and operating its equipment does not establish that receiving
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ecosystems can continue their characteristic processes. Physical inventories describe withdrawals, emis-
sions, stocks, and flows within declared boundaries. Impact assessments connect some of those pres-
sures to selected ecological consequences under further models. Recovery studies concern the response
of specific ecological processes after disturbance, which need not be captured by an annual emissions
inventory. Robust viability models then ask a narrower formal question: whether admissible production
policies satisfy specified service and ecological constraints over a stated horizon and set of disturbances.
A mathematically nonempty viability set is conditional on these specifications. It does not certify the suf-
ficiency or legitimacy of the constraints chosen. Likewise, policy implementability within a documented
institution is a separate issue from both ecological compliance and the justification of that institution’s
authority.

The conjunction of productive and ecological continuation is therefore a research problem with at
least four separately justified components: a measurable productive service; a defended inventory of its
direct and indirect requirements; adequate evidence about affected ecological receptors and their dynam-
ics; and publicly or otherwise legitimately authorized constraints on permitted interventions. Compati-
bility requires that the selected policy satisfy the relevant constraints under the stated uncertainty model.
Where the evidence is incomplete, conclusions may be bounded or indeterminate. Where no admissible
policy satisfies the declared requirements, the appropriate result is a documented incompatibility within
that model, prompting scrutiny of demand, technology, distribution, timing, or the justified requirements
themselves. This does not entail that ecological interests should be weakened to recover mathematical
feasibility.

Cumulative and induced-scale effects matter because lower unit burdens do not ensure lower total
burdens. A more efficient process can coincide with increased total activity, relocated production, or
earlier equipment replacement, while other interventions may reduce defects and absolute material use.
Section 25 treats these mechanisms as competing possibilities. A reliable comparison must report both
service-normalized and absolute outcomes, specify its counterfactual, and examine the time and location
of consequences. A locally lower demand on electricity, water, or materials cannot alone support a
conclusion about regional ecosystems, distant supply chains, or ecological recovery.

30.4 The Evidentiary Status of the Paper’s Principal Claims

A clear account of what this manuscript establishes is necessary because its conceptual, mathematical,
and empirical components have different kinds of warrant. Table 55 summarizes these distinctions. The
categories are not stages on a universal ladder: documented engineering operation may be well estab-
lished for a narrow task while the causal ecological effect of its introduction remains unidentified; a
mathematically sound proposition may be uninformative if its assumptions do not hold in the target
setting.

The reported external evidence is likewise source-bounded. Existing reports document selected in-
dustrial installations, laboratory demonstrations, energy and materials trends, and occupational exposure
indicators. Those observations motivate research questions; they are not a pooled causal experiment on
autonomous production. Sections 27-29 set out the further requirements of credible controls, sufficient
network coverage, calibrated ecological models, qualified inference, and transparent uncertainty. In
particular, observing that a facility has a sophisticated control architecture establishes neither complete
supply-chain reproduction nor an identified contribution to ecological recovery.

The distinction between a negative result and an unidentified result is especially consequential. An
adequately measured intervention that fails to reduce a prespecified total ecological burden contradicts
a directional improvement hypothesis for its tested scope. An intervention with unobserved upstream
inputs and no defensible bounds instead leaves the total contrast unresolved. Similarly, a finding that crit-
ical suppliers become more substitutable challenges a hypothesis of tightening dependence in that setting,
whereas undisclosed supplier identities alone cannot demonstrate hidden concentration. These rules pro-
tect the programme against interpreting every outcome as confirmation. The interval-comparison result
of Section 29 offers a limited positive possibility: some burden orderings can be defended when con-
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Table 55: Claim status at the completion of this exploratory manuscript. “Established” refers only to
the stated conceptual or conditional mathematical result, not to empirical verification of a proposed
production regime.

Research object Warrant available in this paper What remains unestablished

Operational and reproduc-
tive autonomy
Changed productive de-

Explicit distinct definitions and conditional examples  Their gap in a specified pop-
ulation of facilities

Typed comparison and bounded accounting proce- Direction and magnitude un-

pendencies dures der a real intervention

Institutional ~ production Conditional separation of physical and imple- Which governance arrange-

choices mentable policy sets ment produces better out-
comes

Ecological continuation Existing measurement methods and model-dependent Regionally validated recov-

and viability
Comparative policies and
GR utility

feasible-set analysis
Prospective causal designs, evidence rules, and falsi-
fication tests

ery and total impact effects
Original causal estimates or
incremental predictive bene-
fit

Table 56: Proposed order of empirical work. Every gate applies to a specified population, productive
service, system boundary, observation interval, and set of potentially affected participants or ecological
receptors. No stage is reported as completed here.

Stage Primary question Minimum study product Rule for progression
I. Record What is demonstrably pro- Provenance-checked servicelogs, input Reconcile units, inventories,
duced and consumed? and output accounts, missing-data reg- and key source records
ister
II. Test Which inputs are function- Interruption, substitution, reliability, Quantify alternatives and uncer-
ally consequential? and repair tests against competent engi- tainty; avoid causal claims from
neering models topology alone
III. Trace Where do burdens and capac- Extended supplier flows, labour Document or bound consequen-
ities travel? records, lifecycle inventory and tial omissions and transport as-
receptor-based ecological observations ~ sumptions
IV. Compare What changes under a de- Matched-service prospective or defen- Establish overlap, stable in-

fined intervention?

V. Deliberate
merit authorization?

Which feasible trajectories

sibly identified observational compari-
son with negative-result reporting

Transparent options, material conse-
quences, accountable decision records
and review opportunities

tervention definitions, sensitiv-
ity, and appropriate interfer-
ence analysis
Distinguish  scientific  con-
straints from legitimate institu-
tional choice

servative ranges remain separated, but overlapping ranges generally do not identify a direction without
more information.

30.5 A Staged Programme for Independent Empirical Evaluation

The next research step should consist of a staged programme whose successive claims depend on recorded
evidence rather than on the ambition of the overall theory. Each stage has its own feasible deliverable
and a rule for declining stronger inference. The measurement modules introduced in Section 28 supply
possible settings: a qualified autonomous laboratory, a conventional or highly automated production cell,
a computing-intensive production supply chain, a maintenance network, and a material-ecological sup-
ply network. Selection should be driven by data rights, technically comparable service definitions, and
the prospect of valid measurement rather than by a preference for unusually successful demonstrations.

At Stage I, investigators would register a functional unit and its quality requirements, a site and sup-
plier boundary, and a finite observation horizon; audit meters, logs, and inventory records; and identify
unresolved links. An honest finding that input records cannot yet be reconciled is a useful research re-
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sult. Stage I would identify which dependencies are causal or functional by using qualified interruptions,
component replacement, external validation of reliability models, or natural changes with defensible as-
sumptions. Interventions must respect workplace safety and ecological protection; experimental access
cannot be treated as a license to impose hazardous disruptions. Stage IIT would connect the site to phys-
ical upstream flows, affected workers and institutions, and relevant ecological receptors. Its purpose is
to test whether claimed benefits survive the accounting boundary and whether exclusions can plausibly
reverse the conclusion.

Stage IV would evaluate policies under a matched productive service and decision horizon. As
developed in Section 27, throughput-, energy-, and ecology-oriented controls need a well-operated con-
ventional comparator, prespecified outcomes, and an assignment or identification strategy appropriate to
interference and changing market demand. The protocol should jointly report site-level and wider-system
results, with uncertainty and sensitivity to unrecorded flows. Comparative institutional evaluation can be
introduced where effective policies, financing, workforce conditions, public constraints, and ecological
baselines are sufficiently comparable. A weak comparison between one exceptionally resourced public
facility and a different low-investment private plant would otherwise conflate institutional governance
with equipment quality and selection.

At Stage V, measured alternatives would be made available for legitimate judgment. Scientific re-
search can constrain an options set by identifying likely harms, feasible actions, unknown consequences,
and conflicting requirements. It does not determine the authority of any actor to trade workers’ liveli-
hoods against distant habitat damage or to fix ecological thresholds without deliberation. This stage there-
fore requires explicit affected-party definitions, institutional procedures, lawful data access, accessible
explanations, and opportunities for revision where appropriate. The relationships between cross-border
evidence, trust, and remedial authority exceed this paper’s scope and remain reserved for a companion
inquiry.

This staged sequence need not be implemented in a single giant study. Independent research teams
may advance particular modules at different speeds and with differing geographic coverage. Their evi-
dence should remain interoperable through reported units, boundaries, identifiers, provenance, and un-
certainty rather than forced into a universal integrated score. A consortium might legitimately complete
high-quality facility-level accounting without being able to estimate regional ecological outcomes. Re-
search reports should state that limitation without treating it as a failure to produce useful knowledge.

30.6 Comparative Institutions and the Governance of Uncertainty

The material possibilities of autonomous production are shaped by decisions about investment, data,
equipment access, labour organization, technology licensing, standards, and the ecological conditions
under which production may proceed. Section 26 therefore compares institutionally available production
trajectories without positing that capitalist, public, cooperative, or commons-based arrangements possess
an automatic ecological or emancipatory property. Each can create both capabilities and constraints.
Effective accountability depends on specific decision rules, material capacity, enforceable duties, and
the possibility of evaluating consequences.

An institutional assessment should keep three issues separate. Capacity concerns what an organi-
zation can actually implement, finance, maintain, and monitor. Distribution concerns how productive
benefits, access, burdens, and future capabilities are allocated among participants and affected others.
Legitimacy concerns whether decisions affecting those participants and ecological interests are autho-
rized and open to appropriate challenge and revision. Evidence of high output or low direct cost may
illuminate capacity while revealing little about distribution or legitimacy. Similarly, an institutionally
inclusive procedure cannot substitute for valid measurements of physical harm. Responsible comparison
must be able to find different strengths, contradictions, and failures within the same arrangement.

Institutional control can also affect the visibility of evidence. Supplier disclosures, worker reports,
repair logs, ecological monitoring, and publication rights are produced under historically specific gov-
ernance conditions. This observation motivates investigations of selection and missingness, not an un-
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supported claim that a particular actor deliberately suppresses evidence. Where strategically withheld
information is hypothesized, the research requires observations capable of distinguishing it from confi-
dentiality obligations, fragmented recording systems, or technical absence of measurements. A sound
institutional comparison should make the conditions of observation part of its design, including data-
access constraints that can prevent a confirmatory claim.

The ethical perspective remains plural. Ecological viability addresses constraints on certain physical
and biological processes; social reproduction addresses conditions for human lives and labour; legal and
political evaluation concerns authority, rights, voice, and remedy. Relations among these interests can be
contested, and no single numerical objective has inherent authority to resolve them. The contribution of
the present research is to make the consequences and assumptions of proposed choices more inspectable
so that disagreement need not rest on hidden material accounts or mislabeled scientific certainties.

30.7 Conditions That Would Restrict the Research Programme

A continuing theory benefits from specifying what would reduce its scope or warrant, not only what
might extend it. The proposed research programme should be restricted when one or more of the fol-
lowing conditions holds within an adequately measured, declared setting: automation decreases external
input intensity and system-wide absolute burdens without consequential displacement; supply substi-
tution becomes easier rather than more concentrated after an intervention; improved controls achieve
ecological and productive requirements together without significant tradeoffs under tested disturbances;
or the claimed GR representation adds no material diagnostic or predictive value beyond established com-
parators. These findings are compatible with portions of the paper’s general problem statement while
contradicting particular directional hypotheses. Two elementary constructed cases illustrate the required
discipline. First, if impact intensity falls from 10 to 8 kg per qualified unit while output rises from 100
to 150 units, total registered impact rises from 1,000 to 1,200 kg despite the improvement per unit; the
larger total could alternatively be reduced by a different demand response. Second, a regime with a
larger implementable policy set may choose a higher-burden option than a regime with fewer choices.
Neither arithmetic example predicts an actual factory or ranks institutional forms. Together they require
that intensity, total scale, available options, selected action, and measured ecological responses be tested
as separate claims. They should not be recast as proof of concealed adverse effects merely because such
effects remain imaginable.

Other outcomes imply suspension rather than rejection of an empirical claim. If supplier coverage
is too low to bound impacts, if policy groups have no credible overlap, if ecological response models
have been extrapolated outside their domain, or if proprietary data cannot be independently audited, the
corresponding effect may be unidentified. At that point the appropriate product is a coverage report,
sensitivity range, or study redesign. The absence of a defensible causal estimate is not evidence that the
effect equals zero. These distinctions follow the identification and sensitivity requirements specified in
Section 29.

A further limitation lies in the representations themselves. The manuscript treats decision intervals
and assessment horizons as modeling devices, not as an unexplained universal ontology of historical time.
Changes in ecological conditions may have long memory; work, infrastructure, and supply chains may
follow asynchronous cycles; institutional rules can change during observation. If a chosen state represen-
tation omits these histories, its transition or viability calculations may be misleading even when internally
consistent. Model revision may therefore require new state variables, non-Markovian dynamics, histor-
ical interpretation, or different research questions. The formalism is useful insofar as it discloses these
assumptions and remains answerable to observation.

Before any claim of established scientific novelty or submission-ready reliability, a full independent
review is required. The review should verify original source metadata and interpretations, formal proofs
and units, accounting boundaries, engineering maturity descriptions, ecological response assumptions,
and institutional and labour claims. The current bibliographic and LaTeX checks establish compilation
and internal reference integrity, not scholarly verification of each source or assertion. The manuscript’s
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proposed protocols are reproducibility aids rather than records of completed experimental implementa-
tions.

30.8 The Scope of the Resulting Research Contribution

The contribution is an integrated, testable account of a historically situated problem: technological inde-
pendence within a bounded operating task may coexist with greater dependence on the wider reproduc-
tion of productive and ecological conditions. The paper makes five research transitions explicit: from
task output to the restoration of productive capacity; from local inputs to qualified upstream alternatives;
from observed dependencies to exercisable institutional power; from measured physical flows to causal
ecological consequences; and from technically feasible policies to legitimately selected ones. Each transi-
tion calls for additional records, assumptions, and comparators, rather than following automatically from
the preceding claim. The proposed GR representation is one candidate means of keeping the transitions
auditable, subject to equal-information evaluation against established methods. Its strongest prospective
claim is therefore conditional and discriminating: a reproducible improvement on defined cross-domain
tasks, relative to equally informed and adequately engineered alternatives, with uncertainty and investi-
gation costs declared. If that test fails, the conceptual distinctions may remain useful while a separate
claim of methodological superiority should be withdrawn.

The paper thus establishes conceptual distinctions, conditional models, and research designs rather
than a demonstrated trajectory toward fully self-reproducing Al production. It makes no deterministic
prediction about employment, institutional order, or ecological benefit. A documented improvement
in productive independence, ecological continuation, or institutional accessibility would count as evi-
dence for the corresponding bounded claim; documented deterioration would count against it. Where
alternatives are observationally indistinguishable, the finding is unresolved rather than favorable by de-
fault. On these terms, ecological compatibility is a researchable, historically organized possibility whose
attainment would require independent technical, ecological, and institutional evidence.

Future research should begin with independently auditable service, maintenance, supplier, and eco-
logical records; proceed to matched interventions and sensitivity analysis; and finally support decisions
through accountable institutions with explicit rights of correction and remedy. The research architecture
is justified only where this sequence produces better warranted conclusions or more usable, contestable
evidence than competent alternatives. Its remaining scientific and ethical questions are accordingly left
open to external tests and deliberation.
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